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Preface
The 1979 DOE Statistical Symposium was the fifth in the series of annual
symposia designed to bring toge [her statisticians and other interested parties
who are actively engaged in helping to solve the nation's energy problems.
This symposium was different from the previous conferences in two
important respects.
For the first time, the conference was held at a location remote from an
energy laboratory site. The program, therefore, did not include tours of
facilities such as were held at Los Alamos Scientific Laboratory, Oak Ridge
National Laboratory, Pacific Northwest Laboratory, and Sandia
Laboratories.
The previous four symposia contained sessions during which unsolved or
incompletely solved problems were presented, followed by sessions in which
possible solutions to the problems were discussed. For the 1979 symposium,
the problem sessions were replaced by workshops on model evaluation, risk
analysis, analysis of large data sets, and resource estimation.
As had been the practice in the past, the program included presentations
of technical papers. These sessions centered around exploration and disposal
of nuclear fuel, general energy-related topics, and health-related issues. The
Program Committee, chaired by Irene Montie, consisted of David Hall,
Ronald L. Iman, Victor E. Kane, and Ray A. Waller.
At the conclusion of the symposium, participants met for a critique and to
discuss plans for future symposia. The 1980 DOE Statistical Symposium will
be hosted by Lawrence Livermore Laboratory at the Claremont Hotel in
Oakland, California, on October 29-31, 1980. The format of the 1979
symposium (e.g., a combination of contributed papers and workshops] will be
continued for the 1980 meeting.
Although the 1979 symposium differed from previous conferences of the
series in some respects, it continued to share a significant common
denominator—that is, the goal of furthering communication among
statisticians in the DOE community. Attendees included both statisticians
and nonstatisticians from the DOE laboratories, the academic community,
and industries involved in energy-related research. The contributions of all
those who participated in and supported this symposium are greatly
appreciated.

Welcome
Roger F. Hibbs
President, Nuclear Division
Union Carbide Corporation

It is a pleasure to welcome you to the 1979 DOE Statistical Symposium. I am
particularly pleased that your organizing committee has brought together a large number
of statisticians and other scientists to communicate ideas aimed at seeking solutions to
our energy problems.
The last time I had the privilege of addressing this group was in 1976. At that time
the energy storm clouds had already formed. During the intervening three years the
situation has gone from bad to worse and even the most optimistic of us foresee an even
graver situation unless this nation's basic energy policies undergo a complete overhaul.
I believe that our energy policy is in a state of chaos. Some aspects are totally
ridiculous. One of the most ludicrous has to do with our oil pricing policy. For example,
while we are paying about $24 a barrel for foreign oil, we insist that domestic crude oil be
priced at $6.47* a barrel. It should be obvious that this pricing scheme is going to do
nothing to stimulate exploration for new domestic oil deposits, even though "new" oil
might be priced somewhat higher.
This past spring and summer we went through a contrived gasoline shortage. Norman
Macrae, Deputy Editor of The Economist, comments that the gasoline crisis had nothing
to do with gasoline but was created by the allocations devised to mitigate the problem.
He further explains that, if you establish allocations slightly more restrictive than those of
the previous year during the summer holiday season, then of course you have a shortage
where the cars stay, countered by a surplus in the areas where they don't have gas to drive
to.
But oil is only one aspect of our energy woes. One of the most serious situations
centers around our nuclear program. Because of a concern for proliferation, our national
policy is not to sell enriched uranium for nuclear power facilities to other nations unless
they abide by certain very stringent guidelines we have established. Furthermore, we
stopped all reprocessing efforts in this country and strongly discouraged it worldwide. I
have no doubt that those who promulgated this policy were sincere. The only problem is
that such a program is unworkable, because other nations hav? sought alternate ways to
fuel their nuclear power industry.

•Exxon figure as of 10/8/79.
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As a result of our counterproductive policy, commercially competitive enriching services are now available from France, the United Kingdon\ Germany, The Netherlands, and
the Soviet Union. Further, countries such as Japan, Pakistan, South Africa, Italy, and
Brazil are rapidly developing this capability. Also, the United Kingdom, France, Germany, Japan, the Soviet Union, and Brazil either have or are developing breeder reactors
and/or reprocessing capabilities. Thus, our policy has not only lost us the worldwide
market for enriching services but has actually enhanced proliferation since we are no
longer considered a reliable supplier.
This policy is also making it difficult for our reactor manufacturers to compete
internationally and may well spell the end of a reactor manufacturing industry in the
United States. This kind of thinking, coupled with the unbelievable regulatory morass,
may well result in a self-fulfilling policy of denying the availability of nuclear power to
the people of the United States.
To be sure, proliferation is a very serious problem, but it can only be controlled by
appropriate political processes, not by the United States unilaterally sticking its head in
the sand and hoping the problem will go away.
The increased use of coal is also not without its serious difficulties. Mining is dangerous, and people don't like strip mines. To burn coal under boilers, elaborate measures are
required to remove SO 2 , NO^, and participates from the flue gas. Even after all this, the
effect of increased CO2 in the atmosphere — the greenhouse effect — is uncertain.
We also need the contribution of solar energy; however, it isn't apparent that solar
energy in any of its forms offers any significant short-term solution.
Looking at the events of the last three years, it is difficult to be very optimistic. The
much publicized incident at Three Mile Island is being made to serve the cause of antinuclear groups. Reprocessing, the breeder reactor, and waste isolation remain essentially
political, not technical, issues. Near-term significant increases in the use of coal and solar
energy do not seem reasonable. Meanwhile, the shadow of the Russian bear hangs menacingly over our oil supply.
I could continue to discuss this subject for much more time than has been allotted for
my welcome to you. The problems we face must be dealt with. Statisticians, who are
familiar with probabilities and risk-benefit relationships, can make a positive contribution
to the problems we face by actively supporting a more realistic policy in the national
energy field.
Please accept my best wishes for a good meeting, and welcome to East Tennessee.

Invited Address

Estimating the Performance of Subgroups
Herbert Robbins
Brookhaven National Laboratory
Upton, New York

The usual problems of statistical inference concern the relationship between a pair (0,
X), where 9 is an unobservabJe parameter and X is a random variable whose probability
distribution depends in some specified manner on the true value of 0. From an observed
sequence X^, ..., Xn of independent X values with constant unknown 9, we try to
estimate or test hypotheses about the true value of 0.
Empirical Bayes theory attacks a different but equally important problem: From an
observed sequence Xl
Xn of X values such that (0(., X.) are independent random
vectors with the same unknown joint distribution, we try to determine some properties of
that joint distribution, such as the value of E(0 \X = x) for some fixed x, or more generally
E{0 \X e A ), where A is some subset of interest in the sample space of X.
For example, suppose that (0, X) is such that
given 6,X is N(9,l), and

(1)

0 has an arbitrary unknown distribution function G .

(2)

Then the conditional density function of X given 0 is
f(pc\0) = <^(x - 9), where «/<x) = exp(-x 2 /2)/ N/2TT
and the unconditional or marginal density function of X is

Moreover,

E(6\X = x)= r

6<p(x-9)dG(0)lf(x).

Now,

/'(*) =fl

(x - OMx - 9) dG{6) = -xf(x) + £ W = x)f(x) ,

so
E(6 \X = x) = x + f'(x)/f(x)

(3)

and

E(d\X>x) = -

= ^ - ^

To estimate Eq. (4) from a random sample Xy, ...,

— .

(4)

Xn we can define

if Xi^x
Wi

] 0 otherwise ' ri

1 0 otherwise '

and

I Wi - nAx)

which will converge to Eq. (4) as «-*» by the law of large numbers. What remains is to
estimate f(x) from Xy, ..., Xn. Using any consistent method for density estimation
enables us to estimate Eq. (4) consistently for arbitrary unknown G.
Similar considerations of an even simpler character apply where X, given 8, is Poisson,
negative exponential, etc. The binomial case is exceptional and requires special treatment.
To estimate E(p\X = x), where X = number of successes in m independent trials with
constant success probability p (randomly varying from one set of m trials to another), we
propose the estimate
T

_jf
x2n(x)
(m - x) (x + l)n(x + 1) 1
" m [xnfxj + (m - x + l)n(x - 1) (JC + l>i(x + l) + (m- x)n(x)\ '

,„
w

where for x = 0, 1, . . . , m, n(x) = number of Xy
Xn equal to x. This is a
weighted average of consistent estimates of Jensen inequality lower and upper bounds for
E(p\X - x). Monte Carlo simulations indicate that Tn performs well even for moderate
values of n, especially after isotonizing to take into account the fact that E(p\X = x) is an
increasing function of x.

Research Papers

Componenf Effects in Mixture Experiments*
Gregory F. Piepel
Battelle Pacific Northwest Laboratories
Richland, Washington

ABSTRACT
In a mixture experiment, the response to a mixture of q components is a function of the
proportions r t , x2
xq of components in the mixture. Experimental regions for mixture
experiments are often defined by constraints on the proportions of the components forming the
mixture. The usual (orthogonal direction) definition of a factor effect does not apply because of the
dependence imposed by the mixture restriction,

A direction within the experimental region in which to compute a mixture component effect is
presented and compared to previously suggested directions. This new direction has none of the
inadequacies or errors of previous suggestions while having a more meaningful interpretation. The
distinction between partial and total effects is made. The uses of partial and total effects (computed
using the new direction) in modification and interpretation of mixture response prediction equations
are considered. The suggestions of the paper are illustrated in an example from a glass development
study in a waste vitrification program.

INTRODUCTION

0 < « , < * , < & , < l ( / = 1,2,

In a mixture experiment, the response to a mixture of
q components is a function of the proportions x\,
xi, . . . . xq of components in the mixture. Because
each Xj represents the proportion of the ith component
in the mixture, the following restrictions hold:

(2)

c , < £ *,<</,
C2< £

(1=1,2, . . . , q);

...,q);

Xi<d2

1=1

(3)
Physical, economical, and theoretical considerations
often impose additional restrictions in the form of
lower and upper bounds

**
•Report PNL-SA-7993, BatteSe Pacific Northwest Laboratories, Richland, Washington. Work Supported by the Department of Energy under Contract No. EY-76-C-06-1830.

ck<

Xi<dk

on the levels of components or sums of components. It
is assumed that all restrictions are nondegenerate, that
is,

1=1

*/+l

£

m=*y

1=1

*/+l

^m -*" h

m=fcy-

*/H

*/tl

"m .

i

m=*y-

"m "^ 2*

m=Jy

m
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TOTAL AND PARTIAL COMPONENT EFFECTS

The functional form of the response

E(y)=flxl,x2,

factor is measured in a direction orthogonal to the space
spanned by the other factors. When moving in such a
direction, the level of the factor of interest vaiies while
the levels of the other factors remain fixed. This is
impossible in the nonorthogonal mixture space because
of restriction (1). For the same reasons, the usual
concept of interaction is not applicable to mixture
experiments. Cross-product terms of components (in
models that contain thsm) are referred to as nonlinear
blending terms, as are other non-first-degree term?.
The effect of a mixture component on the response of
interest will be defined in a meaningful way in the
sections to follow.

xq)

is usually not known. Often first- or second-degree
polynomial approximation models

(4)

The concept of a factor effect usually accompanies an
analysis of variance (AOV) approach to a problem
rather than a regression approach. There is no difficulty
in applying the concept to a regression framework,
although certain distinctions in the definition need to
be made. Factor effects in the AOV approach are
usually considered only when no interaction exists.
However, in a regression approach, curvature terms
(which are analogous to AOV interaction) will usually
be present. In this situation, a factor effect becomes a
function of the amount of change in the factor level.
This is taken into account in the following definitions
of effects of mixture components.
Definition 1

(5)

are used. Other approximation models have been
proposed; for example, see Becker [ 1 ] , Cox [ 2 ] , Draper
and St. John [ 3 ] , Hackler, Kriegel, and Hader [ 4 ] , and
Kenworthy [ 5 ] .
Geometrically, restriction (1) defines the experimental region as a regular (q - 1 ^dimensional simplex.
In general, restrictions (2) and (3) reduce the experimental region given by Eq. (1) to an irregular (q - ]}•
dimensional hyperpolyhedron. Considerations relating
to experimental design, analysis, and interpretation of
results usually cause a nonorthogona! set of spanning
vectors with q dependent components to be chosen
instead of transforming the region to a (q — iy
dimensional subspace having orthogonal basis vectors
with q — 1 independent components. Within
this framework, the usual definitions of factor and
interaction effects no longer apply. In an orthogonal
basis-independent factors situation, the effect of a

The total effect of component i will be defined as

where x/y and x/ are points in the experimental region
such that component / is at its highest and lowest values
respectively. The points x// and x/. will depend upon
the constraints of the form of Eqs. ( l ) - ( 3 ) which
determine the experimental region.
Definition 2
The partial effect due to a change A, in the ith
component from Xff will be defined as
i, xN | xM)

where x/v and XJH are points in the experimental region
such that Xflf represents the point obtained from Xf/
due to the A, change in the ith component. The point
Xf/ will have changes in the other components of xjy
offsetting A,.

Both definitions are somewhat vague at this time and
are meant to give a general understanding of the
terminology. The effects obviously depend upon the
model in use and the starting (xj, or xjy ) and ending
(Xf/ or x/y) points. Note that the starting and ending
points determine a direction along which the effect will
be measured. The selection of a meaningful direction
which keeps these points within the experimental region
is the object of this paper and will be addressed later.
The terminology of partial and total effects will be
used when speaking about both true and estimated
effects. The meaning will be clear from the context.
BACKGROUND AND PREVIOUS SUGGESTIONS
It was noted in the introductory section that a factor
effect in an orthogonal nonrelated factors situation is
measured in a direction orthogonal to the space spanned
by the other factors. This approach was proposed for
mixture experiments by Snee and Marquardt [6] for
first-degree polynomial approximation models. They
gave two formulas for computing effects (total estimated) depending upon the experimental region. For an
experimental region given by the restrictions in Eq. (1),
they computed the effect (total) of component / as
-(a

- 1Y-1

14-

(6)

and as
(7)

where /?/ = b( - a/, for an experimental region given by
Eqs.(l)and(2).
Formula (6) is equivalent to the suggestion of this
paper for a simplex experimental region. Formula (7),
however, may give serious errors when some components have large ranges and some have small ranges. It
is seen from Fig. 1 that formula (7) may compute
effects based on points outside of the experimental
region or even based on impossible points.
Although the strategy of varying one component and
fixing the others is impossible in mixture experiments, a
parallel strategy observing the restriction J x , = l can
be developed.
Suppose a total effect of component i is of interest.
An increase in the proportion of component / must be
offset by decreases in the other components. To be
useful in estimating the effect of component i, the
decreases in the other components must neither mask

DIRECTION OF MEASUREMENT
FOR EFFECT OF COMPONENT 1
Fig. 1. Tkne-compoMM eumple (mperinmitti region
afcaded) duptayn* poMibie coon at fonrah (7).

nor inflate the effect. Choosing the decrease all from
one component or splitting it in such a way as to take
more from a component with a smaller range than from
one with a bigger range are obviously not the preferred
strategies. Without prior information, the best strategy
appears to be to decrease each component proportional
to the ratio of the mixture (without component 0 in
which it "usually" appears. The "usual" appearance is
probably best taken to be the overall centroid of the
experimental region.
Cox [2] first proposed a method to adjust the other
components, given a change A,- in component i. When x,is changed to x{- + A/, Xj is changed to
- si),

(8)

for 7 = 1 , 2
/ - 1, i + 1 , . . . , q, where t = f>i, si,
..., Sg) is some reference mixture. Cox utilized this in
calculating changes in response but did not apply the
method to an actual definition of an effect of a
component. Snee and Marquardt [6] did apply Cox's
work and proposed the following formula for the effect
(total) of component / relative to a reference mixtuie s:

(9)
Equation (9), however, may give serious errors depending upon the experimental region. The direction in

10
which the effect is measured is determined by the line
joining the reference mixture and the ith component
simplex vertex as pictured in Fig. 2. In this example, the
total effect of component 1 would be estimated using
two points Xfj and x/, outside the experimental region.
It is seen in both Figs. 1 and 2 that the related
formulas, Eqs. (7) and (9), could be in error due to the
implicitly determined directions in which the component (total) effects are measured. One solution might
be to estimate partial effects over changes inside the
experimental region. It should be recognized that in
some situations, the directions implied in formulas (7)
and (9) would be allowable (i.e., use points inside the
experimental region) for measuring total and/or partial
component effects. In fact, these or other directions
might be preferred over the suggestion in the next
section, given prior information about the general effect
of the components on the response. This will usually
not be the case, however. Our goal should be a formula
(with its inherent direction) that will be appropriate
(1) for each component, (2) for partial or total effects,
and (3) for any experimental region.
APPROPRIATE DIRECTION FOR MEASURING
COMPONENT EFFECTS
Discussion in the previous section indicated that the
direction for measuring component effects should depend upon the overall centroid of the experimental
region. The application of Cox's work [2] by Snee and
Marquardt [6] was shown to be inadequate in some
cases due to the shape, size, and location of the
experimental region within the simplex defined by
Eq. (1). However, it is still possible to use Cox's work

DIRECTION OF MEASUREMENT
FOR EFFECT OF COMPONENT 1

by negating the consequences of the size, shape, and
location of the experimental region through a pseudocomponent transformation. A pseudo-component transformation is appropriate when the experimental region
is defined by Eqs. (l)-(3), where there is at least one
«/ > 0. Assuming that restrictions of the form of Eq. (3)
are not degenerate, that is, c,-<x/<</,-, the pseudocomponent transformation is given by
t=

(f-1,2,....«),

(10)

where

and x'i represents the proportion of the ith pseudocomponent in the mixture. (Gorman [7] and others
have noted the desirability of the pseudo-component
transformation to improve the conditioning of the
design.)
The basic strategy, then, for choosing an appropriate
direction in which to compute effects will be to
transform to pseudo-components and then apply Cox's
work. (Snee [8] suggested a similar strategy in relation
to computation of gradients but has not applied it to
mixture component effects.) Geometrically, this is the
direction determined by the line joining the centroid of
the experimental region to the "pseudo-component
simplex" vertex of the component of interest. This is
pictured for the three-component example of Fig. 1 in
Fig. 3. Note that, for total effects, the suggested

REFERENCE MIXTURE S
TAKEN TO BE OVERALL
CENTROID OF THE
EXPERIMENTAL REGION.

Fig. 2. ThtM-compoiieat exawple (experimental legion rinded) displaying po«Me enon of fonuda (9).
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PSEUDO-COMPONENT
SIMPLEX

CENTROID
DIRECTION FOR
COMPONENT 3

DIRECTION FOR
COMPONENT 2

DIRECTION FOR
COMPONENT 1

Fig. 3. Three-component example depicting pseudo-component simplex and suggested direction for measuring component effects.

direction uses points in the experimental region in
accordance with Definition 1. This will always occur
using this strategy.
COMPUTING COMPONENT EFFECTS
Following the strategy outlined at the end of the
previous section, formulas for linear and quadratic
mixture component effects (total and partial) can be
obtained, where linear effects are obtained when Eq. 4
is the model and quadratic effects when Eq. 5 is the
model. The partial linear effect of component / is

xN | xM)

= TA'/- ^ (ft- *I fa)\ ,

and the partial quadratic effect of component / is

where the prime notation indicates pseudo-component
values. The */ values in formula (12) are proportions of
components in the starting mixture XM (see Definition 2). Formulas (11) and (12) are appropriate for
experimental regions defined by restrictions such as
Eqs. (l)-(3) where A,- is an allowable change in the
proportion of component /. Total effects may be found
by substituting the range i?, for A,. When the experimental region is given by restrictions (1) and (2),
Ri = bj - aj. When additional restrictions, Eq. (3), are
added, Rj will depend upon the exact form of the
restrictions.
For other models, it may be easier to compute effects
using Definitions 1 and 2 than to derive complicated
formulas. Points xM and xN are obtained using Eq. (8),
where the overall centroid of the experimental region is
used as the reference mixture.
The definition (Definitions 1 and 2) approach to
computing mixture component effects is easier to
implement and use with standard computer regression
routines than a formula approach and is hence recommended for all models. A summary of the definition
approach will fill in the above outline.

\.PEt{Ai,xN

\xM)^(Xyv)-y(xM)
=y(xN)-y(xM),

*</=!

where the prime notation indicates pseudocomponent values. Note that the prime notation./

12
implies the prediction equation based on pseudocomponent design points, wherey(x) =y'(x').
2. The points x'M and x'N are
=

2. equal effects (components / and k):
- s't)

-s

E 3>/=0, (14)

*
where /y = A;7(l - sy').

x

Nj ~

Note that the restrictions for a linear model are
different than those given by Snee and Marquardt [6}
due to the new direction in which a mixture component
effect is measured. Variances of the effects for setting
confidence intervals and testing hypotheses can be
obtained easily from the definition approach to computing effects. In general,

J

where 3' = ( s j , s'2, • •., s') is the overall centroid of
the experimental region in pseudo-components and
A( is some allowable change in the /th component.
3. Partial effects are computed as in step 1. Total
effects may be computed by choosing

Xx'H) - y'(x'L)]

Var[7E] =

- ulfa = Var[(U// -uL)a2,
Var[/>£1 =

where /?,• is the range of the /th component along
the direction of measurement.
USING COMPONENT EFFECTS
Component effects have two basic applications in
mixture experiments, model reduction and interpretation of the prediction equation (response surface). Of
primary importance in model reduction is the situation
when a component has no effect. In such a case the
component may be treated as a slack variable within its
allowable range for future experiments. Depending
upon the shapes of the experimental region and
predicted response surface, it may be desirable to fix
the proportion of the component at some appropriate
level, thereby eliminating it from further consideration.
The appropriate level will depend upon the goals of the
experiment (i.e., finding maximum or minimum of
response surface) as well as the experimental region and
fitted surface. If allowable, the proportion may often be
set to zero. The situation of equal component effects is
also important in model reduction. These two situations
each provide a restriction on the parameters useful in
model reduction and for a linear model are

1. no effect (component /):

03)

where U represents the pseudo-component version of
the original design matrix X while u represents a
pseudo-component version of a point x in the experimental region.
It is seen that variances of effects depend upon the
starting and ending points x^(x^) and x//(x/v). This is
of no concern when computing total effects since the
starting and ending points are fixed by the direction of
measurement and range of the component. However,
when considering partial effects, the variance will
depend on the starting point XM as well as on the
change A/. This must be remembered when comparing
partial effects of the different components.
Although component effects are useful tools for
model reduction, they are much more useful as aids in
interpreting and understanding the response and the
fitted prediction equation. In an orthogonal nonrelated-factors situation, the parameter estimates are
used for interpretation. The usual parameter estimates
in a mixture experiment do not aid in the interpretation
of the response surface. Cox [2] has proposed transformations and restrictions that provide parameter
estimates with interpretive meaning. These are hard to
utilize, however, while the proposed mixture component effects are easy to obtain.
It is easily seen that partial and total effects will yield
entirely different information for most models with
nonlinear blending terms. Hence, the uses of partial and
total effects in interpretation are considered separately
for linear and nonlinear models.
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For linear (first-degree) models, the total effect of a
component is just a multiple of a partial effect. Partial
effects due to some common change (say A = 0.01,
0.02, 0.05, . . . ) should be calculated for all components. This will allow comparisons among the components as to relative importance per unit of change.
Extending the partial effects to total effects allows
comparison of the components relative to their allowable ranges.
For models with nonlinear blending terms, total
effects are not multiples of partial effects due to
curvature in the response surface. For each component,
several partial effects should be calculated using different starting points and different changes A,-. For
component comparison purposes, several magnitudes
should be the same. The overall centroid of the
experimental region is a good starting point as are
points of intersection of the boundary of the experimental region with the direction lines in which effects
are measured. Total effects should be computed and
analyzed along with the partial effects calculated.
The variances of all effects computed should be
determined and considered in the comparisons. Recall
that effect variances will depend upon the starting point
and length of change A. The amount of dependence
upon A will depend upon the experimental design
(design matrix X) for the mixture experiment.
In comparing various mixture component effects,
(1 — a)% confidence intervals can be calculated using
Effect ± ta/2 (n - P)[(UAT -

where
n = number of observations,
p = number of terms in model,
ta/2(n -p)~ student's f table value for n - p degrees
of freedom,
UM = beginning pseudo-component point for effect,
u/v = ending pseudo-component point for effect.
These confidence intervals are based on the assumption
of normally distributed errors.
ELEVEN-COMPONENT GLASS EXAMPLE
One interesting type of mixture experiment involves
the mixing of chemicals to form glass. The author is
currently involved with a waste vitrification study, the
goal of which is to develop waste glass formulations
with acceptable levels of such properties as teachability,
viscosity, volatility, conductivity, and crystallinity. The

key toward this goal is the ability to understand the
effects the eleven chemical components have on the
various properties.
The experimental region for this problem is defined
by the constraints of Eqs. (l)-(3):
0 < x 7 < 0.065
0<Xg <0.08
0<x9
< 0.035
0 < x 1 0 < 0.035
0<xn
< 0.035

0.41 <xi <0.60

0.055 < J C 2 < 0.15
0<*3<0.16
0<x 4 <0.14
0<JC S <0.09
0.09 <JC6< 0.17

(IS)
11

(16)

0.54<x1+X2+x3<0.80
0.1

00

Restrictions (15) and (17) result from theoretical
considerations that indir te when a mixture of chemicals will melt into a gi»is, and also incorporate past
knowledge about acceptable glass formulations.
The experimental points and observed values for acid
leach (weight % lost) from a preliminary study are given
in Table 1. The experimental design is based on an
extreme vertices design, where a Wynn type [9,10]
algorithm was utilized. The extreme vertices for the
experimental region wero generav«d by CONVRT (constrained vertices), an algorithm developed by the author
to handle additional constraints of the form of Eq. (3).
(See [11—13] about extreme vertices designs.) A point
was added to the center of the region to check for
curvature and several points were replicated to obtain
an estimate of the experimental error.
Chemical analysis composition proportions are given
in Table 1 instead of actual design points, since significant differences between the two were found throughout the design.
Before component effects can be computed, a prediction equation must be fit to the data. Theoretical and
statistical considerations indicated common logarithms
of the leach values should be fit. Table 2 displays the
AOV and pseudo-coefficients for a log leach prediction
equation which had a nonsignificant lack of fit at the
a = 0.05 level.
Although a significant fit is important, it is noted that
much useful information from the mixture component
technique is still available when a significant lack of fit
is not "too large." This will depend upon the specific
property and amount of data available.
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Table 2. Analyst* of vatiuice and pieudo-coefffcienti for acid leach example.

ANALYSIS OF VARIANCE
SOURCE
TOTAL
REDRESSION
ERROR

LOF
PURE ERROR

SS

DF
43
22
21
13
&

MS

75.54938
75.12478
0.42453
0.37103
0.05350

3.41476
0.02022
0.02474
0.00892

ADJUSTED R-SQUARED* 0.9885
LACK OF FIT F TEST
COMPONENT
SIO2
B203
AL20
CAO

HGD
NA2O

ZNO
TI02
CR20
FE20

NIO
3203 X CR20
AL20 X FE20

(ZNO X NIO
SI02 X HGO
ZNO X FE20
1203 X AL20
SI02 X AL20
CR20 X NID
SI02 X TI02 X NIO
SI02 X CR20 X NIO
CAO X NA20 X ZHO
8203 X CAO X NIO

F«

2.77

PSEUOO COEFF
-2.7345343
14.7031708
4.2182798
1.2698238
0.3345950
3.5083280
-9.5016546
-9.3443642
7.6494899
-30.0079174
-20.8789482
-226.3843536
110.0421295
198.2225342
19.3459759
103.5249939
-24.3559780
-14.1154194
490.1559143
769.8175049
-2380.9042969
158.3256226
232.0658417

A useful scheme of computing a variety of partial
effects is to use the overall centroid of the experimental
region as the starting point, while the effects of
increasing incremental changes of 0.01 (positive and
negative) are computed. These effects for the leach
example are illustrated in Table 3. Although these
effects are computed as changes from the centroid, it is
easy to compute the change between any two points
represented in the table as follows. LetPA\ and .PA2 be
any two points related to effects as computed in
Table 3, where it is assumed without loss of generality
that A 2 > A).Then

PE(\A2\ ±

SD

0.53!
0.882
0.465
0.310
0.673
0.690
0.899
0.492
2.090
2.690
2.348
16.466
11.414
17.166
2.940
15.146
3.253
2.121
66.918
101.401
400.835
62.104

=PE(A2)-PE(Al) ,

(18)

= Var{P£1(A2)]
- 2 Var[y(s)] ,

(19)

where PA\ will be the new starting point and the
change will be IA2I + |Ai | if the centroid s is between
FA) and PA2 and IA2I - |Aj I if s is not between PA]
andPA 2 .
Although the component effects and their standard
deviations in Table 3 are essential for significance
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Table 3. Fartial and total effects for eleven-component leach example. Standard deviations of effects are
below effect value (in parentheses).
Change
from
Centroid

1
SiO,

B

CaO

2°3

f!gO

+ .10

-1 .402
( .067)

+ .09

-1 .269
( .059)

1.162
(.072)

+.08

-1 .136
( .051)

0.998
(.061)

+ .07

- 1 . .000
(..043)

0.844
(.051)

0.473
(.050)

+ .06

-0.863 0 .812
(-037) .068)

0.697
(.041)

0.415
(.043)

+.05

-0. .724

0 .665
.056)

0.560
(.033)

0.353
(.036)

0. 365

-0. 583 0.552
(. 024) (.044)

0.431
(.025)

0.289
(.029)

0. 313

-0. 441 0. .385
.033)
(. 018)

0.310
(.019)

0.222
(.022)

0. 251

-0. 296 0. 252
022)
(. 012)

0.198
(.012)

0.151
(.015)

-0.149 0. 123
(.006)
Oil)

0.095
(.006)

0.077
(.008)

(•

+.04
+.03

030)

(•

+ .02
+ .01

Na7O

A
7
ZnO

"8
TiC,

A

Cr

2°3

10

Fe

2°3

"11
N10

057)

-0.522
(.048)

045)
0. 413
037)

0. 187
043)

•0.368
(.038)

0.178
(.021)

0. 278

0. 134

025)

029)

-0.230
(.027)

-0.245 -0.292
(.053) (.045)

0.389
(.047)

0. G94

0. 140

0. 072
015)

-0.107
(.014)

-0.152 -0.141
(.029) (.023)

0.199
(.023)

033)

Oil)

(•

012)

Centroid predicted log leach value is -0.044 with standard deviation .037.
01

0.151 -0.119 -0.086
(.006) (.011) (.006)

-0.081
(.008)

-0.105 -0.142 -0.081
(.010) (.012) (.015)

0.091
(.016)

02

0.304 -0.233 -0.164
(•012) (.022) (.012)

-0.165
(.016)

-0.220 -0.286 -0.172
(.021) (.024) (.031)

0.165
(.033)

03

0.460 -0.342 -0.233
(-019) (.032) (.019)

-0.344
(.034)

-0.345 -0.432
(.031) (.036)

0.222
(.052)

04

0.618
(-025)

-0.293
(.026)

-0.439
(.043)

-0.580
(.047)

05

0.778
(.033)

-0.345
(.033)

-0.538
(.053)

06

0.941
(.041)

-0.389
(.042)

07

1.107
(.049)

08

1.274
(-059)

Total
Effect
SO

-2. 814
HI

1.208

1.610

1.095

0.829

1.134

0 .479

-0. 818

.105

.097

.108

.095

.097

.097

• 116

0.213
(.035)

0.130 -0.209
(.022) (.022)

-0. 586 -0.483

• 106

.079

0.705
.080
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testing, they are unwieldy in that form for interpretation purposes. The graphical presentation in Fig. 4
presents predicted values for all components along their
individual "effect directions" plotted versus mole percent change in the component from its centroid level.
Such a graphical presentation presents component;
effects utilizing predicted values and allows easy comparisons among the chemical components.
In examining Fig. 4 and Table 3 it is seen that each
component has a monotonic effect in the direction of
interest. This certainly need not occur when there are
nonlinear blending terms in the model. When it does
occur, the amount of work required to understand the
fitted equation is substantially reduced.
The significance of effects visually identified from
Fig. 4 can be checked from the information in Table 3
with the two-sided Mest (normally distributed errors
assumed). Of primary interest are components with no
effect on the property. Such a component would have a
horizontal effect curve in Fig. 4. In this example, all
effects are significantly different from zero at the 95%
confidence level.
For this same eleven-component design, several other
properties were measured. A neutral (soxhlet) leach test
was conducted and produced the effects plots in Fig. 5.

The fit model used to generate these effects contained
all first-degree terms and ten second-degree crossproduct terms. It had a lack of fit F- 2.14, which can
be compared to an/"-distribution with 17 and 6 degrees
of freedom.
It is seen in Fig. 5 that several components (SiO2,
MgO, Na2O, ZnO, TiO2, Cr2O3, and NK)) have little or
no effect on log soxhlet leach values over all or part of
their ranges.
This work is being applied to nuclear and chemical
waste disposal problems, where it is desired to minimize
teachability. Component effects can be used to indicate
favorable formulations for glass with low teachability.
In the acid leach example, proportions of SiO2, TiO 2 ,
Fe2O3, and Cr2C>3 should be as high as possible, while
proportions of B2(>3, AI2O3, CaO, MgO, ZnO, Na2O,
and NiO should be as low as possible, if low acid
leaching glass is desired. Of course other formulations
may be suggested for other properties. Cornionent
effects can be useful tools in multivariate response
problems.
In closing this example section, it should te remembered that the leach rate design data and fits a.e dl
from a preliminary study and that leaching results can
be affected by the laboratory procedures used. Hence,
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Fig. 4. Log acid leach effects plot. Predicted values versus mole percent change in component.
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the examples of this section should only be viewed as
such, and not as a final study product.
SUMMARY
This paper proposes a meaningful direction in which
to measure mixture component effects that has none of
the inadequacies or errors of previous suggestions.
Partial and total effects along this direction are defined.
A technique to compute these effects which can easily
be added to slightly modified existing regression routines was suggested. Although component effects are
obtained from a fit prediction equation, the overall
effects plots are often not greatly affected by competing prediction equations. The display and methods of
analysis of the computed partial and total effects were
discussed. The main use of mixture component effects
is seen to be in understanding and interpreting the
prediction equation (response surface), although effects
can "be utilized in model reduction or screening. Finally,

the suggestions of the paper were applied to a previously unpublished date set from a glass mixture
experiment.
The author recognizes the need for other analysis
techniques (see [15—18] and others) for mixture
experiments. The proposed techniques are meaningful
and easy tools to use to help understand the dependence of the property or response upon the proportions of components of the mixture of interest.
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Application of Discriminant Analysis and Generalized Distance
Measures to Uranium Exploration
/. /. Beauchamp, C. L. Begovich, V. E. Kane, and D. A. Wolf
Computer Sciences Division
Union Carbide Corporation, Nuclear Division*
Oak Ridge, Tennessee

ABSTRACT
The goal of the National Uranium Resource Evaluation Program is to estimate the nation's uranium resources. Using discriminant analysis methods on hydrogeochemical data collected in the NURE
Program aids in formulating geochemical models that can be used to identify the anomalous areas used
in resource estimation. Discriminant analysis methods have been applied to data from the Plainview,
Texas, quadrangle, which has approximately 850 groundwater samples with more than 40 quantitative
measurements per sample. Discriminant analysis methods involving estimation of misclassification
probabilities, variable selection, and robust discrimination arc particularly useful. In addition, a
method using generalized distance measures enables assignment of samples to a background population
or to a mineralized population whose parameters have been estimated from separate studies. Each of
these methods is relevant in identifying areas of possible interest to uranium exploration.

INTRODUCTION

Multivariate statistical methods provide a natural
framework for studying the interrelationships of geochemical parameters considered in mineral exploration.
Typically, samples of some media are collected over
wide geographic areas and analyzed for numerous geochemical parameters. The interpretive phase consists of
separating typical background samples from anomalous
samples that are possibly associated with mineralization.
The following presentation explores the use of discriminant analysis methodology to (I) identify the regional
geochemical parameters that may be important in
formulating regional geochemical models, (2) validate
the geologic origins of the samples, and (3) identify
possible mineralization-related samples based on either
the background population or known mineralized populations. Groundwater data from the Plainview, Texas,

*UCC-ND is operated for the Department of Energy under
Contract No. W-7405-eng-26.

National Topographic Map Series quadrangle, collected
as part of the National Uranium Resource Evaluation
(NURE) Program, are used for illustration.
Before applying discriminant analysis methods, it is
important to consider data preprocessing methods, of
which treatment of censored laboratory data and evaluation of distributional considerations of the variables
are important aspects. Additionally, it is assumed that
the samples are preliminarily assigned to the geologic
unit representing their geologic origins. This assignment
will be assessed by discriminant analysis as part of the
preprocessing.
DESCRIPTION OF STUDY AREA

The NURE Program selected the Plainview quadrangle
for its study because hydrogeochemical data and an
evaluation of potential uranium mineralization using
geologic, radiometric, drilling, and hydrogeochemical
data for that region [1] had been published. An area of
approximately 20,350 km2 (7860 sq miles) located in
the Great Plains between latitude 34° and 35° N and
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longitude 100° and 102° W, the Plainview quadrangle is
divided into rolling plains to the east and the Llano
Estacado of the southern High Plains to the west by the
generally north-south trending Caprock Escarpment.
Although the subsidence of the Palo Duro Basin exerted an influence on depositional systems throughout
the end of the Permian section, units exposed at the
surface are relatively flat-lying, creating a relatively
simple geology. The San Andres (Blaine) formation
(coded as PGEB), Whitehorse group (coded as PGWC),
and Quartermaster group (coded as POQ) dip generally
4.7 m/km (25 ft/mile) to the west. The Dockum group
and Ogallala formation (coded as TPO) overlie the
Permian section at an uncomformable surface and dip
generally to the southeast at approximately 1.9 m/km
(10 ft/mile). These are relatively shallow dips, and the
lack of major faulting results in relatively predictable
subsurface geology with the surficial outcrop pattern
complicated by the relatively deep erosion in the Palo
Duro Canyon and the Caprock Escarpment.
The uniform dips of the bedrock units result in relatively simple groundwater flow patterns for those aquifers that are penetrated by domestic water wells. The
water-table surface in the Permian section east of the
Caprock Escarpment follows the general topographic
slope; west of the Caprock Escarpment, groundwater in
the Permian units may flow along the regional dip,
which is approximately 4.7 m/km (25 ft/mile) to the
west. Groundwater flow in the Dockum group appears
to be to the southeast, with a regional water-table dip of
approximately 1.9 m/km (10 ft/mile). The Ogallala formation is the major aquifer in the western half of the
quadrangle, and groundwater flow appears to be relatively consistent with a regional water-table dip to the
southeast at approximately 1.9 m/km (10 ft/mile).
Although regional topography and dip are relatively
consistent, there may be many variations in groundwater flow direction resulting from changes in permeability, local structures, and overpumping of the
aquifer.
DESCRIPTION OF DATA AND
PREPROCESSING
Field personnel collected well- and spring-water samples and shipped them to Oak Ridge, Tennessee, where
chemical analyses consisting of about 40 measurements
were performed. A form with approximately 30 items
of information was completed for each sample in the
field, the information on the form including the assignment of a geologic-producing horizon of the groundwater and the measurement of the total alkalinity, pH,

and conductivity (converted to specific conductance) of
the water.
Chemical analysis procedures included fluorometry
for uranium, atomic absorption for arsenic, spectrophotometry for sulfate, and plasma source emission spectrometery for Ba, B, Ca, Li, Mg, Mo, Na, V, and Zn.
Complete details of field and laboratory procedures
have been described [2] and delineated [ 3 ] . Basic data
analyses and displays of both the groundwater and
stream sediment data [4] are also available. (A computer tape of all data can be obtained from Dalton
Atkins, Grand Junction Office Information System
Project, Union Carbide Corporation, Nuclear Division
Computer Applications Department, Building 4500N,
Oak Ridge National Laboratory, P.O. Box X, Oak
Ridge, TN 37830.)
Because the discriminant analysis methods to be used
in subsequent analyses require noncensored (above the
laboratory detection limit) data whose distribution may
be reasonably approximated by a multivariate normal,
the preprocessing portion of the data analysis consists
of an initial screening to reduce the number of variables
under consideration and an evaluation of the statistical
distribution of the selected variables. The following
steps are involved.
1. Check and note the samples within each geologic
unit for missing data.
2. Chart histogram and probability plots. (These plots
may be used as an initial screen for obvious nonnormality.)
3. Determine the proportion of noncensored data.
4. Test for normality for each of those variables that
are not affected by missing data or a large proportion of censored observations.
Examining the data for the original set of observed
variables for each of the five geologic units of interest
reveakd that problems of missing data or censored observations were nonexistent or minimal for the 12 variables U, B, Ba, Ca, Li, Mg, Na, Zn, SO 4 , specific conductance, total alkalinity, and pH. These variables were
used in the distribution evaluation portion of the preprocessing.
Summary statistics for the 12 variables, as well as
three additional uranium-related variables (arsenic,
vanadium, and molybdenum) to be used latei, were examined for each geologic unit. Robust measures, such as
the median, were examined to evaluate the influence of
any censored data. After the deletion of observations
with missing values, the sample sizes for the different
geologic groups were 357 for TPO, 121 for PGEB, 275
for PGWC, and 77 for POQ. Groundwaier sanpfes from
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the Dockum group were not considered because of the
small sample size (16).
Figure 1 is a histogram of the calcium variable of
POQ, where an apparent bimodal distribution appears.
The observations associated with each mode were clustered together in distinct geographic regions. Therefore,
the POQ samples were partitioned into two separate
subgroups, denoted by POQE (41 samples) and POQW
(36 samples) for subsequent analyses. The above pattern
may be the result of a higher proportion of carbonate
lithology in the upper POQ in the west.
The next phase of the data preprocessing was to determine whether the distribution of the observed variables
could be reasonably approximated by the normal or
lognormal distribution. A combination of different
techniques was used to evaluate the adequacy of the
logarithmic transformation: probability plots [ 5 ] ; histograms, sample skewness, and kurtosis measures [ 6 ] ;
Shapiro-Wilk test statistics [ 7 ] , and a modified version
of the Kolmogorov-Smirnov D-statistic [ 8 ] . The tests of
normality for all five geologic groups indicated that
logarithmic transformation was preferred over no transformation to achieve marginal normality within each of

the groups for each of the observed variables except
calcium. The pH variable WM not transformed because
it already represented the log of a concentration and
was approximately normally distributed. Therefore, in
all subsequent analyses all variables except calcium and
pH were transformed by using the logarithmic transformation.
DISCRIMINANT ANALYSIS
Discriminant analysis provides a criterion for classifying a collection of observation vectors into one of a
specified number of groups [ 9 - 1 1 ] . In this section it
will be determined whether a subset of the observed
variables could be used to adequately discriminate between the five geologic groups (TPO, PGWC, PGEB,
POQE, and POQW). The chemical concentrations of individuai samples will be used to determine whether the
prior assignment of samples to one of the five groups is
tenable. Additionally, the chemical parameters that
most accentuate the differences among the five units
will be determined, enabling formulation of possible
geochemical models to characterize the regional geochemistry.
The discriminant functions used to classify an observation vector are known linear (equal population covariances) or quadratic (unequal population covariances)
functions of the observed variables, if the observation
vectors follow a multivariate normal distribution. The
observation vectors from each, geologic unit were used
to estimate the mean vector and covariance matrix of
the assumed multivariate normal distribution. The estimated linear or quadratic discriminant score was used to
classify each observation.
Different methods are available for reducing the number of variables used in discriminant analysis and are
similar to the variable selection procedures of regression
analysis. Criteria based upon a measure of the differences between groups or upon minimizing the probability of misclassiflcation are intuitively appealing and
relatively easy to apply. The Wilks A-statistic [ 1 2 ] ,
defined as the ratio of the determinant of the within
sums of cross products matrix (W) to the total sums of
cross products matrix (T), is a common measure used to
evaluate differences between groups. The estimated
probability of misclassification is the measure used to
evaluate the performance of the discriminant function
and is estimated by
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where ir,- is the probability that an observation vector
conies from group i (for this example, ity = . . . = irs =
1/5) and Pr(/|/) is the observed proportion of vectors
known to come from group i and incorrectly classified
into group / by the sample discriminant function. Variations in the procedures arise when equal covariance
matrices are not assumed for ail groups. The applied
procedures are described as follows:
1. DISCRIM [13] chooses the subset of variables based
on the minimum value of the Wilks A-statistic,
A = \W\(\T\, where HI is the determinant of the
matrix A. This selection procedure assumes equal
covariance matrices for the different geological
groups and calculates the statistic for all possible
subsets of variables.
2. BMDP7M [14] is a stepwise procedure that uses
F-statistics as the default to select the best subset of
variables. This procedure also assumes equal covariance matrices.
3. Modified DISCRIM [G. P. McCabe, Jr., personal
communication, 1979] is similur to DISCRIM but
assumes unequal covariance matrices and makes use
of the modified Wilks A-statistic Y[)=l
where |W,| and |7/| are the determinants of the individual within and total sums of cross products
matrices for each group.
4. Forward selection first tests for equality of the covariance matrices over the different groups by using
all variables [15] and then considers each variable
separately, calculates the discriminant function, and
estimates the probability of misclassification by
reclassifying the original data, using the estimated
discriminant function. The variable with the smallest
overall probability of misclassification is chosen as
the best single discriminatory variable. The remaining variables are individually considered with the
best single variable, and the preceding process is
repeated to produce the best pair of discriminating
variables in terms of the estimated probability of
misclassification. The process is repeated until all of
the variables are included in the discriminant function. This procedure has the property that once a
variable has been included in the discriminant function, it will always be included in subsequent stages.
5. Backward selection is similar to forward selection
except that it starts with the complete xt of variables and drops each variable separately at the first
stage. The smallest estimated probability of misclassification determines the first variable to be deleted.
The procedure is repeated with the reduced set of
variables to determine the second variable to be
deleted. Once a variable is deleted, it is excluded

from further consideration. The SAS procedure
DISCRIM [16] was used to do the necessary calculations for the forward and backward selection procedures.
For most reconnaissance geochemical data, the differences in geo.jgy will cause varying means and covariances between the geologic populations. Different
covariance matrices, as were observed in the Plainview
data, necessitate use of variable selection procedures
based on quadratic discrimination. Therefore, the modified DISCRIM, forward, or backward procedures were
found to have an advantage over the unmodified
DISCRIM or stepwise BMDP7M procedures, which assume equal covariance matrices. In addition, the
DISCRIM procedures have the advantage of considering
all possible subsets of variables. The forward and backward procedures use a criterion that is addressed to correct allocation, a consideration if future samples are to
be classified [ 1 7 ] .
Figure 2 summarizes the results of these preliminary
analyses and displays the estimated Wilks A-statistics
and probabilities of misclassification as a function of
the number of variables in the model. Figure 2 indicates
that there is more than one feasible subset of variables
based upon the Wilks A, the modified Wilks A-statistic,
or the estimated probability of misclassification. Figure 2(a) is a plot of the estimated probability of misclassification for the different variable selection procedures
considered. Figure 2(b) is a plot of Wilks A and modified Wilks A from DISCRIM. The major reduction in
these criteria occurs as the number of variables in the
model increases from one to three.
The results from DISCRIM and BMDP7M are identical, except that the BMDP7M stepwise procedure selected a ten-variable model as its final choice. A plot of
the change in the estimated probability of misclassification going from a p to p + 1 (p = 1,2, . . . , 11) variable model is shown in Fig. 3 for th" modified
DISCRIM procedure. Small values of this change would
indicate possible stopping points for the number of variables to be included in the model. Low values of the
change in misclassification probability forp of 4 , 7 , and
10 correspond to three possible candidate models. An
examination of the corresponding changes in the modified Wilks A-statistic in Fig. 3 shows that the major
reduction in this statistic occurs ztp - 7. Therefore, the
seven-variable model seems appropriate, because both
the probability of misclassification and the group separation show only small changes for p>l.
The seven
variables included in this model are ln(U), ln(specific
conductance), ln(B), ln(Ca), ln(Li), ln(Mg), and ln(SO«);
these variables will be denoted as the regional variables
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TPO; 11886 from TPO to PGWC). These redassifications will, of course, have negligible influence on the
Plainview analyses. However, field classification of thr
geologic origin is often unavailable, or more complex
geology could increase sample misclassification.
A primary concern in any statistical analysis is the
robustness, that is, the sensitivity to the underlying
statistical assumptions, of the procedures that are
employed. To evaluate the robustness of the linear and
quadratic discrimination procedures used, the robust
discriminant analysis methods described by Randies
et al. [18, 19] were used with the seven regional variables on six pairwise discrimination problems from the
five geologic groups. The 13 various possible versions of
the robust discriminant analy is methods did not appreciably improve upon the standard linear and quadratic discrimination methods. The two standard
methods only differed by a few misclassified samples
from the best robust method, which typically made use
of the Huber [20] estimate of the covariance matrix.
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Fig. 3 . Change in muclutificition probability and modified
Wilk* A from p to p +1 variables.

(i.e., variables that discriminate between the regional
geologic units).
Additional geologic considerations might motivate the
choice of a different set of variables. Table 1 displays
some of the alternative model choices for the different
variable selection criteria. Many of these alternative sets
of variables have values of the optimization criteria
which differ only slightly from the minimum value.
When the geochemistry of the region is considered, one
of the alternative seven-variable sets may provide a more
parsimonious model for the data. Selection of a set of
variables fiom Table 1 based on a geochemical model
would probably improve the analyses discussed in the
next section.
A prerequisite for the use of the previous discriminant
analysis procedures is the preliminary assignment of
samples to the five geologic-unit groups. This assignment of samples can be verified by standard discriminant analysis methods. Using the regional variables, all
samples were classified into one of the five geologic
populations. Considering only samples near the geologic
contacts for reassignment, three samples were changed
from the initial coding (12131, 11896 from PGWC to

If X and Y are p-dimensional column vectors, then
Z>2(X; Y, C) = (X - Y)' C-»(X - Y)
is a general functional form of the squared multidimensional distance from X to Y where
CisapXppositive
definite matrix so that D2 > 0.
If X = (ii and Y = /x2. w l i e r c the m's are the mean
vectors from ^-dimensional multivariate normal distributions with common covariance matrix C = 2 , then
D2<Vi".M2»2) is the Mahalanobis distance [12]. TheD 2
distance from group i to group / may be estimated by
the sample value £>2(x/; x/, S) for the case when the
covariance matrices are assumed to be equal, where x,(x/) is the sample mean vector for group i (j), and S is
the pooled sample covariance matrix from all groups.
When it is not reasonable to assume equality of the
group covariance matrices, the D2 distance from group/
to group i is estimated by Z?2(x;-;x/,Sj), where S,- is the
sample covariance matrix of the ith group.
Table 2 shows values of the generalized squared multidimensional distance matrix for three different sevenvariable models. The D2 distance between the different
groups indicates a reasonable separation between TPO,
POQW., and the remaining groups PGEB, PGWC, and
POQE. Because the generalized squared distance was
used in classifying the observations to the different geologic groups, it is not surprising that the estimated
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X
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X

X
X
X
X
X
X
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X
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X
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X
X
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X

X

X

X
X

X

X
X

X

X

X
X

X
X
X

Forward

B Ba

X
X

X
X
X
X
X

X
X
X

X

X
X
X
X
X
Backward

X
X
X
X

X

X
X
X
X
X
X
X
X
X

X
X
X
X
X

X
X
X

X
X

X
X
X
X
X
X

Na

X

X
X
X
X

X
X
X
X
X

X
X
X
X
X
X
X

X
X
X
X
X

so4

TAKC

X
X
X
X
X
X

X

X
X
X
X
X
X

Zn

X
X
X

X
X

pH

X

X

X
X

X
X
X
X

X
X

X
X

X
X
X
X
X

X
X
X
X
X

Function
value"*
5.40
5.43
5.52
5.53
5.54
5.61
1.09
1.33
1.35
1.40
1.40
1.40
0.232
0.235
0.236
0.246
0.2SS
0.258
0.204
0.228
0.24S
0.245
0.248
0.249

"All observed constituent values except those for Ca and pH have been transformed.
6
Specific conductance.
'Total alkalinity.
^Function values are Wilks A (X 1 0 2 ) for DISCRIM, modified Wilks A (X 1 0 8 ) for modified
DISCRIM, and estimated probability of misclassification for forward and backward selection
procedures.

misclassification probabilities also revealed an overlapping of the three Permian units PGEB, PGWC, and
FOQE. This overlap suggests that the available geochemical data cannot be used to distinguish samples in
these three groups. Combination of these groups simplifies the analysis and increases the sample sizes, improving estimation. This improvement could be evidence for possibly considering these groups as a single
population rather than three different populations. In
fact, the overall estimated probability of misclassification when these three groups were combined was
reduced from 24 to 6%, using the seven regional variables.
The distribution of D2(X; p, 2 ) , where X is an arbitrary observation vector, is x | (ref. 21, Theorem 33.3)
if n and 2 are known. It will be assumed that the large
sample sizes enable the sample estimate x (of n) and S
(of 2 ) to be considered as the known quantities fi and
2 . The presence of unusual geochemical samples will be

determined by examining the fit of Z)2(X; x, S) to a
X 2 -distribution. Standard Q-Q plots (ref.22,
pp. 198—99) aTe used to evaluate the distributional fit
and determine the D2 threshold (i.e., the point where
the Q-Q plot becomes nonlinear) for unusual values. If
the plotted values are on a line of slope 1, only a single
population is present; if more than a single line appears,
several geochemical populations may be present. Alternatively, nonlinearity in the Q-Q plot could represent
nonnormality of X or poor estimates of ji and 2 .
Samples with values of D2 above the threshold will be
geographically plotted. Geochemical subpopulations
will be identified by a contiguous group of samples with
unusual/)2 values..
Figure 4 shows four points that have equal values of
Z>2(X; x, S) where x = (xu, XAS)' andS is the observed
covariance matrix. In fact, any point on the ellipse has
the same D2 value. However, the simple Euclidean distance between the four points is not the same. Figure 4
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TaMe2. Generalized iq»areddittaocei for
three differed (even-variable models
Best (even-variable model from
DISCHM[/) 2 (xi;></,S)]
From/To
TPO
POQW
POQE
PGEB
PGWC

TPO

POQW

POQE

PGEB

PGWC

0
14
42
41
40

14
0
14
16
14

42
14
0
3.4
0.8S

41
16
3.4
0
4.8

40
14
0.85
4.8
0

Beit (even-variable model from
modified D1SCSUM [D2 (if,; %.«/)]

From/To
TPO
POQW
POQE
PGEB
PGWC

TPO

POQW

POQE

PGEB PGWC

0

16

730

95

12

0

270
340
240

96
160
86

180
0

19
2.9
0

1.9
0.87

0.17

47
11
3.6
3.0
0

Best (even-variable model from
backward procedure [0 2 (x,;x,,S,)]
From/To

TPO

POQW

TPO
POQW
POQE
PGEB
PGWC

0
17
81
63
78

13
0
21
23
23

POQE

PGEB

PGWC

81
33
0

57
11
1.2
0
3.3

35
9.5
1.3
4.6
0

2.6
1.6

illustrates how the positive correlation between uranium
and arsenic would alter what might be considered an
unusual sample. In general, because of the geochemical
interrelationships in nature, it is meaningful to use the
intervariable correlations to weight the observed deviations from the mean in defining anomalous samples.
Unusual samples defined by this procedure in some
cases may be relevant to uranium mineralization. However, it is important to note that samples with very low
or moderate uranium values may have unusually high
D2 values (Fig. 4). Although these samples may be
meaningful in detailed analyses, attention is primarily
restricted here to samples with uranium values above
the median.
LOW

u

MOOERATEI ELEVATED) HIGH
U
l u l u

Fig. 4. Four point* equidistant from (xv,
ing uranium concentration*.

Regional Subpopulations

having vary-

The selection of seven regional variables that enable
discrimination in the Ogallala formation and Permian
units suggests that these variables in some way characterize the regional geochemistry. Figures 5(a) and 5(c)
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show the Q-Q plots forf) 2 (x,-; x , S ) i n the Ogallala and
modified Permian units. The main body of the graph
(D 2 < 12) in Fig. 5(a) is reasonably linear, suggesting
that the expected \2 distributional fit is appropriate.
However, 48 samples (14%) have values of D2 above the
threshold (D2 > 12), suggesting some lack of fit in the
tail of the x 2 distribution. Similarly, in Fig. 5(c), 71
samples (16%) in the modified Permian units have
values of D2 above the threshold, showing a similar lack
of fit.
The lack of fit in the regional variables may be the
result of outlying samples causing poor estimates of ju
and 2 . Figure 5(£) shows for the Ogallala formation
that using a Huber [20] robust estimator for n and 2
improves the fit somewhat for the low D2 values but
accentuates the lack of fit for the large D2 values. Figure 5(rf) shows the same general characteristic for the
modified Permian samples. A possible interpretation of
the accentuation of the nonlinearity is that the robust
estimates minimize the influence of atypical samples in
the estimates of ju and 2 , resulting in even more unusual
D2 values for the atypical samples.
Figure 6 is a geographic plot of the samples with
D2 > 12 in the Ogallala formation. Two areas IA and IB
stand out as being somewhat contiguous regions with
unusual D2 values. Region IA is an area with very low
concentrations in many elements. Region IB consists of
only seven samples, but these samples are very unusual,
having extremely large D2 values. Both regions were
identified by using an alternate set of variables (specific
conductance, B, Ba, Li, Mg, Na, and total alkalinity)
selected by another discriminant analysis variable selection method. Large subpopulations may influence estimates of the main population parameters that are used
in the remaining analyses. Thus, samples in Region IA
were deleted from the subsequent Ogalalla analyses; the
remaining geographic area is called the modified
Ogallala (MTPO).
Figure 7 is a geographic plot of samples having
D2 > 12 in the modified Permian units. No large contiguous group of samples is apparent, although several
small unusual groups appear in the lower part of Fig. 7.
Also, many unusual samples appear along the Whitehorse group, Blaine formation contact.
Atypical Uranium Subpopulations
Consider the uranium-related pathfinder variables U,
As, Mo, and V as characterizing sandstone uranium
mineralization geochemistry. Hypothetically, if there
are areas having potential interest for uranium exploration within a geographic area, there will be at least two

uranium populations (and two lines on the Q-Q plot).
One population having the smaller D2 values would
represent the uranium geochemistry of the background
population. A second subpopulation with larger D2
values represents uranium-related values differing from
the background population; these samples may be of
interest in exploration.
It is necessary to estimate the element:, of 2 by using
the pairwise noncensored data for the urfjnium-related
variables because much censoring results from the very
low concentrations. One-half the laboratory detection
limit is used for censored values to compute sample D2
values. Both of these procedures may cause non-x 2
variation to be exhibited in the Q-Q plot.
Figure 8(a) shows the Q-Q plot for the Ogallala formation. The x 2 distribution appears to fit well for
0 <D2 < 5, but at D2 & 5 there appears to be a break
in the plot. The frequency distribution of D2 in
Fig. 8(6) also exhibits a separate population of large D2
values. Figure 9 is a geographic plot where the samples
with D2>5
are noted. An "H" indicates high-uranium
samples (>80th percentile), an "E" indicates elevateduranium samples (50th to 80th percentile), and an V
indicates moderate to low uranium. For the H and E
samples the D2 value is displayed to the right of the
plotted letter. Three contiguous regions of unusual samples are indicated (IIA, IIB, and IIC). Discussion of each
region follows the Method III analysis.
The Q-Q frequency plots in Figs. 8(c) and 8(rf) show
that the modified Permian units exhibit unusual uranium geochemistry in that three populations appear to
be present. Figure 10 displays samples where D2 > 15,
which is the most extreme of the three populations. The
"M" indicates moderate-uranium samples (20- to 50th
percentile), and an "L" indicates low-uranium samples
(<20th percentile). Two three-sample areas having low
uranium are indicated (IID, HE). In Fig. 10, a third area
(IIF) having high uranium is indicated and was determined by plots of the second population with
5 < Z > 2 < 1 5 . Discussion of these regions follows the
Method III analysis.

A Priori Uranium Populations
In most exploration applications it is of interest to
analyze unknown areas by making an analogy to known
areas of mineralization. Analysis by analogy is a common geologic tool, but it is often subjective in nature. It
would be desirable to use the interelement relationships
in Z from a known mineralized region to identify samples that exhibit the same geochemical patterns in an
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unknown area. However, an unknown area could be expected to have both different concentration levels and
variability than the mineralized region. These differences could be caused by variation in the strength of the
geochemical signal, which could depend upon the
deposit depth and size in addition to groundwater flow
patterns. Only the interelement relationships in an unknown area would hopefully remain similar to those in
the mineralized area. Using generalized distance measures, an approach satisfying the above criteria is given
below and illustrated on the Plainview data.
Let £ 4 and 2 # denote the covariance matrices for
the anomalous and background populations, p i e estimate of the background covariance matrix is £ # =SB,
where Sg - (sjf), the sample covariance matrix of the
background population. Now assume that the sample
interelement correlation matrix, RA , is available from a
known anomalous area (or RA could be from a hypothesized geochemical model). Separate geochemical
studies in known mineralized areas could be used to
estimate RA • To adapt RA to the unknown area, let
"LA ~ QRAQ, where Q = d i a g o n a l ^ . Thus, £ ^ reflects the interelement correlations of the anomalous
region and the expected variation in the background
region. The matrix 2 ^ is an a priori estimate of anomalous covariances in the background region.
It is possible to use 2 ^ , 2g, and UB > where £ = x, the
sample mean in the background region, to identify samples that have covariance patterns more similar to S^
than to tB. Consider the difference

•*»•

Fie. 11. RegkNU where G 2 >G.
values above the median were computed from data in
the South Texas mineralized belt in the Fleming,
Catahoula, and Jackson groups from latitude 28° to
29° N, longitude 97° 30' to 98° 30' W. The 84 samples
result in the correlations shown in Table 3 part (c);

TaHe3. Sample condatioM for

(a) Modified Oplata

;fa, ±B,
u
If the distance from X to fig weighted by Z^ is
greater than the distance from X to £ # weighted by
2 ^ l , then X is more likely to be from the anomalous
population. Figure 11 illustrates an example where the
uranium/arsenic correlation is 0.2 in the background
population and 0.6 in the anomalous population. The
shaded area represents values of uranium and arsenic
which would yield G2 > 0 . Notice that in Fig. 11 there
is a large overlap of the two populations because the
correlations are somewhat similar. The overlap will be
reduced if the correlations are quite different or if more
variables having different correlations in the two populations are used.
As an approximation to the sandstone uranium correlations that may be appropriate for the Plainview data,
the sample correlations for observations with uranium
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0
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1.0

(b) Modified Pemiiaa
U
U
As
Mo
V

1.0
-0.1
-0.1
0.1

As

Mo

V

1.0
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Table 3 parts (a) and (b) are the correlations in modified Ogallala and modified Permian units in the Plainview quadrangle. There are obvious differences in the
correlation structures of the three regions.
Figures 12(a) and 12(6) show the empirical probability and frequency distribution of the G2 values in the
modified Ogallala. As expected, the preponderance of
samples have G2 < 0, that is, the fit for most samples to
the modified Ogallala background population is preferable to the anomalous population. A geographic plot of
the sample having G2 > 0 (90th percentile) appears in
Fig. 13, which is coded in a similar manner to Fig. 9.
The three contiguous regions (IIIA, IIIB, and IIIC)
indicated on the plot are discussed in the next section.
The distribution of the G2 values for the modified
Permian appear in Figs. 12(c) and I2(d). Samples having
G2 > 1 (90th percentile) are geographically plotted in
Fig. 14, which is coded in a manner similar to Fig. 10.
The contiguous Region HID as well as other regions are
discussed in the next section.
INTERPRETATION OF RESULTS
A contiguous group of samples obtained in the
Method II or III analysis must be evaluated with respect
to the actual concentration values and percentiles of the
samples. Recall from Fig. 4 that extreme D2 may be
obtained from any concentration level of uranium. The
shaded area of Fig. 11 where G2 > 0 encompasses a
region within the central portion of the background
population. Additionally, extreme/) 2 orG 2 values may
result from samples having censored values that were
assumed to be one-half the censoring point in the computation of D2 and G2. Only when a group of contiguous samples displays patterns of geochemical significance should areas be considered of interest. Table 4
gives the concentrations of the pathfinder elements for
the areas identified from Method II and III analyses.
Specific conductance is also given to evaluate the
importance of dissolved solids. Region IIIB is a good
example of an area that appears to be of little interest.
Although the percentiles of vanadium, molybdenum,
and arsenic generally correspond [a trend that matches
the elevated correlations in Table 3 part ( c ) ] , the pattern of concentrations is neither consistently high nor
low.
Figure IS indicates Regions IIA-IIF and IIIA—HID.
Region IIA has elevated values in the pathfinder elements and is supported by Region IIIA. The two areas
exhibit very high D2 and G2 values. Region IIB is south
of IIA and HIA and also exhibits elevated D% values,
but the concentration pattern is somewhat less favor-

able than that of Region IIA. The above three areas may
result from leakage from die Dockum formation into
the Ogallala in Area B (Fig. IS), which was found to be
favorable in the Dockum for, uranium [ 1 ] . Southeast of
these three regions are the IIC and IIIC reghiis. Notice
mat IIIC encompasses IIC. The D2 values are slightly
lower than those for IIA and IIB but are elevated. Additionally, the pathfinder concentrations in Table 4 are
elevated. The above regions (IIA, IIB, IIC, IIIA, and
IIIC) are encompassed within the large area identified
[1] as anomalous by factor analysis. The southernmost
area identified as anomalous by factor analysis was not
found atypical in "these analyses. It is important to estimate the extent of the anomalous regions as precisely as
possible because the probably mineralized area is a component in resource estimation computations.
The interpretation in the modified Permian units of
the three possible uranium-related populations exhibited in Figs. 8(c) and 8(rf) is unclear. When each
group is geographically plotted, there does not appear
to be an overall spatial relationship separating the three
populations. However, several unusual characteristics
appear from the analyses. Region IID has extremely
depressed concentrations of the pathfinder elements.
Region HE exhibits elevated molybdenum and vanadium, whereas Region HF has elevated uranium,
molybdenum, and vanadium (Table 4). These abrupt
changes in uranium-related elements over a small geographic area may be of interest. A ten-sample selenium
anomaly encompasses part of Regions HE and IIF and
extends to the south. In contrast with the modified
Ogallala Method HI analysis, the unusual G2 samples
include very few high-uranium samples (Fig. 14). Many
of the samples with G2 > 0 have censored data, including those in Region HID. These censored values tend to
artificially inflate the G2 values.
CONCLUSIONS
The methodology suggested here may prove useful in
exploration for (1) identifying regionalized variables
that distinguish between the geologic units in a region,
(2) assigning samples of unknown origin to a geologic
unit or verifying preliminary assignments, (3) identifying regions of unusual geochemistry for pathfinder elements, and (4) associating samples with either mineralization models or background populations. The
analysis of the Plainview data suggests the following
steps for accomplishing the above:
1. Perform adequate preprocessing of the data to
ensure reasonably distinct geologic populations and
approximate normality of the variables.
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Table 4. Concentration levels and population percentilet for simples having atypical
uranium geochemistry
Population percentile

Concentration (ppb)
Region

Sample
No.

D*

U

As

Mo

V

Sp

D2

V

As

Mo

V

Sp*

HA

11111
11114*
11126
11128
11156*

13
9
10
17
21

11
12
8.7
38
8.6

7.0
11
5.8
6.0
3.2

44
23
<4
19
59

39
73
12
50
64

940
1000
830
860
920

90
85
90
95
>95

95
95
80
>95
80

85
>95
80
80
25

>95
>95
<10
95
>95

>95
>95
30
>95
>95

85
95
65
70
85

HB

9362
9364
10900*
10902
11151

11
15
7
28
13

7.5
10
15
20
7.0

8
15
9.1
7.9
2.8

<4
<4
21
7
20

26
24
46
270
4

1000
970
740
690
860

90
90
75
>95
90

50
85
>95
>95
50

90
>9S
95
90
15

<10
<10
>95
20
>95

55
55
95
>95
5

90
90
40
30
70

IIC

11159*
11616*
11619*
11620*

8
8
5
8

19
13
9.3
11

5.6
5.9
4.1
14

11
28
22
20

54
32
37
40

850
1100
1000
820

80
80
70
80

>95
>95
85
95

75
80
45
>9S

85
>9S
>9S
>95

>95
90
95
>95

70
95
90
65

IID

11735
11744
11745

23
25
22

2.4
1.5
2.8

<0.5
<0.5
<0.5

<4
<4
<4

<4
<4
<4

1900
1500
2000

>95
>95
>95

5 <20
5 <20
5 <20

<20
<20
<20

<20
<20
<20

10
5
10

HE

11569
11705
11737

42
23
26

<0.2
0.38
0.35

<0.5
0.7
<0.5

6
22
33

12
>4
37

6000
5200
7300

>95
>95
>95

<5
5
5

<20
25
<20

35
90
>95

60
<20
>95

90
85
95

IIF

11738
11741
11743

9.2
12
9.2

22
40
19

<0.5
<0.5
<0.5

10
27
22

6
26
11

3700
6700
5000

55
80
55

90
>95
85

<20
<20
<20

65
95
90

30
90
60

40
90
75

MIA

11109
11112
11113
11114''
11123
11I56C

1.1
0.1
1.8
2.3
0.9
2.3

11
7.7
12
12
9.5
8.6

7.5
6.5
4.4
11
3.1
3.2

15
14
14
23
11
59

54
44
36
73
16
64

850
930
870
1040
1200
920

90
85
95
>95
90
>95

90
65
95
95
85
80

1MB

10751
11577
11585
11586
11589
11592
11593

1.3
2.9
4.0
0.2
0.4
0.0
0.5

8.9
14
17
10
7.1
11
9.6

1.5
1.4
2.2
5.7
2.3
4.8
7.2

5
7
13
10
7
9
14

10
14
11
19
19
26
39

700
770
910
780
840
750
770

95
>95
>95
85
85
85
90

80
>95
>95
85
60
90
85

5
5
15
75
15
60
90

me

10766
11159''
11616C
11619''
11620c
11621
11633

0.5
0.1
0.8
1.5
0.3
0.7
2.2

12
19
13
9.3
11
14
11

7.7
5.6
5.9
4.1
14
5.7
3.8

12
11
28
22
20
12
16

24
54
32
37
40
49
30

750
850
1100
1000
820
900
680

90
95
85 >95
90 >95
>95
85
85
95
90 >9S
>95
95

95
75
80
45
>95
75
40

90
95
85
95
55
95
>95 >95
25
75
25 >95

"Specific conductance in jimhos/cm.
*Sample is found similar to uranium-related population from Method III analysis.
^Sample is found atypical of uranium-related population from Method II analysis.

15
35
85
70
35
65
90

>95
75
95 90
95 75
>9S
95
35 >95
>95 85
15
25
15
55
55
75
95

30
45
85
50
70
45
45

85
65
85 >95
>95
90
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95
>95 >95
85 >95
95
85

40
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95
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65
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25
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2. Compute the Mahalanobis distance between all
populations and combine those that are close as
judged by small distances (large theoretical misclassification probabilities).
3. Use appropriate variable selection methods (e.g.,
Modified DISCRIM) to identify the variable sets that
are candidates for the regional variables; select the
regional variables from the candidate subsets based
on the geochemistry of the region.
4. Identify regional subpopulations for separate analysis from samples having extreme D2 values for the
regional variables.
5. Similarly, identify unusual regions possibly important to exploration from samples having extreme
D2 values for the mineralization pathfinder elements.

6. Identify contiguous groups of samples that are associated with known mineralized populations rather
than the background population (i.e., G2 > 0).
7. Evaluate concentration patterns of the pathfinder
elements used in (S) and (6) to determine possible
areas of interest to exploration.
Application of the above methodology to the Plainview quadrangle ground water data indicated areas that
were consistent with previous analyses and other new
areas of unusual uranium geochemistry.
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ABSTRACT
In support of the Department of Energy's Nevada Nuclear Waste Storage Investigations, statistical
methodology has been applied to an investigation of the regional hydrologic systems of a large area
encompassing the Nevada Test Site (NTS) as a part of the overall evaluation of the NTS for deep
geologic disposal of nuclear waste. Statistical techniques, including Latin hypercube sampling, were
used to perform a sensitivity analysis on a two-dimensional finite-element model of the regional flow
system, which was subdivided into 16 geohydrologic zones based upon a conceptual model of the flow
system. Because some input variables in this model are correlated, the Latin hypercube sample was
modified to include correlations between corresponding variables from zone to zone. Sensitivity
analysis of the input-output relationship of the model is being used to (1) determine which input
variables have a significant effect on model output; (2) define the relative importance of these input
variables; and (3) ascertain the effect of input variable correlations on their rankings.
Results of the sensitivity analysis agree with the conceptual model of the hydrologic system, and
more importantly, have led to its refinement. Analysis using ranked, rather than unranked, variables is
more effective in determining which input variables have important effects on model output. Use of
the modified Latin hypercube sample had a significant effect on the ranking of correlated variables
and provided better agreement with the conceptual model.

INTRODUCTION

radionuclides away from a nuclear waste repository by
groundwater is a potential pathway to the biosphere,
quantitative prediction of concentrations and rates of
movement of radionuclides is essential to evaluation of
the NTS. An effort is currently in progress to develop a
solute transport model of a large area encompassing the
NTS to predict radionuclide transport in groundwater.
An initial element of the transport model development
is refinement of the two-dimensional regional flow

The primary objective of the Nevada Nuclear Waste
Storage Investigations (NNWSI), funded by the Department of Energy's National Terminal Waste Storage
Program, is the evaluation of areas within the Nevada
Test Site (NTS) for their potential as sites for deep
geologic disposal of commercially generated spent fuel
or high-level radioactive waste. Because transport of
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model of the area. This paper describes statistical
methodology being used to refine the model of regional
hydrologic systems encompassing the NTS.
Because the hydrologic flow model is complex and
involves use of large sets of input parameters, some of
which are correlated, it is difficult to discern the
sensitivity of model output to variability in input
parameters. The objective of this effort is to perform a
sensitivity analysis of the flow model to (1) determine
which variables have a significant effect on model
output, (2) define the relative importance of these
variables, and (3) ascertain the effect of input variable
correlation on their rankings. Statistical techniques,
including Latin hypercube sampling, partial rank correlation, rank regression, and predicted error sum of
squares, have been used to perform this sensitivity
analysis. A unique aspect of the study was modification
of the Latin hypercube sample to provide for dependences among input variables.
The approach to the sensitivity analysis is a modification of that outlined in detail in Iman, Helton, and
Campbell [1] and includes the following steps:
1. Estimate ranges and frequency distributions of input
variables based on available data.
2. Use Latin hypercube sampling techniques based on
these distributions to generate specific values of
input variables for the simulation model. Briefly, a
Latin hypercube sample (LHS) is formed by dividing
the range cf values (mean ± 3 standard deviations) of
each variable into n equal probability intervals and
randomly selecting a value from each interval. This
generates a sample of n observations of each variable
having the desired distribution. The sample values
generated in this manner are then randomly mixed
for each variable and randomly paired with values of
the other input variables to define an input vector,
making sure that each value of each variable is used
exactly once. For this study, a value of 100 was
chosen forn.
3. Modify the Latin hypercube sample to reflect
correlations existing among some of the input
variables. The procedure for doing this is discussed in
the appendix.
4. Run the simulation code for each of the n sets of
"observations" obtained from the modified LHS and
check the n outputs for reasonableness.
5. Determine relative importance of the input variables
using stepwise regression on both raw (untransformed) and rank-transformed variables. The stepwise regression is a linear regression procedure that
builds a model by adding to the model the independent variable with the highest simple correlation (for

the first step) or partial correlation (for later steps)
until all statistically significant variables have been
added. After each step, the significance level of all
variables in the model is checked; if one is less than
the required level (a = 0.05), that variable is removed.
If the relationships between input and output
variables are monotonic but nonlinear, replacing the
variable by their ranks will linearize their relationship and reduce the effects of extreme values.
Monotonic relationships existed between input and
output variables in this study, and rank transformations were therefore applied. This process helps
alleviate the problem of trying to fit the raw data
with a linear regression or of trying to formulate an
approximate nonlinear model in the presence of
many potentially important variables.
Because the statistical methodology is being applied at
an early stage of development of the solute transport
model, the results described are preliminary and for the
flow model only. Whereas sensitivity analysis of the
solute transport model may utilize radionuclide concentrations as output variables, this study utilized the
hydraulic gradient at various geographic locations.
These preliminary results are presented to demonstrate
sensitivity analysis techniques and the effect of including dependences among input variables. Future
effort toward refining the flow model will be devoted
to: (1) quantifying the effects of hydrologic anisotropy;
(2) providing guidance for the optimum geographic
areas to collect additional field data; and (3) understanding which parameters dominate the modeling of
transport of radionuclides by groundwater.
DESCRIPTION OF THE REGION

The region modeled (Fig. 1) is located primarily in
southern Nevada, within the Basin and Range Province.
Elevations range from near sea level (Furnace Creek
Ranch in Death Valley) to almost 3600 m at the top of
Mount Charleston in the Spring Mountains. Precipitation, and therefore recharge to the groundwater system,
is greater at higher elevations, such as the Spring
Mountains, Sheep Range, and Pahute Mesa. Large
springs discharge at Furnace Creek Ranch, Ash Meadows, and Oasis Valley. Discharge through evapotranspiration occurs at Alkalai Flat.
The stratigraphy and structure of the area are quite
complex, reflecting extensive Precambrian and Paleozoic sedimentation (combined thickness of resulting
rocks is greater than 11,000 m), Mesozoic folding and
thrust faulting, and Cenozoic volcanism and block
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Fig. 1. Diagram of the study area. Numbers designate zones; letters designate locations where simulated hydraulic gradients are
analyzed.

faulting. Four major rock types occur in the area. The
oldest tocks exposed in the area are slightly metamorphosed, low-permeability sandstones and shales
ranging in age from Precambrian to Cambrian. Overlying
these rocks are high-permeability limestones and dolomites, which are found in the eastern part of the area
and range in age from Cambrian to Devonian. Winograd

i.

and Thordarson [2] called these limestones and dolomites the lower carbonate aquifer. The Eleana Formation, a low-permeability, metamorphosed shale, overlies
the lower carbonate aquifer and is of Devonian to
Mississippian age. Minor carbonate units of little hydrologic significance are next in the sequence. These are
overlain by great thicknesses of Tertiary tuffs and
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rhyolites originating from eruption centers in the
western part of the modeled area. These volcanic rocks
are generally less permeable than the rocks comprising
the lower carbonate aquifer, but may locally be highly
permeable because of fractures.
The most evident structural features are the numerous
basins and ranges formed by normal faulting. These
topographic features and the associated faults have a
general north-south orientation. They significantly affect groundwater flow paths because they juxtapose
blocks of high and low permeability, forming barriers,
and cause tilting of bedding resulting in anisotropic
transmissivity. Of lesser importance to regional hydrology, but possibly of great importance to local hydrology, are thrust faults, folds, and local structures
associated with the eruption centers.
Paleozoic carbonate rocks, Tertiary volcanic rocks,
and Tertiary and Quaternary alluvium are the three
major aquifers in the area. In the eastern part, recharge
occurs in the Spring Mountains and the Sheep Range.
The water flows through the carbonate rocks; most of it
discharges from springs at Ash Meadows. In the western
part, most of the recharge occurs on Pahute Mesa. After
flowing through volcanic rocks, the water either appears
as spring discharge in Oasis Valley, flows into the
alluvium underlying the Amargosa Desert west of Ash
Meadows, or flows through the Eleana argillite into the
tuffs and carbonate rocks underlying Yucca Flat. Water
flowing beneath the Amargosa Desert is a mixture of
water from these various sources; it discharges at Alkalai
Flat, or in the vicinity of Furnace Creek Ranch.
GROUNDWATER FLOW MODEL

An equation describing steady-state, two-dimensional
flow of groundwater in a porous medium is
r = 1,2,
where Tjj is the transmissivity tensor;/? is the hydraulic
conductivity of a confining layer above or below the
aquifer; H is the head on the distal side of the confining
layer; Q is the source-sink strength (positive for a
source); h is the hydraulic head in the aquifer; and x is
the Cartesian coordinate [3]. The Einstein summation
convention is assumed. Tjj is a symmetric tensor that
may be reduced to two principal components, T\ and
T2, by rotation of the coordinate system so it is aligned
with the principal transmissivity directions. T\, defined
to be the greater of the pair of principal directions, is
perpendicular to 7*2, and is in the direction 6 measured

counter-clockwise from north. For this study, R is
assumed to be zero. The flow equation therefore
reduces to

This equation was solved for the geohydrologic
conditions of the modeled region, using a modified
version of a parameter estimation code which contains a
method-of-weighted-residuats formulation of the
Galerkin scheme [3,4]. The model of the flow system
contains 765 elements and 837 nodes. The region was
divided into 16 zones such that each zone is assumed to
be homogeneous and isotropic with respect to transmissivity and orientation of the transmissivity ellipse.
The model is flexible enough so that recharge and
discharge may be applied to all or only part of a zone.
For example, recharge for Zone 4 was applied only to
the Sheep Range and not to the entire zone.
INPUT PARAMETERS AND FREQUENCY
DISTRIBUTIONS

Simulation of the regional hydrology requires that
values for T\, 72, 6, and Q be provided for each zone.
Estimates of the means, standard deviations, and types
of distribution are given in Table 1. These estimates are
based on various hydrologic and parameter estimation
studies, as discussed below.
Available data include measurements of (1) discharge
at Ash Meadows [5,6], Furnace Creek Ranch [7], and
Oasis Valley [8]; (2) transmissivity at several locations
in and near NTS [2,9]; and (3) precipitation at
numerous sites within the study area. Estimates are
available for discharge by evapotranspiration for Oasis
Valley [8] and Alkalai Flats [6]. In addition, measurements of depth to water are available for numerous
wells throughout the area [10]. These data were used as
inputs for parameter estimation procedures [3] to
evaluate the recharge and regional transmissivities (assuming isotropy) for the region, which, with measured
discharges, provided estimates of the mean values of the
distributions used in the Latin hypercube scheme. It is
assumed that within most of the region, the direction of
flow is approximately parallel to the structural grain.
Therefore, transmissivities calculated by the parameter
estimation procedure are assumed to represent 7*1.
Conservative estimates of the standard deviations of T\
were used for those zones for which data were not
available.
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Table 1. Estimated meant and standard deviations for the four input variables listed acioss zones

Each input variable is assumed to have a normal distribution
log 1 T l l /

o

e
(radians)

fllog T
10

Q

Zone
X

s

X

s

X

s

X

s

0.350
.520

2.671E-10
0.

1.000E-10
1.000E-12

.260

3.129E-05

1.000E-05

i

-2 .92 0.400

1.00 0.360

0,

2

-2.92

.400

1 .00

.360

6.,20

3

-4 .28

.800

1.00

.720

9.OOOE-02

4

-2 .01

.400

1.30

.360

35

.260

4.361E-09

2.000E-09

5

-4 .28

.800

.80

.720

6.16

.260

0.

1.000E-12

6

-2.52

.600

1.20

.540

9.000E-02

.260

0.

1.000E-12

7

-2 .92

.400

1.00

.360

0.

8

-2.01

.400

.60

.360

6.1.1

.260

9

-2 .01

.400

.30

.360

5.59

.260

10

-4,.28

.800

1,,00

.720

5.41

-4,.28

.800

1,.00

.720

.52

11

-3.,01

.400

13

-2,,01

.400

,30

.360

1.30
1.30

.720
.360

1.60

.540

14

-4.,28

.800

15

-2.,01

.400

16

-3.,54

.600

1,,00

.360

12

1.570

9.000E-02
.260

-1.200E-09

2.000E-10

-6.000E-02-2-1'

2.OOOE-02

0.

1.000E-12

0.

1.000E-12
1.000E-12

0.
i/

.170

-2.260E-05 '

5.93

.520

-1.600E-08

6.20

.330

0.

5.76

.350

4.361E-09

2.000E-09

1.05

.170

0.

1.000E-12

6.20

5.000E-06
5.000E-09
1.000E-12

•- Transmissivity units are m Is.
r = log 1 0 (T1/T2).
- These values (m Is) are for point (e.g., spring) discharge; other values in x column are for
distributed recharge or discharge (m/s).

Freeze [11] summarized several studies that strongly
suggest that hydraulic conductivity is log-normally
distributed. It is assumed in this study that transmissivity, the product of hydraulic conductivity and
thickness of the medium, is also log-normally distributed. Analysis of hydrologic test data for Pahute Mesa
[9] suggests that this assumption is valid. Therefore,
both T\ and Tl were assumed to be log-normally
distributed.
By definition, T\ is greater than Tl. The degree of
anisotropy was expressed as
A log r=

log n - log n = log nm.

Because few experimental data relative to degree of
anisotropy are available, it was assumed for this study

that A log T is normally distributed, as the above
relation requires. Although ratios of vertical to horizontal hydraulic conductivity may be quite high (10 : 1
to 100: 1), ratios of horizontal components of conductivities may be much smaller (1 : 1 to 10 : 1).
Estimates of the ratio were made for each zone based
on the "strength" of the structural grain of each zone.
In other words, if the predominant structural feature in
a zone is normal (block) faulting, with accompanying
tilting of beds and fracturing, the degree of anisotropy
is probably high. If a zone is structurally complex,
without a dominant structural grain, the degree of
anisotropy is probably low. The transmissivities Tl and
T2 are correlated because they are components of the
same property given in two orthogonal directions. The
standard deviation for the degree of anisotropy was
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calculated from standard deviations estimated for 7*1
and 72, an assumed correlation between T\ and 72 of
0.6, and the expression for the variance of the summation of two random variables. The estimates of A log T
and n were used to generate values of 72 used in the
simulations.
Orientation of the transmissivity ellipse was estimated
from the geologic structure, with the ellipse oriented
with its long axis parallel to the structural grain, and is
expressed in radians counter-clockwise from north.
Estimates of the standard deviation are more conservative for zones of greater complexity. Orientation of the
ellipse is determined by the strike of bedding where
bedding is tilted, and the strike of fracturing where
bedding is nearly horizontal. The zones are chosen to be
as homogeneous as possible with respect to strike of
bedding or strike of dominant fractures. Distributions
of strikes of bedding or of dominant fractures, mapped
from LANDSAT images, are symmetrical and assumed
to be normally distributed.
Estimates of standard deviation for the recharge/
discharge coefficients, Q, were based on the magnitude
of the mean. Greater uncertainty was assigned to those
means determined from parameter estimation procedures than those determined from field measurements.
The Q's that are important to deep, regional groundwater systems are long-term averages of recharge or
discharge. Even though short-term precipitation (storm)
events and resulting runoff are approximately lognormally distributed, long-term averages of many
events, by the central limit theorem, should be normally
distributed. Because of conservation of mass constraints, Q's are correlated from zone to zone. An
increase in recharge (positive Q) in one zone causes an
increase in discharge (negative Q) in another zone. The
correlations between Q's were estimated from knowledge of the physics of flow and the hydrology of the
region, but not from data. Correlation estimates are
given in Table 2.
MODIFICATION OF THE LATIN HYPERCUBE
SAMPLE TO INCORPORATE CORRELATION
AMONG INPUT VARIABLES
Correlations among the recharge-discharge rates from
zone to zone must be taken into consideration when
modeling groundwater flow. Ths LHS scheme for
selection of input values into computer codes has many
desirable properties (outlined in [12]); however, the
LHS scheme assumes input variables to be statistically
independent. Therefore, it is necessary to modify the
LHS to allow a prespecified correlation structure to

exist among input variables. The outline of this approach follows.
Suppose M input variables to be sampled are denoted
by Xx, X2, . . . , XM- Furthermore, suppose that
p (p <M) of these variables are assumed to be correlated, and the remaining M-p
variables form a
mutually independent set of variables. Denote the
correlated variables by X(1, X{2, A / 3 , . . . , X\p and
define the vector Xj = (X/,> Xi2, X{3, . . . , Jff ).
Because the LHS scheme assumes that all the variables
in X are mutually independent, the problem is to take
subset X,-, and transform it so the members will have a
prespecitied correlation structure. Let the correlation
structure for the p variables in X,- be given by the
following p x p , symmetric, positive definite, correlation matrix:
1

Pl2

Pl3

•••

Pip

P21

1

P23

• ••

P2p

P31

P32

1

•• •

Pip

Pp\

Pp2

Pp3

/> =

1

w h e r e - 1 < p / / < 1.
If the vector X,- is assumed to have a p-variate normal
distribution with mean fi and diagonal variance-covariance matrix V, then the desired transformation that
will modify the LHS to produce the correlated variables
is given in the following theorem.
Theorem. Let X2- ~ Np(n, V) as defined in the above
statements. Let P be a p x p symmetric, positive
definite, correlation matrix. Then there exists a p x p
matrix A, such that Y , = 4 ( X , - n)+ n and each
^in J~ 1.2, • • . , p will be normally distributed and
have mean ju/. and variance a}, (the same mean and
variance as AT,-.); and, furthermore, Y,- will have correlation structure, P.
Proof of this theorem and derivation of matrix A is
given in the Appendix.
The following comments relate to obtaining correlated variables from a LHS:
1. The above procedure is valid only when P is a
positive definite correlation matrix and X{- has a
multivariate normal distribution.
2. The above approach destroys the property inherent
in the LHS of having a value associated with each of
the equal probability intervals defined over the range
of each input variable.
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Table 2. Intuitive estimate of the correlation structure for Qj among 16 zones

Zone
1

1.0

2

.9

1.0

3

.6

.5

1.0

4

.7

.7

.5

1.0

5

.8

.8

.5

.6

1.0

6

.5

.5

.3

.6

.6

1.0

7

-.9

-.8

-.5

-.4

-.7

-.4

i.O

8

-.7

-.6

-.4

-.6

-.7

-.6

.8

1.0

9

-.5

-.7

-.2

-.8

-.8

-.8

.7

.9

1.0

10

.2

.1

-.1

.1

.1

.1

-.1

-.3

-.5

1.0

11

.1

.1

.1

.1

.1

.1

-.3

-.3

-.3

.6

1.0

12

-.7

-.6

-.4

-.4

-.3

-.3

.6

.6

.6

-.1

-.8

1.0

13

-.8

-.8

-.6

-.8

-.8

-.8

.8

.9

.9

-.6

.5

.6

1.0

14

.6

.6

.4

.8

.7

.7

-.8

-.8

-.9

.6

.6

-.4

-.9

1.0

15

.6

.6

.2

.9

.7

.7

-.8

-.7

-.9

.5

.5

-.4

-.9

.9

1.0

16

-.7

-.6

-.2

-.6

-.6

-.6

.7

.9

.8

-.5

-.5

.8

.7

-.7

-.6

1.0

Zone

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

3. The above approach is not the only way to solve the
problem. For example, a solution using rank correlations could preserve the integrity of the original LHS
and remove the normality assumption on X,-. However, before using such an approach, one should
investigate the effect on the properties of LHS
[12,13].
As mentioned in comment (1) above, the correlation
matrix ? must be positive definite. The matrix given in
Table 2, represent?* e intuitive estimates for these correlations, is not a positive definite matrix. Therefore, this
matrix was modified slightly to generate a positive
definite matrix by the following procedure:
1. The matrix is decomposed into its eigenvalues and
eigenvectors. Since the negative eigenvalues are near

zero, they are arbitrarily set equal to +0.05, and an
adjusted correlation matrix is constructed.
2. The adjusted matrix now has diagonal values greater
than unity. These diagonal values are set equal to
one and the process repeated.
This procedure produced a positive definite matrix
(Table 3) after four iterations. Element by element
comparison of the matrices given in Tables 2 and 3
shows that there is good agreement between these two
matrices.
Application of this procedure to the original LHS,
generated using the distributions given in Table 1,
produced a modified LHS with actual correlations
among the g,'s given in Table 4. These correlations are
very similar to those desired (Table 3).

Tible 3. Adjusted comUtion mitrix (which if positive definite)
Zone
1

1.0000

2

.9971

1.0000

3

.6120

.5156

1.0000

ft

.6521

.6868

.4694

1.0000

5

.7521

.7924

.4866

.6395

1.0000

6

.4775

.5096

.31)10

.6530

.6228

1.0000

7

-.8391

-.7755

-.4796

-.5155

-.7413

-.4492

1.0000

8

-.7012

-.6338

-.4008

-.6139

-.7070

-.6302

.7917

1.0000

9

-.6099

-.6704

-.2259

-.7636

-.7494

-.7759

.6736

.8649

1.0000

10

.1431

.1009

-.0982

.1658

.1448

.1561

-.1706

-.3274

-.4474

1.0000

11

.1627

.1193

.1037

.1375

.0699

.1179

-.3223

-.3235

.3671

.5797

1.0000

12

-.6252

-.5778

-.3865

-.4003

-.3515

-.3108

.6090

.5990

.5115

-.1617

-.6785

1.0000

13

-.7813

-.7620

-.5480

-.7739

-.7859

-.7240

.776ft

.8337

.8827

-.5032

-.4656

.5894

1.0000

14

.6152

.5895

.3896

.7333

.6986

.6652

-.7252

-.7916

-.8838

.5721

.5269

-.4677

-.9357

1.0000

15

.5975

.6338

.2469

.7954

.6792

.6710

-.7049

-.7045

-.8884

.4754

.4446

-.4255

-.8792

.9423

1.0000

16

-.6925

-.6081

-.2162

-.5548

-.5750

-.5614

.6695

.8641

.8130

-.4470

-.4959

.7619

.7702

-.6961

.6465

1.0000

3

4

5

6

' 10

11

12

13

14

15

16

Zone—

1

2

7

8

9

Table 4 . Actual correlation matrix resulting from modifying the LHS based on correlation matrix in Table 3

7.onc
1

1.0000

2

.9178

1.0000

3

.5893

.5249

1 0000

U

.6800

.6661

5042

1.0000

5

.7572

.7740

5528

.6234

1.0000

6

.4714

.4813

2862

.6720

.6728

1.0000

7

-.8371

-.7963

- 4330

-.5175

-.7343

-.5043

1.0000

8

-.6736

-.5993

- 4003

-.6010

-.6931

-.6765

.7933

1.0000

9

-.6686

.-.6840

- 2842

-.7562

-.7413

-.8131

.7443

.BR71

1.0000

10

.2680

.1504

- 0162

.1823

.0960

.1601

-.2305

-.3065

-.4066

1.0000

11

.11A0

.0222

,1089

-.0233

-.0276

.0805

-.2573

-.2558

-.2526

.5465

1.0000

12

-.6306

-.5729

- 4027

-.3492

-.3719

-.3341

.6237

.5925

.5303

-.2476

-.6827

1.0000

13

-.8249

-.7690

- 5875

-.7009

-.7703

-.7356

.8003

.8221

.8897

-.5009

-.3673

.6200

1.0000

14

.6633

.5708

.4658

.7129

.6839

.6891 -.7456

-.789]

-.8688

.5723

.4487

-.5084

-.9385

15

.6617

.6391

.2752

.8032

.6336

.7102 -.7274

-.6983

-.8842

.4538

.3032

-.4414

-.8746

-.6981. -.6002

- .2351

-.5376

-.5405

.8314 -.4914

-.4766

.7755

11

12

16

Zone-- 1

-.5883

.7129
7

.8632
8

10

1.0000
.9116 1.0000

.7914 -.7194
13

14

-.6730

1.0000

15

16
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REGRESSION MODEL

The sensitivity analysis is based on performing a
stepwise regression, using the hydraulic gradients at
several geographic locations as the dependent variable,
and functions of the input parameters to the flow
simulations as the independent variables. The hydraulic
gradient is of interest because it is proportional to the
velocity of groundwater flow. Terms included in the
regression analysis consist of the linear and quadratic
terms of all parameters (71, 72, B, and Q); the product
of 71 and 72 zone by zone; and the quotient Q/Tl,
using 71 for the zones close to the point of interest and
Q for zones having a nonzero mean Q. The rationale for
including these additional terms follows:

71x 72
The directional aspects of transmissivity may be
represented by an ellipse
x2
—
TX

v2

i—=

where Tx and Ty are principal transmissivities oriented
in the x andy directions. An average transmissivity may
be defined as one satisfying the expression for a circle

x2
y2
— +-^I
av

av

such that the areas of the circle and the ellipse are
equal. The resulting expression is

The interaction term 71 x 72 therefore was included in
the regression model to account for flow not in a
principal direction.
Q/Tl
Darcy's Law, which describes the flow of fluids
through porous media, may be written for one-dimensional flow and unit cross-sectional area as
Tdh

where q is the volume rate of flow; b is the thickness of
the aquifer; and the other terms are as defined
previously. Rearranging,

dx

which suggests the use of the term Q/Tl in the
regression analysis.
RESULTS AND DISCUSSION

The basic LHS input selection consisted of 100
vectors, each of which contained values of the 64
variables as previously defined. Two such samples were
generated, and the model was run on each. The first
sample assumed independence of all input variables. The
second sample was constructed identical to the first
with the exception that the Qi were multiplied by the
matrix A mentioned in the above theorem, which in
turn was based on the correlation matrix given in
Table 3.
Results of the stepwise regression are given in Tables 5
(ranked variables) and 6 (raw variables). Subscripts
associated with the variables are used to identify the
zone number from Fig. 1. Variables are listed in these
tables in the order in which they appeared in the
stepwise analysis. Also included with each variable
appearing in the final regression equation is the value of
its standardized regression coefficient, which can be
used to determine the relative importance of the
independent variables. That is, the greater the absolute
value of the regression coefficient, the more important
the variable. For example, a variable with a standardized
regression coefficient of 0.8 has about twice the
influence on the dependent variable as a variable with a
standardized regression coefficient of 0.4.
When comparing certain locations, some similarities
occur among the variable selection indicated in Table 5.
These similarities are expected since locations A and B
are both in Zone 1, and locations C, D, and E are in
Zone 8. The entries in Table 5 can be compared to see
the effect of correlated input variables on the determination of important variables and zones. In particular,
since the Qi were the only variables correlated from
zone to zone, it. is worthwhile to examine the subscripts
associated with the Qi to determine which zones are
regarded as important. These subscripts are listed in
Table 7 in the order in which the corresponding Q first
appeared in the stepwise analysis.
While some agreement within Table 7 is expected,
several differences are noticeable when comparisons are
made between the correlated Q, group and the uncorrelated Qi group. For example, Zone 7 is designated as the
most important zone in four of the five locations in the
correlated group, yet fails to appear in the uncorrelated
group. Likewise, Zone 13 is chosen for all locations
within the uncorrelated group, but in only one location
in the correlated group. Also noticeable is the absence

Table 5. Variables selected by stepwise regression on ranks

V9

correlated

Location
D

A
Step No.

1
2

5
6
7

St. Reg.
Coef.

Var.

St. Reg.
Coef.

«1

-.481

T2 2

-.539

»2

-.673

-.326

T2

-.684

*

T15-T2 5

-.317

T18.T2

-.264

T2

^

4

1

%/nx

.252

«4
T1

5

Tl3

.261
-.238
-.188

Var.

9

<;
Q

n

12

l

.541

T2

.246

8

8
R2:

S t . Reg.
Coef.

Vnr.

~ ~ Q7

3

D

C

6

8

"6
.596

.444

.806

Vnr.

T2

8

V T1 1

E
St. Reg.
Coef.

Var.

" • *•«•
Coef.

-.711

T2 2

-.791

.289

T2 2

-.484

-.382

Q2

-.283

-.240

T2

-.170

"L

-.207

Q^/Tlj^

.176

.129

*ll

-.187

T2 2

-.123

9

-.118
-.097
.114
.720

.752

Tables (continued)

V a uncorrelated
Location
A
Step No.
Vnr.

1
2

q

3

«;

i

1)
St. Reg.
Coef.

Var.

St. Reg.
Coef.

Vnr.

-.357

«;

-.500

«2

.353

I

-.276

5

VT18

.211

6

T1

-.279.

7

«2

8

T1

1

3

9
10

.170
-.148

Tl

3

VT19
Q

15

11,-12,

.207

-.408

.612

•L

Vnr.

E
St. Reg.
Coef.

-.692
-.424

«92

-.554

13

-.236

Q 1 3 /T1 1

.228

i3 / T 1 l

.177

e

.115

i T2>

-.312

i

.119

T2

Ur28
10

<

io

-.097

-.793

•<J>

.118
.120

-.136
.623

St. Reg.
Coef.
-.825

-.757

q

Vnr.

«!

9

-.147

Q^/Tl,

St. Reg.
Coef.

.146

-.186

.185

5

«J
-4

-.239

VT24

T

Tl

.613

.321
-.661

-.226

4

R2:

Q

D

C

.430

*ThIn vnrloblc vas replaced at n latter step In the atepwlse analysln as Indicated by the connecting arrow.

.720

Table 6. Variables selected by stepwise regression on raw data
Q.'a correlated
Location

c

D

A

E

D

Step No.
Vnr.

St. Keg.
Coef.

Vnr.

St. Keg.
Coef.

Vnr.

St. Keg.
Cocf.

Var.

St. Reg.
Coef.

Vnr.

St. Reg.
Coef.

1

VT1i

.379

VT1i

.507

VT19

.4311

O 1 2 /T1 8

-.6G9

VT18

-.478

2

Q12/T1B

-.351

of

.293

Q 12 /Tl fl

-.508

VT19

.480

Q^Tl,

.502

-.317

T2g

-.812

4

.445

"9

.620

5

-.384

6

.231

3

R2:

T1

1

.511

.313

.597

T1

13

.659

-.170

T2

8

.546

-.208

Table 6 (continued)

Vs

uncorrelated
Locntion

D

A

Step Ho.

C

Var.

St. ileg.
Coef.

Var.

St. Ileg.
Coef.

1

V T1 i

.269

VTll

.436

2

~VT1i

"l2

.402

3

VT18

1.361

4

VT18

-.763

5

T1

1

-.327

6

T1

5

7
0
9
10
11

D

E

-

U4m8
9
5
T2

4

"10
"12
.707

*

T1

2

-.245

Var.
Q /Tl
Qj^/Tlg

S

^ **•
Coef.

Var.

St

/ ;«»•
Coef.

-.468

q13mfl

-.474

.367

Q 3 /Tl g

.286

T2 g

-.229

T2 8

-.215

Vnr.

q /T1

i

8

Q 1 3 /Tl 9

-.200
-.376
-.224
.192
.185
.157
.380

.553

.309

.417

*TIiid v»fi«blewn«.tepl«ced «t a Utter step in the stepwliie analysis SB indicated by the connecting «rov.

St. Reg.
Coef.
.448
-.443

58
Table 7. Zones for which variations in Q cause significant changes in
simulated gradient at various locations
Location

A

Correlated Q.

c

B

7

4
Uncorrelated Q.

C

D

E

7

13

7

12

12

12

13

13

6

1

1

13

13

4

4

13

14

15

*Variable Q_ was replaced by variable Q- at a later step in the
regression analysis.

of Zone 12 in the uncorrelated group while it appears
three times in the correlated group. Comparing these
results with Fig. 1, it is noted that analyses of the
correlated Qi tend to select zones which are geographically near the points of interest.
While these results indicate which zones have influence on the dependent variable, the Qj, while important, are not always the most dominant variables, as
may be seen by comparison of the standardized
regression coefficients given in Table 5. Hence.it would
be reasonable to expect more dramatic changes if
correlations existed among the more dominant variables.
Another observation is that the regression models
using ranked data (Table 5) tend to assign little importance to the Q/T ratios, while analyses using raw data
(Table 6) favor these ratios. Part of the reason the two
regression procedures disagree on the selection of
important variables is because the output is nonlinear in
form. The raw regression tries to fit a linear model to
the nonlinear output, while the rank regression first
linearizes the data via a rank transformation and then
fits a linear model. In other words, the regression model
for raw data as presently formulated is insufficient for
nonlinear output.

Because the sensitivity analysis was performed on a
mathematical representation of a conceptual model of
the study area, it is interesting to compare the variables
chosen to be important by the analysis with those
intuitively expected to be the most important. As an
example, the results for location A at Yucca Mountain
are discussed. The hydrologic characteristics of the
region thought to affect Yucca Mountain are as follows:
recharge occurs on Pahute Mesa, and the resulting
groundwater flows from the mesa to a discharge area at
Oasis Valley, and also south through the Timber
Mountain and Yucca Mountain areas into the Amargosa
Desert. Little water flows into Yucca Flat because the
Eleana Formation of low transmissivity (Zone 5)
separates Pahute Mesa from Yucca Flat. The conceptual
model therefore suggests that the amount of recharge
on Pahute Mesa (Qi), the amount of discharge in Oasis
Valley (Q7), the transmissivities at Yucca Mountain
(Tli and 72i)> and perhaps the transmissivities in the
Amargosa Desert (Tls and 72 8 ) could be important in
the regression model.
The results of the rank and unranked analyses for
location A are different, as discussed above, but not
contradictory. One or both of 71 and 72 for Zones 1
and 8 appear in the list of important variables, as well as
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the recharge term for Zone 1. This occurrence agrees
with intuitive reasoning. The square of the term
representing discharge from Oasis Valley (g 7 ), the
second variable chosen for the correlated, rank regression, was replaced at a later stage in the regression by
fliTerms not intuitively expected in the results are those
representing the transmissivity of Zone 5. Previous
sensitivity experience with the model, using values of
head rather than gradient, showed that simulated heads
are relatively insensitive to transmissivity values assigned
to low-transmissivity zones when they are surrounded
by zones of higher transmissivity. However, current
results indicate that hydraulic gradient may be sensitive
to values of T assigned to low-transmissivity zones.
Reexamining the conceptual model, this result has
physical significance. Although the amount of flow
from Pahute Mesa into Yucca Flat is small, changes in
the flow, corresponding to different assigned values for
the transmissivity of Zone 5, will result in changes in
the amount of water available to flow through Yucca
Mountain. This relation exists because the recharge at
Pahute Mesa and discharge at Oasis Valley are fixed for
each simulation. Increasing the transmissivity of Zone 5
will decrease flow through Yucca Mountain, resulting in
a lower hydraulic gradient. The negative sign of the
regression coefficient for Tl x Tl term of Zone 5 is
consistent with this reasoning.
The term Q$ is the most important term in the
correlated raw regression model and is absent in the
rankings for other locations. Zone 5 is near the center
of the study area, and intuitive estimates of correlations
of Qs with the other Qi are high. The mean of Q$ was
chosen to be zero because there is no evidence of
recharge or discharge from Zone 5. If recharge or
discharge occurs, it is minimal and of minor hydrologic
significance. The presence of Qs in the regression model
appears to be an artifact of the intuitive correlation
matrix. Thus, although the incorporation of dependences among the input variables is an important
consideration, construction of the correlation matrix
must be done carefully.
In establishing values of the input variables, it was
assumed that groundwater flow was parallel to Tl. The

inclusion of various Tl and Tl x Tl terms in the
regression models indicates that this assumption is not
valid for every zone. One of the goals of this study was
to determine whether anisotropy would have significant
effect on simulations of groundwater flow. These results
indicate that anisotropy does affect model output. The
importance of this effect is yet to be determined.
CONCLUSIONS
1. Modification of the LHS to include dependences
among variables causes pronounced changes in the
results of regression analyses on raw variables. These
changes are realistic in terms of what is known about
hydrology of the modeled area. The correlation
matrix must be carefully constructed to ensure
meaningful results.
2. Although Q/T terms were important in the analyses
of raw variables, as predicted by theory, they were
relatively unimportant in analyses of ranked variables. As independent variables in the regression
analyses are presently formulated, analyses of ranked
variables are more effective in determining which
variables have a significant effect on model output,
than are analyses of unranked, or raw, variables.
Regression models based on raw variables may have
better predictive abilities because of retention of
information but not as good as the finite-element
model used to generate the set of dependent
variables.
3. Sensitivity analyses of this type are analyses of
conceptual models which have been expressed as
mathematical models. They are not tests of the
numerical accuracy of the mathematical models nor
of the validity of the conceptual models. This type
of analysis is, however, a useful tool to (1) help
refine conceptual models and (2) indicate types of
data that will significantly improve the predictive
abilities of the mathematical model, and those that
will not. Sensitivity studies will therefore be of
greater value in modeling of transport of radionuclides where the number of variables is greatly
increased, and the available data base is not yet
proportionately larger.
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APPENDIX
Theorem. Let X, ~ Np (ji,V) as defined in the above statements. L e t ? be a p X p symmetric, positive definite,
correlation matrix. Then there exists a p X p matrix A, such that Y; = A (Xj• — n) + n and each Kf.,/ = 1 , 2 , .... f>
will be normally distributed and have mean m- and variance of, (the same mean and variance as AV.); and, furthermore, Y,- will have correlation structure, P.
Proof. Let X/ ~N p (p., V) as defined in the theorem. Let
0

0
and let V~ W be the inverse of W2. Then, it is well known that V~ ^^X,- - n) ~ Np(0,1), where / is a p X p,
identity matrix and 0 is a vector of zeros.
Now consider the matrix/*. There exists an orthogonal matrix C such that
CTPC = D,
where D is a diagonal matrix of the eigenvalues of the matrix? and the columns of C are the eigenvectors of P [14,
p. 5 ] . Let Z ^ b e the diagonal matrix of square roots of the eigenvalues. Note that
P = CDCT = CDl>2Dllk:T
Let/I = KV2a)V2F-1/2 ; then

where A VA T =

- V2)V(V-

_ yll2pVll2
Note that F ^ K ^ i s the variance-covariance matrix of Y,-, and/* is its correlation matrix. This completes the proof.
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Evaluation of ECC Bypass Data with a Nonlinear
Constrained MLE Technique*
Thomas A. Bishop, Robert P. Collier, and Robert E. Kurth
Battelle Columbus Laboratories
Columbus, Ohio

ABSTRACT
Recently, Battelle's Columbus Laboratories have been involved in scale-model tests of emergency
core cooling (ECC) systems for hypothesized loss-of-coolant accidents in pressurized water reactors
(PWR). These tests are intended to increase our understanding of ECC bypass, which can occur when
steam flow from the reactor core causes the emergency coolant to bypass the core and flow directly to
the break. One objective of these experiments is the development of a correlation which relates the
flow rate of water penetrating to the core to the steam flow rate. This correlation is derived from data
obtained from a 2/l s scale model PWR at various ECC water injection rates, subcoolings, pressures,
and steam flows. The general form of the correlation being studied is a modification of the correlation
first proposed by Wallis. The correlation model is inherently nonlinear and implicit in form, and the
model variables are all subject to error. Therefore, the usual nonlinear analysis techniques are inappropriate. A nonlinear constrained maximum-likelihood-estimation technique has been used to obtain
estimates of the model parameters, and a Battelle-developed code, NLINMLE, has been used to
analyze the data. The application of this technique is illustrated by sample calculations of estimates of
the model parameters and their associated confidence intervals for selected experimental data sets.

Experimental data has been obtained from a 2As scale
model prototypic PWR, using various ECC water injection rates, pressures, subcoolings, and steam flows. The
data is being used to develop correlation models that
relate the flow rate of the water penetrating to the core
to the steam flow rate. Using this correlation, the steam
flow rate required for complete bypass can be predicted.
The proposed correlation models that describe this
countercurrent steam-water flow phenomenon are statistical in nature. The experimental variables used in
estimating model parameters are all subject to random
experimental error. Therefore, statistical techniques
must be used to obtain valid parameter estimates and
their associated standard errors.
The statistical properties of the data and the proposed
models are nonstandard in two important respects.
First, the models are implicit in nature, and in thenmore general forms they are nonlinear in their param-

INTRODUCTION
Battelle's Columbus Laboratories have been involved
in scale-model tests of emergency core cooling (ECC)
systems for hypothesized loss-of-coolant accidents
(LOCA) in pressurized water reactors (PWR). The accident of interest occurs when a break takes place in a
cold leg pipe causing the reactor core to become uncovered.
One objective of these tests is to increase our understanding of ECC bypass. Bypass of the ECC water occurs when the steam flow from the uncovered reactor
core prevents the injected ECC water from reaching the
reactor core. Instead, the steam flow causes the ECC
water to flew directly to the opening in the broken cold
leg.
*This research was sponsored by the U. S. Nuclear Regulatory
Commission under Contract No. NRG04-76-293-O4.
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eters. For example, the Wallis flooding correlation
model used with / * scaling [1] has the implicit form
l

+MJ* li - C= 0 ,

(1)

where J* is a dimensionless gas flow rate, / £ is a
dimensionless penetrating liquid flow rate, and the constants M and C are parameters to be estimated. A modified version which was suggested by Beckner, Reyes,
and Anderson [2] is nonlinear in the parameters. It has
the form

+ \M Vfjfin

/ * ' * - C = 0 . (2)

In this model J£in is a dimensionless injected liquid
flow rate, X is the condensation potential, and the constants A,F,M, V, and C are parameters to be estimated.
The second important departure from the standard
statistical models is that each of the experimental variables J* Jf, J^in, and X is subject to random experimental error which is not negligible.
Previous approaches used to obtain estimates of the
model parameters involved rewriting the model in functional form, such as

STATISTICAL MODEL

The Britt-Luecke (B-L) method of estimating parameters in nonlinear-implicit models is based on the following statistical model. We assume that k experimental
runs are made. For each run, the m variables X\,
X2, . . . , Xm are measured, and each is subject to experimental error. The collection of observed experimental variables for the /th experimental run is denoted
by the m -dimensional random vector

jfn=c-MJfn.
s

(4)

u

Standard linear or nonlinear regression techniques were
then used to estimate the model parameters. A critical
study of this approach reveals that the implicit nature
of the model and the experimental error associated with
the variables violate the assumptions required for valid
standard analyses. In addition, the choice of the dependent variable is arbitrary.
To place the statistical analysis on a solid foundation,
these nonstandard features of the model must be considered. A nonlinear constrained maximum-likelihoodestimation (MLE) method of analysis developed by
Britt and Luecke [3] addresses both nonstandard features simultaneously and was chosen as the appropriate
estimation procedure. A description of the technique
and examples of its application to ECC penetration experiments are given below.

U2, • • - , k.

Because the experimental variables are subject to error, we actually observe the true value plus a random
error. This process is modeled by
ih

/=1,2

(5)

m

where xtj is the true value of the/th variable for the /th
experimental run and e,y is the associated experimental
error. We assume that the vectors of errors

are independent and that each has a multivariate normal
distribution with mean zero and covariance matrix R*.
In vector notation we can write

(3)
or

=

= (Xi\,

= 1,2

k,

(6)

where z,- = (x,i, x,-2, . . . , Xjm)' is the vector of true
values and e,- is the vector of errors.
A model is hypothesized which relates the true, unobserved values of the experimental variables to some
unknown parameters via an implicit function
, ...,xim;d0)

=

(7)

where 60 is the vector of unknown parameters to be
estimated.
The complete collection of experimental data can be
characterized by the ^-dimensional vector
Z-

,

X21, • • •,

where q = kXm. Then
(8)
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This function is maximized with respect to z and 6
subject to the condition that they are constrained to
those points such that

where
i - (2i,Z2,

. . . , Zm)

= (jC;i, . . . , xirn,

x2i,

. . . , X2m,

• • •»

x

km)

f(z,0)

(12)

The value of 6 where this maximum occurs is taken as
the estimate of0 o -

and
= (e'i,e'2

e'k)'
Estimation Algorithm NLINMLE

elm,
The vector zo is the collection of true values of the
variables at the time of measurement, and e is the vector
of experimental errors for the entire experiment. When
one considers the distribution of the vector e,-, the vector e can be determined to have a ^-dimensional multivariate normal distribution with mean zero and covariance matrix

The Battelle-developed code NLINMLE uses the
maximization algorithm given in [3] to obtain estimates
of the elements of 0o. In addition to point estimates,
the code produces a 95% confidence interval for each
parameter and the covariance matrix for the estimates
of the parameters. Several different plots are output,
including a plot of residuals for a selected variable, predicted vs observed plots for a selected variable, and a
plot of the fitted curve.

R*
APPLICATION TO ECC BYPASS DATA

R*
R=

R*
The true values ZQ and the vector of parameters BQ are
related through the fc-vector of functions

(9)
Constrained Maximum Likelihood Estimation of 60
The joint density function for Z is given by

.

(10)

Once the experiment is completed and we observe that
Z = z*, we consider the joint density to be a function of
z 0 and $o only. The likelihood function is given by

exp[-V2 (z* - z)'R-'(z* - z)] .

(11)

This technique has been applied to 2 /is scale data obtained from ECC bypass experiments conducted by
Battelle Columbus Laboratories. The hypothesized
model was of the form of Eq. (2), although for the
following analyses, parameter A was specified to be
-5.5 (as a result of previous work). The experiments
were conducted thus: For a given experimental run/*,
J*in and X were controlled at nominal values. Because
of system fluctuation, however, they could not be held
constant at these nominal values; and the recorded observed value was a measurement of the actual value attained. These measurements contained measurement
error; therefore, the value recorded was of the form of
Eq. (5). The resulting value of/* with the measurement
error was then measured and recorded.
This experimental data is of the form previously discussed. We made k experimental runs. For each run the
variables J*, / £ , /£ /V) , and \ were measured, and each
was subject to significant experimental error. In this
case
<" = Vg,i>Jt,i> JLin,i'

, V).
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For this data we assumed that the errors associated with
the four experimental variables were mutually independent. Therefore, R* had the form
r, 0 0 0
0

r2 0 0

0

0 r3 0

TaMe 1. Confidence interval* u»ng B-L technique
Parameter

Lower limit

Final value

Upper limit

C
F
M
V

0.2963
0.3764
0.4748
2.8432

0.3098
0.3980
0.5380
3.S664

0.3233
0.4195
0.6011
4.2895

R* =

o oo n
In practice, the elements of R* are estimated from
repeatability trials or error propagation techniques.
Analysis of Simulated Countercurrent
Flow Data
To assess the B-L technique and to test the NLINMLE
code, the B-L method was applied to a simulated data
set. This data set was constructed to approximate the
type of data obtained from the ECC bypass experiments
previously discussed.
The data set consisted of observed values o f / * , / | ,
*tin' ^ ^ g ener ated by simulation experiment. The
true values of / * , / £ , / / , „ , and X were obtained by
fixing the values of/*,„ and Xin various combinations,
varying / * by specified increments over a typical experimental range, and then calculating the corresponding/*
values using Eq. (2) with C~ 0.3,F= 0.4,M= 0.5,and
V= 3.5. Thus the true values of the experimental variables satisfied Eq. (2) exactly, and the values of the
parameters C, F, At, and V were known. Random experimental errors were independently generated by
using the random number generator GGNOR with variance ratios approximately equal to those estimated
from actual data. Those errors were added to the true
values of the variables, creating the simulated data set.
In this way a data set was obtained from a known
model with known parameters.
The simulated data set was analyzed by three different methods: the B-L technique; standard nonlinear
regression, rewriting the model with / * as the dependent variable; and standard nonlinear regression, rewriting the model with / £ as the dependent variable
(Tables 1-3).
Recall that the true values of the model parameters
were C=0.3, F=0A, M=0.5, and K=3.5. The B-L
technique provided excellent estimates. The standard
nonlinear technique, using J% as the dependent variable,
gave similar »esults. However, except for parameter C,
this technique provided shorter confidence intervals
than the B-L technique. Presumably, this is accounted

Table 2. Confidence intervals using Jg tithe dependent
variable
Parameter

Lower limit

Final Value

C
F
M
V

0.2946
0.3758
0.4660
3.1071

0.3088
0.3938
05249
3.6608

Upper limit
0.3229
0.4117
0.5838
4.2145

Table 3. Confidence intervals using Jf as the dependent
variable
Parameter

Lower limit

Final value

Upper limit

C
F
M
V

0.2889
0.3998
0.5642
2.1471

0.3143
0.4345
0.6484
3.0204

0.3397
0.4692
0.7325
3.8938

for by the fact that the standard approach did not take
into account all data error and therefore underestimated
the standard errors of the estimates. The standard analysis with / £ as the dependent variable produced very
poor estimates of M and V. In fact, the confidence
interval forilf failed to cover the true value of 0.5.
The failure of the standard analysis to provide a good
fit to the data when / * was used as the dependent
variable is emphasized by comparing the observed data
and predicted values (Figs. 1 and 2). The observed values of/* are plotted against the observed values o f / ? .
The smooth curve superimposed on the data points is
the curve estimated from the data with /£- n and X set at
the average fixed values indicated. It is clear that for
X = 7.0 the fitted curve using the standard technique
systematically overpredicts for low / £ values and underpredicts for high / £ values. If the analysis had been
performed in this manner, the analyst might have been
led to the false conclusion that the model was incorrect.
Analysis of Actual Data from an ECC
Bypass Experiment
We next discuss the application of the B-L technique
to an actual data set obtained from an ECC bypass ex-
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periment conducted at Battelle Columbus Laboratories.
The experiment consisted of 66 experimental runs
(Table 4).
For this data set we noted the following features: The
B-L technique (Fig. 3) and the method using / * as the
dependent variable (Fig. 4) gave similar results. They
provided a good fit to the data for the low value of yjf^
equal to 0.0612, but they overpredicted for the Jfin
value of 0.1209. The method using/* as the dependent
variable (Fig. 5) did just the opposite. It fit the data
well for flin equal to 0.1209, but overpredicted for
It. equal to 0.0612. (The remaining data plots are not
discussed because the three methods provided almost
identical fits in these cases.)
It is clear that for this data set the hypothesized
model is not adequate to describe the data for all values

of f£in. However, the B-L technique and the method
using / * as the dependent variable indicate different
types of corrections that need to be made in the model.
The analysis by the B-L technique indicates that we
should adjust the model to bring the curve down at high
values of J*in, whereas the latter method indicates that
we need to adjust the model to bring the curve down at
the low values of J^in. The question is: upon which
analysis should we rely?
Viewing the results of the simulated-data-set analysis,
we know that the method using / | as the dependent
variable can indicate lack of fit even when the model is
correct. The B-L technique showed no lack of fit when
the model was correct. Therefore, we concluded that
the overprediction observed for J^in =0.0612 using/£
as the dependent variable was not convincing evidence
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Table 4 . Data from a 2 / i s scale experiment

J
1
2
3
4
5
6

7
8
9
10
11
12
13
14
15
16
17

18
19
20
21
22

23
24
25
26
27

28
29
30
31
32
33

*
\

g

0 .1984
0 .2194
0 .2079
0 .2079
0 .2401
0 .2409
0 .2459
0 .2688
0 .2556
0 .2566
0 .2535
0 .2260
0 .2516
0 .2493
0..2974
0 .2942
0 .3051
0,.2754
0..2706
0. .2658
0, .2542
0. .2382

0.,2401
0. ,2394
0. ,2650
0. .2623
0 . 2935
0. 2992
0 . 3267
0 . 3029
0 . 2886
0 . 2585
0. 2415

0 .0567
0 .0380
0 .0518
0 .0485
0 .0203
0 .0336
0 .0230

0 .0113
0 .0162
0 .0135
0 .0157
0 .0865
0 .0717
0 .0653
0 .0140
0 .0253
0 .0244
0 .0226
0,.0560
0, .0504
0. .0570
0. .0832
0,.0877
0..0684
0, ,0641
0. ,0676
0 . 0206
0 . ,0187
0 . 0246
0 . 0240
0 . ,0346
0 . 0827
0.
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J

Lin

0.0618
0.0618
0.0617
0.0616
0.0616
0.0617
0.0618
0.0610
0.0605
0.0602
0.0600
0.0961
0.0960
0.0959
0.0964
0.0964
0.0963
0.0962
0.0961
0.0960
0.0959
0.0958
0.1212
0.1209
0.1209
0.1210
0.1215
0.1212
0.1210
0.1208
0.1208
0.1205

0.1203

X

<
34
35
36
37
38
39
40

0 .2416
0 .2781
0 .3006
0 .3234
0 .3075
0 .2863
0 .2458

41
42
43
44
45
46
47
48

62
63

0 .2108
0 .1841
0 .1854
0 .2059
0 .2228
0 .2234
0 .2489
0 .1917
0 .1887
0 .1260
0 .1364
0 .1536
0 .1652
0 .1853
0 .2013
0 .2214
0 .1987
0 .1879
0 .1674
0 .1418
0 .1041
0..1021
0. ,1188

64
65
66

0, .1253
0. .1257
0, ,1342

5 .2399
5 .2393

5 .2660
5 .2641
5 .2564
5 .2619
5 .2524
5 .2569
5 .2755
5 .2674
5 .2718
5 .2435
5 .2582
5,.2424
5,.3034
5..2827
5 .2645
5,.2670
5,.3133
5..2871
5.3166
5..3468
5,.2765
5..2888
5, ,2749
5..2949
5. 3384
5. 3281
5. 3093
5. 3023
5. 3293
5 . 3269
5 . 3620

of model inadequacy. On the other hand, because the
B-L technique fits a true model adequately, the overprediction at high values of /£ 1W observed with this
technique was viewed as convincing evidence of model
inadequacy. It was therefore concluded that the model
was inadequate for high values of •/£,-„, and the model
was adjusted accordingly.
Comparing the covariance matrices (Tables 5, 6, and
7), we note that in most cases the method using J* as
the dependent variable produces the smallest standard
errors of the estimates. The method using / £ as the
dependent variable produces the largest standard errors
of the estimates. For this case the estimates produced
by the B-L technique fall between the two other
methods. While additional analysis is required to judge
the quality of the standard-error estimates produced by
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0.0903
0.0387
0.0153
0.0152
0.0126
0.0597
0.0664
0.0910
0.0838
0.0598
0.0356
0.0267
0.0295
0.0175
0.0609
0.0631
0.0753
0.0819
0.0633
0.0493
0.0189
0.0146
0.0135
0.0136
0.0264
0.0500
0.0471
0.0749
0.0669
0.0478
0.0446
0.0552
0.0403

J

X

Lin

5.4634
5.5026
5.5522
5.5725
5.5825
5.6024
5.5368
4.8435
3.7288
3.7516
3.7430
3.7574
3.7632
3.7643
3.7754
3.7743
2.1775
2.1841
2.1867
2.2033
2.1741
2.2023
2.1881
2.1806
2.1687
2.1913
2.2090
1.3070
1.2791
1.2787
1.2418

0.0970
0.0973
0.0975
0.0977
0.0976
0.0974
0.0970
0.0980
0.0966
0.0968
0.0969
0.0969
0.0969
0.0969
0.0965
0.0963
0.0963
0.0963
0.0963
0.0963
0.0964
0.0963
0.0961
0.096C
0.0959
0.0958
0.0955
0.0965
0.0964
0.0964
0.0964
0.0965
0.0964

1.2327
1.2203

the various techniques, it is clear that the estimates
produced by the two standard nonlinear regression
methods cannot be trusted. Both of these methods consider only the error associated with the dependent variable and ignore the error and correlation structure
associated with the other variables.
Table 5. Covariance matrix for estimates
using B-L technique
C

c
F
M
V

0.0003
-0.0004
0.0007
• 0.0091

F

M

V

0.0007
-0.0010
-0.0151

0.0025
0.0282

0.4068
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Table 6. Covariance matrix for estimates using
/ * as the dependent variable
s

cF
M
V

C

F

0.0002
-0.0003
0.0007
0.0082

0.0006
-0.0010
-0.0132

.315

M

0.0027
0.0298

Table 7. Covariance matrix for estimates using
J* as the dependent variable
C

V
C
F
M
V

0.3991

F•

0.0004
-0.0005
0.0010
0.0121

0.0008
-0.0014
-0.0193

M

V

0.0039
0.0402

0.5322
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CONCLUSIONS

The B-L technique places the statistical analysis of
ECC bypass data on a solid theoretical foundation. It is
designed to handle simultaneously both nonstandard
features of this data — the implicit model and the error
in all the variables. The technique has performed well
both on simulated data and actual experimental data
obtained at Battelle Columbus Laboratories. The only
practical problems we have encountered are convergence problems for some forms of the correlation
model.

As we have seen, a wise but arbitrary assignment of a
dependent variable ( J p produces favorable results when
the standard nonlinear regression techniques are used.
However, there is no criterion for such a selection and
no guarantee that a reasonable choice even exists. When
a poor choice is made - for example, choosing / £ as the
dependent variable - poor estimates may be obtained,
and misleading conclusions may be reached. The B-L
technique eliminates the necessity of making such a
choice and, at the same time, accounts for all of the
experimental error. The B-L technique provides the appropriate statistical analysis of the physical processes
being studied in ECC bypass experiments.
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Nuclear Fuel Rod Stored-Energy Uncertainty Analysis: A Study of
Error Propagation in Complicated Models *
A. R. Olsen and M. E. Cunningham
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Richland, Washington
ABSTRACT
With the increasing sophistication and use of computer codes in the nuclear industry, there is a
growing awareness of the need to identify and quantify the uncertainties of these codes. In any effort
to model physical mechanisms, the results obtained fiom the model are subject to some degree of
uncertainty. This uncertainty has two primary sources. First, there is uncertainty in the model's
representation of reality. Second, there is an uncertainty in the input data required by the model. If
individual models are combined into a predictive sequence, the uncertainties from an individual model
will propagate through the sequence and add to the uncertainty of results later obtained. Nuclear fuel
rod stored-energy models, characterized as a combination of numerous submodels, exemplify models
so affected. Each submodel depends on output from previous calculations and may involve iterative
interdependent submodel calculations for the solution. The iterative nature of the model and the cost
of running the model severely limit the uncertainty analysis procedures.
An approach for uncertainty analysis under these conditions was designed for the particular case
of stored-energy models. It is assumed that the complicated model is correct, that a simplified model
based on physical considerations can be designed to approximate the complicated model, and that
linear error propagation techniques can be used on the simplified model.

sion (NRC) is sponsoring the Experimental Verification
of Steady-State Codes Program at Pacific Northwest
Laboratory. The primary emphasis of the program is to
obtain and analyze well-characterized fuel rod data for
fuel that has been irradiated during normal power
reactor operation. The data will then be used by NRC
to verify and develop audit codes. The program also
strives to identify the source and propagation of
uncertainties in computer code calculations to gain a
perspective on current code predictions. The methodologic approach used in analyzing these computer
code uncertainties is the subject of this paper.
Discussion begins with a description of the complexity of the stored-energy conceptual model, although
neither the actual computer code nor the precise
procedures used in implementing the model are given. A
brief discussion on application of the model follows.
The steps in the modeling processes are identified, and
the relationship of the present work to this framework
is clarified. A number of possible approaches to the
solution of the problem are considered. Finally, the

INTRODUCTION
During a postulated loss-of-coolant accident (LOCA),
stored thermal energy in a fuel rod is the major cause of
fuel rod damage. As a result, the final acceptance
criteria for emergency core-cooling systems require a
calculation of the fuel rod stored energy during both
normal operation and a LOCA. Because these calculations are used in regulatory decisions affecting commercial nuclear power plants, uncertainties in the
calculated values have caused a temporary derating, or
reduced operational flexibility, of many plants and
delays in the startup of additional plants. Many of these
uncertainties can be attributed to the lack of wellcharacterized data for fuel that has been irradiated
during normal plant operation.
To help reduce these uncertainties, the Reactor Safety
Research Division of the Nuclear Regulatory Commis•Operated by Battelle Memorial Institute for the U.S. Department of Energy.
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chosen approach, simplified modeling, is illustrated for
the stored-energy conceptual model.
STORED-ENERGY CONCEPTUAL MODEL

The calculation of cladding and fuel temperatures in
many fuel performance computer codes rests on the
following assumptions.
• The flow of heat is exclusively radial.
• Heat is only produced in the fuel and only at a rate
proportional to the local neutron flux.
• The flow of heat across the fuel-cladding gap can be
characterized by a conductance, the temperaturedependent components of which may be evaluated at
the average gap temperature.
The third assumption implies the need for an iterative
calculational procedure to estimate and then recalculate
gap conductance as a function of gap size, gas composition, and gas temperature. Many interacting variables
and paths (Fig. 1) must be considered, and at the heart
of the procedure is the gap conductance model itself.
Once a converged gap conductance value has been
achieved, a temperature profile for the fuel and cladding
(Fig. 2) can be calculated in a fairly straightforward
manner. From the coolant to the center of the fuel pin,
there is first a small temperature rise across the water
film at the cladding surface. This small rise is calculated

Fig. 2. Idealized radial temperature profile.

from the film (conductance) coefficient, much as the
temperature rise across the gap is calculated from the
gap conductance. The temperature next rises approximately logarithmically through the cladding and then
undergoes a steep rise across the gap in an amount equal

HKL-CLADDING
INTERfACIAL
PRESSURE OR GAP

FUEL-CLADDING HEAT TRANSFER COEFFICIEN1

Fig. 1. Relationship among variables in a typical steady-state fuel-performance code.
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to the fuel-surface heat flux divided by the gap
conductance. Next is an approximately parabolic temperature rise from the surface to the center of the fuel,
which is caused by heat generation in the fuel. Care
must be taken to account for both the temperature
variation of fuel thermal conductivity and the spatial
variation of the heat generation rate when calculating
the fuel temperature rise. The basic models for calculating fuel-pin temperatures and stored energy follow:
Water-film temperature rise, AT/?
This temperature rise typically amounts to less than
2 0 t . Therefore, the film coefficient is either calculated
from a correlation such as Dittus-Bolter or Jens-Lottes
or is simply assigned to an arbitrary large value.
Cladding temperature rise,
This temperature rise can be exactly calculated by
solving the following equation:

/?>'" Kc(T)dT= qjl-n Wol'd) ,
* CO

where
KC(T) = cladding thermal conductivity,
Tco, Tcj = cladding outer and inner temperatures,
respectively,
r
co> rci ~ cladding outer and inner radii, respectively,
q = linear power.
Values for KC(T) are well known for the various
cladding materials.
Gap temperature rise, ATg
The gap temperature rise is calculated from the gap
conductance in an iterative manner as previously described. In the absence of fuel-cladding contact or
significant radiation, the gap conductance is given by

' * (A+gcUfV
where
hg = gap conductance (W/cm2-°C),
Kg = gas thermal conductivity at the mean gap temperature (W/cm-°C),
de = effective physical gap width,
g c , gy= temperature jump distance at cladding and
fuel respectively.

The methods of calculating de, gc, and gj are subjects of
debate.
In addition, the adequacy of the entire model is
debatable at small gap sizes. When solid contact occurs,
there will obviously be some flow of heat through the
contact points. Estimates of the consequent increase in
conductance vary widely but generally take the form of
an added term similar to the following:

where
hs = solid conductance,
Km = mean conductivity,
Pa = contact pressure (apparent pressure),
H = cladding Meyer hardness,
r
F(TF> c< V . K) ~ a function of fuel cladding roughness, peak height, and wave length,
n = exponent.
Values for Km are easily calculated, but estimates of n
and F vary widely and cause order-of-magnitude differences in the estimates of hs. Definitive data are
lacking.
When the conductivity of the initial fill gas (usually
helium) becomes degraded from released fission gases,
the contribution to the gap conductance from radiant
heat transfer across the gap attains significance. The
term added to the gap conductance has the form

where
hr = radiant conductance,
F = view factor between two infinite concentric cylinders and is found by f = {(l/e^)+
(AF/AC)
1

Ts, Tc = fuel outer-surface and cladding-inner-surface
temperatures, respectively,
ep, ec = fuel and cladding emissivities, respectively,
Ap, Ac = values of surface area per unit length of fuel
and cladding, respectively,
a = Stefan-Boltzman constant.
The foregoing assumes the fuel and cladding surfaces to
be grey surfaces.
The total ATg is now calculated as

*

2itr(kg+hs+hr)'

where r is the average gap radius.
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Fuel temperature rise, A7>

The temperature profile across the fuel is in theory
almost as easy to find as the temperature rise across the
cladding. It is necessary to solve only the following
equation for any fuel radius r:

F=2(r dr'/r'f Q(r')r"dr" f QL&dr,
where
1» rs ~ fuel inner and outer radii, respectively,
Kp(T) = fuel thermal conductivity,
Q = volumetric heat generation (W/cm3),
q = linear power (W/cm),
Tr = temperature of radius r.
Unfortunately, the structure of UO2 fuel varies more
than that of the cladding; the conductivity of fuel made
by one fabrication process may vary considerably from
that of fuel made by another process. Furthermore, the
fuel is subject to physical changes in the reactor which
affect conductivity. These changes include cracking,
fission-product swelling, pore migration, and grain
growth. Similarly, the heat-generation rate is proportional to the fission rate in the fuel and is thus affected
by all factors that affect the fission rate: neutron energy
spectrum, 2 3 S U depletion, plutonium buildup, and
fission-product migration. Thus, whereas the fuel temperatures are not hard to determine in theory, the
expressions for Kp and Q at any point beyond the
beginning of life are subject to considerable uncertainty.
Feedback Effects in the Calculation
of Gap Conductance

A temperature profile such as that presented in Fig. 2
is necessarily the result of iterative calculation of gap
conductance and fuel-pin temperatures. The major
feedback effect from fuel temperature to gap conductance comes from the temperature dependence of
the fuel-surface radius because, for a given power level
and residence time, the cladding temperatures and inner
radius are independent of gap conductance. The temperature dependence of the fuel outer radius is not
found from the simple thermal expansion of a cylinder
with a parabolic temperature distribution. The hoop
stresses generated even at very low power are sufficient
to crack the fuel radially. Therefore, the estimate of the
fuel-surface radius as a function of power or temperature must include some accounting for the movement of
cracked fuel, usually called relocation. Considerable

debate centers around the various models, theoretical
and empirical, for fuel cracking and relocation.
Another feedback effect from fuel to gap appears in
fission-gas release. Both the gas conductivity and the
temperature jump distance are known to be affected by
the gas composition. The temperatures and times
required for various rates of release are also subjects of
debate.
Calculation of Stored Energy

Once a temperature profile in the fuel has been
obtained, it is a relatively simple matter to calculate the
stored energy. The specific heat Cp for UO 2 is
temperature dependent; the stored energy must be
represented as

=2

r;oprSy>cp{r)dT'dr,

where
Tref= reference temperature, often the coolant temperature,
p = density of the fuel,
Cp = specific heat,
r r
O' s~ fuel inner and outer radii respectively.
MODELING PROCESS AND
THE APPLICATION PROBLEM

The conceptual model described in the previous
section has been refined and implemented as a code for
a computer model. This fuel-performance model or
code GAPCON-THERMAL-3 has been described in
detail [1] and may be simply thought of as a
complicated mathematical function requiring specific
input variable information and resulting in a transformed value for stored energy as an output. For
present purposes the model defined by GAPCONTHERMAL-3 is assumed to be correct. With this
assumption, two questions are of interest: What is the
uncertainty in stored energy at time t given specified
uncertainties for the input variables? What contribution
does each input uncertainty make to the stored-energy
uncertainty? The first question concerns the amount of
uncertainty in predicting the stored energy in a fuel pin.
Presumably this information would be useful in both
the design and licensing processes of commercial nuclear
reactors. The second question is concerned with tracing
the source of the uncertainty in stored energy back to
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the basic input variables. Stated slightly differently,
where should the effort be put to reduce stored-energy
uncertainty? Implicitly this question assumes that the
uncertainty in stored energy, even that of a realistic
model, is great enough to cause a concern with its
source. A brief discussion of the modeling process helps
to clarify the relationship of this study to other
modeling studies.
Some of the stages of a model's development have
been described as system analysis, system synthesis,
model verification, model validation, model analysis,
and model application [2]. System analysis and synthesis involve conceptualizing the model and formulating it into a model or computer code. Model verification
determines the correctness of the code with regard to
the intended conceptual model. Model validation is
concerned with the soundness of the model with respect
to reality. Here the output from the model is checked
against actual data collected under the same conditions
as those of the model. The shakedown testing of the
model under various input conditions is a part of model
analysis, which also includes sensitivity testing. Finally,
the model is applied to problems of interest.
The modeling process is dynamic. Each stage may be
undergone many times in the life of a particular model
development. Not all of the stages need to be considered at any point in time, nor does a single stage need
to be concerned with all of the other stages. In some
studies only a single stage may be of concern. Storedenergy uncertainty analysis is a case in point. Previous
studies have dealt with system analysis and synthesis
along with model verification; the computer code
GAPCON-THERMAL-3 is the product of that work.
Although some model-validation work for GAPCONTHERMAL-3 has been conducted, it is not of direct
concern for the uncertainty analysis. It is assumed that
the model structure defined by the code is correct for
the uncertainty study. The uncertainty analysis can be
considered part of the model analysis stage, and in one
sense it is a modification of a sensitivity analysis. The
concern is how sensitive the model predictions are to
errors in the input variables. One of the difficulties in
the model-validation process is ensuring that the input
to the model and the conditions under which the data
are collected for comparison with the model predictions
are the same. Without this assurance, the modelvalidation process is complicated with interpretation
difficulties. One of the uses of the uncertainty analysis
is to determine which input variables need to be
determined precisely in a model-validation study.
The mode! may be mathematically described as a
simple functional relationship between the output

variable stored energy and the input variables. For
example,

= h(xl, x2
where it is assumed that the JC'S are the input variables.
For the uncertainty analysis it is further assumed that
the x's are set at some level of interest and that it is
possible to assign some level of uncertainty to them
For example, if the input variable is linear power, its
nominal level may be 30 kW/m with an uncertainty of
10%. The uncertainty analysis provides information on
the variability, or uncertainty, of stored eneTgy and
differs from the usual sensitivity analysis. The uncertainty analysis uses only a portion of the range of the
input variables that are allowable in the code. A
nominal value is selected, and a small range of values
around that value is all that is of concern for a
particular analysis. For a sensitivity analysis, the complete range of allowable values for each input variable is
of interest. The uncertainty analysis may be described
as the finding of the probability distribution of stored
energy given the probability distribution of the input
variables about the selected nominal values. Theoretically, there is no difficulty in solving this problem,
but practically, the functions are too complicated to
complete the necessary analysis.
POSSIBLE APPROACHES FOR
UNCERTAINTY ANALYSIS

Because it is impossible to complete the necessary
theoretical analysis, an alternate approach is necessary.
A Monte Carlo simulation can be used as the basis for
determining the uncertainty in stored energy and the
contribution of each input variable uncertainty. This
procedure entails assuming a probability distribution for
each of the input variables, randomly sampling from
each distribution, running the computer code at these
selected values to determine the stored-energy value,
and repeating the sampling process until enough storedenergy values have been generated to determine the
stored-energy probability distribution. To obtain information on the percent contribution of the input
variables, it is necessary to save all the input variables
used in the Monte Carlo process as well as the computed
stored-energy values. Another approach is to analytically simplify the model by finding a Taylor's series
expansion of the model. The uncertainty analysis is
then completed on this approximation by analytically
determining the probability distribution of stored
energy. Alternately, an empirical approximation may be
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found by using a response surface approach. Here some
factorial combination of input variable values are run
and the stored-energy response is modeled as an
empirical polynomial fit of the input variables. A
reasonably good fit would be expected, for only a
portion of the range of the input variable would be
used. A final approach is to create a physical approximation to the model by creating a simple model based
on physical principles applicable in nuclear fuel rod
modeling. This simple model could be considered as a
model that does not include all the embellishments of
the more complicated model.
The simple physical model approach was chosen for
the stored uncertainty analysis. The cost of repeatedly
running GAPCON-THERMAL-3 precluded using the
Monte Carlo approach. The iterative nature of the
model and its expression in implicit functional form
made a Taylor's series expansion intractable. Although a
response surface approach was feasible, it was felt that
its empirical nature limited it in conveying the information to the application personnel. The simple model
provided the nuclear engineers an opportunity to define
a simple physical model by using the knowledge that
they had gained from the complicated state-of-the-art
model. In particular, parameterizations of iteratively
defined submodels were defined with the understanding
that constants could be defined on the basis of the
complicated model output. Hence, not only was a
simple model defined, but it was tied to the complicated model through some of the parameterizations.
The simple model also reduced the number of input
variables that needed to be considered. The specification of the uncertainty in the input variables was also
consequently simplified. Generally, the variables excluded were implicitly accounted for by the parameterizations of some of the submodels.
STORED-ENERGY SIMPLE MODEL
The simple model for stored energy uses the same
basic principles as GAPCON-THERMAL-3. The stored
energy in a fuel rod at any time is a function of the
current average tempsratures in regions of the rod:
water film, cladding, fuel-cladding gap, and fuel. The
temperature calculations begin with the bulk coolant
temperature and advance radially inward to the fuel
centerline temperature.
The first step in calculating stored energy is to
calculate the temperature rise across the water film. For
a cylindrical fuel rod with a constant water-film
heat-transfer coefficient, the Newton rate equation may
be written as

where hp is the average value used by the full model.
Using the full code-supplied value of hp and an
appropriate uncertainty for that value, the assumption
of a constant hp has little effect on the uncertainty
analysis.
The temperature rise across the cladding is calculated
next by using the Fourier rate equation for a cylindrical
fuel rod with constant-cladding thermal conductivity:
T

c

~

_<lHdco/dCi)
2nKc

The appropriate value for Kc is the average thermal
conductivity from the problem and from the full model.
This value provides a temperature rise across the
cladding equivalent to that predicted by the full model.
As with hp, assuming a constant thermal conductivity
has little effect on the uncertainty analysis, provided
that an appropriate uncertainty is applied to Kc.
The cladding inner surface temperature is the sum of
the bulk coolant temperature and *he water-film and
cladding temperature rises:
TC=TW

The temperature rise across the fuel-cladding gap, like
the temperature rise across the water film,is also based
on the Newton rate equation and may be written as
q

AT=

^r

However, it is difficult to directly assign an uncertainty
to the gap conductance. Therefore, propagation is also
applied to the gap conductance calculation. An iterative
solution is required, because thermal properties are
dependent upon the average gap temperature, which, in
turn, requires that the fuel-surface temperature be
solved simultaneously:
Ts = Tc + ATg .
The gap conductance is specified to be

The first term in the gap conductance equation is the
"ideal" model for heat conduction across an open gap.
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The effective gap width includes the physical gap and
temperature jump distance. These, in turn, include fuel
thermal expansion, fuel relocation, fuel- and claddingsurface roughness, and the thermal accommodation
coefficient of the fill gas. The second term accounts for
heat flow across the gap caused by solid contact
between the fuel and cladding. This contribution to the
gap conductance is primarily dependent upon the fueland cladding-surface roughness and the interfacial pressure.
Several simplifications are applied to the gap calculation so that the uncertainty analysis may be more easily
applied. First, a single function is used to predict elastic
changes in the fuel cross-sectional area as a function of
fuel-surface temperature and linear heat rate:

Fp=a1 +a2q+a3Ts +a4q2 + a 5 2f .
This equation simplifies the elastic change in fuel area
relative to the fuel area at zero power and operating
coolant temperature. The coefficients are determined
by applying regression analysis to the fuel crosssectional area, the fuel-surface temperature, and the
linear heat rate obtained from the full model.
Second, inelastic changes such as fuel relocation and
fission-gas swelling also affect the effective gap width
but remain difficult to propagate uncertainties through.
The inelastic changes mentioned are accounted for
by a single parameter. This parameter, Fpr, is the
ratio of the fuel area at fuel-cladding contact to the fuel
area at zero power, the fuel area at zero power being
dependent upon the inelastic changes. The value for this
parameter is selected so that the gap conductance
calculated by the simple model matches the gap
conductance calculated by the full model. Because Fp
and Fpr dea' with fuel area, their square roots may be
used to.de'armine the physical gap size:

rp=rf(VFp~r-\/Fp~)+R.
Fuel-cladding contact and contact conductance for the
uncertainty analysis are also determined from these two
variables. If Fp is greater than Fpr, then the fuel has
tried to expand farther than the cladding inner surface
would allow, and contact occurs. The contact conductance is then specified to be
Hs =

b(y/Fp~-\/Fp~r),

where the coefficient, b, is dependent upon the assumed
maximum contact conditions.

Fission-gas release and fill-gas composition are not
calculated by the simple model. The fill-gas composition
is obtained from the full model. Fill-gas thermal
conductivity for that composition is then calculated in
the analysis as a function of the average gap temperature. Uncertainty is assigned to the gas thermal conductivity and not to the fill-gas composition.
Once the fuel-surface temperature is determined, the
final temperature calculation is for the radial fuel
temperature profile. To account for the temperature
dependence of the fuel thermal conductivity, the
integral conductivity method is applied to determine
the fuel centerline temperature:

As with previous input variables, the same thermal
conductivity and flux depression used in the full model
is used in the simple model integral equation.
Rather than break the fuel into regions and calculate
the total stored energy from the sum of the regions, a
single calculation for stored energy is made based on the
fuel average temperature. Because the radial temperature profile is parabolic, the normal double integral for
stored energy may be reduced to

ES =

CP(TA)[TA-Tw]pirdfl4.

This is the stored energy, above coolant temperature,
for the fuel.
The simple model for stored energy is a simple
sequence of even simpler submodels. This property
greatly simplifies the standard linear propagation of
errors, as the propagation may be applied to each
submodel. Each submodel is a different function of a
subset of the original input variables and selected
intermediate variables from previous submodels. The
linear propagation is completed in terms of these
variables. Use of these variables, accompanied by the
use of relative variances, greatly simplifies the somewhat
complicated propagation formulas. Following through
the error propagation to stored energy results in a
procedure for determining the uncertainty of stored
energy, given that the model is correct and the specified
uncertainties for the input variables are valid. This
procedure provides the information to answer the first
question of application interest. An expanded discussion of the simple model is given by Cunningham et al.
[3]A useful piece of information is the percent contribution to the uncertainty of an output variable attrib-
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utable to a particular input variable. This percent
contribution may be determined even though the input
variable is not directly used in the calculation of the
output variable. The percent contribution to storedenergy uncertainty from neutron flux depression is an
example. At each stage of the uncertainty calculations,
the percent contribution to the relative variance of the
variable can be determined from each term in the
uncertainty equation. From the previous stage, the
percent contribution from the relative variance of the
input variables has been determined for each of the
current terms. It is then a matter of appropriately
distributing each percent contribution to the present
stage to the input parameters and then recombining
[3].
EXAMPLES OF STORED-ENERGY
UNCERTAINTY
One use of the simple model to determine storedenergy uncertainty presents the change in uncertainties
as a function of power under beginning-of-life conditions. The assumed values and uncertainties of the input
parameters are listed in Table 1. The resulting uncertainty estimates for fuel temperatures and energy stored
as a function of power are plotted in Fig. 3. The
specification of input uncertainties is not an easy task.
After considerable discussion it was determined that the
engineer's estimates were similar to three sigma limits
on a Gaussian distribution.
In this use of the model, the relative uncertainty for
stored energy is almost constant, although the relative
uncertainty for fuel temperature rises with power. The

100

200

300

400

500

LINEAR POWER, W/cm
Fig. 3 . Beginning-of-life uncertainties as a function of lineai
power foi a typical boiling-water reactor fuel rod.

explanation for this behavior is that even though the
variance and covariance for the temperatures increase
with power, the partial derivative terms are decreasing
with increasing power and temperature. These two

Table 1. Summary of input for uncertainty vs linear
power under beguining-of-Hfe conditions

Parameter

Value

Coolant temperature
Gadding outer diameter
Cladding inner diameter
Fuel initial diameter
Water-film coefficient
Cladding thermal conductivity
Roughness
Linear powei
Gas thermal conductivity
Fuel thermal conductivity .
Fuel heat capacity
Flux depression
Accommodation coefficient
Effective gap width

513 K
12.776 mm
10.947 mm
10.719 mm
14.2 X 104W/m2-K
16.0W/m-K
25.4 X 10"4 mm

Percentage
uncertainty, 3a
1
0.2
0.2
0.2
15
15
10
10
2
10
5
5
100
25
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effects offset each other and produce the observed,
nearly constant relative uncertainty for stored energy.
Another use of the simple model regards a boilingwater reactor fuel rod during an assumed operating
history: A two-cycle history is assumed, with both
cycles beginning at a peak power of 33 kW/m. The rod
power during each cycle is then reduced according to a
depletion curve for 3% enriched U0 2 . To obtain the
necessary time-dependent input parameters for the
simple model, the fuel rod performance code GAPCONTHERMAL-3 was run with the assumed values for
geometry, material property, and the operating history
described above. The resulting input values used in the
simple model are shown in Table 2, and the temperature
and stored-energy uncertainty predictions are plotted in
Fig. 4. The general trend of increasing relative uncertainty with burnup is primarily a result of increasing
input uncertainty with burnup.
This example of simple-model use is notable for the
large decreases in relative uncertainty at the start and
end of the second cycle. At these times the simple
model and the full model predict that the fuel and
cladding are in contact. For the uncertainty calculations, the simple model assumes that when the fuel and
cladding come into contact, gap conditions are better
known and uncertainties for fuel temperatures are
reduced. A Monte Carlo simulation using the simple
model and the assumed Gaussian distributions for the
input variables showed that this discontinuity is artificially produced by the simple model. During the two
observed contact periods, the simulation did not predict
100% contact and did not show the discontinuity

6000
8000
10.000
BURNUP. Mwd/MTM

0
1,850
3,600
5,240
6,760
6,800
8,590
10,260
11,780
13,140
14,340

Linear power
(kW/m)
32.8
30.8
29.0
27.1
25.3
32.8
30.2
27.7
25.1
22.6
20.0

14.000

Fig. 4. UncerUintiei u a function of bumup for a typicd
boiling-water reactor fuel rod.
(Fig. 5). The simple model at this stage is two different
models depending upon whether or not contact takes
place. The uncertainty analysis does not account for the
uncertainty of contact. That is, model uncertainty is
not included in the analysis.
Any uncertainty analysis should resolve which input
or intermediate variables significantly contribute to the

Table 2. Summary of input for uncertainty analysis of
a boiling-water reactor fuel rod"
Burnup
MWd/MTM

12.000

Gas mixture (%)

He

Kr

Xe

100
99
97
94
90
90
85
79
75
70
67

0
0
0
1
1
1
2
3
3
4
4

0
1
3
6
9
9
13
18
22
26
29

Gas mixture
uncertainty
(%)

2.0
3.9
6.7
9.7
12.6
12.6
15.7
17.7
20.7
23.0
25.8

Fuel
relocation*1
(%)

0
50.5
61.5
68.9
78.2
69.8
66.6
73.5
79.1
88.3
93.9

"In addition to input listed in Table 1.
'Decrease in hot gap aze after accounting for fuel thermal expansion.

input variables differs between the beginning-of-life and
power history examples.
SUMMARY AND CONCLUSIONS

2000

4000
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8000
IO.OOO
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12.000

14.000

Fig. 5. Comparison of linear propagation and Monte Carlo
estimates of uncertainty for power history.

output variable uncertainty. The calculation of the
percent contribution of each of the input variables
provides this information. Table 3 summarizes the
percent contribution to the variance of total stored
energy. Notice that the percent contribution of the

Table 3. Contribution of input variable
uncertainty to total stored-energy
uncertainty
Variable

Beginning
of life

Linear power
Fuel thermal conductivity
Effective gap width
Gas thermal conductivity
Initial dimensions
Coolant temperature
Water-film coefficient
Cladding thermal conductivity
Fuel depression
Fuel heat capacity
Accommodation coefficient
Roughness

24.5

6.1
46.7

0.0
0.1
0.0
0.0
0.5
8.8
8.8
4.4
0.1

End
of life
32.7
22.4

1.2
0.9
0.0
0.0
0.0
0.9
24.8
16.8

0.2
0.1

A method for studying the uncertainty of an output
variable of a complicated model has been given and
illustrated for nuclear fuel rod stored energy. The use of
a simple model to approximate the complicated full
model provides an opportunity to use simple linear
error propagation techniques and to reeva?uate the
important components or stages in the complicated
model. The tying of the simple model to the full model
through parameterizations opens up a number of
simpler submodels that may be considered while keeping the model based on physical principles.
The linear propagation on the simple model allows the
percent contribution of each of the input and intermediate variables to be determined for the output
variable. This information may then be used to determine wheie the emphasis should be placed to reduce
output variable uncertainty. It is also valuable in
model-validation work, for it identifies input variables
that need to be precisely determined for the experimental program. If these are precisely measured, then
any differences in the model predictions and the
experimental data may be attributed to model inadequacies and not to differing input conditions between the model and the experiment.
The limitations of the method include that it docs
require a simple model based on physical principles to
be constructed. This may not always be possible. It also
requires the specification of the uncertainties for the
input variables. This is always a difficult task and should
be done with care and with all available information.
The power history example also illustrates the problems
that may arise if two different submodels must be used
at any stage. The uncertainty calculations do not
account for the uncertainty in which submodels should
be used. In a broader context, the method does not
include any uncertainty caused by uncertainty in the
model's correctness.
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ABSTRACT
Parallel flats fractions for the 3" factorial provide near orthogonal designs for which sets of
treatment combinations (flats) can be run sequentially with analysis after each flat. For the 3 n
factorial the number of parameters involved including the mean, main effects, and two-factor
interactions is
1 + 2« + 4^-j) = 1 + 2« 2 .
In most applications a relatively small number of these will be significant, and a design that will
produce a good fit in relatively few runs is desired. The concepts and the sequential analysis are
illustrated using a 3 4 example and a 3 6 example. Potential areas of application of these designs are
discussed.

GENERAL BACKGROUND

the response variables have been obtained. Regressiorf
techniques are then used to fit a surface to the set of
values. This fitted surface is considered as an approximation to the true surface of the response variable.
The values of the independent variables are usually
selected either at random (e.g., Monte Carlo techniques)
or in a systematic manner (e.g., experimental designs).
Cox [2] reports the results of a study comparing the
Monte Carlo approach and the experimental design
approach. A comparison of three sampling methods is
discussed by McKay et al. [3].
The general approach in using an experimental design
has been to choose a "suitable" 2" fraction and then
add star points so that quadratic effects could be
estimated as well as the linear effects and certain of the
two-factor interactions. The general model to be estimated for this case is of the form

The assessment and influence of uncertainty in values
of input or independent variables upon an output
(response variable) has received much attention in
recent years. This is especially true in the nuclear
industry where concern is directed toward the effect of
uncertainty in input variables to large computer programs upon the values calculated for several reactor
characteristics. This was a main topic of interest at the
First ERDA Statistical Symposium in 1975 [1].
The main idea in most of the methods that have been
proposed to analyze trie above problem is to select
values for each independent variable and obtain the
corresponding value for the response variable. Another
value is selected for each independent variable, and a
new value is obtained for the response value. This
process is repeated until the desired number of values of
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In the above mode], it is assumed that a second-order
response surface in the independent variables is an
adequate approximation to the true surface. That is, all
three-factor and higher order interactions are assumed
negligible.
A disadvantage of the use of 2" fractions is that all of
the runs or treatment combinations must be made
before an iinalysis can be performed. If the number of
parameters is large, then the number of runs required to
estimate all of the parameters may be prohibitive
because of time and cost considerations. Sometimes
compromises are made by assuming that some of the
two-factor interactions are zero. This reduces the
number of runs needed to estimate the parameters of
interest.
In this paper, we assume that (1) the response variable
of interest is a function of several independent variables,
(2) nonlinearity in most of the independent variables is
expected, (3) the number of parameters to be estimated
is large, (4) the cost of experimentation is high, (5)
observations raay.be taken- sequentially one at»time or—
in small groups such that analysis is possible after each
observation or group of observations, and (6) some
two-factor interactions are present, but no a priori
rationale exists for excluding them from consideration.
It would be desirable to (1) design the experiment
sequentially to coincide with the way observations are
actually made, (2) develop a "sequential analysis" that
would direct the selection of treatment combinations as
a function of the previous data, and (3) determine a
"stopping rule" that would terminate in the minimum
number of runs.
The methods of construction considered by Anderson
and Mardekian [4] and Mardekian [5] are for s»
factorial designs where s is a prime number or a power
of a prime. These designs are developed for sequential
application and analysis of treatment combinations in
small groups. Each group of treatment combinations is
called a flat, and a whole design is called a parallel flats
fraction. The objective of this paper is to describe
briefly the parallel flats fraction and the sequential
analysis for the 3" factorial. The designs and the
analysis are illustrated by two numerical examples. The
first of these is a very simple example involving only
four factors and relatively few interactions. The second
involves six factors, several two-factor interactions, and
some higher ord^r interactions.

BACKGROUND FOR 3" DESIGNS

The designs discussed in this paper will have each
factor at three levels. A treatment combination for the
3" experiment is denoted by an « X 1 vector t with
elements from {0,1,2} indicating the levels of the n
factors. A fractional factorial design is some collection
of N treatment combinations, denoted by T. Specifically, the symbol T is used to denote either the set of
treatment combinations in the design or the B X J V
matrix having columns t i , t2. . . . , t;v. In the experiment, observations are made at each treatment combination in T. The observation corresponding to t is
denoted by yt, and the vector of all N observations is
denoted by an N X 1 vector y.
For convenience of notation, let T= DM= [d\,
d2, . • •, dfl], so DM (M referring to the main effect
design matrix) is an NX n matrix with rows t j ,
t'2
tjv- For i - 1, . . . , n, the column dy of DM
contains the levels for factor F,-. If for any i and/ n
interaction between factor F,- and vector Fj is to be
included in the model, the two columns
d,v+ d/ and d, + 2d; (mod 3)

0)

must be adjoined to Dm; and, in the usual notation, the
corresponding interaction effects are denoted by FjFf,
This procedure is followed for every pair of factors
that interact, and D represents the design matrix that
results after all appropriate columns corresponding to
interactions have been adjoined to DM. For example, if
all pairs of factors interact, there will be 2(9j) columns
adjoined to DM to form the matrix D.
Because each factor appears at three levels, each main
effect symbol, F/, i = 1, . . . , n, denotes two degrees
of freedom. Similarly, if factors Fj and F}- interact, each
of the two symbols FjF*, x= 1,2, denotes two degrees
of freedom, accounting for all 2 2 = 4 degrees of
freedom associated with the interaction. These single
degrees of freedom are defined by the set of orthogonal
contrasts
L

Q

0

-2

r-i
H=

Li

n

(2)

iJ

where the rows of H correspond to levels 0, 1, and 2
respectively.
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Using the usual notation, we write the model equations E(y)= AT. The parameter vector F includes the
general mean n along with two single-degree-of-freedom
components for each main effect and four singledegree-of-freedom components for each two-factor
interaction. The first column of the design matrix X is a
column with every element one and corresponds to ft.
Since each column of D corresponds to two degrees of
freedom, linear and quadratic, each column of D is
transformed into two columns in the X matrix. This is
done by replacing each element in D by the corresponding row of H in Eq. (2).
The regular 3"~r fractions of the 3" factorial are
solutions (mod 3) to

where A is r X n of rank r. The fraction will be
symbolically denoted as At= C where C(ci, C2, . . . , c/). Without loss of generality it may be
assumed that/I is in the form

= [A*\Ir].

(8)

There are 3n~r solutions to At = c;- (mod 3), and,
hence, the fraction T contains N = f-3"~r
treatment
combinations. With A in the form of Eq. (8) these
solutions are easily expressed as follows: Partition t as
t' = (rj, . . . , tr\tr+1,

. - . , r « ) ' = (/'i lt' 2 ).

Thus t2 = Q - A *t\, and the solutions are
(3)
where A is an r X « matrix of rank r and c is r X 1, both
over{0, 1,2} (mod 3). It is an easy task to write the
alias sets from Eq. (3). Geometrically, we may regard
the 3" treatment combinations as points in the Euclidean geometry, EG(n,3), of order n over the field of
order 3. In this interpretation, Eq. (2) represents a
linear (n - r) flat of 3" ~r points in EG(«, 3).
An alternative to choosing points on a single flat in
EG(«, 3) is to consider the union of points on several
flats. Thus, consider the flats generated by equations
= c,-, i= 1, 2, . . . , f,

(4)

where A is r X n of rank r and c,- is r X 1. The design T
corresponding to Eq. (4) is

The /th flat contains 3" ~r points, and the whole design
T contains f-3"-r
points. The structure of the design
naturally partitions the treatment combinations into
groups of size 3" ~r which may be applied and analyzed
sequentially. The design T is called a parallel flats
fraction and will be denoted symbolically by
At = C= [clt c 2

cf] .

(6)

PARALLEL FLATS FRACTIONS FOR
THE 3" FACTORIAL

«=e,

A 3" parallel flats fraction T consists of the union of
treatment combinations obtained as solutions to
= ct (mod3), i = l, 2, . . . , / ,

where tj takes all 3" ~r possible values.
The effects are partitioned into 1 + ( 3 " - r - l)/2 =
1 + » alias sets,So, Si> • • •, Su, which are completely
determined by the matrix A. The set SQ, containing the
general mean ju, carries one degree of freedom, and each
of the remaining sets 5,-, i= 1, 2
u, carries two
degrees of freedom (linear and quadratic) for each flat.
Let Soc, S\c,..., Suc denote the combined "effects"
of alias sets fox At = c for s given c. The 3"~r treatment
combinations from any single flat At= c provide an
orthogonal fraction for estimating these 3n~r effects.
The estimate of SQC is, in fact, a linear combination of n
and the linear and quadratic effects of each effect in So.
Similarly, the linear and quadratic effects of 5, c , / =
1, 2, . . . , u, are linear combinations of the linear and
quadratic effects of every effect contained in Sj. The
exact form of these linear combinations is determined
by c. Thus, in a parallel flats fraction, the alias sets are
determined by A, and the various linear combinations
making up the S,c are determined by c.
Suppose E\ and Ei are two effects, main effect or
interaction, belonging to alias set S{,i= 1, 2, . . . , «.
Then, for any flat, the levels of E% are related to the
levels of E\ by one of the permutations in the symmetric group(S on three symbols,

(7)

(012), (021), (01), (02), (12)

(9)

where e denotes the identity. Each effect in the set S,- is
related to the "effect" 5, c by one of the elements of &
The form of the linear combination relating effect 5/ c
to effects E e 5,- depends only on this relation.
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Define the following six matrices as follows:

G

[J

| / 2

-1/2J
00)

either all effects that occur in different linear combinations between the/th and kth flats in the ith alias set are
zero, or the extraordinary event of several nonzero effects accidently combining to zero has occurred. This
second event is so unlikely that one might infer, at least
tentatively, that the effects themselves are zero. This
brief description of the analysis is illustrated with numerical examples in the next sections.

r 1/2 -3/2]
-

-3/21
_ r-1/2 -3/

_ 1/2 J

- [ 1/2 _ 1/2 J

A FOUR-FACTOR EXAMPLE

Suppose that 5 , = E\, Ei, ..., E\ and that the effects in the set S\ are related to the effect 5, c by
git ?2> • • • t 81, respectively, in (S. Then in the flat
At=c,

To illustrate the design construction and analysis, we
consider the function
v = 5 + (2

-7 ln(2 + 2x 3 +x\)

03)
0 < x , < 2 , 7=1,2,3,4.

Ga . . . G o

(11)

E

l

E

l

where Ggj is one of the matrices defined in Eq. (10).
The relationship in Eq. (11) provides the basis for the
sequential analysis. After observations from the /th flat
At = cy are made, estimates

Given the function in Eq. (13), it is clear that factors F\
and F3 interact and factors F3 and F4 interact. No
other interactions exist. It is important to observe that
whenever terms involving the products of nonlinear
functions of two or more variables exist, all degrees of
freedom for the corresponding interactions will be nonzero. A second-order response surface design will not, in
general, be adequate to approximate such a function.
The A matrix of Eq. (7) used to construct a design for
this example is

[l 2 0 1J '

-A

(14)

Sic/

£

It is easy to show that the abas sets corresponding to
this .4 matrix are

S2
UCj

are computed. Differences of estimates from the/th flat
and kth flat are computed for all k<j. That is, we
compute
(15)
(12)

for i = 1, 2, . . . . «, and Ar =A 1, 2, . . . , / - A 1 .
A nonzero difference in 5, c . - 5,Cjt or 5? c . - 5?
indicates that at least one of the effects that appear in
different linear combinations between the kth and /th
flats must be nonzero. Conversely, if

In this case, n is estimable. The effects5, c will be identified as the main effect in the set 5,-, i = 1,2,3,4.
Three flats were required to resolve the significant
effects in this example. For compactness all the data are
presented in Table 1; however, in practice the flats
would be chosen sequentially.
Data from each flat are analyzed separately to estimate jti and the linear and quadratic effect of each alias
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Table 1. Design variables and data for example
Flat

1.

x

At. -

Q
y

X
*3 4

l
0
0
0

2,

0
1
2

0 0
2 I
1 2
1 0 2 2
1 1 1 0
1 2 0 1
2 0 1 1
2 1 0 2
•>
2 2 0

X

7 .13
28 .49
215 .66
393 • 99
18 .36
15 .43
28 .26
66 .24
34 .66

At . -

1 X2

X

0 0

set. Because ju is estimable, its value is constant from
flat to flat at /i = 89.8. The estimates for the effects of
the other four alias sets are given in Table 2. The form
of the relationship between 5, c and effects in the set is
expressed only by the appropriate permutation symbol
that corresponds to the appropriate matrix of Eq. (10).
The estimates from flat 1 alone simply indicate that
each alias set has some nonzero effects. Comparisons of
estimates from flats 1 and 2 indicate the following:
1. A difference in abas set Sy implies that at least one
of F2F4 or F3F4 is nonzero.

d
y

X
3 4

0
1 2
2 1
1 0 2
1 1 1
1 2 0
2 0 1
2 1 0
2 2 2
0
0

3.

x

1

8 .84
386 • 39
15 .35
24 .24
1 24 .78
2
67 .31
2
0
0

2
0

1

222 • 15
12 .64
46 • 50

i

At . -

X

X
2 X3 4

0
1
2
0

0
0
0

Flat 1
Flat 2
Flat 3

e

<f'2
Flat 1
Flat 2
Flat 3

e
e
e

<F3
Flat 1
Flat 2
Flat 3

e
e
e
<F4

Flat 1
Flat 2
Flat 3

e
e
e

'A

F

(12)
(12)
(01)

(021)
(012)

(0*2)
e

F

1F3

F

1F4

3 F 4>

F F

3 4>

*.

-20.4
-21.5
-20.4

-27.3
-21.0
-21.9

(0*2)
(021)

(012)
(021)

F F

F F

F F

2 4>

*3

(021)
e

(012)
(012)

61.4
61.4
61.4

. 4

e
(021)

F

, 2

-1

(021)
(012)

(021)
e

F F

•1
-26 .4
25 .5
-26 .4

S
*2

(12)
(12)
(01)

. 2

211 .66
8 .13
31 • 49
11 .43
1
2 394 •99
0
21 • 36
0
30 .65
1
29 .26
2 69 .24
0
1

2. A difference in alias set S 2 implies that at least one
of F j F 4 orF 3 F4 is nonzero.
3. An equality in alias set S3 indicates that bothFjF^
and F2F4 equal zero.
Combining information from 1-3, we might suspect
F1F4 negligible (since F^F^ indicated zero) and
F2F5 negligible (since F2F4 indicated zero). This is
consistent since interactions with factors F 3 and F 4
occur in both Sj and 5 2 , and we suspect they interact.
4. A difference in 5 4 , even though small, indicates that
at least one of FXF\,FXF\,
orF2F3 is nonzero

2 3

F F

y

1 2

0
2
1
0
1 1 2
1 2 1
2 0 2
2 1 1
2 2 0

Table 2. Estimates of effects foi sample data
<F,

[3

l

26 .1
-25 .7
-27 .2

n

2F3}

h

[
%

(021)
(021)

102.6
103.9
102.6

32 .9
31 .5
32 9

F

:*
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Because F2F3 in 5 i> ^1^3 i n S2> and F j F 2 in S 3 were
related the same in both flats 1 and 2, we cannot make
inferences concerning these. The next flat chosen
should result in different relationships for each of these.
Consider flat 3 and comparisons of estimates with
flats 1 and 2.
1. An equality between flat 3 and flat 1 in alias set 5 j
implies that F2F$ and F2F\ are negligible. A difference between flat 3 and flat 2 in alias set Sl now
confirms that F3F4 is nonzero.
2. Differences in alias set S2 of flat 3 with both flats 2
and 3 indicate only that at least one of the three
interactions present is nonnegligible.
3. An equality in alias set 53 of flat 3 with both flats 1
and 2 indicates that all three interaction effects
F^F2, F j F 4 , and F2F4 are negligible.
4. An equality between flats 3 and 1 in alias set 5 4
indicates that both FXF\ and F2F\ are negligible.
Therefore, we infer that F1F3 is nonnegligible.
Because FXF\ is nonnegligible and FXF\ has been inferred as zero, we conclude in alias set S2 that both
FjF3 and F 3 F 4 ire present.
After only three flats of nine runs each, it is possible
to conclude with reasonable certainty that factors F j
and r 3 interact and that F 3 and F 4 interact. All other
interactions are inferred to be zero. The intercept ju, all
main effects, and those two interactions (four degrees
of freedom each) are estimable if all other interactions
are inferred negligible. Thus, we have made inferences
concerning 33 parameters with 27 runs.
Using the 27 runs in our design, we can estimate a
polynomial approximation to the functional relationship in the original x variables. This polynomial should
be a reasonable approximation to a Taylor's series expansion of the true function about the central value (1,
1,1,1). Given the joint distribution of Xj, x2, JC3 , JC4 , it
is possible to compute approximate moments and other
characteristics of the distribution of j .
If we had been unable to make inferences concerning
all of the parameters in the model, one more flat would
have been needed. This process would continue until
final resolution occurs. It should be pointed out that
the design used will always terminate in three flats if the
number of interactions is two or less.
A SIX-FACTOR EXAMPLE

The data for the example of this section were provided by one of the authors (Rasmuson) and sent to the
other two who had no knowledge of the data source.
Data were provided sequentially as required and the
analysis conducted as described in the previous section.

On the completion of the analysis, the model from
which the data were generated was provided [6].
The A matrix of Eq. (7) used to construct the design
for this example is
"
1
A= 1
1

1 1 1 0
0
2
0 1 0
2
0 0
1
1 0
0 0

0
0
0
1

The total number of parameters in a model containing
main effects and two-factor interactions is 73 = 1 +
2.6 + 4 ( 2 ) . These effects are partitioned into two degree-of-freedom alias sets as indicated in Table 3. The
first alias set containing the mean is given in Table 4,
and the effect 5 O c is identified with the mean. The
effects Sic are identified with Fh 1= 1, 2, 3, 4. It is
noted that alias sets 5 3 and <S4 contain two main effects; hence, with any single flat these effects are confounded.
Table 3 contains estimates 5, c , i = 1 , 2 , 3 , 4 , for the
seven flats generated by

0 1 2 0 0 11
0 2 1 1 20 1
A\ =

0 1 2 01 1 2
0 2 1 21 1 0

As in Table 2, the symbols e, (012), and (021) each
represent a 2 X 2 matrix from Eq. (10). The estimates
5o c are given in Table 4, and the numerical values listed
below the factorial effects give the exact linear combinations of these effects.
Differences between estimates from flats 1,2, and 3
in all alias sets indicate the presence of several interactions, although in sets S3 and S4 the difference could
be due to main effects. Several statements of the form
" . . . at least one of the following effects must be nonnegligible . . . " could be made from the first thre« flats.
Consider the estimates from flat 4. In the SQ set the
estimates between flats 3 and 4 are "very close," which
indicates that the interaction effect F 4 F | (both degrees
of freedom) is negligible, and that F^F\ is definitely
nonzero. The estimates (both linear and quadratic) between flats 3 and 4 in alias set S2 are "very close,"
indicating that effects F^F^, FXF5, F^F^, F$F\, and
F^Ffc are negligible. A similar argument from the third
alias set comparing flats 3 and 4 indicates that FXF2,
F^F^F^l,
and F2F4 are negligible. Note that this is a
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preliminary observation and that further information on
these effects may come in later flats which could change
this. However, these observations will guide our selection of flat 5.
From Table 3 suppose we look only at the effects not
suspected to be zero in Table 5.
1. In the first alias set, F2F3, F2F\,
aliased ir: the same way in each flat.

and F3F5 are
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2. In the second alias set, F2 is aliased with F^F\, in
each flat in the same way.
3. In the third flat, F3 and F^F5 are aliased in each flat
in the same way.
4. All remaining effects in S 4 are estimable.
The next flat should be chosen to break the common
aliasing on these effects as much as possible.
The fifth flat produces an apparent contradiction. In
the alias set S 4 , the estimates from flat 2 and flat 5 are
identical, which would imply that both F2F\ and F2F\
are negligible. Most, but not all, of the variation in estimates from the five flats can be explained by the two
main effects. For example, flats 4 and 5 should produce
the same estimates if only main effects are involved.
The indication is to reconsider one or more effects in S 4
which have been previously eliminated. Note that F±F5
and FQFS appear at common relations in flats 2 and 5;
thus, these are to be considered. The estimate of F4F^
negligible has been definitely made from the 5 0 set.
Thus it would seem reasonable to reenterFj/^ for consideration.
After five flats we have left in the model all main
effects and interactions FXF2, F2FS, F 3 F 5 , F3F6, and
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Table 5. Summary of effects remaining after four flats
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F5F6. The small deviations from exact fit which are
observed (for example, in the S o set) indicate the presence of some higher order interactions. This, combined
with the apparent pattern of subscripts, might lead one
to reenter one more interaction, FXF5, since F^Fi and
F2FS are included. (Note: the other natural interactions
F2F3 and F2F6 have been demonstrated to be zero.)
The model now contains the mean, six main effects,
and six interaction effects for a total of 1 + 12 + 24 =
37 degrees of freedom. These are all estimable from the
45 runs of the design. A regression with these data produces an R2 = 0.999.
There is, in this example, enough uncertainty about
the inferences made that two more flats were taken to
check for further contradictions. None were found, and
regressions on six flats and seven flats, respectively, produced R2 values equal to the R2 above with essentially
the same estimates of the coefficients.
As indicated at the beginning of this section, the analysis was completed by Anderson and Mardekian with-
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out prior knowledge of the data source chosen by
Rasmuson. The presence of three-factor interactions
complicated the analysis. The function used to generate
the data is given by
25F5ln(1.3F6)

0.9F2exp(0A5F1)

y = ma\(3500,y),
where the levels of the factors were

Factor

0
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16.0
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18.0
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The interferences made after five flats, 45 observations, are essentially correct so long as we restrict ourselves to two-factor interactions. The nature of the data
did lead to a suspicion of a multiplicative model; however, the appropriate Tukey-type tests were not conducted. The polynomial fit to the function provides an
approximation to a Taylor's series expansion. Given a
joint distribution on the independent variables, approximate moments ofy could be obtained.
In essence the sequential analysis has led to an inference concerning 73 parameters with only 45 runs. The
same conclusion would have been reached if N>73
runs had been made and all parameters estimated because the error variance is zero in this application. The
sequential approach cannot do worse than this since
flats would be chosen to give estimates of all effects
when A r > 7 3 . A second-order response surface approach would not be satisfactory since the true model
involves products of nonlinear functions of the independent variables.

SUMMARY
This paper has presented a new class of designs in
which

1. the experiment is designed sequentially to coincide
with the way observations are actually made,
2. the data are analyzed sequentially so that selection
of new treatment combinations is influenced by the
previous observations, and
3. a stopping rule exists that will terminate the procedure when its criteria are met.
The authors feel that these designs provide an alternate
approach to experimentation that can reduce the cost.
These designs can be effectively used where no a priori
information exists about the way factors interact as well
as in the case where such information exists.
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Estimating Residential Energy Consumption from the National Interim
Energy Consumption Survey: A Progress Report
Thomas H. Woteki
Energy Information Administration
Department of Energy
Washington, D.C.

ABSTRACT
The Office of the Consumption Data System of the Energy Information Administration is responsible for developing a comprehensive national-level data base on energy consumption. The first step in
that development, a multistage area-probability-sample survey of residential energy consumption (the
National Interim Energy Consumption Survey), was recently completed.
The survey is unique in that it is the federal government's first probability-sample-based empirical
data on energy consumption. It is also unique with respect to the opportunities and problems in
estimating energy consumption by end use. In this report, some of these methodological features and
analysis problems arc described. In particular, the sampling design is described, as well as the procedures for obtaining energy consumption data, the problems with missing and irregular consumption
data and the way they handled, our present plans for estimating end use, and future plans for analyses
and methodological improvements.

THE SAMPLING PLAN AND THE DATA

probability of selecting a PSU being proportional to its
population.
At the second stage, PSUs were divided into secondary sampling units (SSUs) of about 2500 persons. Data
from the 1970 census for small areas such as block
groups and enumeration districts, supplemented by
data on post-1970 residential construction from the R.
H. Donnelly Corporation, were used to construct the
SSUs. Secondary units were selected within PSUs with
probability proportional to population. Use of new
construction data for estimating population has the effect of reducing the contribution to sampling variance
due to variations in the population of second-stage
units when the units arc chosen in this manner.
At the third stage, SSUs were divided into small geographic segments, or third-stage units, of about 25
households each based on census block statistics and
rough field counts. Depending on the size of the SSU,
one or more third-stage segments per SSU were chosen
with probabilities proportional to population. Finally,

The National Interim Energy Consumption Survey
(NIECS) is a four-stage area probability sample of
households in the United States. The sample was designed to provide accurate, reliable national-level estimates of energy consumption and related characteristics of households.
For the first stage of the design, a stratified random
sample of 103 primary sampling units (PSUs) was chosen, each PSU comprising a county or group of contiguous counties. The 38 PSUs with the largest 1970 population were selected with certainty, and they range in
size from 1.1 million persons to 3 million persons and
include the 25 largest standard metropolitan statistical
areas. The remaining PSUs were grouped into 65 strata
representing about 2 million persons each. The criteria
for stratification included geographic region, metropolitan vs nonmetropolitan character, and population density. One PSU was selected from each stratum, the
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each household within a selected third-stage unit was
listed by detailed address and ten households were selected at random, without replacement, from among
them. In all, about 4500 households were selected, of
which about 4300 or 95% cooperated in the survey.
Among the data collected in personal interviews with
cooperating households are socioeconomic characteristics of the households, energy-related characteristics of
their dwellings (such as square footage and extent of
insulation), and data on energy consumption and costs.
Actually, the consumption and costs data were obtained directly from the utilities and suppliers serving
the household. For each cooperating household, we obtained monthly or other periodic billing data for each
fuel regularly used by the household. Subsequently,
heating and cooling degree day data were matched to
the billing periods of each of the fuels used by individual households.
ESTIMATION TASKS AND MISSING
DATA PROBLEMS

The interim residential survey was designed to estimate energy consumption and the relationship between
consumption and other characteristics of households.
Three basic problems that arise in this connection are
• estimating the total amount of energy consumed by
households (exclusive of transportation) and totals
by fuel type,
• estimating the amounts consumed for various end
uses, and
• developing performance coefficients such as Btu/
degree day/square foot in the case of energy used for
space heating.
We anticipate that solving these problems will require
some of our best efforts. The latter two are especially
challenging because they will require disaggregating and
adjusting data, using unequally weighted data, incorporating features of the sampling plan into the estimation
problems, and estimating regression parameters at various levels of aggregation. Before any of these problems
can be dealt with, however, it will be necessary to solve
two other problems: imputing missing data and, to a
lesser extent, standardizing data to a fixed calendar
year.
Ninety-five percent of the 4500 selected households
agreed to a survey interview, and 90% of those who
agreed also signed waivers permitting us to obtain their
billing data from utilities. Thus, for a number of households, we are completely without any consumption
data.* In addition, even among those who signed waiv-

ers, we were not always able to obtain a complete year
of data. For example, some utilities maintain active
billing files for only six months at a time. We estimate
that 25% of the sampled households have missing data
in one or more of the following ways. The problems
are roughly ranked by frequency, the first three being
the most frequent and vexing by far:
• completely missing all energy data,
• data for one or more fuels missing,
• irregular billing — such as for fuel oil,
• several months of data missing,
• missing end point(s) in a series,
• estimated bills instead of meter readings, and
• data for more than the 12-month reference period
(April 1976 to March 1979) requiring prorating to
the reference period.
The simplest method for imputing missing data when
estimating a total is to ignore the problem, which is to
say, one might base the estimate of the population
total on the «j respondents in the sample of n, «j < H ,
for whom information is available. This might be acceptable when the sample is a simple random sample
and when no information correlated with the characteristics of interest is available or if it is believed that
nonrespondents do not differ systematically from respondents. However, this procedure is likely to result
in a greater mean square error of estimation than
other methods when these conditions do not obtain.
Such is the case in the interim survey wherein energy
consumption can be expected to vary systematically
with the type of fuel used for heating, climate and
geography, size of dwelling, income, appliance mix,
and so on, all of which suggest that there are better
ways of imputing for missing data than the one suggested above. Accordingly, we are planning a threephase effort for imputing missing data, the ultimate
goal being to provide the best possible estimates of the
totals and performance coefficients described sbove.
A THREE-PHASE PLAN FOR
1NPUTING MISSING DATA

We will follow a cyclic, three-phase plan consisting of
imputation, diagnosis and evaluation, and revision of
imputation procedures. Our short-term goal is to improve the estimates of energy consumption produced

•Households that completely refused to participate in the
survey are of concern - but not for the purpose of this paper.
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from the NIECS, and our long-term goal is to establish
sound methods for imputing missing consumption data
in future editions of the residential survey. We are currently in the first phase of the first cycle of the plan
and are looking ahead to the second phase.
In the first phase, regression techniques will be used
to impute an annual consumption figure for each fuel
independently depending on what the fuel is used for.
For example, taking the households for which we have
complete electricity records, we will regress annualized
electricity consumption on such variables as heating
degree days, family income, size of dwelling, and number of family members, with separate regressions being
performed for those households which use electricity
for heating and cooling, those which use it for heating
but not cooling, and so on. The regressions will use
unweighted data and will be done independently for
each fuel. To estimate an annual consumption figure
for a household which is completely missing data on
some fuel, we will simply substitute the household's'

scores on the predictor variables into the appropriate
regression equation.
A somewhat different approach will be used when
only part of a fuel series is missing. In such cases, a
household with partly missing data will be matched
with similar households having complete records, and
the fraction of annual consumption corresponding to
the period in common to all households will be used to
prorate the data for the partly missing household.
These procedures, and others suitable to the other
missing data problems, will be carefully evaluated in
the second phase of the imputation project. The regression and prorationing schemes will be explored with
attention to the goodness of fit of the procedures,
likely through the use of cross-validation techniques. It
is expected that this diagnostic assessment will lead to
reliable, statistically valid methods for imputing missing consumption data and more accurate estimates of
total energy consumption, consumption by end use,
and coefficients of performance.

Energy R&D in the Private Sector*
Pasquale Sullo and John Wilkinson
School of Management
Rensselaer Polytechnic Institute
Troy, New York

Howard K. Nason
President, Industrial Research Institute Research Corporation
St. Louis, Missouri

ABSTRACT!
The purpose of this study is to supply the Department of Energy (DOE) with information
pertinent to the formulation of realistic national energy research and development (R&D) policies and
to facilitate cooperation between government and business in the development and commercialization
of new and improved energy technologies. The study gathered information on the amount of
energy-related R&D private companies are doing, the types of energy-related R&D they report, and
their perceptions about appropriate areas for government support.
To obtain this information, the Industrial Research Institute Research Corporation (1RI/RC), in
conjunction with Rensselaer Polytechnic Institute (RPI), used mail questionnaires and personal
interviews to gather data over a two-year period. Data collected in Year I (October 1977-May 1978)
were submitted to DOE in a self-contained report in September 1978.± This report focuses on Year II
findings (October 1978-May 1979).
The mail questionnares obtained data on the amount of corporate R&D funding in specific
energy-related technology areas. In Year II, the questionnaires were sent to 814 companies chosen to
represent a broad spectrum of American industry and accounting for a substantial amount of the
nation's R&D; 351 companies returned questionnaires.
The interviews gathered information from top-level executives on overall corporate energy
stiategies and on specific energy-related R&D plans and projects. In addition, the executives described
their perceptions of the role government plays in facilitating and/or inhibiting the commercialization
of new technologies and identified areas of government support that would be helpful to their
respective companies.
Eighty-seven onsite and eight telephone interviews were conducted. The ten consultants who
conducted the interviews were emeritus members of IRI/RC and were formerly senior R&D executives
before they retired.
In this and all preceding reports, all information, quantitative and qualitative, is aggregated in a
manner sufficient to protect the confidentiality of individual participants.

•Sponsored by the Department of Energy, Office of Policy and Evaluation, Contract No.
Ex-77-C-01-6089. Any opinions expressed in this report are those of the investigators and do not
necessarily reflect the position of the Department of Energy.
fThe report from which this abstract is excerpted is available in two parts, the Executive
Summary and the complete report, on request from Industrial Research Institute Research
Corporation, 7800 Bonhomme Avenue, St. Louis, Missouri 63105.
| " A Study of Energy R and D in the Private Sector: Phase Two," Industrial Research Institute
Research Corporation, 7800 Bonhomme Avenue, St. Louis, Missouri 63105, September 1978.
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MAJOR FINDINGS OP MAIL SURVEY
• The total corporate-funded energy R&D reported by 351 responding companies was approximately
$823 million (1976),§ $945 million (1977), and $1.11 billion (budgeted 1978). Based on this
sample, the percent of R&D that was energy-related ranged from approximately 10% in 1976 to
approximately 12% in 1978. If one restricts consideration to only those companies reporting energy
R&D, these percentages increase to approximately 15%.
• Extrapolation of the results of this survey indicate that for the three-year period, privately funded
energy R&D was approximately $2 billion annually. The rate of annual increase from 1976 to 1978
in privately funded energy R&D does not seem to significantly exceed the inflation rate during the
period.
• Of the ten technology areas receiving the most energy R&D corporate funding, six are associated
with conservation (Chemical and Refining Processes, Improved Energy-Saving Processes, Electric."
Transmission and Distribution, Electric: Environmental and Pollution Abatement, New EnergySaving Processes, and Aircraft Engine and Airframe). This grouping represents 27% of the total
itemized energy R&D leported. Three supply-oriented technologies appear in the top ten list and are
concerned with near- to mid-term commercialization efforts (Geological Assessment Techniques,
Batteries, and Oil Drilling and Production Techniques).
• When asked to comment on the degree of importance of various technology areas for receipt of DOE
support, all aspects associated with nuclear R&D and coal gasification and liquefaction received very
high ratings by a majority of respondents.
MAJOR INTERVIEW FINDINGS

Industry feels that it cannot shape long-range corporate energy strategies or undertake long-lead,
high-risk energy R&D ventures in the current climate of uncertainty.
Companies call for a rational and consistent national energy program which will reduce the
number of conflicting and ever-shifting regulations to which they are subject. Furthermore, they urge
that price controls, allocations, and mandated conversions be lifted to establish free market conditions
which they believe are essential to solving our national energy problems. A comprehensive energy plan
would also include programs for each energy source or technology including development goals.
Concern for an uninterrupted supply of energy has motivated many companies to ensure their own
sources of supply.
In the interest of ensuring an uninterrupted supply of energy, consumer product companies have
undertaken conservation efforts and developed various capabilities for producing in-house sources of
energy. Companies who produce energy primarily for sale have also shown an interest in conservation
and have undertaken exploratory projects to uncover more energy resources. These efforts, which
primarily can bring only near- and mid-term results, are an attempt to reduce corporate dependence on
uncertain outside energy sources. These uncertainties are caused both by the political vagaries of
foreign governments and by our own government's shifts in pricing, allocations, and conversion
regulations.
Although conservation has been a main element of corporate energy strategy, industry now feels
that conservation efforts have reached a point of diminishing returns.
Industry reports that the obvious conservation improvements have been made. Further progress
will require greater and greater capital expenditure and correspondingly high risk. Future conservation
projects will be evaluated in relation to other projects on the basis of their potential return on
investment.
The vast majority of companies recommend the development of nuclear and coal technologies to
increase our national production of electricity.
This opinion was expressed in both the mail questionnaires and personal interviews. By supporting
and expanding nuclear power and coal combustion for stationary equipment, more petroleum fuels
will be available for essential portable equipment and chemical feedstocks. The development of an
electric/hybrid automobile and liquid synthetic fuels can further ease the burden on diminishing
petroleum supplies.

§ If data from 61 Year I respondents who did not respond again in Year II is added to this figure,
the reported amount of 1976 expenditures becomes $1.13 billion. In the main report, expenditures
are reported for 102 technology areas.

96

There is general consensus that government should support basic research in universities,
government laboratories, and industrial R&D settings and that it should not become involved in
commercialization when industry has the capacity to do so.
Most companies agree that government support may be necessary for long-range technologies or
where costs and risks are extremely high, for example in the development of nuclear power, oil
resources, or rail transportation. However, a major opinion is that government can do more to
stimulate industrial R&D by reducing the number of its regulations and by providing tax breaks and
other incentives.
Although industry places emphasis on the importance of nuclear and coal technologies, it
acknowledges that all forms of energy should be explored to help solve our energy problems.
When trying to stimulate the development of technology in renewable resources, for example, in
solar energy, industry recommends that DOE support basic research rather than attempt to
commercialize an immature technology.

The Autopsy Tissue Program*
Terry Fox and Gary Tietjen
Statistics Group S-l
Los Alamos Scientific Laboratory
Los Alamos, New Mexico

ABSTRACT
The autopsy tissue program was begun in 1960. To date, tissues on 900 or more persons in seven
geographic regions have been collected and analyzed for plutonium content. The tissues generally
consist of lung, liver, kidney, lymph, bone, and gonadal tissue for each individual. The original
objective of the program was to determine the level of plutonium in human tissues caused solely by
fallout from weapons testing. The baseline thus established was to be used to evaluate future changes,
l-'rom the first, this program was beset with chemical and statistical difficulties. Many factors whose
effects were not recognized and not planned for were found later to be important. Privacy and ethical
considerations hindered the gathering of adequate data. Because the chemists were looking for
amounts of plutonium very close to background, possible contamination was a very real problem.
Widely used chemical techniques introduced a host of statistical problems - difficulties common to
large data sets, unusual outlier detection methods, minimum detection limits, problems with aliquot
sizes, and time trends in the data. The conclusions point out areas to which the biologists will have to
devote much more careful attention than was believed.

concentrations of plutonium in tissues of the nonoccupationally exposed general population in various
geographic areas. Once established, such baselines will
be useful in monitoring changes related to the growth of
the nuclear industry. It should be emphasized that the
total amounts of plutonium found in tissue samples of
an individual in this study are three to four orders of
magnitude smaller than the ICRP recommended maximum permissible body burden of 40 nCi of plutonium
for occupational exposures.
Tissues from seven geographic regions are collected.
These regions include (1) Los Alamos, New Mexico;
(2) New Mexico (other than Los Alamos); (3) Colorado;
(4) New York; (5) Pennsylvania; (6) Illinois; and (7)
Georgia-South Carolina. The tissues collected include
bone (rib and/or sternum and/or vertebral wedge),
kidney, liver, lung, lymph node, spleen, thyroid, and
gonadal tissue. Pathologists from around the country
provide these tissues as permitted by their local and
state autopsy laws.
When these tissues are received, they are ashed and
dissolved in acid. Only a fraction of the solution (the

INTRODUCTION
Because plutonium is extremely rare in nature, nonoccupational exposure to 2 3 9 Pu is usually a result of
fallout from atmospheric weapons testing. Occupational
exposures may take place in facilities producing or using
plutonium. Exposures can result from external radiation, ingestion, inhalation, or wounds. Data on exposed
persons have been collected at several laboratories but
on a less extensive scale than at Los Alamos.
The autopsy tissue program at Los Alamos Scientific
Laboratory (LASL) was established in 1960. Its original
objective was to validate urine bioassay estimates of
plutonium in occupationally exposed laboratory employees and to determine the pattern of plutonium
deposition in the body. A « c « d objective, which
developed from the first, is that of establishing baseline

•Report LA-UR-79-2782, Los Alamos Scientific Laboratory,
Los Alamos, New Mexico. Work supported by the Department
of Energy under Contract No. W-7405-ENG-36.

97

98
aliquot size) is analyzed; the remainder is retained as an
archival sample.
The samples are passed through an ion-exchange
column and the isolated plutonium electrodeposited on
stainless steel planchets. For samples analyzed before
1972, 2 3 9 Pu tracer was added (just prior to ionexchange) to estimate the fraction (/?) of plutonium
recovered. Since June 1972, 2 4 2 Pu has been the tracer
of choice because of its longer half-life and lower energy
of alpha decay. Beginning in 1976, the tracer has been
added to the wet tissue prior to ashing to give an
indication of the recovery for the entire analytical
procedure. The a-activity of the 239 Pu spectrum is
measured for 50,000 sec. The measured activity is
divided by an efficiency factor (£"), which is the fraction
of the total activity reaching the detector. The result is
given in disintegrations per minute (D),

D=

number of localities throughout the world (Environmental Measurements Laboratory EML-356, Appendix).
Annual averages, as calculated at McClellan Air Force
Base, appear in Fig. 1, which shows that the levels of
plutonium in the stratosphere began rising sharply
about 1961, reached a peak about 1963, then fell off to
the former levels in about 1967. Unfortunately, the
localities at which the measurements were made do not
coincide with those at which the autopsy tissues were
taken (except New York City), but a study of the data
for 1966-1977 for three widely separated localities in
the United States (New York City, Miami, and Sterling,
Virginia) indicates that these localities do not differ
significantly in the total amount of 239 Pu received,
despite the fact that some localities lag behind others by
a month. However, surface air data for Salt Lake City
(the closest station to the Colorado, New Mexico, and
Los Alamos sites) differ considerably from data for the

(S/t1-B/t2)/RE,

where S is the sample count, B the average background
count, and tx and r2 the respective times (in minutes)
for which the sample and backgrounds are counted. One
disintegration per minute of
^u is approximately
equivalent to 1.14xlO" 1 2 gof 239 Pu.
The data gathered to date (approximately 900 cases)
are given in a special issue of Health Physics.* The data
consist of the measured concentrations on each sample
and an indication of whether the measurement is
significantly greater than zero. Two methods were used
to assess the significance of the sample count. In the
first method, a minimum detection limit (the 99th
percentile of the net background for reagent blanks)
was set up and samples whose net count fell below the
detection limit were declared not to be significantly
different from zero; that is, nothing was detected. This
method did not, however, take into account the
recovery, efficiency, or count rate for the sample, and
the second method consisted of constructing an approximate 95% confidence interval on the concentration (D) of each sample, based on propagation of error
formulae. If the confidence interval included zero, the
activity in the sample was judged not to be significantly
different from zero. With the published data there is an
expanded account of the history of the program, the
measurement process, and the quality control program.
B. G. Bennett of the Health and Safety Laboratory
(Fallout Program Quarterly Summary Report, January 1, 1974, HASL-278) has estimated that 320 kCi of
239
Pu were dispersed globally during atmospheric
weapons testing. Beginning in 1965, levels of 2 3 9 Pu in
surface air were measured on a monthly basis at a
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east coast, so that fallout patterns across the country
might have been quite different and could account for
some geographical differences seen later.
There are also highly significant differences in the
amounts of 239 Pu in the air from month to month
within a year for a given station. The annual total
amounts of 2 3 T u collected by one air sampler at the
given stations (Table 1) show sizeable year-to-year
differences.
As a result, some time trends in the data are to be
expected, particularly since people are still inhaling
plutonium which has retention times in the lung of
100-1000 days and in ths bone and liver of 40-200
years.
The form of the fallout tva; most probably PuO 2 , and
inhalation is believed to be the only significant pathway
into the body. Bennett used a compartmental model to
the plutonium intake and resulting burdens in the lung,
liver, and bone, basing his estimates on the ICRP Task
Group on Lung Dynamics model and observed levels of
fallout in oil and air samples in New York City.
In Figs. 2 and 3, we have plotted (as squares since it is
the earliest data available) the annual median lung and
liver concentrations for the New Mexico cases. The
plots also show the results of Bennett's calculations as a
solid line. The shape of his curves agrees with the
autopsy data, and it is surprising that the agreement in
magnitude is as good as it is. It is quite conceivable that
a refinement in Bennett's parameters or our data could
produce even better agreement. The autopsy data, then,
does lend support to the theoretical model and does
show that there are definite trends with time. The
implication from these time trends is that reporting a
single mean or median for a given locality is not
sufficient; a summary for each year is necessary for
future work.

STATISTICAL NATURE OF THE SAMPLE

It is important to realize that autopsy samples do not,
in general, constitute random samples from all deaths.
The reason for this is that some causes of death are
more heavily represented in autopsy cases than in a
sample of all deaths. Traumatic deaths or deaths from
unknown causes (including unattended deaths) are more
likely to require autopsy, although practices vary from
place to place. As long as the "reason" for autopsy has
nothing to do with the plutonium concentration in the
tissue, the sample may be treated as a random one.
Traumatic deaths and deaths from unknown causes are
not believed to have anything to do with exposure to
fallout. In order to verify this belief, we present
(Tables 2 and 3) some common causes of death in our
sample along with the associated plutonium concentration in lung and liver tissue. A chi-square test of
independence was used to measure association between
cause of death and plutonium concentration. Chi-square
values of 32.5 and 36.4 with 28 degrees of freedom
indicate no detectable association. Thus, our sample
may be treated as a random sample with respect to
plutonium concentration.
Many autopsies are done because the pathologist has
obtained consent of the person or his next of kin. If a
person knew or feared that he had been exposed to
plutonium other than fallout (e.g., occupationally), he
or his next of kin may have been more likely to give
consent for autopsy. This might have been cause for real
concern, but if there was even the slightest evidence of
occupational exposure, the sample was classified as such
and does not appear in the published data with which
we are dealing here.
Table 4 gives the number of samples in each geographic-tissue-sex category. The age distributions for

Table 1. Total 239pu concentrations in surface air for years 1966-1977 (aCi/m3)

H66
1957
1958
1969
1970
1971
1972
1973
1974
1975
1976
1977

New York City
1475.10
611.40
965.70
652.70
774.05
719.80
325.29
160.69
464.91
240.53
74.40
251.49

Sterling, Va.
U95.60
402.86
829.00
629.90
659.00
629.10
275.60
125.24

Miami
10T4T79
593.43
848.30
550.80
752.20
728.74
327.90
202.11
534.20
256.24
85.87
270.18

Salt Lake City

1326.10
727.50
255.54
690.30
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Fig. 2. Lung tissue - median concentration vs year of death (New Mexico Data 1960-1975).

Table 2. Lung tissue: number of persons in each cause-of-death category

Plutonium Concentration
Cause Of Death
Homicide
Accident
Injury
Heart
Pneumonia
Cancer
Alcohol, Drugs
Other
Totals

.2dkg*

.2 - .4dkg.

9

3

7
3
14
8
5
3
16
<&

9

4-.8 dkg.
9
4
4
13

. 3-2 dkg.
7
3
3
«>
4
4

23
9
8
3
8
?
7
3
21
23
13
56
42
8?
x ? = 32.53 with 28 d.f.

each geographical region are shown in Fig. 4. (The
number of cases shown in Fig. 4 and Table 4 do not
agree because the age was not known for every subject
in the data base). These may or may not be typical of
the general population (New York is not); the effect of
age is discussed later. The years during which the data

2 dkg
4
2
4
8
I
3
0
3
25

Total s
30
18
19
54
23
24
20
76
274

were collected are given in Table 5. The effect of time is
discussed later.
DATA EDITING
In every large set of data, one finds outliers (observations which do not appear to be a part of the bulk of
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Fig. 3. Liver tissue - median concentration vs year of death (New Mexico Data 1960-1975).
Table 3 . Liver tissue: number of persons in each cause-of-death category

Plutonium Concentration
Cause of Death
Homicide
Acci dent
Injury
Heart
Pneumoni a
Cancer
Alcohol, Drugs
Others
Totals

.4dkg*
3

1
7
4
4
3
9
10
41

.4-1 dkg

1-2 dkg

<5
10
3
5
3
5
12
20
<5
11
<>
3
7
4
10
25
53
33
X 2 = 36.40 with 28 d.1

?-3 dkg

3 dkg

Totals

6
3
2
13
3
5
2
16
51

5
6
4
9
4
7

30
18
21
58
28
25

4

26

8
47

59
275

*6'f.g = dis/min per *<ilogram of wet tissue
the data). These may result from errors in observation,
transcription, keypunching, or a failure to measure what
was intended (such as contaminated or misclassified
samples). In our data, the plutonium concentration is
near background, and even slight contamination may
have a significant effect. Some contamination from
natural uranium and thorium has been observed in

freshly purchased reagents, on new stainless steel
planchets, and as a result of processing a sample with a
high activity along with other samples. The amount of
contaminant added to the autopsy during the analysis
may have been equal to the activity in the sample, thus
causing the measurement process to give erroneously
high results.
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TaMe 4. Estimates of cental tendency (dij'min pet kiloftam of wet titwe)
GEOGRAPHIC REGION*
-SEX-TISSUE
LA F GONAD
LA M GONAO
LA F KIONEY
LA M KIDNEY
LA F LIVER
LA M LIVER
LA F LUNG
LA M LUNG
LA F LYMPH NODE
LA M LYMPH WOE
LA F THYROID
LA M THYROID
LA F VERTEBRAE
LA M VERTEBRAE
NM M GONAD
NM F KIDNEY
NM M KIONEY
NM F LIVER
NM M LIVER
NM F LUNG
NM M LUNG
NM F LYMPH NODE
NM M LYMPH NODE
NM M RIB
NM M SPLEEN
NM M THYROID
NM F VERTEBRAE
NM M VERTEBRAE
CO F 30NE
CO M BONE
CO F GONAD
CO M GONAO
CO F XIONEY
CO M KIDNEY
CO F LIVER
CO M LIVER
CO F LUNG
CO M LUNG
CO F LYMPH NODE
CO M LYMPH NODE
CO F RIB
CO M SIB
CO F SPLEEN
CO M SPLEEN
CO F THYROID
CO M THYROID
CO F VERTEBRAE
CO M VERTEBRAE
NY M GONAD
NY M LIVER
NY M LUNG
NY M VERTEBRAE
PA F GONAD
PA M GONAD
PA F KIDNEY
PA M KIDNEY
PA F LIVER
PA M LIVER
PA F LUNG

WEIGHTED MEAN

UNWEIGHTED MEAN

.3141
.7210
.4310
.3808
1.5-547
2.1421
1.2257
1.0745
18.2S87
1S.7S92
.2063
3.2724
1.0091
.8280
.0728
.".41
.2250
1.5310
2.0499
1.5873
1.0337
1.2.S212
3.5974
1.0538
.1856
1.0785
t.0219
1.0797
1.2250
1.3941
.4942
.3755
.2265
.1693
1.5319
1.8423
.5252
.5836
4.5883
4.4788
.7935
.474?
.1420
.1071
.2581
.3503
.5934
.9400
1.1291
1.5799
.0426
1.4080
.5732
.5531
.1496
.1.419
1.3121
1.3644
.4494

.7551
.5629
.5510
.7130
1.7574
2.0375
1.7579
1.5398
23.6345
20.2821
.7210
4.3034
.9759
1.3453
.1453
.3514
.4331
1.7476
2.0437
1.4853
1.0035
14.6945
12.7800
1.2274
.2081
.9854
1.5039
1.6225
1.3576
1.9441
.2784
.4144
.4337
.3877
1.5215
2.0132
.4950
.6093
13.2410
20.2237
.6645
.4438
.1488
.1130
.2545
.8813
.5641
1.0822
1.4324
1.7580
1.0999
2.8785
.7051
.8522
.1523
.1571
1.4457
1.4988
.5017

MEDIAN
0.0000
.5585
.1240
.3700
1.5850
1.9755
1.0240
.9850
8.3330
5.9285
.8110
1.6580
.4320
.7730
.0525
.0810
.1095
.7210
1.7545
.9540
.6135
6.5570
5.4285
.9580
.1510
.5380
.5550
.7730
.8800
1.5055
.0470
.1110
.1400
.1010
1.4010
1.7350
.4005
.4360
7.0495
3.0385
.7430
.4145
.1075
.1190
.4355
.3330
.4590
.7225
1.0000
1.5000
.6290
1.5395
.7665
.3135
.0990
.1115
1.4970
1.2900
.3025

N
11
10
56
39
52
38
63
36
53
34
15
14
32
19
25
39
85
33
34
33
84
31
82
19
23
25

21

63
17
32
14
74
49
92
72
129
SS
125
42
88
10
22
18
31
12
14
27
44
29
27
31
26
12
108
51
150
41
121
42
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Table 4 (continued)
GEOGRAPHIC REGION*
-SEX-TISSUE
PA
PA
PA
PA
PA

WEIGHTED MEAN

PA F SPLEEN
PA
PA
PA
PA
PA
GA
GA
GA
GA

M
F
M
F
M
M
F
M
F

SPLEEN
THROTD
THY30ID
VERTEBRAE
VERTEBRAE
GONAD
KIDNEY
KIDNEY
LIVER

GA M LIVER
GA
GA
GA
GA
GA
GA
IL

.3729
6.8241
3.9771
1.0404
.5604
.2318
.2839
1.9023
1.5684
.3892
.4556
.1362
.1004
.1853
1.7958
2.2240
.3454
.5252
.2352
.1854
.5083
.3870
1.5170
1.7810
.1568
.1128

.3532
6.9043
2.2742
.9732
.5052
.2007
.1956
1.2062
1.2126
.3772
.4571
.1455
.0835
.1451
1.5440
2.U59
.3138
.5994
.2047
.1567
.5651
.4081
1.4957
1.6514
.1358
.1023

M LUNG
F LYMPH NODE
H LYMPH NODE
F RIB
M RIB

F
M
F
M

LUNG
LUNG
SPLEEN
SPLEEN
c
VERTEBRAE
M VERTEBRAE
F LIVER

IL M '.IVER
IL F LUNG
IL M LUNG

N

MEDIAN

UNWEIGHTED MEAN

117
19

.2540
4.0630
1.6160
.9270
.4310
.1520
.1545
.9520
.5750
.3630
.3650
.1050
.0520
.1155
1.5270
2.1470
.2985
.3325
.1730
.1635
.6075
.4000
1.4430
1.7445
.1170
.0975

73
13
68
42
148
20
101
11

67
21
49
62
57
76
56
76
47
43

28
43
22
14
23

14

*LA = Los Alamos
NM = New Mexico (other than Los Alamos)

CO
NY
PA
GA
IL

=
=
=
=
=

Colorado
New York
Pennsylvania
Georgia and South Carolina
Illinois
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Table 5. Years during which date were collected
Geographic region

Years

Los Alamos
New Mexico
Colorado
New York
Pennsylvania
Georgia-South Carolina
Illinois

1960-1963. 1966-1977
1960-1963,1966-1977
1970-1977
1967-1968
1974-197
1972-1976
1973-1977

Measurements using small aliquots and small tissue
samples are much more variable than samples from
larger aliquots and larger tissues, and this fact plays a
part in creating outliers. A third contributor to outliers
is the fact that some solids may interfere with the
measurement process. Finally, there is a possibility that,
despite all efforts to prevent it, some occupational
exposures may have crept into the data base. Frequently the only indication that an observation is an
outlier is its magnitude. If it is much larger than the
bulk of the data, we suspect the measurement process.
Large erroneous observations cai. jeriously impair the
statistical analysis of the data. They can bias the mean
upward, increase variances, and cause tests of hypotheses to fail. For these reasons, we have omitted
observations that have been identified as outliers by a
standard statistical test. We believe such omissions will
give more realistic estimates of means, standard deviations, and percentiles. We have used the Grubbs'
statistic as a test for single outliers and the TietjenMoore test2 as a test for multiple outliers.
In Table 6, we present the results of our outlier
testing. For each geographic location, sex. and tissue
type, the number of observations in that set («) and the
number of outliers detected (k) are given. Suspected
observations are declared to be outliers only when
found to be significant at the a = 0.05 level. Also
presented are the case r.jmber. the concentration, and
the percentile (percentage of observations less than)
corresponding to the concentration.
The case against an outlier cannot be proven absolutely with statistical methods. There may be statistical
evidence that the observation does not belong with the
bulk of the data, but there is always some chance
(however remote) that the measurement in question
may not be erroneous. To assist in deciding the case
against an outlier, we give some related information
which, in many cases, supports the evidence that the
observation is indeed erroneous. Because small aliquot
fractions and small wet weights can lead to high
apparent concentrations, aliquot size and wet weight of

the tissue involved are reported. It is expected that,
when one tissue of a given individual shows a relatively
high concentration of plutonium, other tissues from
that individual also will be high. If this is not the case,
the high tissue value is suspect. We have, therefore,
presented the percentiles of related tissues for the same
individual. Altogether we detected and omitted 139
outliers in the 4373 observations (3.2%). For the most
part, the outliers were obvious (from their magnitude)
even without statistical tests; frequently they were
several orders of magnitude larger than the closest
observation.
ESTIMATES OF CENTRAL TENDENCY

After the outliers have been identified and removed, it
is appropriate to estimate central tendencies (i.e..
means, medians, etc.). Each geographic region, sex. and
tissue combination is examined separately. For each of
these sets the 10th. 25th. 50th, 75th. and 90th
percentiles are calculated and give a good idea of the
spread of the data (Table 7). The 50th percentile is the
median.
The median and two means - unweighted and
weighted - are shown in Table 4. The unweighted mean
is the arithmetic mean of the data, and the weighted
mean is related to aliquot size and wet weight.
Measurements derived from small aliquot sizes and small
wet weights are more variable than those from larger
aliquots and larger tissues, because count data are
considered to have a Poisson distribution with a
parameter X which is the average count per time
interval. For a Poisson distribution, both the mean and
variance are equal to X. A 25% aliquot would yield a
sample with an average count (or variance) of X/4. For
such an aliquot, the measured activity x is multiplied by
4; hence, the quantity of interest is the variance of
v = 4x. The variance of y is 4 2 [Var(x)] = 16Var(x) =
16(X/4) = 4X, so that the variance of a 25% aliquot is
four times that of the undivided sample. In other words
a 25% aliquot has twice the standard deviation of a
100% aliquot. The same is true of a tissue with small
wet weight. The weighted means in Table 4 use inverse
variances as weights so that small tissues and small
aliquots get less weight.
AGE TRENDS

The age at death of the persons considered in this
report was an uncontrolled variable, and the observed
age distributions might not be typical of the population
at large. The age distributions over the entire time
period are shown by locality in Fig. 4. Although the

Table 6. Result! of outlier tetting
PERCENTILES OF RELATED TISSUES
6E0GRAPHIC
REG10NSEX-TISSUE

UJ

IA-F-K<dney

OUTLIER
PERCENTILE

n

k

NO.

OKG

58

2

3-38
1-142
3-36
11-82
1076

11.055
7.647
17.651
43.904
7.000

98
97
98
98
97

LA-ff-K1dMy
LA-F-LWer

40
64

1
2

LA-F-Lung
LA-M-lung

64
38

1
2

11-18
3-62
1-88

8.783
14.081
7. S55

98
97
95

56

3

7-114

857.692
369.512
290.00

1-60
3-124
U-128
1-60
11-150

LA-F Ljwph
Node

LA-KAynph
Node

LA-F-Spleen

39

11

5

ALIQUOT
SIZE
{<)

10
10
10
2D
10
25

WET

WEIGHT
(KG)

u
|

S

>.

I

.199
.170

.315
1.00
.700

27

80
53
69
19
91

32
66
75
55
39

20

71

98
96
95

40
40
20

.0013
.0041
.003

5
12
41

65
81
25

60
22
50

1093.182
327.5
293.33
227.273
218.947

98
95
93
90
88

40
20
50
10
50

.0022
.002
.0009
.0066
.0019

12
56
90
12
34

64
36

3
18

64
92

3

7-114
11-86

3.654
2.857

92
83

10
50

.121
.217

5
62

65
66

60
61

98
38

11-138
2-146
2-102
3-38
5-56

8.000
23.256
20.974
9.559
9.143

94
97
95
92
89

50

30

13

2
4
4

25
41
66
13
3
74
56
36
40

47
94
80
56

70
80
93
32
5

28
49
97

70
23
60

6
17

65
85

82
59

38

7-2
5-2

55

81

10

.004
.215
.267
.170
.070

LA-M-Vertebrie 21

3

3-76
3-82
3-62

49.80
19.737
18.750

95
91
86

10
10
4

.050
.038
.088

78
29
95

28

2

7-128
11-58

5.385
4.333

97
93

50
99.9

.013
.015

42
70

41

2

1-82
1-84

25.937
4.701

96
95

10
10

.320
.234

*dkg « dis/Mtn per kg Met t»ssu#

36
71
38
98
67

2

S! s£

s

UJ

92

84
60
80

34
54
38

4

NM-F-Ki ditty

66
58
67

95

2.5

LA-F-Thyroid
16
LA-F-Vertebrte 36

NM-M-Gonid

»J

.475
.767
.307

2
1

_J

40
91

2

£

BC
UJ

RIB

CASE

27

69

36

6

25
86

92

44

58
61
47

18
9

93
20
44
81

71

20
55

78
85

40
88

18
58
33

38
82

8

Table 6 (continued)
PERCENTILES OF RELATED TISSUES

GEOGRAPHIC
REGIOKSEX-TISSUE
CASE
NO.

DKG

OUTLIER
PERCENTILE

ALIQUOT
SIZE
(*)

o

WET
WEIGHT
(KG)

r-

42

85

41
86

14
73

69
73

87

7-50

5.761

99

50

.309

NH-F-Liver

35

7-92
5-22

120.705
9.003

97
94

25
50

.596
1.555

52
2

NM-F-Lung

36

NH-M-Lung
NH-F-Ljmph
Node

85

2-104
2-28
3-64
3-94

46.626
36.315
9.653
231.82

97
95
92
99

10
5
2.5
2.5

.163
.863
.750
.665

14
14
67
14

19
89
44
27

5-12
3-52

400.00
385.00

7-94
5-88

256.667
142.00

20
20
40
40
50

.001
.002
.0015
.002
.001

60
79
10
67
90

SO
25
14
31
69

27
62
51
68

11-56

97
95
92
89
86

11-112
2-3?
3-92

305.714
277.50
141.25

99
98
97

50
20
20

.007
.004
.004

70

68
78
10

76
18

75

68

11-8
11-94
11-76
11-120

7.000
4.957
1.182
18.00
10.667
125.796
60.00
52.00
14.643

95
91
96
96
93
96
92
88
85

50
50
50
50
SO

67
78

53
63
34

55
47
49

30
67
38

39
79
69

25

.012
.023
.022
.004
.003
.063
.070
.050
.115

7
88
79
57
71

83
25
44
78

65
62
92
78

30
46
95
57
43

5
4

.075
.130
.175
.321
.076
.223

60
91
84
81
91

93
58
51
95
57
72

76
92
70
96
25
85

48
76
45
69
62
37

2
10
10
10
10

.300
.076
.113
.114
.122

24

99
96
52
86
11

98
26
59
71
23

98
4
76

188.750

V)

12

NM-M-K1dney

36

I

I

14
54
57
31

68

58
92
73
54
62

11

NM-M-Lynph
Node

85

NM-M-Rib

21

NM-M-Spleen
NM-M-Thyroid

24
27

NM-F-Vertebrae

25

3-56
3-52
3-64
5-46

69

3-30
3-42
3-50
2-148
7-10

77.00
35.769

2-150

12.556

99
97
96
94
93
91

8-12
8-38

16.667
56.711
9.115
7.719
7.213

97
98
96
95
93

11-140

NM-M-Vertebrae

CO-H-Bone
CO-F-Kidney

33
53

6-134
8-2
6-124

33.857
17.368
16.842

7
63

43

46
78

22
91
74

17
67

65
62

12

26
68
53

7
93
48
66

Table 6 (continued)
PERCENTILES OF RELATED TISSUES

GEOGRAPHIC
REGIONSEX-TISSUE
CASE

CO-M-Mdney
C0-H-L1wr
CO-F-Lung
CO-M-Lung

CO-F-Lymh
Node

n

k

NO.

94

2

6-126

131
69
128

44

2
1
3

2

DKG

OUTLIER
PERCENTILE

ALIQUOT
SIZE

(*)

WET

HEIGHT
(KG)

>•

Ul

UJ

I

u

§

8-66

30.357
10.972

99
98

10
10

.196
.072

8-12
8-116
6-4
8-24
8-12
6-10

10.824
10.611
3.372
67.533
15.951
4.950

99
98
99
99
98
98

25
25
50
25
25
50

.306
.286
.325

6-134
8-44

76.136
73.333

98
96

40
40

.0022
.0015

6-150
8-64
8-18
8-68

537.50
8.235
2.429
2.203

99
92
96
92

40
50
20
20

.002
.017
.140
.227

97

8-136
22-4
8-130
16-36
16-42
8-128

1.321
1.087
3.412
21.684
20.824
5.500

97
94
93
94
89
83

50
50
50
50
50
50

.268
.046
.017
.019
.017
.004

44
61
33
45
15
28

8-16
6-150
8-4

12.620
18.156
6.549

97
98
96

20
20
20

.271
.282
.142

97

4-16
4-52
4-6
4-16
4-10
4-8
4-2
4-10
4-30
4-46
19-64
19-110
14-22

214.25
45.50
10.60
6.618
6.579
10.958
8.000
23.529
19.583
19.112
13.714
9.000
7.333
81.111
13.714

20
20
20
5
5
5
5
4
4
4
50
50
30
50
50

.020
.030
.025
.550
.456
.480
.615
.170
.180
.242
.007
.002
.005

19-96
15-70

97
94
91
97
93
97
94
97
93
90
94
88
81
99
98

.890
.163
.404

97
50

28
28

97
35

24
18

s5

5U

Ui

UJ

—i

. j

—i

69
45

41
91

51

to

a!
I/I

3>

i

8

Sj
32

4

48

33
84
73

24

98

55
24

84
78
99
97

96
76

52
41

59
17

77
35

86
67
93
42

88
7
69
11

25
35
14

95
60
4

47
2

16

65

28

9

16

59
50
68

63
77
95

18
86
21

64
88
93

13
99
84

97
83
27

71

59
93
83

C04M.)«iph
flOGC

CO-F-R1b
CO-H-Rib
CO-N-Spieen
CO-F-Thyroid
CO-H-Thyroid

CO-F-Vcrtcbrie
CO-M-Vertebrie

89
11
24
33

13
17
28
46

1
1
2
2
1
3

1
2

32

3

NY-N-Liver

29

2

NY-M-Lung

33

2

NY-H-Vertebrie

29

3

PA-F-Gon*d

15

3

PA-M-Gonad

110

2

NY-N-Gonid

.018
.021

86
46
46

52

63
84

36

97
61
76
79
61
52
64
62
88

20
73
93
13
7
93
61
86
86

8

50
45

50

16
69
17
83
69
97
77
73

12

68
71
79

79
76
15
14
26
67

45

54

28

5

29
4
62
83
1

63

83
86
42

52

Table 6 (continued)

PA-M-Lymph
Hode

2

120

77

3

4

15-2
19-42

61.394
6.506

98
95

25
25

1.004
.482

19-92
20-94
23-80

20.714
13.674
7.109

99
98
98

25
25
25

.336
.356
.341

99
97
%
95

60
50
60
50

.002
.006
.008
.004

93
99
97

25
50
50

14-26
15-92
14-24
15-36

150.00
123.33
56.25
55.00

o
to

ae
UJ
5»
-J

17
82

I

63
64

33

85

89

84

95

69
93

96
29
45

88
22
22

52
42
13

41

83
17
92
2

.01
.028
.02

98
98
88

80
36
46

35

54
39
13

37
98

80

35

62

38
31

64
77
80

7
40
72
35

89

64

14
70

1
2

14-2
14-32
14-58

9.60
8.571
4.300

PA-F-Spleen

44

2

15-76
14-2

3.059
2.175

98
96

50
25

.017
.057

19.150
14-54
19-6
14-2

6.624
26.500
13.000
12.50

99
96
92
88

50
50
50
30

.170
.004
.008
.004

15-56
19-98
15-64

137.00
69.867
26.588

99
98
97

50
50
50

.008
.015
.017

9-14
17-86
17-52

30.00
1.747
1.505

98
96
94

10
50
50

.062
.079
.101

22
29
56

54
83
42

85
22

1
91

149
23

PA-M-Thyroid

104

GA-F-K1dney

52

1
3

3
3

GA-H-K1dn«y

64

2

9-28
9-12

83.633
3.75

98
97

10
10

.245
.184

GA-F-Liver
GA-M-Liver
GA-F-Lung

58
77
58

1
1
2

GA-M-Limg

77
48
49

1
1
1

9-150
17-138
25-12
25-10
9-10
9-126
17-32

6.957
8.035
15.323
4.014
73.016
1.650
1.244

98
99
98
97
99
98
98

25
25
25
25
25
50
50

.445
.458
.372
.573
.425
.080
.045

GA-F-VertebrM 29
GA-H-Vertebrie 44
IL-M-Lung
15

1
1
1

17-86
9-60
13-24

2.175
8.80
0.471

97
98
94

50
50
25

.080
.050
.280

GA-F-Spieen
GA-H-Spleen

95
8
19
98

62

20

34

11
55
20

34
20

77

94
49
62
96

32

27

38

69

i

29
91

3

99

25

83
65
49

10

53
63

93
97
10

78
92

23
73
82

59
78

83
28

o

58
84
96

86
64
59
64
35
73
95

62
94
65

13
88

7
99

82
28
96

i

69
72
62

8

PA-F-Rib
PA-H-Rib

PA-M-Spieen
PA-F-Thyrold

a

UJ
UJ

56

84
70

85

86
51
45

z

49
72

16
11

40

s:
a.
>_i

THY

43

DKG

UJ
3P

LUNI

k

Q
Z
UJ

O

KIDI

n

CASE
NO.

WET
WEIGHT
(KG)

SPL

PA-M-Lung

a

ALIQUOT
OUTLIER
SIZE
PERCENTILE
(X)

RIB

PA-F-Liver

TISSUES

VERTE!

PERCENTILES OF RELATED
GEOGRAPHIC
REGIONSEX-TISSUE

53
70

109
Table 7. Percentiles by geographic region, sex, and titmit type

GEOGRAPHIC REGION
-SEX-TISSUE
LA F GONAD
LA M GONAO
LA F KIDNEY
LA M KIDNEY
LA F LIVER
L* M LIVER
LA F LUNG
LA M LUNG
LA F LYMPH NODE
LA M LYMPH NODE
LA F THYROID
LA M THYROID
LA F VERTEBRAE
LA M VERTEBRAE
NM M GONAD
NM F KIDNEY
NM M KIDNEY
NM F LIVER
NM M LIVER
NM F LUNG
NM M LUNG
NM F LYMPH NODE
MM M LYMPH NODE
NM M RIB
NM M SPLEEN
NM M THYROID
NM F VERTEBRAE
NM M VERTEBRAE
CO F BONE
CO M BONE
CO F GONAO
CO M GONAD
CO P KIDNEY
CO M KIDNEY
CO F LIVER
CO M LIVER
CO F LUNG
CO M LUNG
CO F LYMPH NODE
CO M LYMPH NODE
CO F RIB
CO M RI3
CO F SPLEEN
CO M SPLEEN
CO r THYROID
CO M THYROID
CO F VERTEBRAE
CO M VERTEBRAE
NY M GONW)

NY M LIVER

NY
NY
PA
PA
PA
PA
PA
PA
PA

M LUNG
M VERTEBRAE
F GONAD
M GONAD
F KIDNEY
M KIDNEY
F LIVER
M LIVER
F LUNG

1.0
-4.457?
-1.0951
_.0453
0.0000
,1535
.3117
.2120
.1423
.3155
_.3815
-1..1000
_.3215
0.0000
-.2801
.2539
.0320
_,.0015
.0570

,W5
,1634
.1855
,8302
-2.
* .2800
*
,3230
,0148
-l",4655
0.0000
0.,0000
0,,0000
0.0000
-4. 7500
3750
0500
—
•0785
a,1512
• 1900
1153
• 1308
-2.2977
-1.3148
— •5705
0749
-,0459
0.0000
9539
—
•0770
1018
1195
•.5130
.27??
.0652
.0140
.3400
-.4305
.2464
-.0299
.1385
.3096
.0877
i

25

50

-.2500
-.1128
0.0000
.0550
.7573
.8913
.4770
.3930
0.0000
1.2260
0.0000
.5570
,1533
.3010
-.0833
0.0000
0.0000
.4505
.7353
.3550
.3973
0.0000
.5045
.6150
.0710
0.0000
.0140
.2720
. 1555
.7105
-1.3998
-.0445
.0215
.0205
.6718
.8380
.2013
.2570
0.0000
0.0000
.1875
.1515
.0315
.0190
.2855
0.0000
.2130
.3133
.2105
1.0*40
.2040
.5550
.0555
-.0155
-.0440
.0298
.5250
.5135
.1563

0.0000
.5585
.1240
.3700
1.5850
1.9755
1.0240
.9850
3.3330
5.9285
.8110
1.6590
.4320
.7730
.0525
.0810
.1095
.7210
1.7645
.9540
.5135
6.5570
5.4285
.9530
.1510
.5380
.5550
.7730
.8800
1.5055
.0470
.1110
.1400
.1010
1.4010
1.7350
.4005
.4360
7.0495
3.0385
.7430
.4145
.1075
• U90
.4355
.3330
.4590
.7225
1.0000
1.5000
.6290
1.5395
.7555
.3135
.0990
.1115
1.4970
1.2900
.3025

75
3.5570
1.1055
1.0790
.9200
2.5870
2.8468
2.3300
2.U45
20.8845
22.5000
1.3330
8.1963
1.5450
2.0545
.3373
.5140
.4508
2.2690
2.8770
2.4625
1.2460
13.1250
13.5415
1.7780
.3540
1.7915
1.8330
1.8750
2.0455
3.2240
2.8258
,5iS5
.5115
.5500
2.2913
2.9210
.6403
.7145
25.1493
13.4375
1.0500
.7560
.2518
.1740
.7980
1.5093
.8700
1.4653
2.5015
2.4040
1.3570
4.0785
1.1875
.8555
.2570
.2080
2.1315
2.0160
.6453

90
5.7056
2.9242
2.3750
2.4750
3.90«>2
4.2858
5.3882
4.3154
93.7776
81.0715
2.7602
14.5000
2.4326
4.2714
.7632
1.2400
1.5343
5.5270
4.1410
3.5846
2.3010
42.4286
40.229?
3.0910
.550?
5.0355
5.2882
5.7600
4.5890
7.2166
4.1395
1.7370
2.4240
2.0381
2.9874
3.6240
1.0741
1.2698
46.0000
70.6365
1.7058
.9554
.3428
.2868
1.1617
3.3445
1.8275
2.9385
3.5900
3.2950
3.1858
8.9797
1.8658
2.6057
.7156
.4183
2.6090
3.2548
1.3316

110

Tible 7 (continued)
GEOGRAPHIC REGION

-SEX-TISSUE
PA M LUNG
PA F LYMPH NODE
PA M LYMPH NODE
PA F RI3
PA M RIB

PA
PA
PA
PA
PA
PA

F SPLEEN
M SPLEEN
F THYROID
M THYROID
F VERTEBRAE
M VERTEBRAE

GA
GA
GA
GA

M
F
M
F

GA
GA
GA
GA
GA
GA

M LIVER
F LUNG
M LUNG
F SPLEEN
M SPLEEN
F VERTEBRAE

GA
IL
IL
IL

M
F
M
F

GONAD
KIDNEY
KIDNEY
LIVER

VERTEBRAE
LIVER
LIVER
LUNG

IL M LUNG

1.0

25

50

.0549
-25.0000
-1.3136
-.0402
.0559
-.0399
-.0010
-.7905
-.3974
.1344
.1108
-.2173
-.0400
-.0213
.3780
.3516
.0345
.1457
-.0478
-.0379
.1736
-.0213
.5395
.5975
-.0???
.0200

.1330
0.0000
.0985
.5360
.2323
.0278
.0555
0.0000
0.0000
.1380

.2540
4.0530
1.5150
.9270
.4310
.1520
.1645
.9620
.5750
.3630
.3650
.1050
.0520
.1155
i .5270
?.1470
.2985
.3325
.1730
.1535
.5075
.4000
1.4430
1.7445
.1170
.0975

.1810
-.0970
-.0035
.0258
.7575
1.1203
.1240
.2158
.0520
.0343
.3123
.2400
.9330
.9813
.0520
.0553

distributions resemble each other generally, the New
York data is a clear exception: the individuals from that
population are much younger than those from other
areas. This difference may be because the New York
samples are largely from unclaimed bodies and traumatic deaths, which occur more frequently in younger
males.
It has been suggested {Annual Report of the Biomedical and Environmental Research Program, Jan.Dec. 1973, LASL Health Division, LA-5633-PR, p. 32)
that for a given exposure the amount of plutonium in
the liver increases with age. The same effect, to a far
lesser degree, was noted for lung tissue. If age trends are
present, it is important to adjust for them before
making geographical comparisons. Separate regressions
indicate no dependence between age and geography. To
test for such trends with the autopsy tissue data
presently available, we selected four very short segments
of time (1968-1969, 1970-1971, 1972-1973, and
1974—1975). During these time segments, trends should
be nearly constant. For the liver and lung tissue data
(over all ages and localities), the plutonium concentration vs age at death was fitted to a linear relationship by
least squares for each of the four short time periods.
Another line was fitted to the data (for each tissue

75
.4045
13.0000
4.4485
1.0690
.7228
.3183
.3298
2.5748
1.3310
.5000
.5500
.3310
.1380
.2150
2.8685
3.0433
.4545
.7815
.4030
.2905
.8378
.8000
1.9470
2.4965
.3140

.1360

90
.7262
32.5000
14.8182
3.0088
1.4072
.7521
.6814
8.0000
3.3428
.7744
.9248
.7222
.4290
.3949
3.5688
4.3378
.7455
1.1691
.5155
.4292
1.1105
.9242
2.5894
3.2505
.3953

.2855

separately) over the whole time period (1968-1975).
Tests of whether the slope of the line is significantly
different from zero were made. For the liver, the slopes
are consistently different from zero, but a single line fits
as well as separate lines for each time period. We
conclude that the linear relationship dkg = 0.91356 +
0.01682 (age) best represents the effect of age on liver
concentration. Over an 80-year lifetime, an increase of
about 1.3 dkg could be expected in the liver. From age
40 to age 80, the increase would be about 0.67 dkg due
to age alone.
For lung tissue, the evidence of a trend with age is not
convincing.
For kidney, lymph tracheobronchial node, rib, and
male gonadal tissue, there is no detectable effect of age
for any of the time periods.
For vertebrae, the slope of concentration vs age at
death is significantly different from zero for the
1974-1975 data and the 1968-1975 data. More
importantly, the slopes for this tissue are negative (or
near zero), which supports the hypothesis -hat the
skeleton is being remodeled by transfer of plutonium
from skeleton to liver. Moreover, the slopes do not seem
to differ from each other, particularly if the
1968-1969 data is omitted. An estimate of the slope

Ill
(from the 1970-1975 data) is -0.0073. A single
regression line is not adequate; the age effect is affected
by the year of death (i.e., the biological effect of aging
is also a function of atmospheric concentration). This
fact makes it necessary to report both year of death and
age at death when reporting means or medians.

Table 8. Sex comparisons in Colorado

SEX DIFFERENCES
There are roughly twice as many males in this study as
females. To test the hypothesis of sex differences, we
used all the Colorado 1970-1977 data adjusted for age
trends. The results are presented in Table 8. The
Mann-Whitney test shows that there are no significant
differences due to sex.
GEOGRAPHICAL COMPARISONS
We now wish to compare levels of plutonium concentration in the various geographical regions. Because the
data depend upon age at death and year of death, we
attempt to eliminate these factors by considering only
very short segments of time (i.e., year of death)
(1974-1975 and 1967-1968) and subtracting out the

Tissue

F-emale

Male

p-valuea

Bone
Kidney
Lymph node
Rib
Spleen
Thyroid
Vertebrae
Lung
Liver

17
49

32
92
88
22
31
14
44
120

0.1151
0.7096
0.4851
0.1932
0.5611
0.3031
0.1356
0.3594
0.1528

42
10
18
12
27
60
64

124

"Significant if less than 0.005.

age trends found during those time periods. Almost all
of the subjects in this sample were born before 1945
and hence had nearly equal exposure times. Plots of
median plutonium concentration vs age at death for
lung and liver tissue for 1974-1975 are given in Figs. 5
and 6. These periods of time were selected because they
include the major portion of the data and because they
are the only periods where data is available from certain
geographical locations.
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There is no evidence that the concentrations are
normally distributed in any of the tissues. The kidney,
vertebrae, and gonadal tissues are the only tissues in
which the concentrations appear to be lognormally
distributed. The W-test was used to establish this
conclusion.3
As a result of the above testing, we have chosen to use
a nonparametric procedure. The procedure we use has
been recommended by Lin and Haseman4 and Conover.5 This procedure consists of a Kruskal-Wallis test
of the significance of among-region differences at the
a =0.05 level. When this test indicates overall significance, Mann-Whitney tests are performed for all pairwise comparisons of the geographic regions (at the 0.05
level). If the Kruskal-Wallis test is not significant, then
all pairwise comparisons are declared not significant.
The medians adjusted for age trends (Table 9) are
ordered from largest to smallest. This ordering indicates

which geographic regions have consistently large medians.
Table 10 presents the results of the Kruskal-Wallis
tests. For those tissues in which the p value exceeds
0.05, no significant differences among regions are
indicated. For the other tissues, there is an overall
effect, and we proceed to test pairwise differences with
the Mann-Whitney test.
Table 11 summarizes the results of the Mann-Whitney
testing. For each tissue, those regions underlined with
the same line do not differ significantly. Median values
are given in parentheses. Even in the cases where there
are significant differences, however, the differences in
median are quite small - on the order of 1 dis/min per
kilogram of tissue - so they may not be of any practical
significance.
For example,
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Interpretation

Tissues
Kidney, vertebrae,
female gonad, spleen,
all 1967-1968 tissues
Liver

Lymph node

Rib

Male gonad

Thyroid

Lung

No significant differences

LA,NM,GA not significantly
different; IL, PA, CO not
significantly different;
LA, NM, GA significantly
greater than IL, PA, CO
NM, LA, CO not significantly
different; PA significantly
lower than NM, LA, CO
LA, NM not significantly
different; PA significantly
lower than LA,NM
LA, PA not significantly
different; GA, CO, NM not
significantly different; LA,
PA significantly greater
thanGA,CO,NM
LA, PA, CO, IL not significantly
different; GA, NM not
significantly different; LA,
PA, CO, IL significantly
greater than GA, NM
IL significantly lower than
other tissues; remaining
tissues divide into two
groups: NM, LA, GA, CO on the
high end and GA, CO, PA on the
low end;GA and CO members of
both groups

Table 9. Medians adjusted for age effects
- smallest

1argest 1974-75
Kidney
Liver
Lung
Lymph Node
Rib
Vertebrae
Female Sonad
Male Gonad
Spleen
Thyroid

PA
LA
NM
NM
LA
NM
CO
LA
LA
LA

LA
NM
LA
LA
NM

1967-58
Liver
Lung
Vertebrae

LA
LA
NM

NM
NM

CO
LA
PA
PA
PA

NY

GA
GA
GA
CO
PA
GA
PA
GA
GA
CO
NY
NY
LA

CO
IL
CO
PA

NM
PA
PA

PA

LA

CO
NM
IL

NM
CO
GA

CO
IL

NM
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RELATIONSHIPS BETWEEN LIVER
CONCENTRATION AND CONCENTRATION
OF OTHER TISSUES OF THE SAME INDIVIDUAL

Table 10. Results of Kruskal-Wallis tests
for geographic differences

1974-1975

p-value

Kidney
Liver
Lung
Lymph node

0.5764
0.0000
0.0000
0.0247
0.0072
0.0560
0.9507
0.0077
0.0969
0.0110

Rib

Vertebrae
I-emale gonad
Male gonad
Spleen
Thyroid

We wish to investigate the relationship between
plutonium concentration in the liver and plutonium
concentration in selected other tissues (lung, vertebrae,
gonad) of the same individual.
Combining the data for all geogr^jiic regions, we
selected those nonoccupationally exposed individuals
who had measurements for both liver and the related
tissue in question.
For each of the three selected related tissues, we ran a
linear regression of the related tissue concentrations on
liver concentration. The results, for males only, are
shown in Table 12.
We conclude that knowledge of liver concentration is
of little use in predicting the concentration in other
tissues in the same individual. The explanation for the

1967-1968
Liver
Lung
Vertebrae

0.8001
0.1277
0.1202

Table 11. Results of hypothesis testing for geographic differences

largest

smallest
(unadjusted medians in parentheses)

PAf.114)

LA(.IOS)

SA(.O75)

C0(.Q81)

NM(.O63)

LA(2.399) NM(2.123) GA(1.942) IL(1.451) PAfl.398) C0(l.276)
NMf.535)

LA(.447)

GA(.315)

WA-WlJM^-AKlJOlZ.W)
U ( 1.125) NM(.965)
NM'.5?3)

CQ(.3O1)

PA(.?71)

IL(.1O4)

PA( 1.923)

PA{.460)

C0f..631)__ GAC..4QQL.PA(.363)

LA(.213)

C0(2.769) '.A(0.S57) PA(l.OOO)
^AL^Al-lA'
LA(.35O)

•3191

PA(.164)

GA

^._Q42_)_.C0(.0Sl)

GA(.16O)

NM(.147)

__JL (. 286)

'.A(l.

823)

NM(1.

LA(l.

272)

N M f l . 165) NY{0. 558)

NM(4. 557

730) NY(1. 500)

N Y ( 1 . 539) LA(0. 759)

NM(.O63)
CO(.lOl)
GA(-.194)NM(0.00)

IIS

Table 12. Linear regression of related tissue concentrations

Number of observations
Intercept
Slope
Correlation coefficient
R2

Lung

Vertebrae

Gonad

712
0.618
0.074
0.1
0.01°

352
1.12
-0.021
-0.02
O.tOO4c

199
0.912
-0.04
-0.045
0.002"

lack of relationship is that both the liver tissue and the
lung tissue concentrations, for example, are changing
with time and age but at vastly different rates (one is
increasing and the other decreasing). It is, therefore,
mathematically impossible for these ratios to be constant.

"Amount of variability in the related tissue com en'ration
explained by the regression on liver concentration.

REFERENCES
1. J. F. Mclnroy, E. E. Campbell, W. D. Moss, G. L. Tietjen, B. C. Eutsler, and H. A. Boyd, "Plutonium in Autopsy

Tissue," Health Physics (to appear).
2. G. L. Tietjen, and R. H. Moore, "Some Grubbs-Type Staiistics for the Detection of Several Outliers,"
Technometrics 14: 583-97(1972).
3. S. S. Shapiro and M. B. Wilk, "An Analysis of Variance Test for Normality (complete samples)." Biometrika 52:
591-611 (1975).
4. F. A. Lin and J. K. Haseman, "An Evaluation of some Nonparametric Multiple Comparison Procedures by Monte
Carlo Methods," Commun. Stat.-Simulation Comput. B7(2): 117-28 (1978).
5. W. J. Conover, PracticalNonparametric Statistics, John Wiley, New York, 1971.

Mortality Among Men Employed (Between 1943 and 1947) at a
Uranium-Processing Plant*
P. P. Polednak and E. L. Frome
Oak Ridge Associated Universities
Oak Ridge, Tennessee

ABSTRACT
Mortality is described in a cohort of 19.S0O white males who were employed at the Tennessee
Kastman Corporation in Oak Ridge. Tennessee (in the period between 1943 and 1947). where uranium
was enriched by an electromagnetic separation process. As of January I, 1974. some 5500 men had
died, according to records of the Social Security Administration; copies of death certificates were
obtained for most decedents. Expected numbers of deaths from specific causes were calculated on the
basis of person-years of follow-up from year of first employment and applying death rates for U.S.
white males specific for age (five-year groups), cause of death, and calendar year (five-year intervals).
The standardized mortality ratio (SMRl for all causes of death was less than 1.00 (i.e.. 0.88). and
few of the SMR's for 59 causes or groups of causes were significantly different from 1.00. Mortality
from cancer, especially cancer of the lung, was of particular interest since uranium dust was the major
potential health hazard. Some workers in the first stage of the electromagnetic separation process were
exposed to average air levels of uranium dust that were several times past our present maximum
permissible levels. There was no evidence for significantly higher mortality from lung cancer or other
cancers in comparisons by subgroups based on departments of employment (corresponding to reported average levels of uranium dust) or length of employment in those departments.
lollow-up of this cohort is continuing, and analyses of mortality until the end of 1978 (i.e.. 31 to
35 years after employment) are in progress. Various methods of follow-up and ascertainment of deaths
are being utilized.

INTRODUCTION
The Tennessee Eastman Corporation (TEC) operated
the Y-12 facility from 1943-1947 and was engaged in
the production of uranium chloride from uranium oxide
and its enrichment by an electromagnetic separation
process. The uranium enriched in 2 3 S U was sent to Los
Alamos for atomic weapons production. This cohort
vas selected for analysis of mortality for several reasons, ir jluding (1) the long period of follow-up so that
* ,
% ,. ..
.
u
.
any effects of radiation exposure may have begun to

appear, (2) the availability of data on average air levels
of uranium dust showing high levels in certain departm e n t s a t th e plant. (3) the large sample sizes available,
a n d ( 4 ) t h e p a u c i t y o f d a t a o n t h e p o s s i ble long-term
h e a l t h effects of uranium exposure in human populations.
MATERIALS AND METHODS

_
of about 45,000 persons worked at TEC
'
\
J
between 1943 and 1947; preliminary analyses have been
—
limited to those who did not remain at the Y-12 plant
•The submitted manuscript has been authored by a contrac- w hen Union Carbide assumed operation in 1947 and did
tor of the U.S. Government under Contract No. DE-AC05- n Q , W Q r k a{
Qther O a k Rid
n u d M r facm
76R00033. Accordingly, the U.S. Government retains a
.
.__ e '
, o rw»
i
i. .
"" .
„ f7'
n,,»,K«h „, rpnr«Hn«. tiw
About 47% of these 38,000 workers were women, but
nonexclusive, royalty-free license to publish or reproduce the
'
'
published form of this contribution, or allow others to do so, preliminary analyses have focused on male workers befor U. S. Government purposes.
cause the method used to ascertain deaths - that is,
116
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total
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searches by the Social Security Administration (SSA) is less complete for females.
Excluded from these preliminary analyses were men:
(1) who worked for less than two days at TEC; (2)
whose name and Social Security number in company
records did not match those in SSA records, and hence
whose death could not be ascertained; and (3) who had
missing or erroneous data (i.e., sex, race, birth year, or
hire year) required for analysis of mortality. This
yielded a sample of 18,869 white males (Table 1).

Causes of death were coded (according to the Eighth
Revision of the International Classification of Diseases)
from death certificates which were obtained for almost
all persons reported as dead by the SSA. In some analyses, expected numbers of deaths were obtained by use
of a procedure [1] that applies death rates for U . S .
white males, specific for age and calendar year (five-year
intervals), to person-years of follow-up (i.e., from year
of first employment at TEC until death or the end of
1973). Cause-specific standardized mortality ratios

Table 1. Mortality from selected cwiet of death among white male* who
worked at Tennessee-Eastman Corporation (1943-1947)
N = 18,869
Observed
Number

Expected
Number*

SMR"

5394

5771.82

0.92

96

131.40

0.73

886

1042.00

0.85

29

36.54

0.79

210

324.67

0.65

Esophagus

16

25.17

0.64

Stomach

53

72.33

0.73

Large intestine

47

93.21

0.50

Rectum

13

40.67

0.32

Liver

14

24.66

0.57

Pancreas

57

59.23

0.96

339

320.50

1.06

12

17.10

0.70

324

296.47

1.09

Bone

6

6.68

0.90

Skin

17

17.85

0.95

Prostate

49

60.71

0.81

4

7.29

0.55

Bladder

26

32.32

0.80

Kidney

20

26.54

0.75

1

1.11

0.90

Selected Causes of death
All causes
All infective and parasitic
All cancers
Buccal cavity and pharynx
Digestive organs, peritoneum

Respiratory system
Larynx
Lung

Testes

Eye

(1950+ only)
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Table 1 (continued)
Observed
Nuabera

Expected
Number

SMRb

32

33.83

0.95

(1950+ only)

0

2.44

0.00

Lymphosarcoma, reticulosarcoma
(1950+ only)

17

25.39

0.67

9

16.38

0.55

Leukemia, aleukemia

40

43.57

0.92

Other lymphatic tissue

11

19.27

0.57

Benign neoplasms

15

16.39

0.92

56

86.07

0.65

8

15.72

0.51

Mental, psychoneurotic, personality
disorders (1950+ only)

33

24.24

1.36

Diseases of nervous system

38

49.30

0.77

Diseases of Circulatory system

2571

3035.98

0.85

Diseases of respiratory system

340

310.11

1.10

Pneumonia

113

121.67

0.93

Emphysema

100

85.89

1.16

17

17.83

0.95

228

297.91

0.77

Diseases of genito-urinary system

63

99.04

0.64

Diseases of skin, cellular tissue

3

4.05

0.74

11

8.99

1.22

Symptoms, senility, ill-defined conditions

151

53.89

2.80

All external causes of death

623

571.77

1.09

Motor vehicle accidents

208

182.31

1.14

Selected Causes of Death
Brain and C.N.S.
Thyroid

Hodgkin's disease

Allergic, endocrine, metabolic
nutritional diseases (1950+ only)
Diseases of blood, blood-forming organs

Asthma
Diseases of digestive system

Diseases of bone, organs of movement

Unknown cause (death certificate not yet
obtained)

261

Expected numbers of deaths are based on person-years of follow-up (from
year of hire to death or January 1, 1974) and death rates for U.S. white
•ales (see text).
Observed number of deaths * expected number of deaths.
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(SMRs) were compared across subgroups defined, prior
to analysis, on the basis of average levels of uranium
dust. A summary chi-square test [2] was used to test
the statistical significance of the difference between observed and expected number of deaths; 95% confidence
intervals were calculated for each SMR using the Poisson assumption or the normal approximation depending
upon the number of deaths observed [ 3 ] .
Lranium Exposure Data
Film badges were not worn by workers at TEC, but
exposure levels to penetrating external radiation were
low due to the nature of the operation. Air-sampling
data are useful in approximating the average exposure
of a group of workers performing the same repetitive
task or operation [ 4 ] . Subgroups of TEC workers have
been defined on the basis of reported average levels
(/ig/m 3 ) of uranium dust. Briefly, workers in both
stages
of the electromagnetic separations process
(known as "alpha" and "beta") were exposed to appreciable average air levels of uranium dust, hi the alphastage chemical departments where UO 3 was converted to
UC14, average uranium air levels were several times
greater than the then current standard (ISO /ig/m 3 ).
Uranium levels in the urine of over 1000 chemical workers were also determined at TEC by a fluorescent
method, but results are not reported here.
Subgroups of workers (Table 2) have been defined
largely on the basis of these average levels of uranium
dust. Because the electromagnetic-separation process
was carried out in separate buildings requiring special
security clearance for entry, workers in other departments and buildings (e.g., cafeteria, offices, industrial
shops) were not exposed to uranium dust. A subgroup
of electrical workers has been defined, however, since
these men repaired equipment in the alpha and beta
departments.
Thus, the hypothesis to be tested was whether or not
working in areas in which the average air levels of uranium dust were high (near, at, or above maximum permissible levels) was associated with increased mortality
over a period of 25 to 30 years after employment.
RESULTS
Standardized Mortality Ratios
Table 1 shows the mortality experience as of the end
of 1973 with observed and expected deaths from selected causes for all white males. Copies of death certificates were obtained for 5133 of the 5394 men (95.2%)
reported as dead; all deaths were included in the "all

causes" category (Table 3), but no correction of causespecific SMRs was made for deaths from unknown
cause.
The ratio of observed to expected deaths (or SMR)
for all white males (N= 18,869) was less than 1.00 for
all causes and for all cancers. Few of the SMRs were
statistically significant. On the basis of available data on
uranium metabolism and toxicity in man and other
animals [ 5 , 6 ] , some diseases of particular interest are
lung and bone cancer, as well as diseases of the respiratory system and genito-urinary system (because of the
high dust concentrations and possible chemical effects
of uranium on the kidney). SMRs for lung cancer and
bone cancer were 1.09 (C.97 - 1.22, 95% confidence
interval) and 0.90 (0.33 - 1.96,95% confidence interval) respectively.
The mortality ratio was high for the category
"symptoms, senility, and ill-defined conditions," but
this is comprised predominantly of deaths for which the
death certificate stated "unknown cause." Also, the
death rate for this cause category for Tennessee (from
1940-1960) was about four times the rate for the
United States [ 7 ] . Low SMRs, such as those for diseases
of the circulatory system and infectious disease, may
represent the "healthy-worker" effect evident in most
occupational cohorts.
The total cohort (Table 1) includes many workers
who were probably not exposed to uranium dust at
TEC. Table 2 shows SMRs by subgroup based on departments of employment. If a worker was ever employed in an alpha or beta department, he ."as assigned
to that group; if not, he was assigned to tins "electrical
worker" group or to the "other" group. Within the
group of "all alpha and beta department," a subgroup
of chemistry workers was defined; this subgroup was
exposed to the highest average air levels of uranium dust
as noted above.
SMRs were generally similar across the groups
(Table 2). The "alpha and beta" group and the subgroup of chemical workers did not have higher SMRs
than the other groups for all causes, all cancers, lung
cancer, or leukemia. The SMR for bone cancer in the
chemical workers (1.84) was based on only one observed death.
The possible effect of length of employment on mortality was also considered for the group (alpha and beta
workers) exposed to uranium dust. For men who ever
worked in an alpha or beta department, mortality ratios
for selected causes were calculated for those who
worked for less than one year or longer at TEC (Table 3). The SMRs for the two groups were similar for
most causes compared; the SMR for lung cancer was

Table 2. Mortality from selected causes of death among white males who worked
at Tennessee-Eastman Corporation (1943-1947), by subgroups based on department of employment

Alpha and1 Beta
Chemistry
(N - 2051)

All Alpha and
Beta Departments

Electrical
Workers3

All Other

(N - 8345)

(N » 1172)

(N - 9352)

Total

(N - 18,
869)

Selected Causes of Death

N

SMR

N

SMR

N

All Causes
All cancers
Buccal cavity, pharynx
Digestive system
Respiratory system
Lung
Bone
Skin
Hodgkin's disease
Leukemia, aleukemia
Diseases of circulatory
system
Diseases of respiratory
system
Diseases of genitourinary
system
Unknown cause
(death certificate not
yet obtained)

377
63
4
14
24
23
1
1
1
3

0.84
0.78
1.40
0.60
0.94
0.97
1.62
1.62
0.60
0.84

1963
335
14
80
123
116
2
7
4
11

0.90
0.85
0.99
0.68
0.98
0.99
0.78
0.97
0.57
0.65

351
57
1
11
27
26
0
2
0
2

1.02
0.91
0.44
0.57
1.36
1.42
[0.40]
1.84
[1.01]
0.77

3080
494
14
119
189
182
4
8
5
27

0.95
0.85
0.70
0.63
1.08
1.13
1.08
0.84
0.60
1.12

5394
886
29
210
339
324
6
17
9
40

0.93
0.85
0.79
0.65
1.06
1.09
0.90
0.95
0.55
0.92

176

0.80

908

0.83

181

1,02

1482

0.84

2751

0.85

14

0.62
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1.05

20

1.11

202

1.13

340

1.10

0.55

19
82
(4.2%)

0.54

0.69

40
159
(5.2%]1

0.69

63
261
(4.8%)

0.64

a

4
20
(5.7%)

N

SMR

N

SMR

33.1
34.7
1944..7
1944.7
494,742
240,^»94
Where the observed number of deaths i s zero, the expected number of deaths appears in brackets in the "SMR" column.

Mean age at entry
Mean year of entry
Total person-years of follow-up
Note:

4
19
(5.0%) a

SMR

29.1
1945.1
55,447

31.2
1944 .8
223,'607

26.1
1944.6
30,642

Percentage of deaths ("all causes") for which a death certificate has not yet been obtained.
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Table 3. Mortality from selected causes of death among white males who worked at
Tennessee-Eastman Corporation (1943-1947) in selected departments involving highest
uranium dust exposure, by length of employment

Length of Employment
> 1 year

< 1 year

(N = 4337)

(N = 4008)

Selected Causes of Death

Obs.
No.

SMR

Obs.
No.

SMR

All Causes

999

0.99

964

0.83

All Cancers

158

0.86

177

0.84

Digestive organs

41

0.76

39

0.61

Respiratory System

55

0.94

68

1.01

50

0.92

66

1.06

Bone

1

0.82

1

0.74

Leukemia, aleukemia

2

0.25

9

1.02

Diseases of Circulatory System

454

0.90

454

0.76

Diseases of Respiratory System

61

1.19

57

0.93

Unknown Cause

48

Lung

Unknown Cause

(4.8Z)

34
a

(3.5%)

Mean age at entry

30.2

32.3

Mean year of entry

1945 .1

1944.5

Total person-years of follow-up

115,020

108,592

Percentage of deaths (all causes) for which a death certificate has not
yet been obtained.

slightly higher in the >]-year group (i.e., 1.06 vs 0.92).
The SMR for leukemia was also higher in the >l-year
group (i.e., 1.02 with a 95% confidence interval of 0.47
- 2.01), but the SMR in the <l-year group was very
low (0.25; 0.03 - 0.90, 95% confidence interval) and
based on only two observed deaths. The proportion of
deaths for which a death certificate had not been obtained was higher in the <l-year than in the >l-year
group.
Logistic Regression Analysis

To evaluate the effect of exposure to uranium dust,
individuals were considered "exposed" if employed as

alpha, beta, or electrical workers; all others were "nonexposed." Individuals were then placed in one of four
age groups based on their age in 1945; and since all
workers were employed during a short time interval
(1943-1947), this variable represents age at exposure.
The following logistic regression function - see [8,9]
- is used to describe the effect of age and exposure on
the probability of death (on or before January 1,
1974):
(1)
where / = 1 for exposed ana / = 0 for nonexposed. The
vector z is used to model the effect of the covariate
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The empirical logistic transformation [8] is given by

"age," and the dependent variable d = 1 if an individual
showed the response of interest and d = 0 otherwise.
Table 4 shows the number of individuals at risk in the
rth group («/), the number that respond (rf), and the
values of ft and z/ for the z'th group. The dependent
variable r,- is assumed to follow the binomial distribution with expected value

(4)
and the linear logist regression equation is
n,- = log[P(d = 1 | / , z)/P(d = 0 1 / , z)]

(5)

(2)

that is, the model is linear after the logist transformation. From Eqs. (3) and (5), it follows that the log odds
ratio is

and the z's are defined so that ft represents the probability of response in the control group with age <25.
The data in Table 4 corresponds to fcur 2 X 2 tables,
and for each such table the odds ratio is given by

logp(z) =

(6)

and, consequently, if the "interaction" parameters are
not required in the model (i.e., 6 = 0), then the odds

Table 4. Tennessee-Eastman Corporation white males, by age and exposure group
Age In
1945

r±

i

r

i

"i

P

< 25

1
2

220
262

1949
2553

.1129
.1026

0
1

0
0

0
0

0
0

.1149
.1010

25-34

3
4

602
639

2888
3673

,2084
.1740

0
1

1
1

0
0

0
0

.2016
.1793

35-44

5
6

937
782

2470
2326

.3794
.3362

0
1

0
0

1
1

0
0

.3745
.3413

45 +

7
8

1327
635

2045
965

.6489
.6580

0
1

0
0

0
0

1
1

.6624
.6294

i

f

i

(z

ll

Z

12

Z

13)

number at risk in group i
:

number of deaths (before January 1, 1974) in group i
proportion of deaths in i t h group
0 (control) or 1 (exposed)

'11
z

i2

Z

i3

P

i

1 if age group » 25-34 and 0 otherwise
1 if age group * 35-44 and 0 otherwise
1 if age group » 45+ and 0 otherwise
fitted values obtained under model (9) using ML estimates
given in Exhibit 2.
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ratio is a constant e^. In the data analysis that follows,
we fit the following sequence of models:
Constant
Age effects

This likelihood ratio test statistic has an asymptotic chisquare distribution with one degree of freedom if 0 = 0
and is significant at the 0.001 level. The model of primary interest in the present situation is

(7)

(9)

Exposure + age
Complete

III =ju + o'z,-

Maximum likelihood estimates were obtained using the
iterative weighted least squares procedure described by
Chames, Frome, and Yu [10]. Initial estimates are computed using least squares on the logits defined in
Eq. (5). The binomial-ANOVA procedure described by
Efron [11] summarizes the results of the analysis, and
minus twice the log likelihood function will be used as
the measure of "residual variation," that is,

D(h) = -

exp(fl,)]
- ( « , - - r ( )log(l -

(8)

A

Note that Z>(fl) has been defined relative to the "complete" model in Eq. (7) where fi, = log[/y(l - />,)]
and, consequently, D(P) = 0.0. The value of D(ft) for
each of the models in Eq. (7) for the data in Table 4 are
given in Table 5. The decrease in residual variation obtained by increasing the number of parameters in the
model is obtained by subtracting successive values of
the residual variation. For example, to test for the effect of exposure after age has been included in the
model, we obtain
= 16.31.

since under the hypothesis 8 = 0, the odds ratio e^ is
constant. If this hypothesis is rejected, then the effect
of the exposure variable is not constant over the age
groups. Consequently, the last row in Table 5 is called a
"lack of fit" test for the model, Eq. (9), and is equivalent to applying the Mantel-Haenszel test for homogeneity [2] to the 2 X 2 tables under study The maximum likelihood estimates for the parameter in Eq. (9)
for the "all causes" data in Table 4 are shown at the
bottom of Table 5.
Table 6 shows the number of deaths due to disease of
the circulatory system (CS), all malignant neoplasms
(MN), and lung cancers (LC) for each of the ageexposure groups of white males employed at TEC. Results of fitting the sequence of models in Eq. (7) are
summarized in Table 7. Estimates of the parameters in
model (9) and their estimated standard errors are given
in Table 8. For CS and MN, model (9) "explains" the
data, and estimated odds ratios are 0.939 and 0.971 respectively. An approximate 95% confidence interval for
CS odds ratio is (0.858, 1.028) and (0.845, 1.116) for
the MN odds ratio.
The chi-square test for lack of fit is significant at the
0.01 level (P = 0.0085) for the LC data. Most of the
"lack of fit" results from the oldest age group (45+

Table 5. Binomial ANOVA for Tennessee-Eastman Corporation mortality data
Logistic Regression
Model

Number of
Parameters

V

1

3046.72

\i + a'z

4

23.63

v + o'z + 6f

5

7.32

V + a'z + Bf + ffi'z

8

0.00

Parameter
ML Estimate
Standard Deviation of Estimate

Source

D(n)

P

a

d.f.

Variation

Age

3

3023.09

Exposure

1

16.31

Lack of fit

3

7.32

l

a

2

a

3

6

-2.041

.665

1.528

2.175

-.145

.052

.058

.057

.062

.036
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Table 6. Cause-specific mortality for Tennessee-Eastman Corporation white males by age and
exposure group
Circulatory
System
CS

Age In
1945

Malignant
Neoplasms
MN

Lung
Cancer
LC

< 45

C
E

63
86

26
31

13
5

25-34

C
E

234
259

98
119

45
43

35-44

C
E

444
401

155
142

66
55

45 >

C
E

746
344

216
102

57
40

Table 7. Binomial ANOVA for cause-specific mortality
Variation for
df

Source

CS

MN

LC

Age

3

1830. 49

391.67

121.21

Exposure

1

1.82

0.17

0.51

Lack of fit

3

1.39

0.14

11.68

.0085

Table 8. Maximum likelihood estimates for cause-specific mortality
Parameter

a

Note:

l

CS

MN

LC

-3.334
(.087)

-4.340
(.139)

-5.471
(.244)

.864
(.096)

.981
(.150)

1.219
(.259)

1.827
(.092)

1.636
(.146)

1.856
(.254)

2.793
(.092)

2.213
(.147)

2.095
(.259)

-0.063
(.046)

-0.029
(.071)

-0.083
(.155)

Estimates of standard deviation of ML estimate are
in parentheses.
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years). If we include one interaction term in model (9)
for the 45+ age group, we obtain

The chi-square test statistic for lack of fit is 4.32 with
two degrees of freedom (P= 0.12). ML estimates of the
parameters in Eq. (10) for the LC data are given in
Table 9, and fitted values under the models defined by
Eqs. (9) and (10) are given in the last two columns. The
ML estimate of 0 is 0 = 0.2744 with an estimated standard deviation of 0.135. From this, we obtain an estimated odds ratio of 0.76 for the exposed group under
45 and a 95% confidence interval of (0.583,0.990). The
estimated log odds for the 45+ age group is 0 + 5 =
0.4109 with an estimated standard deviation of 0.2101.
This yields 1.51 for the estimated odds ratio of the 45+
group and the 95% confidence interval is (0.999,
2.277). This ad hoc analysis suggests a possible increase
in lung cancer in exposed workers in the 45+ age group.

DISCUSSION
These data on mortality up to the end of 1973 or 25
to 30 years after employment in a uranium processing
plant show little evidence to support the hypothesis
that working in areas with high average levels of uranium dust has influenced subsequent mortality. Mortality ratios (SMRs) for cancers of lung and bone, leukemia, and diseases of the respiratory system and
genitourinary system were of particular interest with
respect to possible effects of uranium exposure. SMRs
for the causes of death were not statistically significant
(Table 1) and did not tend to be higher in the groups
exposed to the highest average levels of uranium dust
(Table 2).
The mortality ratios reported in this study should be
interpreted with caution. First, many of these persons
spent most of their lives in Tennessee, and death rates
for certain cancer sites are lower in Tennessee than in
the United States. Ratios of age-standardized mortality
rates for white males in 1950-1969 (i.e., the rate for
Tennessee divided by the rate for the United States)

Table 9. Logistic regression analysis of lung-cancer mortality for Tennessee-Eastman Corporation white males

Deaths Due to
Lung Cancer
Age In
1945

r

Number at
Risk
n

i

i

Observed

P

i

Deaths Per 1000
Expected

Eq.
(9)

Ea.
(10)

C
E

13
5

1949
2553

6.7
2.0

4.2

4.6

3.9

3.5

C

E

45
43

2888
3673

15.6
11.7

14.0
12.9

15.5
11.8

35-44

C
E

66
55

2470
2326

26.7
23.6

26.2
24.2

28.5
21.8

45+

C
E

57
40

2045
96.5

27.9
41.5

33.0
30.5

27.9
41.5

< 25

25-34

ML Estimates for Equation (10):
Parameter

V
l
a2

a

6

Estimate

Standard
Deviation

-5.372
1.218
1.842
1.820
-0.274
0.685

.246
.259
.185
.280
.135
.250
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were 0.67 for cancer of the colon and 0.49 for cancer of
the rectum; ratios for lung cancer (0.88) and for all
cancers (0.84), however, were closer to 1.00 [12].
Second, some correction should also be made for (a)
deaths for which death certificates have not yet been
obtained (these are included in the "all causes" category
and (b) incomplete ascertainment of deaths by the SSA
system. An estimate of the latter error is being obtained
by more intensive follow-up of samples of TEC workers
to determine the number of deaths occurring among
persons not reported as dead by the SSA.
Use of internal comparison groups should help to
overcome the problem of incomplete ascertainment of
deaths, provided that there is no bias in cause of death
among nonascertained deaths across the subgroups compared. One statistically significant result of interest was
obtained from the logistic regression analysis. For lung
cancer mortality, a possible "interaction" between age
at hire (hence, age at "exposure" to uranium dust) and
exposure status was obtained (see Table 7). A single
interaction parameter for the 45+ age group was added
to the model, and the resulting analysis (see Table 9)
suggests that the exposed-control odds ratio is higher
for lung cancer in the 45+ age group. This possible increased risk of lung cancer in the older "exposed"
workers will be explored in more detail in subsequent
analyses.
Follow-up of the mortality experience of the entire
cohort is being up-dated to include deaths occurring to

the end of 1978. This will provide 30 to 35 years of
follow-up and allow further examination of long-term
effects such as lung cancer. A case-control study design
to evaluate variables such as smoking, uranium dust exposure (by using job titles and location of work, along
with air-sampling data), and medical history is also being
considered.
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A Critique of Person-Rem-Years as an Estimator of Risk*
from Ionizing Radiation
Peter G. Groer
Oak Ridge Associated Universities
Institute for Energy Analysis
Oak Ridge, Tennessee

ABSTRACT
It is customary to express the so-called absolute risk from different types of ionizing radiation as
the number of excess cancers per person-rem-year. It is obvious that this estimator for the cancer rate
depends linearly on time and radiation dose. I examine the circumstances under which the assumption
of a linear dependence on time and dose is justified and show that such dependence is a questionable
assumption for the radiogenic cancer rate in humans and in animals. Different statistical methods
(hazard plotting and total time on test) for the estimation of the cancer rate and for the nonparametric characterization of the tumor appearance time distribution are discussed. An analysis of the
data on the effects of 2 3 9 Pu in beagles and 2 2 6 Ra in man illustrates the usefulness of these methods.

INTRODUCTION
In prospective studies of the effects of ionizing radiation in man, the "absolute risk" is defined as "the number of excess (radiation-reiated) cases of cancer per unit
of time in an exposed population of given size per unit
of dose" [ 1 ] . It is customary to choose a reference
population of one million. Therefore, the absolute risk
is usually given in units of l/(10 6 -person-rem-year). In
practice the calculation of the absolute risk proceeds as
follows [ 1 ] :
a,- = estimated absolute risk for the group of individuals exposed to doseZ)/

^(XilPi-YIQVDi
= (Xt -

(1)

YPilQWiDi,

where
Xj = number of cancer deaths in the group exposed
to Dj ,

Pi = number of person-years = total time at risk (on
test) in the group exposed to Dj,
V = Number of cancer deaths in the unexposed
control group .
Q - numoer of person-years = total time at risk (on
test) in the unexposed control group.
For easy comparison, the notation of [I] was kept;
only the subscript i was added. The arbitrary factor 10 6
for the reference population was dropped. The radiation
dose, Dj, was given in rad or rem units.
In the following sections, I will analyze the implicit
assumptions that are made in the calculation of a, and
discuss methods for establishing their validity. First, I
will concentrate on the implications of Eq. (1) for the
distribution of time to death from cancer, then turn to
the dose dependence of a,-.
IS THE TIME FROM EXPOSURE TO CANCER
DIAGNOSIS OR TO DEATH FROM CANCER
EXPONENTIALLY DISTRIBUTED?

*This report is based on work performed under Contract No.
DE-AC05-76ORO0O33 between the Department of Energy,
Office of Health and Environmental Research, and Oak Ridge
Associated Universities.
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The numerator of Eq. ( I ) is simply the estimated difference of the rates of two homogeneous Poisson processes [2]. If Xj is the rate of the process in the exposed
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group and 0 is the rale in the control group, then
Eq. (1) implies that the time to death from cancer in
the two groups is distributed with two probability density functions (p.d.f.). \ exp( -X//)and/?exp(-/fr) (2).
More realistically, the p.d.f.'s should contain a tumor
growth period, g. This period, during which the cancer
grows to a diagnosable size or reaches a diagnosable
stage, represents the minimum latent period. It is, of
course, analogous to the guarantee period in reliability
analysis and can easily be estimated [3] if the p.d.f. for
the exposed group has the form

/tfr) = A,-exp[-*,<

(2)

Many statistical tests for the validity of the assumptions
that the underlying p.d.f. is a one- or two-parameter
exponential are discussed in the literature [ 3 - 5 ] . Here I
will not repeat the description of these procedures but
concentrate instead on two general, nonparametric procedures, hazard [6,7] and total-time-on-test (TTT) plots
[8]. Both methods are widely used in reliability analysis
but have been ignored in the analysis of follow-up
studies.

Hazard Plots

To prepare a hazard plot, one estimates the cumulative hazard, which is the integral of the hazard rate h(t).
H(t)= j
dt'h(t').
o
of the underlying distribution function with the following estimator [6,7]:

= 2 i in .

(3)

The symbol r,- is the reverse rank of the time of death
from cancer in the ordered sequence of all times (i.e..
withdrawal times and time to death) for one particular
group. The sum is extended over all times to death from
cancer smaller or equal to t. Because
(4)

for an exponential distribution, a plot of//(?) should be
a straight line on linear graph paper.
Examples of hazard plots are shown in Figs. 1 and 2.
The data for Fig. 1 came from a follow-up study of

CUMULATIVE HAZARD (%)
Fig. t. Estimated cumulative hazard vs time (from first intake of
painters exposed to more than 230 uCi 2 2 6 Ra + 228 Ra/kg skeleton.9

226

Ra + 2 2 8 Ra to diagnosis of osteosarcoma) in radium dial
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Fig. 2. Estimated cumulative hazard vs time (from injection of

radium dial painters [9]. Exponentiality for this subgroup of radium dial painters is suggested by Fig. 1 and
cannot be rejected by statistical tests [5].
Figure 2 shows a hazard plot for the time to death
from osteosarcoma in beagles that received injections of
239
Pu [10]. This plot on linear graph paper indicates
that the underlying distribution has an increasing hazard
rate. The "force of mortality" (a synonym for hazard
rate) for osteosarcomas increases with time after exposure.
An estimator [7] for the variance of H{t) is given by
Zl/r.
Total-Time-on-Test Plots

Barlow and Campo [8] suggested TTT plots to test
for exponentiality. On such a plot the ratio
TXX)c)fT(Xjv) is plotted vs k/N, the fraction of items
failed
T(X/c) - total time on test up to the kth death from
cancer;

239

P u to death from osteosarcoma) in level-2.0 beagles. 10

T(XN) = total time on test up to the Nth (i.e., last)
death from cancer, assuming N individuals
in the group.
Plots for distributions that are increasing hazard rate
(IHR) or decreasing hazard rate (DHR) are, respectively,
above or below the 45° line, which corresponds to the
exponential distribution [8]. Figure 3 shows a TTT plot
for the same data as in Fig. 2. The data points are above
the 45° line, confirming the earlier diagnosis of IHR.
These two examples demonstrate how easy it is to
check graphically for an underlying exponential distribution. Despite this fact and the abundance of analytical tests [3-5] for exponentiality, the validity of
this assumption is never verified in the "radiation risk"
literature. For short follow-up periods of several years,
this assumption is a good approximation, because the
force of mortality does not change significantly. For
follow-up periods of two or three decades, however, this
assumption is dubious and should be tested. Doll [11]
showed in his classical study that age-specific incidence
(i.e., the hazard rate) for many human cancers is described by h(i) = btk(b>0, k>0). For all cancers,
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Fig. 3. TTT plot for level-2.0 beagles.10

with the exception of melanoma, k is between 2 and 10.
Doll also noted a peaked incidence of leukemia in
atomic bomb survivors [11]. This incidence peak is also
acknowledged in [1], but the absolute risk estimates for
leukemia, based on Eq. (1), ignore any time dependence

oih{t).
Similar evidence comes from a study with beagles. In
this study, the underlying time distribution for death
from osteosarcomas becomes increasingly IHR as the
administered amount of 2 3 9 Pu increases [12] (see also
Figs. 2 and 3).
These facts all suggest that the assumption of a homogeneous Poisson process is probably unrealistic, but
caution, especially for high doses of radiation, is advisable, as the example in Fig. 1 shows. Large doses of
radiation may have an "autotherapeutic" effect and
could modify the process of radiation carcinogenesis
sufficiently to change the class of underlying time distributions.

DOSE DEPENDENCE OF THE
ABSOLUTE RISK

Until exponentiality is proven, all inferences drawn
from absolute risk estimates have to be viewed with
caution. In particular, the dose dependence of a,- used in
[1], the so-called linear dose-incidence model, should
not be considered as supported by data, because the
analysis of the time dependence of radiation carcinogenesis is suspect. According to this model,
A,- = 0 + oD,-.
The total rate of the carcinogenic process in group A is
the sum of the "background" rate,0, and the radiationinduced rate. The index, i, for a can therefore be
dropped. If withdrawal times and time to death (or
diagnosis) are known for each dose group, then each
ffj(t) for the group exposed to Dt should be a straight
line on linear graph paper, if Eq. (5) holds. The validity
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of this model could be checked, for example, for the
data on atomic bomb survivors, but unfortunately the
data are not readily available in such detail. For some
tumors and for certain exposures, /? is negligible compared to aDj in Eq. (5). Then the slope of Ht{t) should
be proportional to dose if Eq. (5) holds.
In the terminology of reliability analysis, this means
that according to Eq. (5), radiation carcinogenesis is
characterized by an accelerating function,Djt [13J.
REM OR RAD: THAT IS THE QUESTION
Rad is a purely "physical" unit, determined solely by
the type and energy of the radiation used. Rem, according to at least one definition [ 1 ] , is rad times relative biological effectiveness (RBE). The RBE, however,
is "the experimentally determined ratio of an absorbed
dose of a radiation in question to the absorbed dose of a
reference radiation required to produce an identical
biological effect in a particular experimental organism
or tissue [ ' ] . Because this ratio is determined from
absolute risk estimates for the two types of radiation in
question, the measure person-rem-years is "twice" as
dubious as person-rad-years. For this reason, the use of
rad should be preferred to rem.

CONCLUSION
The use of Eq. (1) to estimate absolute risk was criticized because the equation contains two unproven assumptions of exponentiality and also of an accelerating
function linear in dose. The hazard rate for many spontaneous cancers in humans increases with time The
example using data from beagles injected with 239 Pu
also shows an IHR distribution and suggests a hazard
function proportional to t"(a> 1) for some dose

groups. These facts demand verification of the two assumptions before Eq. (1) is used for risk estimation.
Two graphical methods and referenced analytical
methods that are useful to test these assumptions have
been discussed. Now I will describe what is assumed if
cumulative hazard or TTT is plotted. These methods
assume that the underlying random variables corresponding to withdrawals and competing causes of death
are independent and identically distributed. The independence assumption has been questioned [ 1 4 ] . -;nd it
has been pointed out that serious errors in estimating
the net distribution function for one particular cause of
death can be made if the risks are assumed to be independent when, in fact, they are dependent [ 1 5 ] . For
dependent competing risks, bounds for the net distribution functions can be estimated [ 1 5 ] . These bounds are
valid for any type of dependence, and they are far apart
if withdrawing and censoring are heavy. It is not known
if the bounds are closer together for the types of dependence found in biological systems. It might be possible
to answer this question after "biological" dependences
have been characterized probabilistically. The analysis
of osteosarcoma induction in beagles seems to suggest,
however, that estimates of the net distribution function
under the assumption of independence are not seriously
in error since the trend of accelerated tumor appearance
continues as the data become gradually uncensored at
the higher dose levels [ 1 2 ] . The second assumption of
identical distribution is unverifiaHe at present, and this
author does not even know what additional data would
be needed to verify this hypothesis. The assigning of a
unique cause of death presents an additional difficulty,
since it is clear that sometimes this involves the subjective decision of a pathologist. When multiple pathological findings are present at the time of death, the pathologist defines the minimum of the random variables for
the statistician.
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Workshops

Workshop I
Model Evaluation
Ronald K. Lohrding, Organizer
SUMMARY
The purpose of this workshop was to provide a forum for considering the problem of model evaluation.
The formal presentations included:
1. "Sensitivity Analysis for National Energy Models," Michael D. McKay and Andrew Ford, Los Alamos
Scientific Laboratory,
2. "Strategies for Model Evaluation," James Gruhl, MIT Energy Laboratory, and
3. "Methodological Issues in Analyzing Automotive Transportation Policy Models: Two Case Studies,"
David Roberts, presenting paper for Barbara Richardson, University of Michigan.
These formal presentations were followed by a period of open discussion. The discussion centered around the
above presentations and general model evaluation topics.
Modei evaluation is a complex interdisciplinary problem that involves systems analysts, modelers,
engineers, physical scientists, social scientists, and statisticians. It was agreed that any successful evaluation of
a model will require cooperation and expertise to address the problems of sensitivity analyses, assessment of
importance of variables, determination of variable selection methods, model validation, and model
documentation.
Conclusions include the following: (1) statisticians can contribute as members of model evaluation teams
and (2) sensitivity analysis as presented in the first paper is a logical and important aspect of model
evaluation. Further, our goal is to extend development of model evaluation techniques beyond the black box
view of a model.
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Sensitivity Analysis and a National Energy Model Example*
Michael D. McKay
Los Alamos Scientific Laboratory
Los Alamos, New Mexico

ABSTRACT
Sensitivity analysis, a study of changes in a model output produced by varying model inputs, is
much more than estimating partial derivatives. As a part of model evaluation, it is an exploratory
process directed toward finding out how and why a model responds to different values of inputs.
When viewed as a data analysis problem, the intent of sensitivity analysis is to make an inference about
a model based on a sample of observations generated from the space of input values. The validity of
the inferences is tied closely to the laws, or assumptions, relating the observations (data) and the
model.

objectives of the study - things one would like to find
out about the model - and then to look for analysis
procedures (sensitivity measures) that will satisfy the
objectives.
Some of the ideas in this paper have evolved from
work done for the Nuclear Regulatory Commission and
the Department of Energy in the area of model
(computer code) evaluation. We will look at what is
meant by a model, sensitivity analysis as a part of model
evaluation, and a data analysis approach to sensitivity
analysis. Finally, some results of an analysis of the
National Energy Model COAL2 will be presented as an
illustration of what can be done in practice.

INTRODUCTION

This presentation is intended to serve as an introduction to a discussion of sensitivity analysis of complex
models. By sensitivity analysis, I mean, very generally, a
study of changes in a model output produced by varying
model inputs. When viewed as a study of variation,
sensitivity analysis is much more than estimating what is
called a "sensitivity coefficient," the rate of change of
an output with respect to an input. Hence, sensitivity
analysis may not be the right term to use to refer to the
study. Indeed, statisticians, whose primary function is to
study and explain variation, are rarely called sensitivity
analysts. Nevertheless, I will use the term sensitivity
analysis in the broad sense.
The definition of sensitivity analysis — a study of
changes in a model output produced by varying model
inputs — does not immediately lead to a definition of
sensitivity or to definitions of measures of sensitivity.
Rather than trying to develop a sensitivity analysis
methodology through the definition/theorem approach,
I think it is more useful, at least now, to specify

*Report LA-UR-79-2895, Los Alamos Scientific Laboratory,
Los Alamos, New Mexico. Work supported by the Department
of Energy under Contract No. W-740S-eng-36.

THOUGHTS ON SENSITIVITY ANALYSIS
A Model

In this discussion, a model is a computer program
(code) that transforms a vector X of inputs into an
output Y(i) which is a parametric function of time.
Symbolically, we write Y(t) = h(t; X), where h(') represents the calculations done by the code. The inputs can
be model parameters or problem description variables
such as initial conditions. The space of input values for
which the model is intended to perform correctly is
denoted by S, and t is on some closed interval, say

[0,71.
139

140

When models are used to predict what might happen in
a real system under some set of conditions — for
example, future energy demands or the response of a
nuclear reactor to a valve failure - the value of the input
vector X that will give the "correct" or best prediction is
usually not known. We will describe this uncertainty in
the input values by a probability function f{x) on the
input space S. Then, a more complete symbolic description of a model is

we know what things to look for and how to measure
them.
This approach to sensitivity analysis is one cf those a
statistician can take when studying experimental data.
Hence, by looking at sensitivity analysis as a data
analysis problem, a statistician might be able to see how
to modify and apply statistical analysis methods to the
area of sensitivity.
A Data Analysis Approach to Sensitivity

We will assume that/(') is known, although in practice
we may have only incomplete information about it.
Often, S is taken to be a Cartesian product of intervals
("error bands" on the inputs), and /(•) is a uniform
probability function.
In the following discussions, the parameter t will
occasionally be suppressed in the notation for simplicity.
Model Evaluation and Sensitivity
Analysis
Model evaluation is concerned with many facets of the
Y(t) = h(t;X) relationship, including the logical structure and internal consistency of the computer code, the
plausibility of the output for various values of the
inputs, and the agreement between the output and
experimental or historical data. Because Y(t) is a
function of time, model evaluation can be performed for
both individual time points and time intervals.
Sensitivity analysis is the part of model evaluation that
studies the changes in a model output produced by
varying the inputs. As such, it can cover a very broad
area with respect to objectives and techniques. The
objectives may include determining the rate of change of
the output with respect to each input, ranking the inputs
with respect to their importance, or specifying the
proportion of output variability attributable to each
input.
More simply, one might say that the purpose of
sensitivity analysis is to see how a model responds to
different values of the inputs. Consequently, one would
study a model with the aim of discovering things about
it. The key is discovery — of predictable results and
unexpected ones, of important inputs and unimportant
ones, of a wide range of variability in the output or a
not-so-wide one.
If we accept the discovery notion, we should view
sensitivity analysis as an exploratory investigation until

Unless a model has a known and manageable analytic
form that can be manipulated mathematically, sensitivity studies will consist of choosing, for example, N
vectors of the input for which values of the output are
obtained. The N pairs (Xu YY),...,
(XN, Yfj) constitute data on which analyses are performed.
As an example, suppose XQ represents the nominal
values of the individual inputs and Yo is the corresponding nominal output value. Let X( be the vector of inputs
with all values at their nominal except for component i,
which has been perturbed by a small amount dj. An
analysis could consist of the calculation of estimates of
the partial derivatives as s,- = (Yj - Y0)jdj. One could use
the number Sj as a measure of the sensitivity of the
output to input number i.
Viewed as a data analysis problem, the intent of
sensitivity analysis is to make an inference about the
model h(t\ X) based on the observations
(Xx, Y{), ..., {XN, YN). Two immediate issues are
(1) the selection of input values X\, ..., AJV and
(2) thp analyses to be performed.
Input values should be chosen in a manner related to
both the intended use of the model and also the
expected sensitivity analysis procedures. The selection of
the set of input values may be made by intuitive choice,
systematic designs, sampling plans, or combinations of
these. (The choice of method might be influenced by the
cost of the model calculations.) Clearly, the total merits
of the selection procedures cannot be determined
without reference to the anticipated analysis.
The analysis of data has as its foundation the
procedure used to select the input values and the
observed variation among the outputs Ylt . . . . Yjy.
These two things together constitute the basis for
inferences about the model.
Before continuing, something should be said about the
difference between data obtained from a computer code
and experimental/observed data familiar to statisticians.
There is no "random error" associated with computer
calculations. Given an input vector X*, we assume that
the calculation h(t;X*) will always produce the same
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Propagation of error, as the second technique above is
value Y*(t). This fact must be kept in mind when talking
about things like the variance of an estimator or a r-test. called, can be applied under the law that a Taylor series
In view of the properties of the data for a sensitivity approximation of ft(*) in the inputs X is an adequate
study, classical inference (hypothesis testing and estima- representation. In the nonlinear case, however, the
tion) must take on a slightly different perspective. partial derivatives are generally nonconstant functions of
Usually, we make inferences about a population using the inputs. Hence, where to evaluate the partials and
some kind of a sample from it. The inferences are based even the possibility of using a directional derivative tend
on assumptions about the population and the sample. To to cloud the issue of quantifying importance.
denote these assumptions, I will use the term "law"
I want to leave the definition of importance as a
rather than the term "model" (as in a linear model) to possible item for discussion in this workshop. The
avoid confusion with the model Y(t) = h(t; X). Gener- following points might be kept in mind:
ally, laws are assumptions about where the observations 1. There are many ways to measure importance relative
come from and how they are related. Laws need not be
to the observed variation in a sample of output
complete in specification [i.e., NQA,O2) with n and a 2
variables.
unknown], but they must be complete in the sense that
2. The laws under which measures of importance are
they allow for legitimate inference.
valid should be identified.
Laws usually include an explanation (assumed) for
variation in the data — for example, experimental error 3. The effect on the measures of violation of the laws
by the model should be known at least qualitatively.
or different values of an independent variable. It is
relative to the laws (assumptions) that analysis pro- 4. Means of detecting violations of laws are needed.
cedures are judged with respect to things like optimality,
smaller variance, and so forth.
Objectives of Sensitivity Analysis
In summary, the data analysis approach can be viewed
In this section, I want to list some objectives for
as a two-step process: (1) selecting model input values
performing
a sensitivity analysis. Having stated objecand (2) performing analyses involving the inputs and
tives,
one
can
assemble techniques and formulate strateassociated outputs. The foundation of the analyses is the
gies
to
create
a
sensitivity analysis methodology.
observed variation among the output values. Laws
In
sensitivity
analysis,
one might want to identify
(assumptions about the relationship among the input
values, the output values, and the model) provide the
1. important inputs;
scope within which inferences about the model are 2. important subsets of inputs;
made. The validity and effectiveness of the inferences
3. important pseudo inputs, such as the product of two
are judged relative to the laws.
inputs;
Defining Importance
Most of the objectives in the next section include some
reference to important inputs (or sensitivity). Hence,
some quantifiable meaning should be attached to the
term "importance," if possible. We might say that an
input is important if a change in its value causes a
substantial change in the value of the output. A measure
of importance could be the partial derivative (sensitivity
coefficient). This approach to importance is reasonable
when the relationship between the output and the inputs
is linear (i.e., under a "linear model" law). Alternatively,
one might look at the variance of the output under the
linear law and use the square of the partial derivative
multiplied by the variance of the input (or the ratio of
this quantity to the variance of the output) as a measure
of importance. I prefer this alternative quantity because
it combines the rate of change of an input with its range
of values, and it is independent of the units of the input.

4. important segments of the range of values of an
input, such as a threshold value for importance;
5. inputs that are conditionally important, such as an
input A that is important when input B is greater
than 2;
6. unimportant inputs; and
7. unusual results associated with specific inputs (or
subsets thereof) or their values.
Certainly, many more objectives could be stated, and
each model being investigated will present special considerations. Even a partial list of objectives, however, can
be used to put together a set of techniques and to
formulate a beginning strategy for sensitivity analysis.
A Question for Discussion
What does it mean to say that an input is important or
that the output is sensitive to a particular input?
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AN ANALYSIS OF THE COAL2 NATIONAL
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In the following sections, I will summarize some of the
techniques and results from an analysis of the model
COAL2. This work was performed in collaboration with
Andrew Ford from the Energy Systems and Economic
Analysis Group at the Los Alamos Scientific Laboratory
[1,2].

4.0
3.0-

The Model
The model used in our study, COAL2, was developed
by Roger F. Naill of the Dartmouth College Systems
Dynamic Group under a contract, first from the National Science Foundation and later from the Energy
Research and Development Administration. The model
is designed to allow investigators to test a variety of
energy policies that may affect the nation's ability to
reduce its dependence on oil imports during a period in
which domestic production of oil and gas is on the
decline.
In our study, 72 inputs wt re selected for investigation.
Of these, five were assigned discrete probability distributions. The remaining 67 inputs were assigned uniform
distributions on intervals. All inputs were treated as
having independent distributions.
Thirteen outputs were recorded at 36 successive time
points. The outputs Gross Energy Demand (GED) and
Average Energy Price (AEP) will be discussed here.
Gathering the Data

The values of the inputs were selected according to
Latin hypercube sampling [3] for the continuous
variables. For the sample size of 100, the range of each
input was divided into 100 equal (probability) length
intervals. The intervals were sampled according to
uniform distributions to produce 100 distinct values for
each of the inputs. The values of each input were
assigned at random and without replacement to the 100
runs.
For the discrete inputs, the values were assigned at
random to the runs in proportion to the probabilities of
the values.
After obtaining the 100 vectors of 72 input values, we
made 100 runs of the COAL2 model. An additional run
with all inputs at their mean value was made to generate
the base case (nominal) output values.
Plots giving 4<;scriptive statistics for the outputs are
given in Figs. 1 and 2. The statistics were computed
independently at each of the 36 time points. Figures 3
and 4 show the output plots obtained for the first five
runs. These plots typify the data for the two outputs.
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Fig. 1. Descriptive statistics for GED.
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Fig. 2. Descriptive statistics for AEP.

From this point, our analyses proceed along two
parallel paths: (1) formal calculations of a measure of
sensitivity as a guide for assigning importance to inputs
and (2) informal examination of the data to get a feel
for general trends and irregularities. I will talk here
about the formal study. An informal study is found
elsewhere [2].
Formal Study of the Data

The general approach we use in formal sensitivity
analysis is outlined in Fig. S. An assumption we operate
under is that the determination of important inputs
from a set of inputs is easier when the number of inputs
is small.
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If we let the vector of inputs X represent the set of
inputs used to generate the output values, we begin by
forming "candidate" subsets of X denoted by Xc(t). At
each time t, X is like the variable pool in stepwise
regression, and Xc(i) is the subset of the pool that has
been selected for inclusion in the regression.
We use step-up partial rank correlation to enter inputs,
one at a time, into the candidate subset. We continue to
include inputs until (l)the magnitude of the largest
partial rank correlation is less than a minimum value rs
for selection or (2) the magnitude of the partial rank
correlation for the last selected variable is greater than a
maximum value /y, which measures the sufficiency of
the linear fit.

The results from using several values of rs ranging from
0.5 to 1.0 are examined to see how the candidate subsets
Xc{t) change over time. We have found that using the
95% critical values from the distribution of the ordinary
correlation coefficient (with appropriate degrees of
freedom) from normal theory produces pleasant results.
The sufficient-fit criterion is used in the stopping rule
because the number of observations (runs) in our studies
is not always greater than the number of inputs. We have
only seen this criterion active when the number of runs
is less than about one-third the number of inputs. The
value we use is rf = 0.98.
There are many things that could be said about using
partial rank correlation to select the candidate subsets
and about the stopping rules. Certainly, the procedures
are ad hoc and depend heavily on linearity to be
effective. Let me leave this topic open and just mention
that we look at the difference between results from
ranked and unranked data as an indication of nonlinearity.
After constructing the candidate subsets at each time
point, two phenomena are often observed: inputs are
selected at isolated time points, and, conversely, inputs
are selected at all but a few successive time points.
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Because of these phenomena, we make the assumption
that inputs will not be important at only isolated time
points. This assumption leads to a refinement procedure
for the candidate subsets. We smooth, or filter, the
subsets by removing inputs that were selected only once
within a time interval of width w. Likewise, if inputs
were selected at two points not farther apart than w, we
include them at all time points in between.
The choice of a value for w is critical and requires a
study of the results to find a good one. Too small a value
for w can produce candidate subsets that vary greatly
over time. Too large a value can cause the size of the
subsets to get very large. The value used will depend
greatly on the modeled event and on the time-step size
relative to the dynamics of the model. In the C0AL2
study, we used w ranging from three to nine years.
Summarizing the first stage of the formal sensitivity
analysis, we

The plots reflect changes in the candidate subsets over
time and something of the quality of the laws underlying
the analysis procedures. The smooth behavior for GED is
easily contrasted with the behavior of the determinant
for AEP.
Plots of the partial rank correlation coefficients
(PRCCs) are given in Figs. 8 and 9.
For GED, a total of five inputs were selected over the
36-year time horizon. Input 6, long-term growth rate,
enters at year 2 and continues as a dominant input
through year 36. Input 11, table multiplier for the
fraction of energy demanded as electricity, is in candidate subsets until year 26. Changes from the value 0 on
the vertical axis show when inputs enter or leave the
subsets.

1. select, from the initial set of inputs X, candidate
subsets Fit) at each time point using step-up partial
rank correlation; and
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2. filter the subsets Xc(t) to include or remove inputs
depending on their occurrence or nonoccurrence in
neighboring subsets.
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After establishing the candidate subsets, we use them
to calculate partial rank correlation coefficients as
measures of sensitivity. Plots of the determinant of the
correlation matrix as a function of time are given in
Figs. 6 and 7. The plots indicate how well the linear (in
ranks) law in the inputs fits the data. The value of 0
indicates a perfect linear fit.
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We interpret the GED results as indicating that input 6
is the most important input from year 3 until year 36.
Input 11 is important early, and diminishes in importance. After the first 20 years, inputs 6 and 8 are the
only single inputs detectable as important.
A comparison of the PRCCs in Fig. 8 with the
summary statistics in Fig. 1 shows that the size of the
candidate subsets decreases as the variance of the output
increases over time. One can also see that the analysis
and the linear law is less effective toward later years,
where more variation is observed in the data. All things
considered, past experience directs us to classify results
for GED as reliable.
The results for AEP show a somewhat different side of
possible outcomes in our sensitivity analyses. The
behavior of the PRCCs indicates no clear choices for
inputs of standout importance. Input 20 dominates at a
relatively high level for the first nine years. After that
time, no inputs have a very high partial correlation with
AEP. The conclusion from the PRCCs is that no single
variable stands out as important in a high degree (value
ofPRCC).
A comparison of the PRCCs for GED with those of
AEP can lead to the conclusion that the PRCC is
incapable of detecting singly important inputs in some
cases. Another conclusion, however, is that single variables are not important for AEP, but that combinations
of variables are important, as in interaction in analysis of
variance. In this problem, there are 2556 distinct pairs of
inputs. I regret to say that I have not pursued this matter
further.
In closing, I have presented the basics of a formal
analysis procedure we are using. Sometimes it works
very well; at other times it doesn't. It does, however,
offer indications of what variables to look at first when
trying to explain the behavior of a model.
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Strategies for Model Evaluation
James Gruhl
Energy Model Analysis Program, Energy Laboratory
Massachusetts Institute of Technology
Cambridge, Massachusetts

ABSTRACT
A short discussion about the importance of procedures for evaluating the accuracy of complex
computerized policy models, a description of a large number of alternative methods for model assessment, and the selection of cost-effective evaluative strategies are presented. Because the assessment
activities are likely to be severely constrained by available funding, time, and manpower resources,
there are potentially great dividends that will result from the careful consideration and selection of
assessment techniques. Strategies for assessment should be c';osen with particular attention directed
toward assessment objectives and model characteristics.
NECESSITIES AND DIFFICULTIES
OF EVALUATIONS

Complex computerized models have become a dominant means for conducting quantitative research and are
becoming common vehicles for communicating ideas and
research results. Recently, however, decision makers
have experienced rapidly growing personal skepticisms
and have identified professional risks associated with the
use of these large computerized models, especially those
models that operate far beyond the limits of individual
human understanding. If the development and use of
these models is to continue to grow, then there also
must be a growth of objective techniques for assessing
the quality of the predictions that result from the use of
these complex models. This paper outlines a number of
these general assessment techniques that have been developed and used in our major energy model assessment
projects.
Figure 1 shows a general sequencing of the modeling
process with construction at the top of the figure and

•This work was principally supported by the Systems Program,
Energy Analysis and Environment Division, Electric Power
Research Institute. Some of these developments resulted from
research sponsored by the Office of Applied Analysis, Energy
Information Administration, U.S. Department of Energy.
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application at the bottom. As mentioned, the principal
motivation for constructing models is generally as a
means of holding large amounts of complex interdiscipli-
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Fig. 1. Flow of activities in the development and utiization of
a model.
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nary information. This information originates as data
and structural observations of an object or system intended to be conveniently reproduced by the model.
The lower part of Fig. 1 represents the model's utilization, with the outputs attempting to represent some understanding of the characteristics, future course, or response to controls of the original object or system.
The ideal form of model evaluation would involve
taking the outputs from a model and comparing them
with reality. Since most models are intended to be predictive of future events or other effects for which no
measurement system exists, the ultimate validity comparison is generally not possible. In Fig. 1 this ultimate
method of assessment is shown as the dashed arrows on
the lower right of the diagram. Such a comparison is
possible when a model is intended as a simplified characterization of a prototype or system that can be checked
with any number of repeatedly and parametrically designed observations. When such a comparison is not possible, there is no other evaluation alternative other than
tracing backward through all the other sections of Fig. 1,
checking all of the phases of model use and development
(going from the bottom to the top):

It is, however, possible to evaluate even mature, undocumented models by mimicking the procedure that might
have taken place in the development of that model.
Model development is probably most accurately
characterized as a process that is an erratically progressing set of parallel and feedback modeling activities. It is
a difficult and somewhat arbitrary task to define discrete
stages of model development. The flowchart in Fig. 2
represents one attempt at a quite detailed outline of
model construction activities. Each of the development
stages in this figure represents a group of similar activities. The flowchart, in moving from top to bottom,
moves from the ideal to the actual. Thus, each arrow of
the flowchart represents an actualization of ideal elements, an actualization which is manifested as compromises, approximations, and other kinds of points of corruption in the model development process.
The question now arises as to what types of assessments are most appropriate at the various stages of
model development. Some of these assessments include

• misinterpretations of outputs,
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• errors or compromises in calibration,
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• assumptions in structural specification, and
• measurement errors or synthetic observations.

CONCEPTUALIZATION

This sequence of assessment activities is now turned
around, since the most systematic procedure for such
assessments is to trace the actual chronology of model
construction and use.

RESEARCH PLAN

Ideally, model evaluation should be conducted in
parallel with both model development and model application. In such cases, there are assessment opportunities
that are not otherwise available:
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Fig. 2. Steps in the process of model development, from ideal
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global perspective, counter-analysis, data error estimation, counter-modeling, respecification, aggregation or
disaggregation, data splitting, measures of fit, ridge regression, sensitivity of fit, checks against new data, structural error estimations, and comparisons with structures
of other models [1]. Each of these activities is. an attempt to probe for the existence and extent of corruptions that have taken place in the actualization of the
model. For example, consider the first step in the model
development process, the transfer from motivation to
conceptualization. In drawing the free-body diagram
around the effects and variables that would be included
in the model, the builder has made assumptions about
endogenous, exogenous, and untreated effects. These assumptions can conceptually be evaluated by examining
one more layer of detail around the free-body diagram,
in other words, stepping back and taking a more universal or global perspective. Incidentally, ideal pieces of
model documentation can also be identified as associated with the decisions and actions taken at each stage
of model development.
EVALUATING MODEL APPLICATION
The next logical focal points for evaluation activities
are the potential points of corruption at the stages of the
model utilization process (Fig. 3). Here again, the stages
move from ideal to actual and track the chronological
history, this time of the application process. Some of the
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(activities and outcomes)
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Fig. 3 . Steps in the process of using a model, from ideal to
actual, and potential points (arrows) of corruption in the utilization procedure.

gamut of assessment techniques that aim at the points of
corruption of model use include collections of potential
policy actions and model uses that motivate the experiments, evaluations of measurement errors and input uncertainties, incorporations of structural uncertainties
analysis, propagations of input and structural uncertainties through the model, validations of interpretations,
assessments of predictive quality, and evaluations of
thoroughness of validation procedures.
EVALUATING EXISTENCE AND MAGNITUDE
OF CORRUPTIONS
The previous sections have suggested that an important way of identifying paths for model assessment is to
make examinations of single points in the procedure of
model activities. It is not difficult, however, to think of
examples where such microscopic inspection may be either impossible or cost-ineffective. At several points in
the remainder of this paper, a strategic sequence will be
discussed that does not depend upon a series of single
inspections. This sequence includes these stages:
• specification,
• narrowed screening,
• focused investigation,
*> broadened perspective, and
• respecification.
Using these definitions, the assessments discussed in the
previous sections are all focused investigations.
What then is needed is some way to broaden the
scope of modeling activities that can be assessed with
one experiment. Of course, such broadened assessments
are quite common, such as input sensitivities mapped
into output spaces. As in the identification of points of
corruption, here also is a way of identifying all possible
evaluation activities, which involves a modularized description of those evaluation techniques. The first component in such a description is the specification of the
point at which an action is performed on a part of the
model or its process. The second component involves the
selection of a particular type of action. Then there is a
mode of transferring this action to the point of examination. And finally, there is a form for the examination
and a basis for comparison. Table 1 lists the components
that we have used in our own assessments or found described in the literature [2]. Most of the terms used in
this table have been discussed before, except structural
parameters which are those constants that are intended
to remain unchanged for a wide range of different model
applications.
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Table 1. Evaluation techniques to determine the existence and extent of corruption*
Point of
action

Type of
action

Transfer
mode

Point of
examination

Form for
examination

Basis for
comparison

1. None

1. No action, base
case or standard
version

1. None

1. Output
variables

1. Direct
examinations

1. Comparison
with other empirical models

2. Observation
data

2. Perturbed at
point of
application

2. Re calibration

2. Output
values

2. Tabular or
matrix
displays

2. Comparison
with theoretic
or analytic
models

3. Calibration
procedure

3. Systematic
perturbation

3. Single or
multiple runs
of full model

3. Structural
variables
(endogenous,
exogenous, or
untreated)

3. Graphic or
distributional
displays

3. Comparison
against hand
calculations or
reprogrammed
components

4. Input values

4. Discrete or distribution error/
uncertainty estimations (ellipsoidal
or other subspace
specification)

4. Correlation
or irrelevance
tests

4. Structural

4. Additive
differences

4. Data splitting
by time, region,
or type

5. Input
variables

5. Additional fabricated data or
structural forms

5. Linear or
nonlinear
simplified
model

5. Structural
parameters

5. Gradients or
percentage
differences

5. New data with
time, experiments, or
simulations

6. Structural
parameters

6. Additional
measured data or
more sophisticated
structural forms

6. Portion of
decomposed
model

6. Input
variables

6. Comparative
ratios or other
multiplicative differences

6. Optimality
or stability

7. Structural
functions

7. Selective removal
of certain (relevant,
irrelevant, or correlated) data or

7. Model with
one or more
new components

7. Input
values

7. Fit, confidence,
or uncertainty
discrete
measures

7. Comparison
with understanding, reasonableness,

functions

structural forms
8. Structural
variables (exogeneous, or

8. Linear or nonlinear model
simplifications

and accuracy
8. Simplified
or full model
inverse

8. Calibration
procedure

untreated)
9. Output
values

10. Output
variables

9. Aiming or optimizing with respect to
some target set or
performance measure
10. Weight values by
a measure of certainty or relevance

9. Observation
data

8. Examination
of appropriateness and detail
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One thing that is immediately clear about Table 1 is
that not all of the over 300,000 combinations represent
valuable assessment techniques. It is clear that some
guidance to the important entries in this opportunity set
is necessary. (Note: ref. 1 lists about 60 important combinations.) Using the module numbers of Table 1, some
of these more important assessment techniques include:
• 433237, input/output sensitivity mappings [3];
• 443277 and 643277 simultaneously, propagation of
input and structural uncertainties [4];
• 781527, describing function techniques [5];
• 445227, uncertainty propagation through describing
functions [5];

effects of discovered programming errors were investigated. This investigation led to a new standard base-case
version of the model, which was followed by a set of
screening runs. Several groups of many model changes
were set up, each of the changes estimated to yield output perturbations that were roughly in a consistent direction and of reasonable magnitude relative to the other
changes in its group. The counter-intuitive or interesting
results were successively identified as coming from smaller and smaller groups of changes, until the important
issues could be confronted with individual strategies. Finally, the most important issues were combined to determine nonlinear effects, and a new standard base case was
eventually defined. This procedure is generalized in the
flowchart shown in Fig. 4.

• 252251, strength measures [ I ] ;
• 872517, ridge regression;
• 928757, contributive analysis; and

STRATEGIC CONSIDERATIONS

To make choices between alternative assessment
paths,
the objective or goals of the assessment must first
• 272544, structural parameter investigations with data
be
clearly
understood (Table 2). The most obvious, and
splitting.
perhaps best defined, of these objectives is the validation
Another thing that is immediately clear upon inspec- of the input data and structural form of the model relation of Table 1 is that with the huge number of available tive to specific applications. It would probably be more
assessment techniques there must be some overall assess- useful to make statements about the appropriateness of
ment strategy for the effective selection of appropriate a model for contributing information to future policy
techniques.
decisions in generic application areas. Two objectives
that would be difficult to achieve simultaneously would
GENERAL STRATEGIC FRAMEWORK
be (1) suggest improvements and (2) establish credibility. The first of these suggests a series of model versions,
Because the assessment process is likely to be sewhile the second suggests a single model version estabverely limited in resources such as time, funding, and
lished at the beginning of the assessment.
expertise, it is important to conduct a carefully orchesAs mentioned in the previous section, model charactrated, cost-effective assessment strategy. In the assessteristics also play a key role in the selection of a clever
ment of the ICF Coal and Electric Utilities Model [3], a
systematic assessment strategy (Table 2). The ICF model
number of assessment objectives and model characterismentioned previously was very expensive to run, thus
tics led to the sequencing of seven categories of model
requiring as an important strategic factor a minimum use
runs:
of the full model. For models in development, or for
• equivalence runs,
immature models, conceptual overviews may be sufficient
for reaching major conclusions.
• effects of verification corrections,
Finally, based upon considerations of assessment ob• new standard scenario,
jectives and model characteristics, there are a number of
• screening runs,
alternative settings, depths, and scopes that can be chosen to fit those considerations (Table 3). Some of these
• individual issue runs,
alternatives result from the possibility of different asses• combined issue runs, and
sor identities. In addition, the assessors could address
either a single model or several comparable models.
• new standard scenario.
There could be very different expectations from the asFirst the equivalence runs were used to establish that the sessment process depending upon this choice of setting.
in-house version of the model was comparable or identi- For instance, the model builder could obviously provide
cal to the version of the model selected for assessment. a very cost-effective assessment, but credibility would be
After reprogramming of critical sections of the model, difficult to establish under such circumstances.
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Fig. 4. General strategy for independent evaluation - activities preceding and including model runs.

Table 2. Important considerations in developing a
cost-effective strategy
Assessment objectives
Validate specific past applications
Validate generic future applications
Suggest model improvements
Create resource group with model expertise
Establish credibility among users
Test model transferability
l-'urther art of model assessment
Model characteristics
Perceived importance of model, half-life of its usefulness
Model size, complexity, and types of analytic methodologies
Cost and time per run
Operational transferability, including extent and availability of
documentation
Range of intended applications
Previous model use and assessments
Stage of model development and maturity
Maturity of subcomponents and assessment history of those
components
Use of existing data bases and the assessment history of those
data
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Table 3. Organizational strategy options
Setting
One or
One or
One or
One or

several
several
several
several

model builders
model sponsors or users
independent assessors
comparable models
Depth

Literature review
Overview assessment
Audit
In-depth assessment
Scope of evaluation
Documentation
Data or input validity
Structural validity
Predictive validity
Verification of implementation
Operational characteristics
Scope of applications
Evaluate specific applications
General evaluation

As has been pointed out in several recent papers, an
important way to limit the assessment process is to limit
its scope (see Table 3). First, decisions must be made
concerning the version(s) of the model to be assessed
and the types of model applications at which the assessment process is to be aimed. Different aspects of the
model that can be evaluated in an assessment include
documentation, validity, verification, or operational
characteristics (Table 3).
The development and choice of the most costeffective validation strategies is virtually a new field of
research. It seems as though systematic techniques and
procedures may well be the most appropriate. Even
given good systematic validation techniques, there are a
number of reasons why model assessments are difficult
to conduct:
1. assessments can be as time consuming as the whole
model-building process,
2. model sponsors generally do not appreciate the additional funding requirements, and
3. decision makers who use models do not insist on
quality measures.

For each possible assessment setting, there are four
potential depths:
1. literature review: survey and critical analysis of the
published literature on the structure, implementation, and applications of one or more models;
2. overview: literature review plus analysis of computer
codes and other unpublished materials;
3. independent audit: overview plus the conduct of
model exercises designed by the assessor and executed by the modeler with the assessor "looking over
the shoulder"; and
4. in-depth: independent detailed assessment of model
formulation, structure, and implementation with the
assessor in control of the model and associated data
base.
The most cost-effective of these depths will depend
upon a number of model characteristics, most particularly, model maturity.

In addition, such assessment methodologies would likely
be both model- and application-specific, and probably
must await the development of more systematic modeling formalisms.
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ABSTRACT
A framework for the analysis of econometric mode's includes model structure analysis, equation
reconstruction, sensitivity analysis, forecasting behavior analysis, and model comparison. Issues raised
and problems encountered in analyzing two models, the Wharton EFA Automobile Demand Model
and the Jack Faucett Associates Automobile Sector Forecasting Model, are presented. These issues and
problems deal primarily with the documentation, data, computer programs, versions, and structures of
the models.

INTRODUCTION

The use of large-scale mathematical models has increased significantly in recent years, with many of these
models having been funded by the federal government.
A National Science Foundation study found that between 1966 and 1973 federal agencies other than the
Department of Defense supported or used more than
650 models developed at a cost estimated at $100 million [1]. Since 1973, many more models have been developed and used. Unfortunately, models are often used
before they are analyzed. A description of the multiple
uses and misuses of one large-scale automobile demand
model performed prior to model analysis is presented by
Saalberg, Richardson, and Joscelyn [2]. Fortunately,
however, "There is a growing recognition of the need to
assess large-scale models" [3, p. 2 ] .
The purpose of this paper is to present the methods of
analysis used in evaluating two econometric automobile
demand forecasting models. It is addressed to model
evaluators and hopefully conveys to them a workable
method for analyzing econometric models and an inkling
of the range of problems that they may encounter in
performing such analyses; to model builders so that they
will know what problems model users, model evaluators,

and policy analysts have in using models; and to policy
analysts in the hope that they will exercise care in their
selection and use of models.
The general framework of analysis that was developed
prior to review of the models will be presented first. It is
based in part on an analysis framework discussed by
Dhrymes et al. [4]. Next are discussions of the issues
and problems encountered in performing the analyses.
The two models that were analyzed are the Wharton
EFA Automobile Demand Model [5] and the Jack
Faucett Associates Automobile Sector Forecasting
Model [ 6 - 9 ] . Detailed descriptions of results of the
analyses of these two models are provided, respectively,
by Golomb et al. [10] and Richardson et al. [11].
The Wharton EFA Automobile Demand Model is an
econometric stock-adjustment model designed to forecast long-term equilibrium levels of the size and composition of U.S. automobile demand and stock, given projected vehicle characteristics and general economic and
demographic conditions, so that the economic and market impacts of alternative policies can be studied quantitatively. The model contains over 80 statistically derived
equations, 300 identities, and 590 variables.
The Jack Faucett Associates Automobile Sector Forecasting Model is a long-term automobile sector forecast-
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ing model comprising a stock-adjustment econometric
auto demand sector and a computational policy block
that represents the supply side of the market. It is small
compared with the Wharton EFA auto model and is designed to forecast the effects of such policies as fuel
economy standards, gasoline taxes, excise taxes, and rebates. The model estimates the effects of these policies
on gasoline consumption, vehicle miles of travel, new car
prices and sales, the number of cars in use (by size and
age), and fuel economy.
All models have certain strengths and weaknesses and
may be appropriate for one use and not for another.
Therefore, models should be evaluated with respect to
specific purposes and objectives. This philosophy is well
described as follows:
In the current state of our knowledge and analytical
needs, to concentrate our attention solely on proving or
disproving the "truth" of an econometric model is to
choose an activity virtually guaranteed to suppress the
major benefits which can flow from the proper use of
econometric models. Having constructed the best models
of which we are capable, we ought to concern ourselves
directly with whether or not particular models can be
considered to be reliable tools for particular uses, regardless of the strict faithfulness of their specification.
In this context, "validation" becomes a problemdependent or decision-dependent process, differing from
case to case as the proposed use of the model under consideration changes. Thus, a particular model may be validated for one purpose and not for another. In each case
the process of validation is designed to answer the question: Is the model fulfilling the stated purpose? We can
then speak of the evaluation of these models as the process of attempting to validate them for a series of purposes

[41This philosophy has guided our analysis to date.
ANALYSIS FRAMEWORK

The general model analysis framework presented here
was developed as a tentative plan to be followed in performing analyses of econometric models (primarily timeseries) relating to the motor vehicle transportation
system. It was developed before analysis of any models
began and was viewed as a dynamic framework, changeable as needed, depending on specific characteristics of
the models being reviewed.
The five primary tasks included in the model analysis
framework are
• model structure analysis,
• model reconstruction,
• submodel evaluation,
• full model evaluation, and
• model comparison.

Model Structure Analysis

The general purpose of model structure analysis is to
examine the structure and theory of the model so that
the model and its output can be more easily understood.
This task has two aspects. The first involves examining
the theory behind specific equations or sets of equations
in the model. The theory used in the model must be
checked for consistency throughout the model and with
observations about reality. An example of a set of equations is the stock-adjustment process commonly used in
automobile demand models. A knowledge of the theoretical work extant in the field of the model is required
in order to perform this task.
The second aspect of model structure analysis involves
examining the overall logic of the entire model. This
includes looking at how equations and sets of equations
relate to one another and at the assumptions made implicit by model design. Examination of the logic of the
model is facilitated by drawing flow charts of the interactions within the model. Information obtained in performing model structure analysis provides useful insights
in other steps of the model analysis, including submodel
and full-model evaluation and model comparison.
Model Reconstruction
The purpose of model reconstruction is twofold. First,
by reconstructing the model on an equation-by-equation
basis, the accuracy of the results reported in the model
documentation can be verified. Any significant differences should be identified to ascertain whether the
model being analyzed is the same model as that reported
by the model authors. Second, this effort provides statistical information concerning the quality of the model
that is generated in the course of building the model and
that can be used to evaluate the model.
Equation reconstruction includes replication of the
equations of the model on an equation-by-equation basis
using a standard regression package, checking the signs
of the estimated parameters against the predictions of
the theory, and testing the statistical significance of the
parameter estimates and the overall goodness of fit of
the equation as reflected in the coefficient of determination (R2). Also included is testing for the first-order
autocorrelation of the residuals by using the DurbinWatson statistic or the appropriate test for equations
with lagged endogenous variables.
Other tasks included in equation reconstruction are
studying the stability of the estimated equations, examining the equation estimation techniques, and analyzing
the sensitivity of the parameter estimates. The stability
of the estimated equations is studied by examining the
estimated parameters and summary statistics of the
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equation over different sample periods. Estimation techniques can be reviewed in several frameworks. First, appropriate estimation procedures on a single-equation
basis can be examined. Second, appropriate estimation
techniques for individual equations or groups of equations when viewed as part of an entire system of equations can be discussed. Finally, system methods of estimation can be examined.
When appropriate, the sensitivity of the parameter estimates to differing methods of estimation can be analyzed. This can be done by reestimating the equation
using alternative single-equation techniques such as instrumental variables or two-stage least squares, or system
techniques such as three-stage least squares or full information maximum likelihood, and by comparing parameter estimates.
Submodel Evaluation
Models have certain equations that "drive" the full
model (i.e., they strongly influence the dynamics of the
entire system of equations). Conceptually, a submodel
may consist of either a single equation or a group of
equations. Analysis of submodels permits detailed
studies of selected equations of the model and can provide valuable insight into understanding the sensitivity
and forecasting behavior of the entire system of equations. For example, it aids in pinpointing the sources of
unexpected output, cyclical behavior, or theoretically incorrect changes in output variables. Components of submodel evaluation are forecasting behavior analysis and
sensitivity analysis.
The forecasting behavior of an econometric time-series
model can be studied by running three basic types of
simulations that can be used to generate forecasts. These
are test, static, and dynamic simulations.
The test simulation tests if the one-period forecasts of
the model equal historical values given actual values of
current and lagged endogenous right-hand variables in
the model. It assigns historical values to all independent
variables and then determines the predicted values of the
dependent variables. It is the least complex type of simulation for two reasons. First, predicted values are not
used for the current endogenous variables that appear as
right-hand variables in equations. Second, actual values
for all lagged endogenous variables that appear as independent variables in equations are used.
The test simulation has two primary purposes. First, it
can be used to determine if the sample data, model, and
equation information are accurately coded in the simulation program. Second, it can be used to analyze the basic
structure of the equations of the model since actual values are used for all right-hand variables in generating

predictions for the left-hand variables within the sample
period.
The static simulation produces a series of consecutive
single-period forecasts. The model is initialized before
each forecast so that actual values of the lagged endogenous variables are used throughout and so that forecasting errors are not compounded. The static simulation is
of intermediate complexity. Predicted values are used
for current endogenous variables that appear as independent variables in equations. However, as noted, actual values are used for all lagged endogenous v.iiables.
The static simulation is essentially a one-peri jd-ahead
forecast.
The basic purpose of the static simulation is to test the
accuracy of the model in generating one-period- -"head
forecasts. The results of a static simulation t
sa
convenient reference point to judge the results 01 dynamic simulations.
The dynamic simulation produces a multiperiod forecast. The model is initialized before the first forecast
period and then "operates on its own" in generating
forecasts for all dependent variables. It is the most complex and realistic type of simulation. The simulation uses
predicted values for both current endogenous variables
and lagged endogenous variables in generating predictions for the dependent variables for each time period of
the forecasting period.
The basic purpose of the dynamic simulation is to test
the accuracy of the model in generating multiperiod
forecasts. This is the most demanding type of simulation
for a model. It provides a stern test of the model's
capability to simulate the system being modeled. This
simulation may be divided into three major categories:
within-sample, postsample, and future period. Withinsample refers to data used to build and estimate the
model. Postsample refers to data outside the sample period of the model but within the realm of historical
experience.
For both within-sample and postsample simulations,
the following indicators of forecasting accuracy can be
studied: error statistics, Calcomp (continuous) plots, and
tables of actual, predicted, and residual (i.e., actual minus predicted) values for all endogenous variables. These
indicators can be generated for each of the three types
of simulations discussed (test, static, and dynamic).
Error statistics provide a summary measure of the forecasting accuracy of the model. The following error statistics, as well as others, can be considered for each endogenous variable of the model:
• The mean absolute percentage error is equal to the
average of the absolute percentage errors. It is used as
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a simple summary statistic to measure forecasting accuracy.
• The root mean squared error is equal to the square
root of the average of the squared forecasting errors.
It is used frequently as a summary statistic to measure
forecasting accuracy.
• The root mean squared error as a percentage of the
mean is equal to the root mean squared error of the
variable divided by its mean. It is an indicator of the
relative importance of the magnitude of the root
mean squared error.
Calcomp plots are computer-generated, continuous
time plot graphs. Time is plotted on the horizontal axis
of the graph while values of the endogenous variable are
on the vertical axis. The plots provide a clear picture of
the model's capability to track the historical record, including the levels as well as the turning points of the
predicted variables. Models are often accurate at predicting levels, but inaccurate at predicting turning points of
the output variables. However, they may also display
accuracy in forecasting turns, but inaccuracy in forecasting levels. This is particularly true of models that are
dominated by autoregressive behavior and was true of
one of the models discussed in this paper.
Finally, tables of actual, predicted, and residual values
allow for a period-by-period analysis of the forecasting
behavior of the model. The magnitude and direction of
forecasting errors can be carefully studied.
The tendency of the model to accumulate forecasting
errors as the forecasting horizon lengthens can be
studied by using the following procedure:
1. A sample period is selected for the simulation analysis. For purposes of illustration, consider a sample
period of 1960-1975 for an annual model.
2. A static simulation is run. Recall that this is a oneyear ahead forecast in which the model is reinitialized
each year so that actual values of lagged endogenous
variables are always used. Within this framework, the
model is not permitted to compound or correct its
own forecasting errors.
3. Two-year forecasts are obtained by permitting the
model to generate its own lagged endogenous variables for the second year of the forecast. The model
first forecasts 1960 and 1961 using its own forecast
of 1960 as lagged "data" for the forecast of 1961.
The model is then reinitialized as of 1960 and forecasts 1961 and 1962. To forecast 1963 values the
model is reinitialized with 1961 values. The new
1962 forecasts are produced and used to generate the
1963 predictions. The process is repeated through

1974-1975. In this fashion a time series of forecasts
for 1961-1975 is obtained with each being a twoyear-ahead forecast.
4. An analogous procedure can be carried out for three-,
four-, six-, and eight-year-ahead forecasts. A full period (1960-1975) dynamic simulation can also be
run.
5. Root mean squared errors are calculated for each
forecast horizon length.
6. The root mean squared errors for an endogenous variable are then compared to see if they increase significantly as the length of the forecast horizon increases.
If they do increase significantly, the model displays a
tendency to accumulate forecasting errors as the forecasting horizon lengthens.
The sensitivity of the submodel can be analyzed in
response to specified changes in the independent variables and estimated parameters. The output of the model
in the case of the changed independent variables is compared to the output of the model given some base-case
values for the independent variables. The base-case data
may be historical data. The differences in the values of
the output for each time unit in the comparison period
represent the impact on the dependent variable of
changes in the independent variables. This type of
analysis is referred to as sensitivity analysis, multiplier
analysis, or impact analysis. Values of the estimated parameters may also be varied, and the impact on the dependent variable measured.
The results of the sensitivity analysis of the model can
be displayed graphically or can be listed in tabular form
to facilitate more precise study on a period-by-period
basis.
Full-Model Evaluation
The purpose of full-model evaluation is to analyze the
sensitivity and forecasting behavior of the model as a
whole. The full-model evaluation results can be compared with the submodel results to determine the importance of the interdependencies in the full-model structure. The sensitivity and forecasting behavior of the
entire model can be analyzed using the same procedures
as those discussed for submodel evaluation.
Model Comparison
The basic objective of model comparison is to compare the sensitivity and forecasting behavior of similar
models. In order to do this, two conditions must hold:
1. a consistent set of assumptions for changes in the
exogenous variables must be used, and
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2, the results must be generated over identical time periods to minimize the impact of nonlinearities in the
models.
Other questions may be asked: What are the particular
uses of the models? What are their strengths and weaknesses? Are they good for forecasting or policy analysis
or both?
Summary

where
a = starting year of simulation,
b - ending year of simulation,
S- = simulated value for year /,
hj = historical (actual) value for year /,
h = average historical value.

The formula is similar to the one used to i alculate R
This framework can be characterized as having five for a single equation model. The only difference besteps: model structure analysis, model reconstruction, tween the SIML R-SQ and the single equation R is in
submodel evaluation, full-model evaluation, and model the computation of the endogenous value, which in this
case is the simulation value, Sr In the single equation
comparison.
model, the endogenous variable is computed using the
actual values of the independent variables for each year.
In the case of SIML R-SQ, the endogenous variable,5/, is
METHODOLOGICAL ISSUES
computed from values generated by the model as well as
For the most part, the analysis framework outlined
from actual values.
above was followed in the evaluation of the Wharton
Over the forecasting interval (a to b), the SIML R-SQ
EFA and Faucett auto models. Deviations from this prostatistic expresses the variation between the historical
cedure are presented briefly here.
and simulated values as a fraction of the total variation
In the model structure analysis of the Wharton EFA
in the historical values. Since the total variation of the
auto model, it was found that a portion of the theoretisimulated values from the actual values may exceed the
cal basis of the model was traditional, yet part of it
total variation of the actual values from their mean, the
seemed new to the model evaluators who were familiar
SIML R-SQ, unlike the R2, may have a negative value.
with the work done in the field. This necessitated, in
That is, S (S;. - ftf.)2 may be greater than £ (ft,- - ft)2.
addition to extensive literature searching, attempting to
The SIML R-SQ has the same interpretation for the
understand the basis for and impacts of the new theoretmulti-equation model as the R2 has for the singleical aspects of the model. One example of this in the
equation model over the positive range. That is, the posiWharton EFA auto model is the estimation of the pertive SIML R-SQ values indicate the proportion of the
centage of new car sales by size class using a stockvariation of the endogenous variable that can be attribadjustment process. This had not previously been done
uted to the predictive capacity of the model. Negative
in other auto demand models, and it was considered
values can be taken to indicate the model's poor ability
necessary to trace its impact through the model. This
to predict. These negative values may also indicate
was accomplished primarily by examining the forecastchanges in the structure of the modeled system, or instaing behavior and sensitivity of the model in the subbility of the estimated coefficients. A unit value of the
model evaluation task.
simulated R2 indicates that the simulation experiment
In both the submodel and full-model analyses of the generated exact values of the historical data.
Wharton EFA auto model, and in the full model analysis
During the full-model evaluation, the Wharton EFA
of the Faucett model, in addition to the statistics premodel
output was compared to that of a naive model
sented above, the simulated R2 (SIML R-SQ) statistic
(sample mean) for several variables. This comparison
was generated and used in evaluating the models. SIML
raised interesting questions concerning the usefulness of
R-SQ is a measure of the predictive accuracy of the
building large-scale econometric models because, in some
equation as solved in the model simulation.
instances, the naive model outperformed the Wharton
The formula for SIML R-SQ is
EFA model, on a root mean squared error basis. The
sample periods of both the Wharton EFA and the
Faucett models were split into two periods. This permit2 (Si - h()2
i=a
ted
a careful analysis of the effects of different ecoSIML R-SQ = 1
nomic and demographic data that applied in the differ2
2 (*,- - h)
ent time periods.
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The usefulness of the models for different purposes,
broadly labeled as forecasting and policy analysis, was
evaluated. Specifically, the accuracy of the forecasts of
the models for policy-related variables was studied. This
treatment of the analyses addresses the points quoted
earlier [4].
Any effort is constrained by the availability of time
and resources. Decisions were made before and during
the analyses to restrict certain aspects of our inquiries.
Judgments were made to select the analysis tasks that
would yield the best information within the existing
constraints. Necessarily, this required that some steps
outlined in the analysis framework not be performed. In
the case of the Wharton EFA auto model, these steps
included producing ex ante forecasts, studying the tendency of the submodels to accumulate errors, and running test and static simulations of the submodels.
Submodel evaluation of the Faucett model did not
occur because the model was too small to divide into
meaningful submodels. Note, however, that the model is
composed of two main blocks, a policy block and a
demand block. These were analyzed separately. Rather
than perform what was referred to above as submodel
and full-model evaluation, the forecasting behavior and
sensitivity of the econometric portion of the model were
studied. The forecasting behavior of the entire model
was not studied because certain portions of the noneconometric (policy) block of the model (e.g., the projected
fuel economy-cost relationships) are not applicable over
the model's sample period.
The major problems and issues encountered in performing the analyses are presented below. They deal
with documentation, data, computer programs, versions
of the model, and the model structure.
Model Documentation

Practically every aspect of the analysis oi both models
was affected by inadequate model documentation. In
examining the structure of the models it was found that
the Wharton EFA auto model documentation was incomplete in that computations and logical connections
within the model were not thoroughly explained, and
thus the logic and structure had to be gleaned from a
careful examination of the computer program of the
model. Similar problems arose in examining the Faucett
auto model but were exacerbated by inconsistencies between the documentation and computer program.
The overwhelming problem in attempting to reconstruct the equations of the Wharton EFA auto model
was inadequate documentation of the historical data
tape. In fact, it was impossible to even attempt to reconstruct any of the cross-section equations of the model.

Additional documentation should have been developed
because the labels of the variables on the tape did not
match those of the variables reported in the existing
documentation. Thus, given that there are hundreds of
variables in the model, it was difficult, at best, to match
variables on the data tape with those needed to run the
regressions.
The second documentation problem dealt with the inadequate description of the techniques used in equation
estimation. Searching the text of the model documentation and experimenting with different estimation techniques and sample periods failed to produce parameter
estimates for several equations that agreed with those in
the model. When it proved impossible to obtain parameter estimates that matched those reported in the model
documentation, the model authors were contacted in an
attempt to obtain the necessary information.
A third problem was that the use of updated timeseries data was not documented by the model authors.
This, coupled with an apparent time difference between
the deliveries of the model report and model computer
program tape, resulted in an inability to reproduce several equations. Undoubtedly, this is not a problem particular to this model. Data series are constantly being
revised, and model builders are inclined to use the latest
data available. However, ensuring consistency among all
parts of the model and its documentation is crucial.
In the equation reconstruction task of the Faucett
model analysis, only the equations of the econometric
auto demand portion of the model were reconstructed.
The data used were those supplied by the model authors.
When the coefficients of some of the reconstructed
equations did not match those of the original model, it
was necessary to obtain additional information concerning sample period and data sources from the model authors. With the additional information, it was possible to
reconstruct most of the econometric equations of the
model.
Computer Program

Our main problem with the computer program of the
Wharton EFA auto model was that it was incompatible
with the computer facilities at The University of Michigan. The computer tape was prepared for running on a
DEC 10 machine, whereas The University of Michigan
has an Amdahl computer (IBM compatible). Considerable effort was required to implement the model at The
University of Michigan.
The program of the Faucett auto model received from
the model sponsors had apparently never been test run
because it contained errors in the code that precluded its
operation. Once these errors were identified and correc-
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ted it was necessary to make several changes in the
model to ensure consistency and to permit the analysis
to occur. This point is discussed further in the following
sections. One example of a programming error in this
model was the use of beginning of the year auto stock in
the estimation of the vehicle miles of travel equation and
end of the year auto stock in the computer program of
the model.
Also in the Faucett auto model, it was very difficult to
perform sensitivity tests dealing with one key variable
(autos owned per household). This variable was used as
input to the computer program rather than being an
integral part of it.
Data

While data problems are mentioned in most other sections of this paper, it is useful to call special attention to
them. Data problems in model analysis are ubiquitous.
The sources of data used in building models are usually
clearly stated, but the data actually used are often transformations of the originally published data. Verification
of the data used in building the model is difficult without knowing their sources and the exact procedures used
in the transformations.
Changes occur in time-series data as new information
becomes available and model builders update their
models with the latest data. These changes present a
problem if consistency is not maintained throughout the
model or if the use of the new series is not documented.
A major problem in attempting to reconstruct some
equations of the Wharton EFA auto model was the exclusion of a whole set of data (automotive characteristics) from the model data tape. This data set was not
delivered to the model sponsor and thus was unavailable
for review. This raises the problem of the unavailability
of proprietary data.
Not all aspects of potential data problems were addressed in these analyses. For example, the choice of
data series, the exclusion of key data, and the quality
and timeliness of those selected are among the issues
that should be addressed in performing a model analysis.
Versions of the Model
A classic problem is that of the "mo'ing target." Models frequently and understandably undergo revisions. Unfortunately, documentation does not keep pace. It is
often the case that a model is being revised while the
analysis of an^earlier version is ongoing. It is sometimes
difficult to even determine which version is being analyzed. A question that presents itself in this context is
whether it is worth performing the evaluation on an
early version if a later version addresses the weaknesses

of the first. The answer usually should be affirmative
because it is probably true that later versions will not
have corrected some of the basic theoretical and structural problems of the earlier version.
A related problem arises from the changes made to the
model by the model evaluators. Analysis required the
alteration of the Faucett auto model. Questions that are
raised, then, are how much effort should be spent revising the model, and, if it is changed, is it then the same
model? Answers to these are dependent on the individual model analysis situation and the judgment of the
model evaluators.
Model Structure
Several issues that arise as a model analysis is performed are related to phenomena that are not inherent
in the model, for example, those dealing with data and
documentation. The structure of the model, however,
may also be a source of problems. This was the case
when it became inappropriate to perform submodel evaluation on the econometric portion of the Faucett auto
model. That part of the model is simply too small to
divide into submodels, the analysis of which would probably not yield substantial information about the entire
model.
One situation particular to the Faucett model was the
fact that the model was built to examine the impacts of
future policies and was not designed to simulate the historical period. This precluded performing historical analyses with the model as it had been built. It was therefore
necessary to initialize the model by building into it historical data on various characteristics of the automotive
market and other economic and demographic variables.
Some of these variables required aggregation or disaggregation to be compatible with the other variables in the
model.
Only the econometric portion of the Faucett model
was included in the historical simulations that were run.
Therefore, output variables from the policy part had to
be set exogenously as input to the econometric auto
demand portion for simulation experiments over the
sample period. Values of these variables (i.e., fuel economy of vehicles and auto prices) had to be estimated,
based on the best information available.
Other problems arose in performing historical simulations because of differences in the data used by model
authors in estimating equations and in the computer program for forecasting. A great deal of effort had to be
expended to reconcile these differences so that the program would run and produce reasonable results. An interesting aspect of this procedure, however, was that as
some parts of the program were improved, the output

from other parts worsened. The result of this is tha.
some of the simulation experiments were run using the
original version of the model, and some were run using a
revised version. While this may not be optimal, we believe it to have been the best approach.
SUMMARY
A model evaluation framework was designed and implemented in the analyses of two econometric automobile demand models. The major tasks included model
structure analysis, equation reconstruction, forecasting
behavior analysis, and sensitivity analysis. Model comparison was suggested but has not yet been performed.
For the most part, standard statistical measures were
used in evaluating the models' performances. Major
problems that arose in the analyses stemmed more from
inadequate documentation, simple errors in the model
documentaion and computer program, the unavailability
of historical data, and an inability of model authoring
organizations to provide accurate and complete information on procedures due mainly to staff turnover or a lack
of recollection. Variants in analysis technique were required due to these problems and also because of characteristics inherent in the models. For example, ex post
forecasts (run over the sample period) could not be done
with one model before we modified it.
There are several inadequacies in this approach that
will be addressed in future analyses of models. The major one is that no comprehensive effort was designed to
examine and verify the data used in building and running
the model. A limited attempt at this was made in the
analysis of the Faucett model, but stumbling blocks in
the form of transformed data presented tremendous difficulty.
Maintained hypotheses were examined throughout
the analyses as they became apparent. A more systematic approach to looking at major maintained hypotheses
would be beneficial. This would ensure that important
ones were not overlooked in the analysis. In addition,
objectives of the model should be set forth and the model's success in meeting them indicated.
One area that needs attention is the establishment of
criteria against which models can be measured. Stand-

ards for judging the quality of sample period error statistics for automotive transportation policy models are unavailable. Therefore, while factual statements can be
made concerning a model's performance, conclusions are
difficult to draw. Part of the establishment of criteria
has to be a review of the field and the output of similar
models. But that would only be a first step in this process. Decisions on what is a good model need to be made.
The analyses referred to here are subject to the criticism that they are incomplete: that not all maintained
hypotheses were addressed, that only a relatively few
forecasting and sensitivity tests were performed, and
that a small number of submodels were reviewed. Such
incompleteness is unfortunate, but nevertheless necessary, given constraints of time and money. Tradeoffs in
selecting which parts of an analysis to perform must
always be made.
Our experience led us to expect unforeseen obstacles
to arise in the course of the model analyses. Any research effort must be dynamic to adjust to the unforeseen. A lesson that we have learned is that analyses of
this type encounter more than the usual quota of obstacles. The most likely consequence is delay because the
obstacles frequently are associated with obtaining necessary information (e.g., data, model documentation, clarifications from model authors, etc.). Delay can increase
costs in addition to extending schedules. We believe it
important for sponsors and analysts to recognize the
likelihood of delays in planning work. Model analysis is a
complex activity that cannot be done well under tight
time schedules.
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WORKSHOP I - DISCUSSION
Ray Waller, Los Alamos Scier, 'ic Laboratory. Ron

Lohrding could not be here this morning because of
another commitment; thus, it is my pleasure to welcome you to the first workshop, a new part of the
symposium. This session is now open for discussion.
The first presentation was given jointly by Mike McKay
and Andy Ford from Los Alamos Scientific Laboratory.
Carl Harris, Consultant, Washington, D. C. I am
concerned somewhat about your consideration of the
underlying stochastic character of your inputs. It would
seem that assumption of uniform distributions for most
of the parameters may lead to excessive variability in
the outputs. Therefore, it should be possible to make
tighter estimates of the results and thus make them
easier for management to understand. Did you have any
unusual reason for making such assumptions, and would
you gain some extra insight by altering them?
Mike McKay. Our philosophy in performing sensitivity analyses is to take the model developer at his
word when he specifies the range of values for which
the model will work. If he thinks uniform distributions
are appropriate, we use them. Certainly, the variation in
the outputs could be reduced by using other distributions. However, the resulting "tighter estimates" would
be fictitious relative to the original uniform distributions.
Andy Ford. I believe that if we had used normal
distributions on many of the inputs, the variability on
the test of the COAL 2 national energy model would
have shrunk. For example, in the work by the Norwegian economist on the world oil price, the range of
plausibility was set, and the distribution for the
majority of the cases was normal. Yet, in that particular
exercise he found 20% of his runs exhibiting the case
where the world oil price came down during the next
several decades. I agree with the general trend of what
you said.
Carl Harris. Not to really beat the point to death, but
it does seem to me that the utility - on a very major
general issue — of models like this is very much a
function of the ability of the model builder to relay to
the decision-maker exactly what's going on. And therefore, it's somehow incumbent upon the model builder
to try to make probablistic statements of value. And in
this particular case, I think he can do it. I don't think
it's really that much of a problem frankly. I think you
can tighten up some of those values. For example, the
minimum and maximum values on a run or a series of
runs of a hundred are really of very little value because
the likelihood that they're going to occur is terribly

small. So one thing you can do is to take something like
the interquartile range or something which could
automatically sharply reduce a couple of those drawings. I think you can iterate with the manager, and then
eventually, when you end up going back to the
decision-makers, the decision-maker really wants the
variability on the output side to be as tight as is actually
possible within reason, because otherwise the results
really are questionable.
Tommy Wright, Union Carbide Corporation, Nuclear
Division. Can you say more about the technique of the
selection of input values, and is there an attempt to
control which values are selected first?
Mike McKay. In a Latin hypercube sample of size N.
each input is represented by N distinct values spanning
its range from low to high. The values of the inputs are
combined at random, so there is no "control" over the
matching of values among the inputs.
Lee Abramson, Nuclear Regulatory Commission. In
the examples cited, the distributions of the input
variables were assumed independent. However, in practice, many of these input variables could tend to be
correlated. Assuming independence would tend to
increase the variability in the output, to what extent
can these correlations be estimated, and how significant
would their effects be?
Mike McKay. In another presentation at this meeting,
Ron Iman will talk about selecting values when the
inputs are dependent, which is the situation we have
when the inputs are correlated. In all of the cases I've
studied, the inputs have been independent. I'm sure
that, in some cases, treating inputs as correlated can
significantly reduce output variability.
Andy Ford. On the subject of the variability of the
hundred or so runs, one technique that might reduce
the variability is to take the models - for example,
COAL 2 - that are principally used for policy analysis.
When you use a policy analysis model, you always show
two runs: one without the policy and one with. You
compare the two runs, and you get some difference.
Now in the examples we show, we show the variability
from one run to another. If you were willing to double
the number of runs, you might do one run without oil
and gas deregulation and another run with oil and gas
deregulation. Then what you would display is the
change in oil and gas imports over time, which would be
your new output. You could then run the sensitivity
testing to see if that difference showed high variability.
I suspect that the difference between the oil and gas
imports in these policy tests as we start varying all 70
inputs to the model would show a much smaller range
of variability.
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Mike McKay. Under relatively loose restrictions, one
can show that the variance of a linear combination of
independent random variables is maximized when the
random variables have uniform distributions. Often, we
use the uniform distribution in an attempt to maximize
the variability of the output.
Robert G. Easterling, Sandia Laboratories. I would
like to make some comments or ask some questions in
two areas. One, it makes me uneasy to make 100 Latin
hypercube runs with 72 variables. In such a situation,
the colinearity may be so high, that any variable
selection is highly suspect. Variable selection in this case
will be successful only if many of these variables have
negligible effects. I would prefer to run some kind of
group screening design first to eliminate some variables,
and then follow that up with some sort of orthogonal
main effect plan. I wonder if the authors would
compare this strategy to the one they used.
A second concern is interpretation. You found that in
20% of your Monte Carlo runs, the Average Energy
Price (AEP) declined. Do you attach a probabilistic
interpretation to this? For example, can we say that the
estimated probability that AEP declines is 20%? Or
might you say that your personal odds against the AEP
declining are 4 : 1? It seems to me we shouldn't attempt
any such interpretation, but I'm afraid some people do.
It seems to me that the purpose of these assumed input
distributions is to generate unusual combinations of
input variables - combinations one might not think of
if he just tried to write down 100 sets of inputs. We
shouldn't try to attach a probabilistic interpretation.
Mike McKay. With regard to the colinearity statement, it is true that some samples can produce high
simple correlations between two inputs. In practice, we
don't use samples where this happens. The two-input
difficulty is a special case of the general problem that a
linear combination of the columns of the design matrix
(which correspond to the different inputs) are linearly
dependent. For the sake of discussion, let's suppose that
column 1 is a linear combination of columns 2 through
5. Then any statement about variable 1 applies equally
well to the linear combination of variables 2 through 5,
and vice versa. In particular, if our stepwise selection
procedure selected variables 2 through 5, it would never
select variable 1. This is a difficulty common to most
stepwise procedures in regression analysis.
The design matrix could be studied to find columns
which were (almost) linear combinations of other
columns, and alternative subsets of selected inputs
could be generated. This probably should be done.
Concerning screening, we are generally confronted
with the situation that a few of the variables are
"known" to be important beforehand, but the effect of

most of them is unknown. Unfortunately, we have
several outputs to study, and each is a function of time.
I don't know how to screen when I want to study a set
of input variables whose importance changes for different output variables and at different times.
Finally, concerning your orthogonal main effects
statement, I think we get much more information about
an input when we use N distinct values of it spread out
over its range than we would get with just two or maybe
three different values. Of course, any reasonable
method of selecting input values will work when the
model is really linear.
Andy Ford. On the interpretation of the number of
runs in which an unusual feature appears, I would not
try to attach a probability of occurrence to that, but
instead use that as an indicator of where to search for
possible flaws in the model. If you saw, for example,
that the demand for oil and gas went negative in 5% of
your runs, that would be a clue that you should do
some thorough searching for the flaw. And this, a
decline in the oil and gas price, is not an obvious sign of
a flaw, but it's an unusual feature, and so it prompted
us to try to examine why it occurred. We're using this
more to make sure there are no skeletons in the closet
than as a device to give projections of the probability of
some unusual occurrence.
Richard Beckman, Los Alamos Scientific Laboratory.
Bob, how do you screen 72 variables with only 100
computer runs?
Bob Easterling. What I suggested was group screening
designs. You might group the 72 variables into 18
groups of four variables. Each of these groups constitutes a "super-factor," which you could run in a design
for screening 18 variables. The "high" level of each
super-factor would involve setting each of the four
variables in that factor at those levels thought beforehand to lead to a high response, and similarly for the
low level. Thus, you might be able to eliminate several
groups of four variables in, say, 20 runs. Admittedly,
it's very difficult to do an intelligent sensitivity analysis
of 72 variables in 100 runs. That's why I'm skeptical of
turning the problem over to the unintelligent device of a
random number generator.
Tony Olsen, Pacific Northwest Laboratories. There is
a reference on LHS in Technometrics that describes the
procedure. Two problems are discussed: (1) sensitivity
analysis related to model verification and (2) uncertainty analysis of output given specified input levels and
uncertainties. The distinction is necessary when discussing model evaluation.
Wes Nicholson, Pacific Northwest Laboratories. We've
heard three very interesting papers this morning which
touch on some aspects of model evaluation. Basically
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these papers consider, first, a formal definition of the
model building process (an application of the scientific
method) and, second, display, interpretation, and summarization of model output. Model evaluation has many
aspects. We need a consensus on these as a framework
for discussion and the development of a program on
model evaluation.
As I see it, this modeling process includes, first, model
definition and statement as a mathematical system;
second, verification, the debugging of a mathematical
algorithm to solve the system; third, scoping the domain
and range; fourth, validation, the comparison with
reality; and fifth, the use of the model as an extension
of reality, both in detail and as a forecast.
Sensitivity analysis is part of several aspects of the
modeling process. As used by McKay this morning it
helped define the range of the model. Much of the
discussion centered on the appropriate weighting of
domain variables so that range weights reflect reality. Is
this a useful exercise? The discussion of the Latin
hyper cube design to cover the domain variables in a
sensitivity analysis is an example of a broad question on
what kind of experimental designs are most useful for
domain variable selection. Certainly sequential designs
need looking at. Selection of Latin domain variable
combinations based on the model output for early sets
seems like a good idea. Finally, with respect to
sensitivity analysis, how can we move away from the
black box approach? A problem that has long plagued
statisticians is use of prior information. Clearly, the
model developer has some idea how the model will
behave. Also, the model is the solution to a mathematical system, usually a set of implicit relationships
among variables and possibly their derivatives. Mathematical analysis of the system should provide some
information on sensitivity to specified variables.
During the validation stage, there is the question of
what role should comparison with subjective reality
play. Does acceptance by experts and agreement with
other models constitute validation or partial validation?
Clearly, final validation is objective comparison with
physical reality. Sometimes there are a few realizations;
not enough for a fit and residual analysis as a function
of domain variables, but just a few benchmark points.
Can something rigorous be done in such a situation?
Andy Ford. I thought the second paper and the third
paper presented an approach to model evaluation that's
much broader than just the sensitivity analysis which
Mike McKay and I addressed. So, their group - the MIT
Energy Lab and their model assessment laboratory - is
taking a broad view. And if you want another broad
view of model evaluation, you may want to examine the

forum project under way at Stanford University for
EPRI. Both these projects - MIT and the forum - are
much broader in their scope than the sensitivity analysis
that you directed much of your comments toward.
Dave Roberts, University of Michigan. I think we are
attempting to remove the black box atmosphere that
surrounds some of these models. Many policy makers
just examine the output that comes out of these things
and think that they have the forecast of what's going to
happen in, say, 1984. Part of the model evaluation
process is determining what kind of range we have on
those forecasts. For example, I mean, is it give or take a
million cars sold in 1984, or is it give or take 300,000
units sold. Part of the analysis process is examining just
how useful those numbers are — how reliable they are.
Paul Bay butt, Battette Columbus Laboratories. Who
should be responsible for model evaluation — statisticians or model developers? What should be the nature
of the interface between model developers and statisticians in the process of model evaluation?
Mike McKay. I definitely think statisticians should be
involved with model evaluation. If nothing else, we
come into the problem relatively stupid but willing to
try very stupid things on models, which generally
produce unusual results that the model developer has to
face up to. Statistics is concerned with the study of
variation, and you can be sure that if you take a model
away from the model developer and give it to a
statistician and say, "Play with it," he's going to get it
to vary. I think this is the heart of the matter. The
model developer is very much needed, I can say from
experience, to help out with problems that arise during
the sensitivity analysis. I have never had a model that
the developer said was ready to go that would work all
the way through an analysis. The model developer does
a different kind of analysis of his model than a
statistician does. The statistician supplies supporting
evidence, possibly guiding evidence, to the developer.
But whether it's the model developer by himself or the
statistician by himself, or maybe an independent assessor by himself, I don't think any one of those people
individually can do the job correctly and completely.
They all have to work together and use what each other
knows about the model.
Mark I. Temme, General Electric Advanced Reactor
Systems Department. I'd like to make an observation,
and then I have a particular question for Mike McKay.
Although I'm not a statistician, this whole discussion
has been extremely interesting to me because I have
been concerned about things being done in sensitivity
analysis that make me very nervous. I don't have the
equipment to understand why I'm nervous or to solve
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the problems; however, this group seems to express
some of the same concerns and perhaps also has the
capability to do something about it - which leads me to
what I wanted to ask Mike about. There have been some
recent applications of the technique that Mike described
to the breeder reactor safety technology in which very
complicated accident analysis codes are being examined.
I've been a little bothered by fundamental questions
having to do with the validity of what I see as
interpretations of this result. (In part Bob Easterling
raised this same question.) I still suspect that maybe
some of the users are not careful enough in adhering to
the laws of statistics and probability when they make
their conclusions. Because running your model is not a
random process, you have to be careful about your use
of certain statistical methods. Could you please elaborate on the restrictions imposed on your approach due
to the fact that the models involved are not random
(e.g., why can't one use Mests, etc.?).
Mike McKay. The difficulty in applying standard
regression analysis techniques to model evaluation arises
because the models generally do not satisfy the assumptions (linearity and additive error) of regression analysis.
Hence, fitting the output to a linear function of the
inputs and using a Mest to measure the significance of a
coefficient has no theoretical basis. But we don't do
this. We use the critical values for the normal correlation coefficient as an ad hoc procedure because it has
worked well in the past. We do not make confidence
statements about our results.
G. Schwarz, Oak Ridge National Laboratory. I would
like to respond to some of the previously raised
questions on the objective of a model evaluation study.
I understand that model evaluation addresses the
problem of evaluating the predictive capabilities of a
model and determining the potential uncertainty inherent in model predictions. The uncertainty can be best
determined by validation studies, that is, a comparison
of observations with predictions. If validation studies
are impractical, several steps are considered relevant for
model evaluation. These steps should comprise an
analysis of the model, the input parameter, a sensitivity
analysis, an imprecision analysis, and perhaps an analysis of and comparison with alternative models. However,
the highest "degree of belief" in the model's capabilities
is gained by conducting model validation studies. An
elaborate consideration of the aspects related to model
evaluation has been recently published (see Oak Ridge
National Laboratory report ORNL-5507).
Andy Ford. Somewhere in the middle of your
statement there appeared a phrase, "the only way to
improve validity is by comparing with observations." If

you think of the validation process as a process of
invalidation - searching for the errors that need to be
eliminated - a lot of useful things can be discovered in
doing simple tests with the model: (1) holding the
principal driving function (like demand) constant and
seeing how the model responds; (2) trying to verify (like
they do at MIT) if the model, when put up in-house,
reproduces the published results; and (3) the simple
discoveries of the omissions in the documentation of
the Warton model, or the programming errors in the
model investigated at MIT. All these findings are
valuable and, when improved or eliminated, can improve the credibility and usefulness of the model.
Although the process is informal and not mathematical,
it's still useful to people who are currently using these
models to help make policy.
G. Schwarz. That's the fifth step I mentioned - to
compare several models to evaluate or get an idea about
the usefulness of a model. And of course, you run into
philosophical problems. Some scientists argue that it is
in principal impossible to validate a model. You can
only invalidate a model, because a model is always an
abstraction of reality, so you never can absolutely
simulate a physical phenomenon or an economical
phenomenon by a model. We should realize that every
model - if it is a validated model or a nonvalidated
model - is associated with uncertainty. But the highest
confidence we can get in a model is in a validated
model. If we have some observations, can this compare
with our predictions?
Dale Rasmuson, EG&G, Idaho. I have a couple of
comments. At Idaho we are collecting a lot of data,
and we have a group that is called the model assessment
group. Basically, they would be looking at data collected from PDF for fuels. I think they have something
like several hundred fuel rods that have been irradiated
at steady state conditions. They have several hundred
rods that have been irradiated at transient conditions.
And basically this group is just running a computer code
to see if they can match predictions or not and assessing
the difference between them. Now, I think one problem
we have is how do we as statisticians infiltrate the
engineering environment? We sit here and talk about a
lot of good things, but I don't see us making great
strides in really getting these ideas out where they need
to be used.
Also, we have TRAC and RELAP that are used to
predict the environment during an accident situation. I
know that sometimes they will make a run and compare
it against data in a similar scale, and they'll tweak some
things around and get agreement. We have various
experimental facilities - Semi-Scale, Loft - and there
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are foreign facilities now that are producing data under
similar circumstances. What are your feelings on how
codes such as TRAC and RELAP should be assessed
over facilities?
Mike McKay. The process we use to compare TRAC
predictions with experimental data are not sophisticated. First of all, there is now a blind prediction, where
the developers do the best modelling they can to predict
results before the experiment is carried out. After the
experiment is run, they correct initial and some
boundary-like values to match the setup actually used in
the experiment. The predicted results (usually graphs
which are functions of time) are compared by eye with
the laboratory results. I should point out that there can
be substantial experimental error.
When I now make runs, it's usually with a crude
modelling where run times are on the order of 1 - 3 hr.
Ranges of variation are put on selected inputs. We use
Latin hypercube sampling to generate around 20-25
runs. Then, the experimental results, the best estimate
prediction, and the sample of runs that I made are
examined together by eye.
D. Lynn Schaeffer, BDM Corporation, Oak Ridge,
Tennessee. All of the points made by my colleague,
Dr. Gunther Schwarz, are contained in a report which I
published on a generalized model evaluation methodology applicable to environmental assessment models
(ORML-5507). I agree that model validation should be a
major objective of model evaluation. Unfortunately,
many models cannot be validated. For example, nuclear
reactor consequence models, such as contained in
WASH-1400, fall in this category. The NRC is convening a workshop next spring to evaluate such models.
Perhaps statisticians can be helpful in formulating
methodologies for evaluating these kinds of models and
for choosing the best among a suite of such models.
Richard Beckman. In your last statement, Mike, you
said that models are recoded to match experimental
data. Do they use any technique such as PRESS (leaving
out one data point at a time), and if they don't would it
be possible?
Mike McKay. In our NRC work, the model is not
fitted to the data as it is in regression. Hence, one
cannot use PRESS. Also, there is usually only 1 data
point (or graph), so if you could "leave it out." . . . .
Dc.i Can, Pacific Northwest Laboratories. I have one
pure comment and two "questions." The implication
seems to have been left that the variability of the
output is reduced when there is a dependent relation
among the input variables. This is not necessarily the
case for nonlinear models. My first question is, to what
extent have you automated or computerized your
procedures, so that new models can be examined with a

minimum of effort? I can see the value of procedures
like yours for shaking down a model, for seeing if a
model responds the way its developers intended. Random runnings of the model may pick out flaws that
judicious, but unconsciously biased, selection of input
values may fail to find. However, have you made it very
clear to the people who use such models for decision
making that model shakedown does not constitute
scientific validation of the model and that your findings
may have nothing at all to do with the soundness of
their decision making?
Mike McKay. Usually, the dependencies introduced
among inputs are such that they exclude regions of the
input space where the model would produce "wild"
answers. For this reason, I say dependencies reduce
variation.
Now, our procedures are all computerized, but they
are not automatic in the sense that all one has to do is
to supply a deck of cards as input. Having decided what
one wants to vary in the model, it's a simple matter to
generate the set of input values. However, it can be
troublesome to modify large and complex models to set
the numbers in and produce a file of output values.
Finally, we have codes which do the analyses with the
input and output files.
As for our findings having "nothing at all to do with
the soundness o f decisions about the validity of a
model, that statement is incorrect. You said earlier that
our techniques "may pick out flaws" in a model. I
believe this is very useful for demonstrating deficiencies
in a model.
If you are saying "scientific validation" as if there
were a set of necessary conditions which would have to
be demonstrated before a model could be declared
valid, then it is unlikely that any substantive model
could be "proven valid." You might say that we are
looking for evidence that supports invalidity. And that
not finding any after a vigorous sensitivity analysis
increases our confidence in the model.
Paul Baybutt. It seems to me that there is a great need
to define what one means by model evaluation. From
the presentations by today's speakers and comments
from the floor, it appears to me that there really is not a
consensus as to what is meant by model evaluation. And
I think that that perhaps would be the first step.
Secondly, I think what one would then need to define is
the role of statisticians in model evaluation. It was
mentioned by Dr. Schwarz that sensitivity analysis and
uncertainty analysis are two areas within model evaluation.
Andy Ford. This relates to an extremely unphilosophical problem. It has nothing to do with the role of
models, the role of statisticians, or "what is truth" or
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"what is validity." The point I'd like to make is that
model evaluation or model validation is a growing area
of interest because the Congress called on the Department of Energy to assess the validity of the models that
were built, and a significant amount of research funds
poured into that area. Consequently, a smaller amount
of research funds was available for what was previously
known as model development. One possible consequence of this shift of funds is that a model developer
will develop his model; run out of money; call up a
group; and say, "I want you to validate this device."
They hand it to him, and they find there's no
documentation; there's no base-case run; there's no
explanation of the estimation; and under the guise of
model evaluation, some subcontractor proceeds to do
the job that should have been done first by the model
developer. And this particular problem could loom
larger as funding is more available in the category of
model evaluation than in the category of model
development.
David Roberts. Certainly, the first round of model
validation or model evaluation should be done by the
model developer. And hopefully, in the future, contracts for model development will include a section that
will be exclusively used for validating the purposes of
the model. It is hoped, at least in our group, that this
will occur. Unfortunately, it seems that someone model builders? sponsors? - underestimates the amount
of effort required to do these models.
Mike McKay. I'd like to close by returning to the first
question concerning the amount of variability in the
output in our study. Many model developers seem to
overestimate both the domain of applicability of their
models and the precision of their predictions. An
important function of the statistician is to give to the

developer a realistic picture of the pattern of model
outputs by a good sampling of the input space. This
process can serve both to help satisfy the developer that
the model is working and also to identify regions of
interest that might otherwise go unnoticed.
Jim Gruhl. I just have one further point that didn't
come up in the discussion here and that is that the
assessment efforts, particularly independent assessment
efforts, shouldn't stand by themselves. They also
deserve critique, and the most valuable critique, of
course, is going to come from the model builder himself,
who will look at the assessment and should have a
rebuttal chapter in any assessment reports describing
misconceptions that the assessors had. But there are a
number of other ways in which the validation effort can
be assessed, and I think that aside from just checking
the completeness of the coverage of the model and
techniques and so on, the assessments could again be
assessed by somebody else and I believe that there's
room for additional organizational work on that whole
assessment.
Dave Roberts. The model evaluation process is not a
static thing. It's going to be evolving over time, too. Just
as models improve to take into consideration some of
the criticisms made by model evaluators or builders
themselves, the evaluators' expectations of the models
are going to change, too.
D. A. Gardiner, Union Carbide Corporation, Nuclear
Division. A report attempting to define model evaluation and the role that the mathematician or statistician
can play will soon be issued. The main authors are Toby
Mitchell *md George Wilson. It will receive the standard
distribution and should be at your laboratory soon.
Thank you for your participation in this first workshop.

Workshop II
Risk Analysis
Roger H. Moore, Organizer
SUMMARY
The disciplines of statistics and risk analysis share many conceptual and practical aspects. This workshop was
organized to examine and display these areas of mutual concern and to delve into issues still unresolved.
Other workshop sessions at this symposium revealed strong requirements for careful systematic problem
statements and early involvement of statisticians with subject-matter specialists. Risk analysis is no different; the
four papers and the subsequent panel-audience discussion revolved around these generic matters.
Another purpose underpinned the organizing of this particular workshop: the bald and unabashed appeal to the
statistical community to increase its efforts in risk analysis - and in its follow-on effort, now often called risk
assessment - while the subject is developing in a wide variety of societal/governmental/scientific arenas. To cite only
one example, the National Science Foundation is organizing a series of workshops on Risk and Decision Making to
be held in 1980. "The objectives of the workshops will be (a) to assess the current state of knowledge concerning
major issues in risk assessment and the use of information about risk in the decision-making process'and (b) to
develop an agenda for future research on the science and technology aspects of risk assessment." (The quotation is
from an NSE letter signed by Alden S. Bean, dated August 1, 1979.)
The information and ideas developed during this 1979 DOE Statistical Symposium workshop on risk analysis
should serve as a state-of-the-statistical-art point of departure for statisticians and others participating in this
emerging topic. Such propinquity does indeed seem propitious.
PAPERS
Taken as a group, the four formal workshop papers provide a review of risk analysis that is deliberately tilted
toward statisticians. The papers are tutorial in nature, but they are not nontechnical.
Taken individually:
Moore seeks to " . . . focus, examine, and juxtapose the various issues and interfaces and interferences between
the two disciplines that are the subjects of this workshop: statistics and risk analysis."
Rowe, in describing society's methods for coping with risks, states, "A variety of approaches and processes have
been proposed. Although many of these are analytical . . . , the problem which involves human values and opposing
constituencies cannot be solved by rigorous analysis alone."
Vesely concentrates on the " . . . probability and statistics problems [that] arise when an attempt is made to
quantify nuclear power plant risks and to use the risk results in decision making."
Uppuluri, declaring "an urgent need" to provide mathematical foundations for risk analysis, asks, "What can the
mathematical and statistical community of DOE do to alleviate this situation?''
Material provided by the authors for inclusion in these Proceedings follows.
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Statistics and Risk Analysis—Getting the Acts Together
Roger H. Moore
Office of Management and Program Analysis
U.S. Nuclear Regulatory Commission
Washington, D.C.

ABSTRACT
Everybody knows what statistics is/are . . .
Everybody knows what risk analysis/assessment is/are . ..
Or uo they/we? . . .
The purpose of this discussion is to provide a metaphorical fresnel lens/prism through which we
can focus, examine, and juxtapose the various issues and interfaces and interferences between the two
disciplines that are the subjects of this workshop: statistics and risk analysis.

A POINT OF DEPARTURE

Item 1: The 1978 Directory of Statisticians, published
by the American Statistical Association, contains 15,828
names.
Item 2: The registration list for the Symposium/
Workshop on Nuclear and Nonnuclear Energy Systems,
Risk Assessment, and Governmental Decision Making,
sponsored by the MITRE Corporation in Washington,
D.C., February 5-7, 1979, contains 129 names.
Item 3: The intersection of Items 1 and 2 contains 11
names.

ber 23, 1979), 1 invoke the divine right of workshop
organizers and offer the following observations culled
from the meeting report I filed with my Office Director
on February 13, 1979. The collective of concepts and
procedures designated as "risk assessment" (RA) received a rather thorough airing, reflecting many points
of view, with plenty of work remaining for both the
thinkers and doers connected to this nascent discipline.
Among the points^ I believe especially pertinent to this
1979 DOE Statistical Symposium are the following:
1. There is no established definition of RA, no
established RA procedure, and no established role
for RA in government decision making.

Both bad news and good news can be claimed. Only
0.07% of people listed in the Directory attended the
Symposium/Workshop - but 8.53% of the Symposium/
Workshop attendees are listed by the Directory! The
most important conclusion, however, is that the intersection list is not empty. A mixing process is developing.
Because no set of proceedings from the Symposium/
Workshop crossed my desk before this writing (Septem-

4. Courts - as well as Congress - strongly influence
governmental agency priorities.

*This paper represents the views and opinions of the author; it
is not officially expositive of the Commission's position and not
binding on the Commission.

of these items are paraphrases of remarks made by
speakers and other participants; they all reflect my interpretation and understanding of the particular issues.
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2. The public view of "risk" is not at all the same as
mathematical definitions.
3. Both qualitative and quantitative RA are impacted
by social, political, ethical, and moral concerns.
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5. The true "value" of a regulation can be obtained
only after it is established.
6. Regulations on health and safety are "uniformly
awful" owing to low-calibre quantitative methods.
7. It was proposed that risk be defined as the
probability density of consequences ("losses") to
provide a working basis for discussion.

Washington
officers, etc.)

leaders (Congress,

administrative

13. It is doubtful that the "probability of sabotage"
concept will bear fruit.
14. Don't expect "the Government" to respond because
it is composed of special interest groups which
support different sides of any issue.

8. Hazard is to be distinguished from risk.

Finally, a personal comment: It was unfortunate that
9. Is the notion of probability well understood — in many of the government speakers of the first morning's
terms of individual reactors? in terms of public sessions left the scene as soon as they were finished and
did not seem to be around to hear the rest of the
perception? in terms of expertness?
discussions, for their actions and attitudes are vital
10. RA must be performed openly, with peer checking
aspects of risk-related technology and its role in making
and public involvement. Informed skepticism is to
societal choices.
be encouraged.
11. Nobody seems to know a good way to assess public
perception of risk.
12. RA is "on the margin of knowledge" as far as most
government agencies are concerned.
A number of other thoughts, less directly connected to
this workshop, were derived from the MITRE meeting:
1. RA was performed in ancient times in the beginnings of merchant insurance associations.
2. Governments have always been in the business of
assessing risk, but formalization began during the
late 1960s.
3. "Minimum risk" is now being replaced by "comparative risk."
4. Agencies tend to overestimate benefits and underestimate costs.
5. The Occupational Safety and Health Administration
(OSHA) does not accept "zero risk" concepts.
6. OSHA does not use cost/benefit methods in writing
health and safety regulations.
7. The Environmental Protection Agency (EPA) compares hazard with its exposure.
8. Two nuclear engines produce all the earth's energy —
the molten center and the sun.
9. No energy system is "completely" benign.
10. The Ford Pinto case is used to flag enthusiasm and
to spur more work.
11. Somehow, the Federal Government must reach an
agreement on the "cost of human life" issue.
12. Nuclear power is supported by the "general public"
in many polls, but it is not considered as "viable" as
other power sources (coal, oil, and/or solar) by

WHAT ARE WE TALKING ABOUT?

For me, one of the striking moments of the 1976 DOE
Statistical Symposium was Brian Joiner's rejoinder not
to assume that our audiences know what we are talking
about and not to avoid returning to first principles to
enhance our communications. He then proceeded to
define statistics to an audience of statisticians. Audacious? Perhaps, but I have applied that principle many
times in the years since, and a few hooded eyes is a small
price to pay for the security derived.
Thus it is that I am inspired to offer in the next two
subsections some concepts and activities relating to
statistics and risk assessment. For some in this audience,
these offerings are too confining and too restrictive; for
others, they are too loose and too fuzzy to be of any
value. Emphasis is placed on central aspects; the labels
and the words are derived from an ecumenical spirit, not
from a hard-core position that these-and-only-these are
definitive.
Buoyed by this high-principled statement — and harboring a not-too-easily-subverted set of professional
prejudices - let us plunge into waters sometimes dark,
sometimes only murky, and sometimes astonishingly
clear.
Information, Data, Statistics, and Statisticians
Information: That which is received through the act
of imparting knowledge.
Data: Those elements of information that are either
(a) quantified by their basic nature, such as measurements of distance or volume or counts of events or
entities, or (b) capable of being categorized, such as type
or color or opinion.
Statistics: The science and the art of the treatment of
data - their collection, organization, analysis, presenta-
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tion, and interpretation - and the conceptual frame- for assigning probabilities and for making inferences
work supporting that treatment. (As a plural noun, from them, but the distinctions are encompassed by this
Statistics is a synonym for data and quantities that are statement. Note T. P. Speed's remarks in the section
"Pulling It Together."] (For each consequence of the
functions of data.)
Statisticians: Practitioners of the discipline of statis- rock fall, a value is assigned to conform to the "rules of
tics, developing the necessary theory and applying the probability.")
Risk: A measure of the outcome of a hazard's going
resulting methodology to a variety of subject-matter
areas. The discipline of statistics can and should be into operation, usually expressed as a function of the set
distinguished from such disciplines as mathematics, of consequences and the corresponding probabilities. (A
probability, operations research, risk analysis, quality function of the quantification of the consequences —
assurance, and systems analysis, recognizing that each of say, dollars - and the corresponding probabilities stemthese disciplines contributes to and receives from the ming from the rock's falling.)
others. A major function of modern professional statisRisk Analysis: The detailed examination that is
ticians is the proper treatment of probabilistic phe- carried out in order to understand the nature and to
nomena and their characterization in consonance with determine the essential features of risk.
data; another is directed at methods by which informaQualitative Risk Analysis: The branch of risk analysis
tion can be structured into data.
whose scope is to identify and to characterize the
Thus, with a few bold strokes, a discipline called components of risk.
statistics has been sketched; it is sufficiently catholic in
Quantitative Risk Analysis: The branch of risk analyits nature to embrace Karl Gauss and Dizzy Dean, the sis whose scope is to determine the magnitudes of the
Reverend Thomas Bayes and the eclectic economist, the components of risk.
electric meter reader and the redoubtable race track tout.
Risk Assessment: The critical appraisal or evaluation
However, for a number of reasons, including those given of a risk analysis, primarily for the purpose of deciding if
in the first section, a similar sketch of risk assessment is a risk emanating from a given hazard is "acceptable" or
not so facilely constructed. In the following section, we if it can be "traded o f f for another risk; if not, then the
examine some of the elements requiring attention.
result of the assessment may be to require elimination of
the hazard itself or the development of measures to
reduce the risk by modifying the consequences and/or
Hazard, Consequence, . . . , and Risk Assessment
their associated probabilities. (N.B.: Risk assessment is a
Hazard: A thing or condition that might operate
much broader concept than risk analysis.)
against success or safety; a possible source of peril,
The following comments should be noted:
danger, duress, or difficulty. (A rock on a cliff over a
1. Risk analysis and risk assessment are disciplines in a
highway is a hazard to a motorist who desires to
state of rapid development, change, and growth. The
negotiate the highway.)
entries proposed here are limited to ideas that seem to
Consequence: An effect or result usually considered
be "relatively" stable within the risk assessment comto be undesirable, when a hazard goes into operation.
munity. Carefully avoided are the burgeoning ideas
(The rock falls and the consequence can take any of
related to such topics as "dimensions" of risk, percepseveral forms: the motorist is killed, the motorist's
tions of risk, legal implications of risk assessment, and
vehicle is damaged, the highway is closed, nothing worth
''risk accounting."
noting occurs - i.e., "zero consequence," . . . )
2. Primary sources (in no particular order) influencing
Probability: A numerical measure assigned to each
this suggested glossary include Symposium/Workshop on
member of a set of events in order to elucidate the
Nuclear and Nonnuclear Energy Systems Risk Assess"likelihoods"* of the occurrences of the events. [Difment and Government Decision Making, the MITRE
ferent schools of probabilists, e.g., the subjectivists, the
Corporation, Washington, D.C., February 5-7,1979; An
frequentists, the likelihoodists, have differing methods
Anatomy of Risk by W. D. Rowe; On Acceptable Risk
by W. W. Lowrance; "Philosophical Basis for Risk
Analysis" by C. Starr et al.; Webster's Third New Inter•"likelihoods" are defined in terms of degrees of belief, rela- national Dictionary; and The American College Dictive frequencies, or other (sometimes mysterious) concepts. To tionary. (Fuller references appear in the bibliography.)
declare that further discussion about "likelihoods" and their
3. Whatever are the ultimate choices for a particular
quantification is beyond the scope of this paper is nor a cop-out.
For the purposes of this paper, "likelihoods" are the primitives subject matter area's treatment of "risk," practitioners
upon which the rest is built.
ought not to stray too far from the "mainstream" of
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rigorous, carefully justified risk assessment. Academia,
government, and industry can ill-afford toleration of
work with inferior intellectual and practical content.
There must be a flexibility in the subject matter area to
reflect changes as they occur in the discipline of risk
assessment - and as requirements change within the area
itself. This is not to imply that all subject matter areas
must adhere to a single precept when a new approach
will serve better.
Thus, the sketching of a discipline called risk assessment requires the juggling and ordering of a number of
ideas and concepts. The glossary given here is, at best, a
set of suggestions to fuel the debate. Particularly vexing
is the definition of "probability." Moreover, there is the
nagging problem concerning which portions of work by
risk assessment pioneers are to be kept sacrosanct, which
are to be remodeled, and which are to be discarded. It is
none too soon to make serious efforts at defining risk
assessment's frost line and to seek appropriate foundations upon which to build. This requires more than mere
formalism of mathematical relrtionships; in the governmental context especially, the public perception of risk
cannot be ignored.
PULLING IT TOGETHER

It's heady experience for a practitioner from one
discipline to pontificate and delineate another discipline,
and it's dangerous as well. Witness the many forays into
statistical texts by chemists and sociologists. If there is
to be useful interaction between disciplines, however, it
is a risk that must be taken.
To date, there has been precious little interaction
among risk assessors, probabilists, and statisticians. Sonic
skirmishes have been useful, others have inflicted enduring pain; see, for example, Easterling (1980), Meehan
(1979), and Weaver (1979).
T. P. Speed, way off in Western Australia, has been
struggling with these matters. I asked him to comment
on an early version of these risk assessment concepts,
and he sent the following in a letter dated May 4,1979.:
On the topic of terminology, I certainly agree that it is
important. To focus on areas of vagueness, and, if
possible, areas in which we know what we are talking
about (where what we measure is not only what we think
we are measuring, but is what we want to measure, and is
the right thing to measure, . . . ) is a task whose importance can hardly be overrated yet statistics books and
courses say so little about it.
. . . one thing cries out f to me] for modification: the
statement on probability. It MUST be said that probabilities are numbers attached to events or propositions, and
are evaluated by someone, under some assumptions (given
some hypotheses), by some method. Until we know the

evaluator, the assumptions, and the method, we have no
idea what quantitative inferences can be made, i.e., we are
speaking of "pr(A/H) by person using method V."
hypothesis or
given assumptions
Surely enough problems have been caused in the area of
QRA [quantitative risk analysisj by mixing "statistical"
probabilities, "a priori" probabilities, and "personal"
probabilities (not to mention the more refined schools)
for you to feel a strong need to avoid a definition or
explanation of the term which allows "equal status" to
all. They are not just different "methods," they are
worlds apart in "meaning" as well, and I would be most
reluctant to see any parity between them accepted
without a fight.
. . . this is just an off-the-cuff response. I'll send a more
careful reply shortly, but a general remark: the ones we
need to be most careful about are the ones which get
quantified. Accordingly we need not lose too much sleep
over an inability to define hazard or consequence in a
completely satisfactory way. But our inability to do so
with probability and risk should never be forgotten!
Sorry if this sounds like a tirade: it is a topic which stirs
me.

All of the emphasized and quoted jargonal phrases in
the foregoing are Speed's own. There are messages for all
of us; to fail to grapple with the implied issues could,
literally, place us in peril.
A READING ASSIGNMENT

Each of us, as we enter a new arena of activity,
possesses a tendency to press for the quick hit, to see
issues in simple terms, and to wonder why the participants are still struggling over elementary issues when
the far horizons are grander and more to our liki.ig. But
the flip side of this attitude has been attribui.ee! to Paul
Anderson, who, according to Dickson (1978), stated
with unmistakable clarity: "I have yet to see any
problem, however complicated, which, when you looked
at it the right way, did not become still more complicated."
One way to reduce this hazard and its consequences is
to steep oneself in ths literature of the subject matter
area so that some control can be gained over the
santayanian dictum-relating history, repeatability, and
doom. The bibliographic material attached to this paper
is not intended to be exhaustive, but it is intended to
provide the reader with a sense of what has gone before
and the current issues in risk assessment.
The "essential tension" described by H. Kuhn (1977)
is established in the communities of statistics and risk
assessment. It is time to get on with the discovery and
the application of proper analgesics.
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Distinctions Between Risk Analysis and Risk Assessment
William D. Rowe
American University Institute for Risk Assessment
American University, Washington, D.C.

ABSTRACT
Historically, society has been able to cope with both individual and societal risks on an ad hoc
basis. The increasing complexity of society, caused, at least in part, by dependence on sophisticated
technology, changing institutions, and revaluation of older values, requires a more formal approach to
establish societal risks than heretofore. The formal process of risk assessment requires a balancing of
costs, risks, benefits, and poliiical factors, including establishment of acceptable levels of societal risk.
Few things are risk free, and the equitable distribution of residual involuntary risks imposed upon
different parts of society is a key aspect. A variety of approaches and processes have been proposed.
Although many of these are analytical approaches, the problem that involves human values and
opposing constituencies cannot be solved by rigorous analysis alone.
Although analytical techniques for risk assessment are numerous and offer some opportunities for
addressing the problem, there are basic underlying limitations that must be well understood at the
outset. No analytical technique or combination of techniques will solve the problem. The best that can
be expected is clarification of issues and identification of critical parameters, decisions, and judgments.
The decisions must be made by other processes.
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Some Notable Probability and Statistics Problems Encountered in
Risk Analysis Applications
W. E. Veseiy
Office of Nuclear Regulatory Research
U.S. Nuclear Regulatory Commission
Washington, D.C.

ABSTRACT
A variety of probability and statistics problems arise when an attempt is made to quantify nuclear
power plant risks and to use the risk results in decision making. Some of the more notable problems
include (1) measures of uncertainty to use, (2) the way dependent failure probabilities are to be
quantified, (3) believability of fault tree/event tree modeling, (4) the handling of subjective data, (5)
whether "absolute" or "relative" probability evaluations are more believable, (6) Bayesian vs classical
approaches, and (7) the way to use risk rtiults and their uncertainties in decision making. These seven
problems are addressed; research projects being conducted are described; and some worthwhile, additional studies are proposed.

1. How do we evaluate the uncertainty that is associated with an estimate of probability and consequence?

INTRODUCTION

Whenever we attempt to estimate the probabilities
and consequences associated with "catastrophic" nuclear reactor accidents, we encounter a variety of probability and statistics problems. These probability and
statistics problems are not unique to risk analyses of
nuclear reactor accidents, but they arise whenever we
attempt to quantify low-probability, high-consequence
events so that we can evaluate the associated risks.*
Based on risk analyses applications carried out by
the Probabilistic Analysis Staff of the Nuclear Regulatory Commission (NRC), some of the more "notable"
probability and statistics problems which we have encountered include:

2. How do we quantify dependent failure probabilities?
3. How believable are the fault tree and eveni tree
models used in a risk analysis?
4. How do we handle "subjective" data?
5. Do "absolute" or "relative" probability evaluations
have less uncertainty?
6. Do we use Bayesian or classical statistical approaches?
7. How do we translate risk analyses results for decision making?
There are certainly other probability and statistics
problems, and we don't claim that the above are the
most difficult. However, the above problems are "notable" in that they prominently arise when actual risk
evaluations are attempted. We will address the above
problems in the remainder of this paper, breaking the

*We should point out that when we use "risk," we use it in a
broad sense meaning "hazards" associated with events having
certain probabilities and consequences. (We do not use "risk" to
mean some statistical average, such as the average loss in decision
analysis.) Furthermore, we do not differentiate here between
"risk analysis" and "risk .assessment," taking both to mean

paper into seven sections for the seven problems. We

evaluations and studies dealing with event probabilities andwUl attempt to identify specific obstacles confronting
consequences.
the analyst, will describe research being conducted by
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the Probabilistic Analysis Staff, and will propose additional studies that might be performed. We will also
attempt to formulate some conclusions from our discussions.
Note that we are approaching these problems from
a pragmatic analyst's point of view and do not pretend
to give erudite dissertations. There will be no theorems
or lemmas proved in our discussions; however, we hope
the professional statisticians and mathematicians who
are inclined to do such things will find something of
value in our work. We also hope the anlayst and engineer will find our discussions useful.
MEASURES OF UNCERTAINTY

In assessing the risks associated with catastrophic
accidents, one of the notable statistics-related problems
facing the analyst is how to quantify the large uncertainties generally associated with his estimates. In trying to express the uncertainties associated with the
point estimates of probabilities and consequences, the
analyst must first decipher definitions and phraseologies. Should the analyst do "sensitivity studies" or
should he attempt to apply more formal "error propagation techniques"? What kinds of "uncertainties" and
what kinds of "variabilities" should the analyst include
in his evaluations?* Furthermore, should the analyst
include "systematic errors" or "random errors"? If the
analyst attempts to apply more formal probability and
statistics approaches, then he must decide whether he
should calculate one-sided bounds or two-sided intervals. If, for example, he does decide to calculate intervals, then he must decide whether they should be "confidence intervals," "tolerance intervals," "prediction
intervals," "plausibility intervals," "fiducial intervals,"
"percentile intervals," or "Bayesian intervals." (If he
does decide to calculate one-sided bounds, then he goes
through similar alternatives with "bounds" replacing
"intervals.")
In addressing uncertainties, the analyst does not
usually go through such detailed questioning; however,
he usually is enough informed to recognize that there
are various measures of uncertainty. The fact that there
are different measures of uncertainties often causes the
analyst to be frustrated, since the different uncertainty
measures appear to be different for no reason at all or
for philosophic rather than pragmatic reasons. (The different measures often give similar numerical values,

*ln our discussion here, we will use "uncertainties" and
"variabilities" in the general sense according to Webster and will
not attach any strict statistical definition to each word.

don't they?) The outcome of this frustration may often be that the analyst will decide not to quantify any
uncertainties at all - not even in a gross subjective
way! (If the analyst were to quantify uncertainties, the
decision maker might not know how to use them anyhow; this problem is covered later.)
As another justification of not quantifying uncertainties, the analyst sometimes argues that since he cannot formally quantify, or even subjectively quantify,
all the uncertainties (due to modeling errors, lack of
completeness, etc.), it would be deceptive if he quantified any uncertainties at all. Therefore, the analyst
again decides not to quantify any uncertainties no matter how large they are, but simply mentions in his report that "there are uncertainties." He may even say,
"there are large uncertainties." However, this is the
extent of the uncertainty analyses, and these warnings
and comments are usually ignored in applying the
point estimates.
The analyst sometimes gets into this frustrating situation, and we speak from experience here, because he
doesn't explicitly enumerate all the different kinds of
uncertainties and variabilities that can be associated
with his estimates or accident probabilities and consequences. The problems about what uncertainty measures to use also arise because the analyst doesn't explicitly separate the parameters, those constants that are
fixed but perhaps imprecisely known, from the random
variables, those variables that randomly vary due to
physical causes or due to statistical model assumptions
(i.e., Bayesian analyses). The probability distributions
associated with the random variables may be imprecisely known, further contributing to the overall uncertainty.
The Probabilistic Analysis Staff at the NRC is involved in a variety of projects which address uncertainty considerations. A project is being carried out in
which component failure rates are treated as random
variables and an appropriate distribution selected using
parametric empirical Bayesian techniques [1]. A project has been planned with the Statistics Group at the
Oak Ridge National Laboratory to address various
probability and statistical aspects of risk analyses, including uncertainty evaluations [2]. All risk assessments performed under the auspices of the Probabilistic Analysis Staff have some form of uncertainty
evaluation carried out, which is described in the risk
assessment reports. (For a description of the various
projects being carried out by the Staff, see ref. 3.)
To aid the analyst in selecting uncertainty measures
and to complement ongoing efforts, we think it would
be useful if "primers" were prepared in which the dif-
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ferent measures of uncertainty were clearly defined
and their applicability clearly discussed. The discussions would be most useful to the risk analyst if they
were not saturated with statistical jargon or sophistry
and were carried out in context of a risk analysis addressing uncertainties associated with probability estimates (e.g., system unavailabilities, component failure
rates, etc.) and addressing uncertainties associated with
consequence estimates (e.g., source terms, health effects, etc.). As a problem-solving application, an actual risk analysis could be performed, and the different
sources of uncertainty and the different uncertainty
measures could be evaluated. These "primers" could
take the form of guideline documents, and the effort
could be carried out in conjunction with one or more
professional organizations (among other options).
ESTIMATION OF DEPENDENT
FAILURE PROBABILITIES

required for the model). Of the various alternative approaches proposed, we feel that the beta-factor model
[5] is one of the most reasonable and is usable in
certain situations; however, its applicability is limited.
A class of dependent failures that is important and
tractable in a number of instances is the class of dependent failures called "common cause failures." Common cause failures are multiple failures that are attributable to a single identifiable cause, such as a human
operator causing multiple sensors to be failed because
of incorrect calibrations. Multiple components failing
because of an earthquake occurrence is an example of
an external-event-initiated common cause failure. The
probability of common cause failures occurring can be
estimated by estimating the probability of the basic
identifiable cause - which occasionally can be reasonably done.
The Probabilistic Analysis Staff at the NRC is conducting research on dependent failure probability estimation using variations and extensions of the MarshallOlkin shock model approach [9]. Component failure
data are also being collected from operating plants and
common cause failures are being extracted and are being analyzed [10].
As suggestions for further research, we think more
work could be done to develop new (or old!) multivariate failure distributions based not on pure statistical
considerations but on engineering and failure cause
considerations. For example, if distribution parameters
were related to engineering variables, then the analyst
might be able to obtain reasonable estimates for these
parameters based on engineering considerations. As an
additional area, more work could be done to develop
general dependency models (perhaps heuristic) which
try to generalize and unify the results obtained from
specific statistical estimations (extentions of the betafactor model might fit here as might examinations of
utilizations of general mixture models*).

In a risk analysis, if the analyst wants to naively estimate the probability of multiple components failing
(or multiple events occurring), then he assumes the
component failures are independent and simply multiplies the individual component failure probabilities together. Component failures (or events), however, can
be dependent, and the fear of the analyst and decision
maker is that dependencies can cause the actual probability of multiple components failing to be drastically
larger than the probability calculated assuming independence. Because large consequences are often associated with multiple components failing or multiple
events occurring, the effects of dependencies can have
very significant impacts on assessments of probabilities
of catastrophic accidents.
Since the publication of the Reactor Safety Study
[4], other papers have discussed possible ways of estimating dependent failure probabilities [5-8]. Some of
these papers were reacting (to put it mildly) to the
"subjective" technique used in WASH-1400 where dependent failure probabilities were estimated by the infamous "square root law."* Even though various techniques have been proposed, we have not seen any
alternative approach which is "statistically valid" and,
at the same time, has some physical basis and is reaily
usable by the analyst and engineer (our definition of
"usable" includes not having to wild-guess input data

When performing a risk analysis, the analyst often
must estimate the probability of a complex system failing, such as a nuclear safety system failing, or must
estimate the probability of a sequence of events occurring, such as several systems failing in some specified

T o r the "square root law," the dependent failure probability
is estimated by taking the square root of the independent failure
probability times the probability for a single failure. This
approach has been cast off.

*ln a mixture model, the dependent failure probability is
expressed as the sum of terms, each term being the probability
of a defined "environment" existing times the probability of the
multiple components failing in that environment.

LIMITATIONS OF FAULT TREE/EVENT
TREE MODELING
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order. Because data are generally not available to directly estimate these compound event probabilities,
fault trees or event trees, or some equivalent, are often
utilized to express the event of interest (e.g., system
failure) in terms of more basic events (e.g., component
failures) for which some data are available.
Much has been written on fault trees and event trees
[11-14], and we won't go into the properties or virtues of these kinds of analyses. Because of the Lewis
Report [15] and because of the impact the Reactor
Safety Study has had on risk analyses, fault trees and
event trees are often incorrectly viewed as a panacea
for all problems in risk analyses. In exhorting fault
trees and event trees, the analysts and decision makers
sometimes forget (or ignore) the limitations of these
techniques. The limitations include the completeness
problem (How do we know that we included all events
of importance?), the resolution problems (How do we
know that our events are defined to appropriate detail?), and the evaluation problems (Have we considered all important contributors and all important dependencies, and have we quantified correctly?).
We would like to briefly discuss here the dichotomizing problems associated with fault trees and event
trees. When we use fault trees or event trees, then we
must divide the entire space of possible outcomes, for
every phenomenon and every component failure considered, into two possibilities, "success" and "failure."
If we are smarter, then we can partition the outcomes
into three or four disjoint possibilities (e.g., "complete
success," "partial failure," and "complete failure");
however, we now have the problem of how to quantify
and how to logically combine these different possibilities.
If we examine Licensee Event Reports (LERs) [16],
which record failures and other events of potential risk
significance occurring at nuclear power plants, then we
see many instances of "continuous-like" occurrences.
By continuous-like occurrences, we mean either of two
kinds of events: (1) a failure or "partial" failure, such
as valve leakage, whose severity is representable by a
continuous random variable ("leakage") and (2) a
chain or sequence of multiple events, such as multiple
human errors, where any one event is inconsequential
but where the chain has serious consequences.
If we were to use a dichotomous success-failure approach and attempt to estimate the probabilities of
these two kinds of "continuous-like" events, then we
would face problems. For the first kind of event, we
would have to subjectively define the occurrence as
being either a "success" or "failure" where our choice

would depend on the specific model and application
we had in mind. For the second kind of event, if we
assume independence and simply multiply the probabilities for each basic event to obtain the probability
for the chain, then we would often get an incredibly
low probability estimate. Even if we assume some sort
of dependency among the basic events, the resulting
chain probability might still be very low and be unbelievable. To obtain a "credible" probability (say above
1 X 10" 4 per reactor year), we usually have to define a
very gross event, of which the chain occurrence is a
member, and we then estimate the probability for the
gross event which ignores many of the details of the
actual occurrence. ,
In our view, the most applicable statistical model for
these two kinds of LER events is one in which the
events are treated as realizations of some continuous
random variable (or variables). Also, it is our view that
multiple "partial" failures (e.g., multiple valves leaking)
can have consequences as severe as a single "total" failure (e.g., one valve rupturing) and, at the same time,
can have an occurrence probability greater than the
occurrence probability for the total failure. In the Reactor Safety Study, the whole "gray" area of partial
core melts (e.g., only some rods melting) was either
ignored or was lumped together with the total core
melt definition. This gray area of partial failures and
partial core melts, if investigated separately and with
appropriate techniques, could give useful information
about new risk contributors.
Partial core melts, partial failures, pipe cracks, and
other events, which are best describable by continuous
random variables, are very difficult to adequately
model using fault tree and event tree approaches.
Therefore, we think that additional effort needs to be
devoted to developing probabilistic models and statistical analyses that ur,e continuous random variable approaches and multistate approaches to evaluate occurrence probabilities associated with these phenomena.
Some useful work has been done in this area [17—19];
however, additional efforts could produce useful insights on sensitivities, data requirements, and potential
impacts on calculated risks.
THE UTILIZATION OF SUBJECTIVE DATA

Many different kinds of daia are generally utilized in
a risk analysis. For example, for a nuclear reactor risk
analysis such as performed in the Reactor Safety
Study, the input data consist of estimates of component failure rates and average repair times, human error
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rates, reactor operating parameters for accident scenario development, and weather and population distributions - to name just some of the data.*
Depending on the sources and the means of estimation, the data are sometimes broken into two types —
"hard" data and "subjective" data. Hard data refer to
actuarial data statistically inferred from actual experience. Hard data, for example, include estimates of
component failure rates based on actual times of component failures. Subjective, or "soft," data consist of
estimates made subjectively by the analyst or decision
maker or obtained by polling experts using, for example, Delphi techniques. If experts are asked to subjectively estimate component failure rates based on their
experience, then these failure rate estimates would be
called subjective data.
The classificiation of data into "hard" and "soft" is,
of course, rather arbitrary, because all data used in risk
analyses involve decisions and judgments made by the
analyst, and, in this sense, all data are subjective. Even
so-called hard data are often subjective extrapolations
of reported or measured data for application to the
particular problem at hand. Even though the hard vs
soft data classification is crude, we think it does serve
to point out the problem of having to handle data from
all different kinds of sources when performing an actual risk analysis.
From our experience, subjective data in the form of
experts' opinions can be a particular problem because
of the many different ways of soliciting, handling, and
interpreting the data. Many risk analyses performed today use experts' opinions as part of their data and we
feel these risk analyses can still be useful even if the
experts' opinions are rather arbitrary in some cases.
However, if we do not want to deceive ourselves and
interpret more into the results than are there, then we
have to carefully treat the subjective data and subsequent risk results.
The careful treatment of subjective data involves (1)
establishing procedures for soliciting experts' opinions
and obtaining consensus estimates if desired, (2) constructing statistical models to describe the experts' variability, (3) developing sensitivity and uncertainty analyses to describe the impacts of the subjective data on
subsequent results, and (4) establishing validation approaches to check the accuracy and realism of the experts' opinions. There have been some useful studies
discussing the treatment of expert opinion [20-23],
and the Probabilistic Analysis Staff is using these and
*As used here, "data" thus means the input to a risk analysis
required to produce numerical probabilities and consequences.

other studies in conducting surveys to obtain experts'
opinions on human error rate values [24] and estimates of flood occurrence probabilities [25]. More
work, however, needs to be done in addressing the
treatment of subjective data, specifically considering
the kinds of data used in risk analyses, the kinds of
evaluations performed in risk analyses, and the kinds of
utilizations in which the risk results are used.
UNCERTAINTIES OF "ABSOLUTE" AND
"RELATIVE" EVALUATIONS
In risk analyses, two kinds of probability evaluations
are sometimes identified, "absolute" evaluations and
"relative" evaluations. The terminology here may be
somewhat colloquial; however, the concept is generally
applicable. Absolute evaluations are those in which
system failure probabilities and accident probabilities
are viewed as being the final results of the evaluations.
Relative evaluations are those in which ratios (or differences) are viewed as being the final results of the evaluations. (The ratios could be ratios of system failure
probabilities, ratios of accident probabilities, or ratios
of individual contributors to the total.)
Because of the Lewis Report, because of various published statements, and because "it seems right," there is
a strong feeling, at least for nuclear risk assessments,
that relative evaluations have less uncertainty than absolute evaluations. Along this same line, it is felt that
relative evaluations can be carried out with only subjective data (sometimes called engineering guesses) and
still be meaningful, although, to be meaningful, absolute evaluations require precise, hard data obtained
from actual history.
We certainly do not share this feeling regarding relative vs absolute evaluations. It is one thing to say that
we require rather gross data if we want to simply rank
different event probabilities without actually calculating the ratios of the probabilities. It is another thing to
jump from this ordinal vs cardinal number reasoning to
the conviction that relative evaluations have less uncertainty than absolute evaluations. Because a ranking
does not actually involve probability numbers and because we can get the same ranking for a iriety of data
values particularly when the probabilities i ^ing ranked
differ by orders of magnitude, we view the t ••. >t rankings as being one of the most robust results o. a risk
analysis.
For a risk analysis, if we could get away with simply
calculating rankings, then we could avoid most of the
problems discussed in this paper (and many problems
not discussed). However, simply stating that one event
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or failure is more probable than another, without giving actual probabilities or ratios, is not adequate for
most risk analyses. Decision makers desire probabilities
and consequences as results from risk analyses even if
these results have uncertainties and may involve subjectively estimated data.
We will not dwell upon the subject of whether decision makers expect too much from many risk analyses,
even though we think they do. We will suggest that
useful studies could be performed by utilizing various
uncertainty measures and comparing the calculated uncertainties associated with absolute evaluations with
those associated with relative evaluations. These studies
would help to answer the question of whether relative
evaluations really have less uncertainty as compared to
absolute evaluations. Characteristic data could be used,
attempts could be made to obtain general conclusions
that are related to the model structure, and modeling
uncertainties could be analyzed as well as data uncertainties. To address output result resolutions, different
ways of expressing risk analyses results could furthermore be identified (giving rankings, giving the results in
terms of defined, discrete bins, giving interval estimates, etc.).
BAYESIAN VS CLASSICAL APPROACHES

Because there have been so many discussions and arguments among statisticians on the question of whether Bayesian statistics or classical statistics is the "proper" statistics method, we dare not tread on sacred
grounds in this area. We will address the problems from
a pragmatic point of view and hopefully not offend
either of the opposing sides.
The question of whether to use Bayesian statistics or
classical statistics arises in a risk analysis because the
analyst must decide how to treat his distribution parameters - as either being constant Li the classical statistics approach or being describable as random variables in the Bayesian approach. This Bayesian vs
classical question, of course, is not unique to risk analyses but arises whenever estimates must be statistically
inferred for parameters and 'unctions in a model to
obtain numerical results from the model. Because our
description of the Bayesian vs classical choice is brief
and rather crude, we will give an example; basic philosophical and theoretical discussions on Bayesian and
classical statistics are given in many statistical texts
[26-28].
In a system reliability analysis in which we were recently involved, we used the classical statistics approach and treated the true component failure rates

and true human error rates as being constants. The
component failure rates and human error rates were
the unknowns in the evaluation of system reliability.
Our data then consisted of point estimates and associated interval estimates (confidence intervals) for the
true failure rates and true human error rates. The point
estimate and interval estimate for the true system reliability, treated as a constant, was calculated in a classical statistics fashion.
If we had used Bayesian statistics for our system reliability analyses, then we would have the same system
reliability model except that now our data would consist of a prior probability distribution for each failure
rate or error rate describing our degree of belief for
various values that the failure rate or error rate (treated
as a random variable) may have. If we had any histories
of component failure times or occurrences of humai.
error, then we could update our prior distributions to
posterior distributions incorporating these histories.
Calculation of the probability distribution for the
system reliability, now treated as a random variable,
would proceed along the lines of a usual randomvariable-distribution propagation problem.
We have used both Bayesian and classical statistics
for risk analyses applications and have found both to
be useful. When we have used classical statistics, then
we have often had to resort to sensitivity evaluations
instead of formal confidence-bound determinations because of the difficulty of propagating confidence
bounds. In the same light, when we have used Bayesian
statistics, then we have always had to resort to using
different prior distributions to attempt to determine
the impact of prior distribution assumptions on the
final resulting distributions.
In using either Bayusian or classical statistics, we feel
the really important matter is to clearly understand
and identify all assumptions and to perform sensitivity
studies on areas where knowledge is lacking and where
reasonable alternatives exist. To help the analyst better
understand the differences between Bayesian and
classical statistics and the things that really matter, we
think studies comparing Bayesian and classical statistics
approaches in the context of a rr. <. nalysis would be
worthwhile.
In these comparisons, the Bayesian and classical assumptions and viewpoints would be detailed as they
apply to a risk analysis. Specific problems would be
selected and would be worked out in detail, and the
results would be compared and analyzed. All explanations would be aimed at the analyst, engineer, and decision maker and would be a key ingredient to this
work. We feel these kinds of efforts would be more
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worthwhile than the constant feuding and bickering
that appears to be going on between the Bayesians and
classicists within the statistical community.
THE USE OF RISK ANALYSIS IN
DECISION MAKING

The real payoff from a risk analysis comes when the
results are used in some way for decision making. To
realize this payoff, the analyst must decide how to
characterize and explain the results so that they are
understandable and usable by the decision maker. The
analyst also has to often translate the decision maker's
problem into one which is solvable using risk analysis
techniques (or he has to decide it cannot be solved
using these techniques!). Having performed the risk
analysis, the analyst then has to translate the risk results back into the framework of the decision maker.
In the projects in which we have been involved, we
have had to translate calculated probabilities and consequences into proposed allowed downtimes for components, proposed administrative controls on operators, and proposed system design changes. We have also
had to translate general safety questions such as "is the
protection adequate enough" and "should we improve
plant operating procedures" into defined problems in a
risk analysis context, and we have had to explain the
solutions, and their limitations, to decision makers.
In the interactions between analyst and decision
maker, we have encountered some problems involving
probability and statistics that we think are worthy of
more study. There are often large uncertainties calculated for probability and consequence estimates; how to
handle these uncertainties in making recommendations
and in making decisions is an important and interesting
problem. (The various measures of uncertainties and
the various sources of uncertainties have been discussed
earlier.) Oftentimes, quantified uncertainties are ignored in decision making, and practical guidelines and
approaches in incorporating uncertainties in decision
making should be developed. (In our opinion, obtuse
decision-theoretic approaches are not what we call
"practical.") Other important problems involve quantitative summary measures to use to characterize risk,
criteria to use to compare two curves of probability vs
consequence (including uncertainties), and quantitative
criteria to use to aid decision making regarding acceptability of the calculated probabilities and consequences.
The Probabilistic Analysis Staff is presently carrying
out a project to formulate numerical risk criteria to be

used in assessing the acceptability of calculated probabilities and consequences for existing and planned nuclear power plants. Acceptability criteria for core melt
probability, for probability vs consequence curves, and
for expected loss (probability times consequence) are
among the criteria being considered.* Means of incorporating uncertainties; accepted reliability models for
evaluating system failure probabilities, accident probabilities, and radiological consequences; and accepted
data bases are being addressed in an attempt to "standardize" calculational ipproaches. The Probabilistic
Analysis Staff certainly welcomes input to this project.
Letters are currently being prepared requesting assistance from individuals, groups, and professional organizations.
In the interactions between analyst and decision
maker, we think the analyst and decision maker really
need to understand the statistical and modeling properties and limitations associated with a particular set of
evaluations. To gain this understanding, we think it
would be useful to prepare risk analysis guidelines and
risk analysis primers that explicitly describe the various
analysis approaches, their powers and limitations, and
their areas of applicability. These risk analysis guidelines and primers could be used by analyst and decision
maker alike.
CONCLUSIONS AND RECOMMENDATIONS

In our somewhat rambling discussions, we have attempted to identify some of the probability and statistics problems that arise when risk analyses are attempted. The problems we have identified certainly are
not the only ones and the suggestions we have made
are not necessarily the best ones. Because of the problems and, in our view, because of the great importance
of risk analysis to decision making, we believe that
there needs to be closer involvement of analysts, -ngineers, and statisticians in attempting to develop answers and guidelines. It is time to stop the squabbles
that have existed in the risk analysis fielo, particularly
in nuclear risk analysis, and it is time ;o work together
to solve the problems!

*As presently envisioned, if" (he calculated results are above the
acceptability criteria, then they would be judged unacceptable
and modifications would be required. If the results are below the
criteria, then the standard, "deterministric" reviews would
proceed.
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Risk Analysis and Reliability*
V. R. R. Uppuluri
Union Carbide Corporation, Nuclear Division
Oak Ridge, Tennessee

ABSTRACT
There is an urgent need for the mathematical foundations of Risk Analysis. Several scientists are
asking for unambiguous definitions of risk and for sound techniques to estimate these measures. There
is considerable interest in the comparison of risks associated with alternate technologies. What can the
mathematics and statistics community of DOE do to alleviate this situation?
One of the important first steps seems to be the identification of mathematical and statistical
problems in Risk Analysis. In this paper a few topics of interest are identified which require further
development. These topics include (a) rare events, (b) series-parallel systems, and (c) treatment of
expert opinion to obtain consensus estimates. Several other topics will be brought under discussion.
INTRODUCTION

Currently, considerable interest exists concerning the
mathematical foundations of risk analysis. Scientists are
asking for unambiguous definitions of risk and sound
techniques to estimate these measures. There is an immense need in the comparison of risks associated with
alternate technologies.
One of the pioneering efforts to apply risk assessment
methodology by use of fault tree/event tree techniques
is the "Rasmussen Report" or Reactor Safety Study
(RSS) [1 ] . The Risk Assessment Review Group Report
[2], which is a critique of the RSS, points out that the
RSS team did not choose a specific definition of risk
but displayed its results through graphs of the probability of occurrence of an event, against the consequences of that event. After estimating the probability
and consequences, the RSS compared estimated risks
with the probability and consequences of other societal
risks. The question is whether this approach is adequate.
To answer this satisfactorily, one needs to understand
the underlying concepts more clearly and to develop
appropriate methodology. Lewis et al. [2] acknowl-

*Research sponsored by the Office of Basic Energy Sciences,
U.S. Department of Energy, under Contract No. W-7405-eng-26
with the Union Carbide Corporation.

edged the fact that the perception of risk is a very complex subject.
In "Probabilistic Methods in the Nuclear Regulatory
Process," Levine [3] discusses the viewpoints and limitations on the application of risk assessment techniques.
Levine hopes that the major contribution of risk assessment techniques in the nuclear regulatory process
should be in the form of background analyses that will
aid in decision-making processes.
The ways risk analysis can be used with data analysis
to obtain pertinent reliability and safety information
for decision making have been discussed by Vesely [4),
who defined risk analysis as follows: "Risk analysis is
any quantitative analysis which determines safety implications, reliability implications, and/or cost implications
from basic failure data and other basic information."
In February 1979, the MITRE Corporation organized
a meeting on Risk Assessment and Govermnental Decision Making. The Issue/Factbook [5] prepared for the
meeting contains pros and cons of each issue and points
to the need for the foundations of risk analysis. A
recent report by the National Academy of Sciences [6]
discusses the risks associated with nuclear power. It is
said that an evaluation of these risks is based not only
on the understanding of the technologies involved but
also on a diverse fund of basic knowledge in the physical, biological, environmental, and engineering sciences.
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In this paper, we identify a few topics of interest
where the mathematical and statistical community of
DOE can make contributions in the area of risk analysis.
We point out the importance of having the same probability space in order to compare different experiments,
discuss consequences as random variables with infinite
expectations, describe the phenomenon of rare events,
discuss series-parallel systems and different kinds of randomness that could be imposed on such systems, and
explore the problem of consensus of estimates of expert
opinion.
COMPARISON OF EXPERIMENTS
Let (£2, F, P) be a probability space, where £2 is an
arbitrary set, F a collection of subsets of £2 which forms
a sigma field, and P a probability measure. Usually,
physical experiments are idealized by probability
spaces. For instance, if we roll a six-faced die once, £2
consists of the elementary outcomes: 1 dot, 2
dots, . . . , 6 dots; F contains events such as an even
number of dots or a prime number of dots, etc., and P is
any desired probability measure. In this framework one
can find answers to several problems of interest which
arise when we roll a die once.
Suppose we wish to perform an experiment with a die
which has 20 faces. The probability space associated
with this experiment is different from the probability
space associated with the experiment described above.
The comparison of these experiments is a problem of
different magnitudes. The existing statistical methods
are restricted to a particular experiment and find answers to several questions.
CONSEQVENCE AS A RANDOM VARIABLE
Risk is commonly defined as the probability of an
undesired event (e.g., see Rowe [7]). With this definition, it is not clear whether one is thinking of an experiment that can be idealized by a probability space or one
is talking about probability as a measure of belief.
Given a probability space, one can talk about measurable functions (with domain £2), referred to as random variables. Real-valued random variables are functions that map the set £2 into real numbers. The
probability measure P uniquely defines the cumulative
distribution function F(x) of the real-valued random
variable X given by P[w: X(w) < x] = F(x).
In the context of risk analysis, events of low probability and high consequence are of significance as opposed to events of high probability and low consequences. If consequences can be measured by real
numbers, then consequences may be considered as real-

valued random variables defined on a probability space.
Professor I. Kotlarski of Oklahoma State University suggests that consequences should be identified by nonnegative random variables whose first moments are not
finite. This is based on the premise that

lim

- F(x}]

where x denotes the consequence and 1 - F(x) denotes
the probability that the consequence is greater than x.
Consideration of consequences whose expectations need
not be finite suggest new perspectives on the problems
in risk analysis. For instance, the percentiles of the
worst possible consequence, characterized by the cumulative distribution of the maximum value of -Yj,
X2, • • • > Xn, of n independent, identically distributed
consequences, give us information on catastrophes.
These ideas need to be explored further in the context
of practical problems in risk analysis.
RARE EVENTS AND THE POISSON PROCESS
Events whose probabilities are very small are generally
considered to be rare events. Suppose a pack of 52 playing cards is shuffled well and a bridge hand of 13 cards
is dealt. There are exactly h = 635,013,559,600 different hands that can appear; therefore, the probability
of any specified set of 13 cards appearing in a hand is
equal to I/A, a very small number,and the event may be
considered as an improbable event. But every time a
hand is dealt, one of the h possibilities is absolutely
certain to occur. Weaver [8] discusses this example and
suggests that smallness of probabilities is not enough to
discuss rare events.
The Organization for Economic Co-operation and
Development has a Nuclear Safety Division, which has a
Committee on the Safety of Nuclear Installations. This
committee appointed a Task Force on Problems of
Rare Events in the Reliability Analysis of Nuclear Plants
(1976-1978). This task force studied the problem of
rare events thoroughly and concluded that the low
probability events should be studied in conjunction
with high consequences [ 9 ] .
At times, the Poisson process is referred to as the
phenomenon associated with rare events. We shall not
go into the well-known derivation of the Poisson process based on the properties: (l)stationarity, (2) a process with independent increments, and (3) the impossibility of the occurrence of more than one event in a
small interval of time Af. These characteristics lead to a
difference differential equation whose solution is the
Poisson distribution. We shall now present a set of
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axioms, including an axiom on rarity, which lead to a
functional equation whose solution is the Poisson process. This result is due to Janossy, Renyi, and Aczel

where Wk+l is the sum of *+ I independent and identically distributed interarrival times. Thus the process
with

Let us consider a counting process N(t), which denotes the number of events observed during the time
interval [0, t], and let pk(t) = P[N(t) = k].

and

Axiom 1. The process is homogeneous in time; that is,
we assume that the probability that exactly k events
occur in the time interval (fj, r 2 ) depends only on the
length of this interval t = t2 - r j . This is true for all
tl < r 2 and all k = 0 , 1 , 2,
Axiom 2. The process is Markov's type; that is, the
number of events occurring during the interval (ti, t2)
is independent of the number of events occurring during the interval (t3, r 4 ) where ti < r2 < t$ < f4.
Axiom 3. The events are rare; that is,

is said to be a process with unprecedented events. The
characterization of the associated counting process
seems to be an open problem. The implications of these
generalized concepts of rarity and the concept of unprecedented events in the context of problems in risk
analysis have yet to be investigated.
SERIESPARALLEL SYSTEMS

ihm

o

-p o (r)

=1

or

to

1-PO(O

In other words, as t -*• 0, the probability of one event
occurring in the time interval (0, t) is asymptotically
equal to the probability of at least one event occurring in the same interval.
Theorem (Janossy, Renyi, and Aczel): Axioms 1, 2, 3
imply that
(XQ*exp(-Af)
Jfc!
.*-0.1.2.
Professor Roy Leipnik of the University of California
at Santa Barbara suggests several generalizations of the
definition of rarity given here. For instance, one may
define the process to be a-rare if

,-n
One may also define the process to have "unprecedented events" whenever the time interval between two
events has an infinite first moment. It is well known
that

P[N(t) = k) =P[Wk+l > t] , k = 0, 1, 2, . . . ,

A simple model which has several applications in reliability theory and allied topics is a series-parallel
system. Consider a system with k + 1 subsystems, called
cut sets, Co, C|, . . . , Ck, arranged in a series. The
system fails if at least one of the cut sets fails. Let us
suppose that the cut set C, has n,- components arranged
in parallel, / = 0, 1,2, . . . , A. Let us assume that no
two cut sets have a component in common. Then any
cut set fails to function only if all the components of
the cut set fail. One can answer several questions, such
as the probability of failure of the system because of
the failure of a specified cut set or the statistical properties of the life length of the system, under different
assumptions. El-Neweihi, Proschan, and Sethuraman
[11] assumed that, after t components have failed, each
of the remaining components are equally likely to fail,
and the components fail one at a time. They found
answers to some of the problems mentioned above.
Sobel, Uppuiuri, and Frankowski [12] developed efficient recurrence relations and numerical algorithms and
a set of tables useful in multinomial sampling problems.
These tables give answers to the problems discussed
above when the number of components nit i = 0,
1, . . . . A: are large. Feasibility studies were made to do
similar computations in the case of hypergeometric
sampling.
At times, common mode failures are studied using the
series-parallel system as a model (see, e.g., Abramson
[13]). The components in a cut set C, are assumed to
have failure distributions, such as the exponential distribution. The probability of the failure of the system
and the statistical properties of the waiting time for the
failure of the system are studied in such a model. There
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is a need to study the appropriateness of these assumptions on the failure behavior of the components in the
context of safety of large systems.
EXPERT OPINION AND SAATY'S METHOD
When there is a paucity of data, the temptation is to
use the expert opinion that is available. When there are
several estimates given by several experts, one has to
obtain the consensus estimate and discuss the uncertainties. In 1977,Saaty [14] introduced a methodology
to study unstructured decision problems. This falls in
the category of Delphi techniques. Saaty's method
assigns weights to objects based on data obtained by
pairwise comparison of objects. If there are k objects
and djj denotes the relative importance of object /
compared to object /, then 0 < a/j = I lay. Such a matrix
is called a "reciprocal matrix." From Perron-Froebinius
theory, it follows that the largest eigenvalue, X m a x , of a
reciprocal matrix is real and the eigenvector (xj,
^2
*k) associated with this X m a x has also real
and positive components. The normalization wa =
•*<*/(•*] + • • • + xk), a = 1, 2, . . . , k makes the

eigenvector (ivj, . . . , w^) unique, which is the weight
vector associated with the k objects.
The author has reformulated the problem in terms of
the logarithmic least squares and obtained estimates of
wa, given the reciprocal matrix. For a 3 X 3 matrix,
these estimates are identical to the eigenvalue approach;
for higher dimensional matrices, though the estimates of
wa are numerically different, they are of the same order
of magnitude. The author was pleasantly surprised to
find some of this material in a recent book by Mirkin
[15], of the Soviet Academy of Sciences. Saaty [14]
has applied this method to hierarchial problems. One
needs to investigate the usefulness of these methods in
the context of risk analysis and modify them suitably if
necessary. Hitherto, people who used pairwise comparison data were concerned about inconsistent triads and
so on. The strong point in Saaty's approach is to accept
the fact that hunan comparisons can lead to inconsistent data and develop methodologies that lead to
sensible conclusions. Several computer programs have
been developed at Oak Ridge National Laboratory for
the analysis of paired comparison data, which is the
input for reciprocal matrices.
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WORKSHOP n - DISCUSSION
[Organizer's note: Draco lives! Although our intention was to provide a verbatim record of the post-paper,
question and answer session, too many unseemly
influences (e.g., unidentified speakers, recording flaws,
time pressures) dictated that we reduce our expectations. This section is organized around the questions
from the audience for which there exist questionerprepared records and identifiable responders. The questions are those taken directly from the "blue" sheets;
the responses are paraphrased and summarized from the
transcripts when the responder could be (reasonably)
identified. The responses have not been seen by the
panel members, so they all are absolved from sharing
whatever faults and fumbles may have been introduced
by these draconian procedures.]
Lee Abramson, Nuclear Regulatory Commission. In
your talk, you asserted that pc was not a good measure
of risk if p is close to I or 0. However, if p * I, then
pc «* c, and this corresponds to your advice to assume
that the consequence c will occur. On the other hand, if
p * 0, you seem to say that c should be ignored and
that the risk should be evaluated only by p. Because pc
depends as much on c as on p, I do not understand this.
Please elucidate.
Bill Rowe. The difficulty stems from relatively large
uncertainties associated with estimates of p whenever p
is small (close to 0) or large (close to 1). Thus, unbiased
estimates of p are insufficient for decision-making
purposes whenever events are "rare" or "almost certain." Another mechanism is needed for dealing with
these situations.
Larry Bruckner, Los Alamos Scientific Laboratory. I
have two questions/comments on the use of the Delphi
technique: How effective is it? How acceptable is it?
Bill Vesely. There are some very difficult problems in
the assessment of a Delphi approach. Efforts are under
way to compare Delphi approaches with actual
measured data. In particular, NRC (among others) is
sponsoring a get-together of some 40 experts in December to work on the problem of human errors. Attempts
will be made to get some kind of consensus, but
individual appraisals will be maintained in order to get a
handle on the variability of expert assessments. The
Delphi approach is being used. For example, in the
application of seismic phenomena, the problem is to
understand the uncertainties and sensitivities and the
potential impacts of errors and differences among the
experts. These various aspects must be kept separated.
That's where new developments and new modeling
approaches are needed.

Bill Rowe. The Delphi approach is a good technique
for getting a consensus, a scientific value judgment.
Anecdotal evidence exists in a number of fields, such as
medical diagnosis, that proves that various forms of
opinion are important. It's important that studies be
undertaken, such as those described by Bill Vesely, to
see if the phenomena of interest actually are real and
are measurable. An important question: How do you
pick the right people to make these assessments?
Ram Uppuluri. The method introduced by Saaty to
study unstructured decision problems [see reference in
Uppuluri's paper] is applicable to these matters, and it
seems to be relatively robust against changes in the
matrices used to summarize the experts' opinions.
Larry Bruckner. Even if the Delphi method is shown
to be effective, it may not be used or accepted because
of people's bias against it. It would require a great deal
of training for a person to understand the method and
to believe that it's correct. The critics, say, of the
nuclear industry would just have a field day with it. It
seems, then, that what Rom Uppuluri is saying is that
Saaty's method may be more acceptable. Is that
correct?
Bill Vesely. The NRC is using the Delphi method now
to identify areas where further research is needed - for
example, in the seismic program. The Delphi method is
not used for licensing reactors ;t this stage, but it is
used to identify factors, data, and models to find out
where more research is needed and where more analyses
are needed. Right now, it's step-by-step. There's no
jump to decision making. If the Delphi method were
used exclusively for decision making, the critics would
certainly have a field day. As you know, people do
make judgments and decisions subjectively and qualitatively and in back rooms. What the Delphi approach,
with its subjective estimates, does is to put these
estimates down, out in the open, for criticism and
sensitivity studies. If there are criticisms that identify
some problems, they're out there to be analyzed and
reviewed. In many cases, it's perhaps better than the
way decisions are made now.
Dick Mensing, Lawrence Livermore Laboratory. The
use of Delphi techniques, in a strict sense, leads to a
consensus that does not allow for the study of the
effect of the variability between experts, which seems
to reduce the effectiveness of this technique for use in
risk analysis. There was a fairly critical review of the
Delphi technique in a Rand Corporation report of a few
years ago.
Bill Vesely. If you carry the Delphi method through,
you certainly do get a consensus, but you don't have to
adhere to that "pure" form. The Individual estimates
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can be kept apart, and they are as important as the
consensus. Consensus is not sought necessarily in NRC
work - for example, the variability of the human is
important in human factors work. An important question is: How can that affect safety risk?
Dick Mensing. Here's a comment on a point you made
in your talk about phraseology. Here, Delphi technique
phraseology is being used - but that is not really what's
meant, in the strict technical sense. Thus, misunderstandings are created, and that's what you were referring to.
A problem that exists in the use of expert opinions is
the incoherence of the individuals [i.e., inability to
satisfy the axiom P(A U B) = P(A) + P(B) if A and B are
mutually exclusive]. Does Saaty's method overcome the
difficulty of incoherence?
Ram Uppuluri. You are right; Saaty's method is
directed at pair-wise comparison data. It really does not
take into account three-at-a-time and so on; so it is still
not a very effective tool in that sense.
Dan Can, Pacific Northwest Laboratory. With regard
to statisticians working in the area of risk analysis, I
would like to raise a question of ethics. For elaboration
purposes, I would like to consider the areas of established science, best guessing, and witchcraft.
The boundaries between these areas are not clearly
marked; however, the earmarks of established science
are consensus and replicability. I like to think of
training in statistics as the epitome of training in the use
of established scientific methodology. Certainly, statisticians' contributions towards the growth of science are
being increasingly well recognized. However wisely, we
see methods we've developed being extensively used in
other fields. Further, our success has allowed us to
expand into other fields. Clearly, we can see the
expansion of statisticians into the areas of biology,
computer science, economics, and decision making. Part
of this expansion is putting us outside the bounds of
established science. In many ways, I view this as a
positive move. The area of best guessing is the cutting
edge of science. From one point of view, the best of
science starts with best guessing. However, in many
cases, best guessing has nothing to do with science at all.
When statisticians move from the domain of established
science to the arena of best guessing, they bring along
the trappings of scientific respectability. This creates an
ethical problem and poses a risk to our image as
scientists. Consider the acceptance of low-dose extrapolation models by the Food and Drug Administration
or other regulatory agencies.
We hear arguments by statisticians about which
models are conservative and which models should be

accepted. Do we want models that are linear low dose?
Do we want multiple hit models? The fact that statisticians are discussing these questions presents the illusion that established science is being dealt with. As
statisticians, we recognize that for many cases it is
impossible to have enough data to establish safe doses
or choose between models. We recognize that the
argument about which model to use is an argument
about adopting guessing rules.
That is not the story being heard by policy makers
and the general public. Exactly the same phenomenon
occurs when we build elaborate probability models
upon the foundations of shaky subjective probabilities.
I think it is ethically incumbent upon statisticians not
only to state what hat they are wearing but also to
make sure the message is heard. Because statements
about the lack of an established, scientific foundation
for government policies are not welcome to the ears of
policy makers, making the message heard is nontrivial.
The consequences of failure to communicate include
not only damage to the image of statisticians but
damage to our society as best guesses prove false at rates
higher than promised and at costs that cannot truly be
evaluated.
[Organizer's note: This question is deemed sufficiently important that only minor editing has been
performed on the two responses in order to capture the
flavor of the moment and to convey the nature of the
responders' insights.]
Bill Rowe. You picked a very important point;
however, in your first case, I'm not even sure that the
probable consensus is part of science. What I think
we're concerned with in the scientific effort is what I
call positive empiricism. We take data, we analyze the
data, and we make hypotheses on how the system under
study behaves, and then we use the hypothesis to
predict future action and see how well it predicts
behavior. We iterate until we get to some point that a
number of people agree is predictable enough, and we
call this an empirical law. But, as we get into the
behavioral sciences, we're down to the measurement
levels where it's very hard to get good measures. It's
very hard to find empirical laws, and it's very hard to
get convergent predictions. So we have the problem of
divergent interpretation.
Speculative inquiry, I believe, is part of science. You
pick an idea and theory and you see if this a reasonable
hypothesis, and you try to see how well it predicts
behavior. You may reject it and try another one. I
believe this process is part of science. But, when it
comes to picking a particular position within a range of
speculative or divergent interpretations - that's where I
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think the problem begins to leave the realm of science
and enter the field of the politics of science. Here one
might pick a particular outcome to wave a flag to get a
lot of headlines, having picked the worst possible case in
interpretation. Or it may be that one picked this
particular one because it agrees with some predetermined belief. It's a problem when we must deal with
belief situations. I suspect that the scientist has a role in
this area, but it's not the role of the scientist alone it's the same role that exists for anyone who's involvr a.
The point is that, when we get into this particular area,
the scientist has to know when he is talking science and
when he's talking something else. What I object to is the
scientist who comes and says, "Based upon my scientific background, I am saying this," and expects extra
credit for being a scientist.
Bill Vesely. 1 tend to agree with that, and I suggest
that statisticians always keep the decision maker informed of what are best guesses, what is actual data,
and what is witchcraft. Sometimes decision makers lose
sight of these distinctions, and I think they need an
objective outside opinion to remind them quite often.
Roger Moore. Regarding the remark that "feuding"
among statisticians destroys their effectiveness in the
decision-making process, would you elaborate?
Bill Vesely. The analyst/decision maker/engineer certainly doesn't understand the fine points of Bayesian vs
classical issues, for example. The attitude and reaction
is, "I'm not going to do any of that. They're arguing
about things that are unimportant or that I can't
understand, and therefore I'm going to guess or use my
intuitive feeling about uncertainty and about what a
best estimate is. I'm going to disregard all of this
formalism on statistics and uncertainties, and I'm going
to regard it as elegance." That word ["elegance"] is
often used in discussions and written documents to
characterize statistical methodology. It's very wrong
because too much is therefore disregarded - coding,
documenting, recording what's been done, and picking
out what's important to sensitivity. When subjective,
purely subjective, decision making is done and statistics
are disregarded, then there no longer exists a "handle"
on what is data and what are best guesses and what are
uncertainties and where more information is needed.
That's the reaction that comes about because of this
feuding. Because of this, statistics is viewed as an
elegant science that is not very practical and not needed
for decision making.
Lynn Schaeffer, BDM Corporation. Many persons are
concerned about the apparently arbitrary way of
establishing rather restrictive standards for allowable
radiation doses resulting from releases of radioactivity

from nuclear power plants. In a recent publication
which I coauthored on the uncertainty in the prediction
of nuclear dose due to 131I2 transported via the
pasture-cow-milk pathway {Nuclear Technology, midAugust, 1979, p. 99), the suggestion is made that a
probabilistic approach be taken in assuring compliance
with regulatory standards. Is any consideration being
given by the NRC to adopting a probabilistic approach
in establishing or assuring compliance with regulatory
standards?
Bill Vesely. NRC, in the past, has done some of this let's say, behind closed doors - and has come out and
made a decision and said, in effect, "We are not going to
use these probabilistic criteria." But, just in the past few
months, a project has been started in which NRC is
going to attempt to formulate - partly because of the
insistence of the Congress and the NRC Advisory
Committee on Reactor Safeguards — actual numerical
criteria. I believe that in the beginning these criteria will
probably be applied only to hardware with independent
failures. Later, such contributions as human errors will
be incorporated. The goal is to have numerical standards
formulated for further review in three years which will
apply to reactors only. The complete fuel cycle will be
considerably more complicated. To apply these criteria,
the applicant would be expected to go through a
calculation and then compare his upper 95% confidence
bound with, say, NRC's criterion. As seen right now,
these will be looked on as "add-on" criteria, not
replacement criteria, at least until more experience is
gained. The goal is to come out with some actual initial
numerical criteria after one year, as well as guidelines,
models, and data to be used in trying to satisfy the
criteria. And the American Statistical Association is
being asked to form a group, whatever is in their ability,
to help and to consult in this formulation of criteria and
approaches. Statisticians will be getting more into the
regulatory process at NRC. It's coming; it's going on
right now. How these criteria will work out is something
else, but they are being formulated now.
POSTSCRIPT

Three items appearing since the Symposium adjourned should have some interest to participants:
1. The papers by Uppuluri and by Moore referred to a
MITRE-sponsored symposium/workshop. Reference:
Symposium/Workshop on Nuclear and Nomuclear
Energy Systems: Risk Assessment and Governmental
Decision Making, Proceedings, MTR-79W00335,
MITRE Corporation, McLean, Va., September 1979.
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2. A popularized discussion of risk appeared. Reference: Epps and Garrett, "They Bet Your Life," The
Washington Post Magazine, November 11, 1979, pp.
38-46. Some tidbits: "The new science of risk
assessment may be an economic boon or hazardous
to your health." "Risk assessors tell us what our
chances are in the race between innovation and
catastrophe." "An inadvertent launch will spoil your
day." "A risk is acceptable when those involved are
no longer apprehensive about it." "You have got to
differentiate between risk assessment and reality."
"Sometimes it is better to curse the darkness."
"Scientists have to have a little humanity."
3. The precept that an educated society is an understanding society keeps popping up. The following
item, although specifically dealing with improving
the understanding of radioactivity, contains the
seeds of issues closely allied with risk:
Thirty years after Hiroshima and more than 80 years
after the discovery of radioactivity, the vast majority of
Americans do not have the vaguest idea what it is. Even
the common units in which radioactivity is measured curies, rads, and rems - are as meaningless to people as
the most impenetrable gibberish of advanced mathematics. This is a form of ignorance that is risky to live
with.
It also produces fear of the unknown. During Three Mile
Island, a tiny amount of radioactivity was discovered in
the milk at neighborhood dairies. This was duly reported
by the media - 12 picocuries per liter found in local milk
- and generated cries of panic. But wait. Picocuries? What
in the hell is a picocurie? In fact, the amount of
radioactivity discovered is several thousand times less than
an amount that would have justified precautionary measures. But how could you know? And who could trust a

government that in the past had - perhaps knowingly allowed members of its armed forces and citizens of Utah
to be exposed to clearly dangerous levels of radioactivity?
Even if the nuclear industry were dismantled tomorrow,
radioactivity would still be inescapable. It comes at us as
cosmic rays and occurs naturally in radioactive substances
in the earth and in all living matter. Trying to convince a
congressional committee that certain standards for the
disposal of nuclear waste are too strict, Nobel laureate
Rosalyn Yalow pointed out the other day that the
amounts of radioactive potassium and carbon present in a
normal human being would require that person — if he or
she were a dead laboratory animal - to be disposed of as
nuclear waste.
The most important source of radioactivity - and here
is where ignorance breeds risk - is medical and dental
work. As much as 99 percent of all normal exposure
above the natural background comes from medicine.
X-rays are the most common source, and the most grossly
overused. Though most medical exposures are low doses,
the thing to remember is that the effects of low levels of
radiation are simply unknown. The only safe rule to
follow in the face of this uncertainty is that any
unnecessary exposure is unwise.
Modern medicine is here to stay and so, apparently, are
nuclear reactors. Society could live with them a lot more
comfortably, and more safely, if Americans had a basic
knowledge of what radioactivity is, what its properties
are, which parts of the body are most sensitive, what
annual doses are thought to be safe, and what amounts are
known to be dangerous. Providing that knowledge is the
responsibility of the schools, the federal government and
the scientific establishment, and none has done the job
very well. Whether people will care enough to learn it
remains to be seen.
Reference: "Radioactive Ignorance," Editorial, The
Washington Post, December 17, 1979, p. A14.

Workshop III
Analysis of Large Data Sets
Wesley L. Nicholson, Organizer
INTRODUCTION

! am Wes Nicholson, a statistician at DOE's Pacific Northwest Laboratory. This is the workshop on the analysis
of large data sets. To lead off, I'd like to comment on the question of why we are having a workshop on the analysis
of large data sets. Several years ago, Jim Pool, Director of the Applied Mathematical Sciences (AMS) Research
Program for DOE, initiated a dialogue with the DOE laboratory and university contractors that he supported on this
program. The idea was to evaluate the research sponsored by the AMS program. Was this research appropriate for
such sponsorship? Was it relevant to DOE's need? And, a rather pragmatic question, could it be defended and sold to
the budgetary people in Washington? As a result of this dialogue, specific research areas were selected in the various
subdisciplines of applied mathematics. Focus on a few areas would mean that the combined mathematical talent
within the DOE laboratories would be able to turn out a significant product with immediate application to
important DOE programs. In statistics, three of these areas were model evaluation, risk assessment, and the analysis
of large data sets. At this time, it is not clear as to what the level of research will be in each of these areas. One
function of the workshops at this symposium is to clarify that question.
At Pacific Northwest Laboratory, the AMS program is centered around the analysis of large data sets. We call
this program ALDS. We do not feel that our project per se is going to solve all of the data analysis problems faced by
DOE. On the other hand, we do feel that our project can provide a focus for the scientific community.
To start the workshop, I would like to make some comments about the need for the analysis of large data sets
within DOE. Historically, the AEC, then ERDA, and now DOE has been involved in many activities that have
produced masses of data. These activities fall naturally into several program areas. The first of these is the area of
monitoring programs. At every facility involved in the process of transforming natural uranium into weapons-grade
material, there has been a continuing progTam of inventorying fissionable materials. Now, we are concerned with the
safeguarding question for fissionable materials. Certainly that mass of inventory data contains information about the
plausibility of safeguards. At each of these facilities, there has been a human dosimetry monitoring program. Now,
we are beginning to think about health effects. PNL's Ethel Gilbert has been involved in the health effects problem
and has analyzed the Hanford Mortality Data. She reported on part of that analysis at the Second DOE Statistical
Symposium in 1976. There has been environmental monitoring in the neighborhood of each of these facilities and
also on a worldwide basis. We are beginning to think about alternative ways of producing energy. It becomes
important to evaluate the effect on the environment of the atomic energy business as opposed to other forms of
producing energy.
In addition to monitoring programs, there have been long-term experimental programs at research sites within
the DOE community. For example, there are the biology programs to evaluate the radiation effects to animals and
to ecological systems. There are cooperative experiments going on within DOE. For example, at several DOE
laboratories, researchers are looking at the effects to the lung of large animals, say beagle dogs, from the uptake of
plutonium dust. There are metallurgy programs looking at the radiation effects to materials - that is, what happens
to the structural integrity of metal exposed to a radiation environment for a long period of time. Materials scientists
comment on the need for putting together a large data base of all such experimental results that have gone on not
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only in this country but all over the world. There have been a large number of dispersion experiments to determine
the extent of contamination from radiological disaster. Here a tracer material is used to simulate the radioactive one.
In each of these instances of many similar experiments, the experimental results have not been looked at in great
detail as a common body of information. The chances are that they will not be looked at until the looking-at process
is made a lot more palatable than it currently is for the data analyst.
In addition to these historical programs, there is a current need for the analysis of large data sets. A particularly
important example to DOE is the need of the Energy Information Administration, the arm of DOE that is charged
with determining the country's energy needs, categorizing our natural energy resources, and quantifying our use and
depletion of those resources. In fact., we have the whole area of estimating energy resources as a workshop at this
symposium. A particularly important problem to the Energy Information Administration surrounds the use of
complicated computer models of the nation's energy economy. These models involve literally thousands of input
variables.
The area of real-time experimentation or real-time monitoring of natural phenomena is one where data are
created at almost mind-boggling speeds. In some situations, data are flowing by so fast that we are hard pressed to
even record it. Possibly just browsing it and remembering the salient features is the best way to handle the situation.
The high-energy physics community has done an excellent job in real-time condensing of data in their experiments.
This data analysis expertise has come at a tremendous cost. We like to think that we can reproduce that kind of
ability for data analysis on a more general scale without going through the tremendous cost for each application.
Scientific experimentation today is so complicated and diverse that there are many scientific institutions
involved. Now, we have the problem of linking together the results. We have to consider distributed computer
networks so we can bring data together at a common site for computer analysis.
Our society tends to create large data sets because we are very conscious of causes and effects, health effects,
environmental effects, etc. We initiate more and more retrospective studies to identify causes. Usually we are
considering marginal effects. So we need a continuum of situations, constituting a very large data set, to identify
these effects. I'm sure that you in the audience can come up with other examples. The important point is that there
is a definite need for automated capability for looking at large data sets. In particular, the DOE has many situations
where such a capability needs to be applied to understand the information content of large data sets.
In addition to need, there is clearly a strong interest in the statistical community. Several years ago at Dallas, the
Institute of Mathematical Statistics held its first special topics conference. The topic of the conference was the
analysis of large data sets. Those of us who attended that meeting came away with the feeling that the statistical
community had identified an important problem; that in specific situations people had done an excellent job of
analyzing large data sets; but that in the finaJ analysis we had not even a semblance of a general methodology.
Clearly, much work needed to be done in the area. Thus, if DOE statisticians work in this particular area, they can
expect to get a lot of help from other portions of the scientific community.
We wish to accomplish several things in this workshop. First, we want to describe to you the large data set
project at Pacific Northwest Laboratory. Second, we want to entice you to think about large and how it affects the
data analysis process. Third, we want to describe some specific areas of research which would materially improve our
ability to analyze large data sets.
The analysis of large data sets project at the Pacific Northwest Laboratory has a very simple goal, which is to
develop an in-house DOE capability for the analysis of large data sets and to apply that capability in DOE's best
interest. The capability is, as much as possible, to be transferable to other DOE laboratories. For the past year, we
have been asking ourselves some fundamental questions: What is a large data set? What is common to large data set
analysis problems? What statistical tools are needed in most large data set analyses? Are the classical tools sufficient?
What computer hardware is needed to handle large data set analysis? Is this hardware affordable to the common
man? Does all the software exist to analyze large data sets? Or do we have to develop additional software? Dan Carr
and Bob Burnett will touch on these issues as they describe our project.
Leo Breiman is an established statistical consultant. He has actually analyzed a number of large data sets. As a
result, he is in an excellent position to evaluate the status of our statistical methodology with respect to large data
set analysis. His talk is a sharing of his insight on this problem. Those of you who are interested in doing research on
statistical methodology for the analysis of large data sets should pay particular note to his comments. Finally, Dick
Beckman of the Los Alamos Scientific Laboratory statistical section will talk about their experience in the analysis
of large data sets. Here is an illustration of the current status of large data analysis at a DOE laboratory.
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Before I introduce the speakers, I wish to make one final comment about our analysis of large data sets project.
Veiy early in our thinking about such a project and how it ought to be conducted, the statisticians involved made
the decision that the only way to make progress in this area in an economical manner both from the standpoint of
the statistician's time and money involved was to involve both statisticians and computer scientists on an equal basis.
This equality of disciplines and financial support is reflected today in the fact that our first speaker, Dan Carr, is a
statistician and our second speaker, Bob Burnett, is a computer scientist.

The Many Facets of Large
Daniel B. Carr
Pacific Northwest Laboratory
Richland, Washington,
INTRODUCTION

Over the last year, I have talked to many people about
the analysis of large data sets. One of the first questions
I am asked is "What do you mean by large?" This question is raised not because people do not believe there is
such a thing as large data sets but because people want a
simple and precise definition. The definition we have
given has been short: "The data set is large when the
size of the data is the major factor in preventing the
convenient and effective analysis of the entire data set."
This definition, while less than satisfactory, clearly suggests that large is not simply defined and that a true
understanding of "large" develops after ? dually analyzing large data sets.
In the rest of the talk, I am going to characterize large
from four general frameworks. The first general framework deals with the computing problems and characteristics encountered in analyzing large data sets. The
second general framework presents the way a statistician might conceptualize large data sets and presents
some of the approaches he might propose for dealing
with the problems encountered. The third general
framework has to do with a new concept of efficiency
that is engendered by the analysis of large data sets. The
final frarrework has to do with the new possibilities
that go hand in hand with large data sets.
COMPUTING PROBLEMS AND
CHARACTERISTICS

The first general framework is computing problems
and characteristics. I've broken this down into five
areas: storage requirements, data access difficulties,
type of processing involved, data base maintenance, and
programming considerations. In asking statisticians what
they think large is, a frequent response deals with the
storage requirements for the data sets. The common

response runs something like this. If the data will fit in
core, it is a small problem. If the data will fit on one
disk, it is a ircdium problem. If multiple storage devices
are required, it is a large problem. Although the distinctions here are a little fuzzy because of various sizes of
disks and what's considered "in core" (for example with
paging computers), a general concept is being suggested.
That concept is physical access speed. If physically accessing the whole data base is awkward or takes a long
time, then the data set is large.
The second computing area involves logical data access. With large data sets, huge data dictionaries (directories) may be required to provide logical access. Describing the data, where it's stored, and its history can
require a massive documentation effort. Documentation
is usually far from complete. Frequently, the best documentation is actually in the minds of personnel associated with data sets. These personnel may be very aware
of both data location and its quality. Using personnel to
provide logical access to the data may not be that bad,
but certainly it's disastrous when such personnel become disassociated with data sets, for whatever reason.
In any case, logical data access difficulties frequently
accompany large data sets.
Another way to characterize large is in terms of the
type of computer usage. Consider the contrast between
data analysis and number crunching, where number
crunching includes such procedures as Monte Carlo
simulations, the solving of partial differential equation
models, and linear programming. In terms of input and
storage requirements, the demands made by data analysis are much greater. In terms of computation, the demands of data analysis are relatively small. In terms of
output (with all visual displays, plots, and summaries of
the data that we like to look at), the data analysis demands are again somewhat greater. Thus, large data set
analysis can be distinguished from number crunching by
the relative emphasis on input/output operations.
201

202
The fourth area is data base maintenance. With large
data sets, the need for automated editing becomes apparent. The automated detection of bad data and the
automated replacement of bad and missing data become essential if serious progress is to be made analyzing many large data sets. Another type of data base
maintenance problem is the limited storage available for
multiple copies. In many situations it may be advantageous to store the transactions to be applied against a
master file rather than to update continually the master
tile. Updating and the sequence of updating may have
to be carefully controlled. Data base maintenance problems are characteristic of large data sets.
The fifth general area involves programming considerations and the need for interaction between computer scientists and statisticians. Statistical concepts
such as sampling may provide a powerful way to reduce
processing time. However, accepting or rejecting data as
each case flows by may be a very slow method. The
computer scientists may be able to obtain random samples by using random disk addresses. Thus, a combination of ideas from the disciplines may provide optimal
methods.
Sorting problems provide another illustration. When
the number of cases is small, who cares how statisticians
sort? As the number of cases gets larger, we need to use
the best techniques computer science has to offer. However, even that may not be good enough, and statistical
alternatives to sorting may have to be considered. If, for
example, we're after order statistics, a generalization to
the secretary problem may provide reasonable estimates. Thus, it is not always clear which discipline will
have strongest claim to the most recent "solution."
Currently, few statisticians have been trained in careful algorithm design and in detailed understanding of
the computer being used. On larger problems, these considerations can be of major importance. As a simple
example, consider the multiplication of very large matrices on modern paging computers. One method of
multiplication can lead to thrashing as the computer
accesses the various elements in a matrix that spans page
boundaries. This can be disastrously expensive. Thus,
with large data sets, we need the skills of the computer
scientists.
The last area I want to mention explicitly, the display
of information, provides a variety of interesting problems, ranging from nuisance problems, like how to pick
good scales on the fly and how to avoid overplottine, to
deep human perception problems, like how to communicate effectively in more than two dimensions. Large
data set analysis requires the attention of specialists outside statistics and provides a host of problems whose

solutions will require the cooperation of statisticians
and computer scientists.
STATISTICAL CONCEPTS OF LARGE AND
SOME APPARENT APPROACHES

A second perspective of large comes fre «n considering
the way statisticians think about large and from looking
at the initial ideas they have for tackling the problems
they see. When a statistician thinks of large, he typically
thinks of (1) a large number of cases, (2) a large number
of variables, and (3) a complex logical structure among
the variables and cases. When we think about a large
number of cases, sampling immediately comes to mind.
Both classical and sequential methods are applicable.
When we think about a large number of variables, we
typically split the variables into dependent and independent variables. For both types of variables, the immediate reaction is to reduce their number. The most
common practice is to ignore variables that are not
thought to be interesting or important. Beyond this, for
dependent variables, we often think of dimension-reduction techniques, such as principal components and factor analysis. For a large number of independent
variables, we usually think of model approximation to
reduce the number of parameters. When we think about
data set complexity, however, not so many established
ideas come to mind.
I will try to characterize data complexity in terms of
three general areas. One view of data complexity can
simply be described as a lack of uniformity. For exampie, when measurements are collected over time, the
measurement procedure or measurement devices frequently change. As a specific example, the film badge I
wear to measure my exposure to radiation is not the
same device used 1S years ago. Studies related to Hanford radiation exposure need to consider this factor.
Another way measurements change over time is in the
recording procedure. Both situations are examples of
potential heterogeneity that can be related to known or
readily discovered factors. Lack of uniformity or lack of
homogeneity may also be a purely empirical relationship among multiple variables. This lack of uniformity
leads directly into the conflicts between accuracy and
parsimony of description that typify large data set analysis.
A second view of data complexity involves a data base
spanning different but related data sets. If we look at all
inhalation experiments in the DOE labs, it would seem
that the current approach is to analyze each set in isolation or at best in terms of the unqualified intuitions of
the biologists. When data sets are quite similar, we
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should be able to use methods like empirical Bayes to
extract more information. When there are some substantial differences (such as the differences between
species), it is much more difficult to exploit the similarities that 3T» observed. However, it would seem that a
deep understanding of the processes involved would
make this possible. We have a real need for integrated
methodology here. Both of these characterizations of
complex data raise the question, "How can we analyze
the data base as a whole when there is substantial heterogeneity between subsets of the data."
The third aspect of complexity involves nontrivial logical structures. These include vector value relationships,
hierarchial structures, and relational networks. All these
relationships may apply to the same data set as the
statistician adopts different viewpoints. Suppose we had
the total defense expenditures listed for each county in
the United States. We might view this data as hierarchial
in nature and want to summarize upward through structure, thus obtaining state totals. If we then look at these
sta • totals in relationship to other states, we are really
looking at a relational network. We may also want to
look it these state totals in relationship tc the years of
senijiin >f its two senators, which gives us a bivariate
ordering of values. We may want to look at the state's
defense "income" in relationship to committee memberships of the senators. This view might be exceedingly
complex. Clearly, analysis of data sets can involve many
different perspectives, and the logical relationships associated with these perspectives can be nontrivial. While
complexity is not unique to large data sets, it stands out
because it compounds other problems.
A NEW CONCEPT OF EFFICIENCY
Now, I would like to raise another aspect of large data
set analysis. Imagine that you're a data analyst taking
on a new project. When you come to work one morning, on your office floor you find boxes containing 60
reels of tape, and on your desk you find a stack of
paper containing about 20 sheets of paper documenting
the variable names and their locations on the tapes. Let
your mind leap forward in time as you think of the
many conversations you're going to have. There's the
conversation with the computer scientist as you try to
find out why you can't read tape number 23, the repeated calls to your client about why tape 25 variables
don't correspond to what's documented, and the days
and days of conversations with the people who know
the data and the dynamics involved. Think of your effort to discover how the data were collected - to bring
out unanticipated relationships in the data. Imagine the
weight of the computer output that you will carry to

your office. Think of the frustration you experience as
you toss it away because what you have been told is
incorrect - or the frustration you feel because the
whole data set should be thrown away. As you think of
all these things and more, you begin to realize how
awesome large data set analysis can be and how awesome it is in terms of statistician lifetime.
When data sets are small, we think statistical efficiency is important. Using assumptions and models, we
try to get every last drop of blood out of the data. As
the data set gets larger, computing efficiency becomes
important. Computing costs can be prohibitive, so we
want to get a high amount of information for the
amount of computing money spent. This same principal
also applies to statistician lifetime. The time required to
analyze large data sets forces us to think of the total
cost of analysis and statistician convenience. If we're to
dig canals, we need earth-moving machinery and not
sharper shovels.
NEW POSSIBILITIES

With all this discussion of problems, difficulties, and
costs associated with large data sets, it's refreshing to
consider the P2W possibilities that are available to us
with large data sets. For example, it's been suggested
that we could use sampling procedures on these large
data bases. When we get our hands on large sets of
homogeneous data, we have the possibility of obtaining
fixed-width confidence intervals and tests of specified
power. Certainty, we can think of new uses for cross
validation. We can get good estimates of distributions.
We can move away from our assumption making and
rely more heavily on nonparametric procedures. Further, we have the opportunity to extensively investigate
tail distributions. If we look at, say, the upper 2.3% of
the data on the basis of one variable, we may have
enough cases left to do a substantial analysis. Finally,
there are lots of possibilities in terms of display. Some
ideas about display are going to be presented in the next
talk. However, there is just one experience I want to tell
you about.
Recently, we put up a data base of seismic data. This
data base included the epicenters of the quakes ir x, y,
z coordinates for the whole globe. We put this data up
on a color raster device with two pictures, one red and
one green, offset 5 degrees. Just as with the old 3-D
comic books, we are able to look at this display with a
red and green lens and see in three dimensions. The
exciting part for me occurred when we looked at Japan.
I could clearly see the Asian and Pacific plates. That
view made the tectonic plate theory come alive. At the
same time, I was imagining looking at three-dimensional
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data as if I were a future-day astronaut piloting his way
to different galaxies: I was seeing one more way to get a
feel for three dimensions. Much work needs to be done
in terms of speeding up graphical devices and understanding how the human mind processes visual information. However, even though our capabilities are rudimentary, the door to the third dimension is open right
now.
In conclusion, there are many facets to large data set
analysis. We've discussed computing problems and char-

acteristics, a statistician's conceptualization of large, the
need for statistician convenience and some of the opportunities provided,by large data sets. Through this
characterization of large, I have hinted at a host of
problems that need to be solved. A few may prove unimportant and a few may be insorvable, but I believe,
with the help of creative minds throughout the DOE
kos and the university community, that major, exciting
progress win be made in our abilities to analyze and
present information from large data sets.

The Analysis of Large Data Sets Project—Computer Science
Research Areas*
Bob Burnett
Pacific Northwest Laboratory
Richland, Washington

ABSTRACT
The Analysis of Large Data Sets project at Pacific Northwest Laboratory provides the focus for a
high degree of interaction among the statisticians and computer scientists involved. This paper addresses some of the areas of computer science research and software development required to create
and support a large data set analysis capability. The data analyst must be able to effectively initiate,
monitor, and control the data analysis process via a convenient, easily learned method of communication with the computational resource. An "obvious" user interface is being developed to meet this
need. A self-describing data file structure and associated data management modules will provide a
common data interface among diverse software packages. In addition, the self-contained data descriptions and compact data representations allow "complete" characterization of the data items and
provide for economy of data storage and rapid data access. Advanced statistical graphics displays and
interactive graphical input techniques will provide the data analyst with a powerful tool with which to
visualize complex data relationships. Areas of cooperation and interaction with other research laboratories and universities are also discussed.

INTRODUCTION

The Analysis of Large Data Sets (ALDS) project
provides an exciting opportunity for close interaction
among the statisticians and computer scientists at
Pacific Northwest Laboratory (PNL) and for cooperation and interaction with researchers elsewhere in the
scientific community. The computer scientists who are
working on the ALDS project are dedicated to providing
the statisticians with a computational laboratory which
is especially tailored to large data set analysis, to the
extent that many of the obstacles and operational
difficulties usually associated with "large" data sets can
be at least partially alleviated. That is our "bottom
line" goal. In reaching this goal, however, some very
interesting and challenging computer science research
and development tasks need to be undertaken.
*Work supported by the U S. Department of Energy under
Contract No. EY-76-C-06-1830.
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Our motivation is driven by two basic questions. First,
what are the hardware requirements of a computer
system for large data set analysis? We feel that the datadirected, iterative, open-ended nature of data analysis in
general (and large data set analysis in particular) requires a decentralized computational resource which is
designed primarily for interactive computing, which can
be configured for fast input/output, and which is easily
interfaced to graphical output and input devices. At
present, such requirements can be most effectively met
by a high-performance virtual memory minicomputer.
Such a resource has the additional desirable property
that it is affordable by a large community of potential
users. We also feel that recent advancements in highspeed, high-resolution color raster graphics technology
have created the potential for such a device to be an
extremely valuable graphical visualization tool for displaying data and analysis results. Additionally, we are
planning to conduct research into the uses of microprocessors attached *o the main computational resource
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to perform special distributed functions which can significantly increase the overall speed and efficiency of
the system.
Secondly, what are the software requirements in
terms of statistical algorithms, data management, graphics, user interfaces, and overall system integration for
supporting large data set analysis? Some possible answers to this question will be discussed in the remainder
of this paper. Areas that will be covered include an
"obvious" user interface, a self-describing data file
structure, a common method of interfacing diverse software packages, a set of "kernel" data manipulation
functions, statistical graphics, and microprocessor-based
external function implementation. It should be noted
that we are placing a particular emphasis on software
for interactive data analysis.
"OBVIOUS" USER INTERFACE

The user interface is the window through which the
data analyst views and invokes the computational tools
at his disposal. What do we mean by an "obvious" user
interface? We mean that at all times during the interactive data analysis process, the statistician should know
what the currently available options are for further analysis or processing and how each of these options can be
called into action. Thus "obvious" is distinguished from
"simple": the set of options and commands available to
the user will probably not be simple, because a certain
degree of complexity is unavoidable if the set of available tools is to be sufficiently powerful and flexible.
Flexibility and a wide variety of capabilities (e.g., facilities to save and repeat procedures, and automatic log
ging and documentation aids) are required to meet the
statistician's need for convenience. Yet the use of these
capabilities must also be convenient (i.e., easy for the
statistician to understand and use).
One technique that is being developed for the ALDS
user interface is a common command format and process invocation method for all major software components within the ALDS system, including data management, graphics, and statistics algorithms and packages.
This command format must have a natural syntax and
semantics; the vocabulary and mnemonics must be
those with which the data analysts aTe familiar. Commands must exist on several levels of brevity for both
new and experienced users. A hierarchical "help" facility is being designed to make the commands "selfexplanatory." If the user forgets to enter a required
parameter or file name, the system must detect this
situation and prompt the user for the missing information.

A common error-handling system is also needed to
detect and intercept all types of error conditions,
regardless of their origin, and report these errors to the
user in a common, understandable way (no undecipherable error codes). In some cases it will be possible for
the user to correct the error and continue the interrupted process. In all cases, however, the user must be
informed of all available options for handling the
specific error condition which has occurred.
SELF-DESCRIBING DATA FILE STRUCTURE

As part of the ALDS data management effort, we are
developing a self-describing binary (SDB) data file structure designed especially for scientific data bases. (Thus,
we have a dual meaning for the acronym "SDB.") The
SDB files will hopefully provide "everything you always
wanted in a data file structure - and maybe a few
things you've never even thought about."
A typical problem with large collections of data is
that related data comes from a variety of sources and is
thus organized in different ways and in diverse formats.
All the data must be brought together onto some
common medium and placed in some common format
before it can be effectively processed and analyzed as a
whole. A related problem is that stand-alone software
packages such as SPSS and MINITAB have their own
(often unique) file format to which the data must
conform for processing by that package. It is sometimes
desired to pass the output results from one package as
an input file to another package, which again requires
reformatting a data file. The SDB file structure will
alleviate these problems by providing a common file
format which can serve as a data interface for a wide
variety of statistical, data management, and graphics
packages.
Another common problem relates to the description
of data. There is often a lack of adequate software
facilities to provide for storage and manipulation of the
descriptive characteristics (both qualitative and quantitative) of the data items and for verbal documentation
of the origin, history, and general features of a data file
or data base. The attributes and characteristics of the
data are usually stored separately from the data itself, in
a data dictionary or directory file. These data dictionaries can themselves become quite large and complex.
The verbal text describing the history and overview of
the data base usually must be stored in yet another
separate documentation file. The SDB file structure is
intended to provide for the storage and manipulation
of, in some sense, a "complete" description of data,
including data attributes, characteristics, and documen-
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tation. Furthermore, these descriptors will be stored
together with their associated data items in one file. The
descriptors will be stored in a header block preceding
the data elements.*
Additionally, the SDB data file structure will make it
possible to store the data and their descriptors in a
compact, efficient representation. Block-structured direct-access input/output techniques will provide for fast
data access. Both of these characteristics are extremely
important to the storage and manipulation of large data
sets.
The specific types of descriptors that an SDB file will
contain are
• physical (data location) descriptors, which include
data types and lengths, storage structures and indexing modes, and all the counters, pointers, and indexes
necessary to locate the physical position of any given
data item within the file;
• logical (data attribute) descriptors, which include
dependent variable labels, multiple shared attributes
(independent variable labels and values) for crossed
and/or nested designs, integrity constraints (both
logical and quantitative), and missing value codes;
and
• file descriptors, including user-supplied comments
and an update log containing date, time, software
program name, and other pertinent information for
each update of the data file.
In conjunction with the SDB file format design, a set
of "kernel" data manipulation functions are being
developed to store, retrieve, and update data elements
and descriptors within SDB files. The "kernel" functions are the minimal set of data manipulation functions
which are essential to support the requirements of large
data set analysis. These functions are being implemented in efficient functionally independent modules
in order to minimize processing overheads and achieve
fast retrieval of data. Our goal is an efficient streamlined
set of data manipulation routines especially tailored to
the data management needs of large data set analysis.

*A data directory file will also be provided so that the
location of specific data sets can be found quickly, but the
directory file will contain only compact summaries or indexes
of the descriptors stored in each of the data files. If the user
knows which tile contains the data he wants, he can bypass the
directory and access the data directly from the SDB files. Thus,
the data directory in this system can be thought of as a data
management aid and is not a necessity to the SDB data
management system.

INTERACTIVE STATISTICAL GRAPHICS

Another major area of ALDS computer science research is interactive statistical graphics. We have acquired a fast, high-resolution color raster display unit
for the project. We will initially build upon existing
graphical techniques by tailoring and extending them to
meet the particular data visualization needs of ALDS.
We also hope to develop new innovative data presentation and selection methods for large data sets. The
following is a brief description of some of the concepts
we have been thinking about.
Multiple display screens are an effective way of
expanding the ability of the data analyst to view data
relationships at several levels of detail simultaneously.
For example, a low-resolution monochrome CRT could
display an overview representation of a data set from
which a specific subset could be selected and displayed
in considerable detail on a high-resolution color graphics
device. The overview representation would remain on
the low-resolution screen as a reminder to the statistician of the context from which the detailed plot was
extracted. A second multi-screen application is side-byside comparison. Two or more similar data sets could be
compared using the same analysis and display technique; alternatively, the results of two or more distinct
analysis methods operating on the same data set could
be compared.
Many data analysis systems use computer graphics
solely for output visualization. We believe there is a
great need and a great opportunity to apply interactive
graphical input techniques to large data set analysis.
Graphical input devices such as a light pen or a cursor
control mechanism can be used to "point" to specific
regions of the screen and thus visually select data points
for removal, relocation, or cluster definition.
Other possible areas where interactive statistical
graphics can be applied to large data set analysis include
exploratory graphical fitting, dynamic scatter plots
(e.g., during a single pass through a large data set), and
an investigation of the value to data analysis of the use
of color and shading techniques. Most of these graphics
techniques are not particularly new or original; it is the
application of them to large data sets, utilizing a fast
high-resolution color raster graphics device with the
capability to rapidly and clearly display large amounts
of data which creates the opportunity for some unique
and exciting research.
AREAS OF COOPERATION

Finally, I want to mention the efforts we have been
making to establish and foster cooperation with other
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DOE laboratories and with selected universities and
research organizations. (This discussion applies to both
the statistics and computer science areas of ALDS.)
The ALDS project has an Advisory Panel consisting of
eight gentlemen (see Table 1) recognized as experts in
either computer science or statistics. Their function is
to provide outside technical consultation and guidance
to the project. The second annual ALDS Advisory Panel
project review meeti ng is scheduled for November 1979.
The ALDS project staff will present the current status
of the project and the research, development, and
implementation plans for the coming year. Discussions
of the various technical areas and the overall plans and
objectives of the project will then take place, followed
by formal statements from each of the panel members
summarizing their observations, suggestions, and jecommendations regarding future directions of the project.
In addition to the Advisory Panel, we have one other
consultant. Professor Will Dixon of the Department of
Biomathematics at the University of California at Los
Angeles provides his experience and expertise in the
areas of statistical data management and the use of
color graphics in data analysis.
Cooperation with other DOE laboratories has begun
on several fronts. In particular, PNL and Lawrence
Berkeley Laboratories have taken the initial steps to
ensure hardware compatibility and to establish a computer communications link between the two facilities,
thus setting the stage for some significant software and
resource sharing between the two labs (ultimately extending to other labs). Other laboratories, notably Los
Alamos and Oak Ridge, will participate in various
phases of the ALDS statistical research, notably in data
editing and screening techniques.

We have established dialogue and cooperation with
researchers at the following universities, in the technical
areas noted:
• Washington State University - statistical analysis of
an example "large" data set (stellar parallax measurements);
• George Washington University - graphics software
and standards, user interface;
• University of Toronto - data management, distributed microprocessors;
• Princeton University - statistical research; and
• University of California at Los Angeles - statistical
data management, graphical data analysis.
In addition, several students at Washington State
University and the University of Washington have participated in various phases of ALDS research (e.g., as
summer employees at PNL), and there is some potential
for thesis work related to the project. We hope for an
increased involvement with research at the university
level.
In conclusion, we feel that the ALDS project offers
the opportunity for some very exciting research in
computer science, in statistics, and in interdisciplinary
communication and cooperation. We recognize the need
to be cognizant of currently available software and
technology and the opportunities to take advantage of
expertise elsewhere within the scientific community. At
the same time, we want to be in a position to share with
others the large data set analysis methodology and
software which we hope to develop.

Table 1. ALDS review panel
Professor Peter Bloomfield
Department of Statistics
Princeton University
Dr. Jerome H. Friedman
Stanford Linear Accelerator Center
Stanford University
Professor Jack Heller
Chairman, Department of Computer Science
SUNY at Stonybrook
Di. Wesley L. Nicholson (Panel Chairman)
Statistics Section
Pacific Northwest Laboratory

Dr. Richard Quanrud
Assistant Director for
Agriculture and Economic Census
U.S. Bureau of the Census
Dr. Arie Shoshani
Computer Science and Applied Mathematics Department
Lawrence Berkeley Laboratories
Dr. Benjamin J. Tepping
Private Statistical Consultant
Washington, D.C.
Professor David L. Wallace
Department of Statistics
University of Chicago

Help, Where Are We?*
Richard J. Beckman
Los Alamos Scientific Laboratory
Los Alamos, New Mexico

ABSTRACT
"Large data set" is defined by a set of rules. Use of a preprocessor for looking for outliers in the
data will be discussed. Questions about data postprocessors are asked. In addition, questions are asked
about the analysis of large data sets. Data structures are discussed using the National Uranium Resources Evaluation and U.S. Geological Survey projects as examples.

One of the most difficult problems concerning the
analysis of large data sets is a definition of "large."
"Large" must be defined by a set of three rules. The
first rule is that there must be at least one data point.
The number of data points in a data set does not necessarily make it "large." It is the complexity in the data
that makes the data set "large." The second rule is that
computer hardware or software must be used in the
analysis. It is against the rules of large data sets to do
the analysis "on the back of an envelope." The last and
most important rule is that all of the data may not be
seen at one time. Therefore, under this definition, a
univariate time series with one million data points does
not constitute a large data set.
The actual analysis of large data sets may be broken
into two main areas; these are pre- and postprocessing
of the data. Preprocessing consists of data audits and
edits. There is much statistical research to be done in
this area. For example, how do you find outliers in
discrete multiway tables? Are there ways to find multivariate normal outliers? What is the role of nonparametrics in data audits? These are just a few of the
statistical questions to be answered.
This area contrasts with that of postprocessing of the
data. Postprocessing involves finding structure in the
data. However, it is not certain that there is anything
•Report LA-UR-79-3192, Los Alamos Scientific Laboratory,
Los Alamos, New Mexico. Work supported by the Department
of Energy under Contract No. W-740S-eng-36.
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to do in postprocessing other than the usual statistical
analysis. It is just not clear that there is any statistical
research to be done in this area.
There are three questions that should be asked in the
field of large data sets. First, can the data structure
help find structure in the data? By data structure we
mean the organization of the data. For example, multivariate data may be organized as cases by variables. For
every case and variable combination, there is a data
point. Another data structure is the nested data structure where groups of variables are nested under other
variables. An example of this type of structure is given
in the uranium hydrogeochemical and stream sediment
reconnaissance project of the National Uranium Resources Evaluation program. In this project, several water samples are taken at specific locations, and a chemical analysis is made for 43 elements including uranium.
The data are stored so that components that are specific to the location are level-zero variables. These variables are such things as latitude, longitude, rock type,
rock color, and relief. Nested under these variables are
level-one components, which include concentrations of
the 43 elements for the samples taken at the specific
location. A third type of data structure is the networked data structure. In this type of structure, data
vectors are "neighbors" to each other. In other words,
data vectors are in some way connected to other data
vectors. An example of thii type of data structure is
given by an offshore oil and lease data base maintained
at the Los Alamos Scientific Laboratory for the U.S.
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Geological Survey. In this data base, data vectors are
connected by physical location. The question, therefore, is, given a specific data structure, does this structure help with the statistical analysis? Should techniques be developed for different data structures?
A second question may be asked in the area of large
data sets: Is the eye quicker than the hand? In other
words, what is the role of computer graphics in the
analysis of large data sets? It has been said that a picture is worth a thousand words. No one has ever said

that a picture is worth a thousand statistical analyses.
How many statistical analyses is a picture worth? It is
worthwhile in the cases-by-variables data structure with
100 variables to look at all 4950 two-variable plots?
The last question that must be asked in this area of
large data set analysis is probably the most important
for the statistician. Is there any statistical research to
be done, or i? the research all in the area of computer
science?

A Small Shopping List for Large Data Set Analysis
Leo Breiman
Santa Monica, California

LARGE IS NOT THE PROBLEM
The difficulty is complexity. For instance, select 108
data points from a normal distribution. It's large but
neither very interesting nor challenging nor complex.
Complexity is a result of size, dimensionality, and
structure. A rough territorial definition of a large complex data set might be > 100 variables, and ^megabyte
of storage.
As I thought about my wish shopping list for complex
data base analysis and thought about other statisticians
I have heard describing their own Christmas lists, it
came to me with the clarity of Scrooge's vision that
there are many lists — very personal and very idiosyncratic. My list, like others, is a reflection of my own
experience with a limited number of large and complex
data bases.
SOURCES OF LARGE DATA SETS
Large data sets I have known have come from three
sources. The first is record-keeping information systems.
These are large computerized systems, originally designed for housekeeping record work. Much later,
someone pokes at them in the often forlorn hope that
they can be used for statistically significant studies.
Examples of such systems are insurance company
files, hospital records, large corporation employee
records, etc. For instance, the Colorado State Court
computerized record-keeping system enters, on line,
almost all of the information regarding each of the over
100,000 cases filed yearly.
Record-keeping data bases are generally very large,
filling tens or hundreds of tapes. The records are of
variable dimensionality and mixed data types. The
major problem is data quality. The records are replete
with missing, miscoded, or otherwise erroneous entries.
The major effort, both in time and money, is in upkeep211

ing the data base. Too little effort is generally budgeted
for quality control on the duta. If there is statistical
output, it is simple and descriptive. These systems were
not designed to answer statistical questions but very
often are tempting to statisticians simply because they
are there.
A second source of large complex data bases are special surveys and observational studies; some examples
are the Rand health insurance study, the DOE household energy consumption study, and the Bureau of
Census 50,000 household surveys.
The characteristics of these bases are smaller sample
sizes (generally in the 10 3 to 104 range), much better
data quality, a large number of variables, mixed data
types, and dimensionality not as variable and often
fixed. Most important, the data base was designed for
statistical purposes.
Finally, some statistically useful data bases are being
put together through information systems that have
evolved past the record-keeping stage and into gradually
upgraded data quality and capabilities. One example is
the Los Angeles Air Pollution Monitoring System,
which has been in existence and evolving for over a
generation. Large volumes of information, concerning
both numerous pollutants and meteorological variables,
collected many times each day, are telemetered to a
central computer from dozens of monitoring stations.
The data quality has gradually but significantly improved, and the system is currently in a stage where the
data are useful in a variety of statistical studies.
DATA GATHERING
By the time the data gathering is completed, at least
three-quarters of the battle is over. If the information
desired can not be separated out of the data, if it is too
noisy, if the quality is too low, and if the sample is not
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well designed, then no amount of analytic ingenuity can
rescue the study.
Hopefully, statisticians will become more intimately
involved with the gathering of relevant high-quality
data. This is a significant role. Statisticians look upon
data gathering with a perception different from that of
nonstatisticians involved in the same project. Their view
is more retrospective. That is, they view the data gathering knowing what methods are available and what problems may arise in analyzing the data after it has been
gathered. Statisticians are aware that their chief antagonist is variability or noise and that as much as possible
the data gathering should be designed to either eliminate, control, or estimate the noise levels. This concept,
which seems so simple and natural, is often surprizingly
novel to deterministically minded people.
If the statistician is not in on the initial design and all
phases of the data gathering - that is, if somebody
stacks a pile of tapes on your desk and says, "Well, here
it is," then the first essential is to become thoroughly
acquainted with the data base. A good healthy statistical attitude involves a mild case of paranoia. Believe no
one concerning the state of a data base! Practicing statisticians often sit around swapping horror stories about
data bases. Everyone has his own favorite, roughly
titled, "How I got stung by assuming that my data was
okay, but what happened was . . . ."
When a reasonable assessment is made about the quality of a given data base and serious deficiencies are uncovered, then the decision that may have to be made is
to abandon the data set and start from scratch, instead
of putting time and energy into a salvage operation.
Sometimes, much fruitless effort can be saved by giving
up sooner instead of later.
WHAT MAKES A DATA SET COMPLEX?
Complex data sets are characterized by too many variables with
• mixed data types,
• nonstandard data structures, and
• nonstandard relationships.
That is, complexity is added when the problem is
high-dimensional and, also, the data contains a fair number of both categorical and ordered descriptors; when
the data does not occur in a case-by-variable rectangular
data structure but instead, for example, the dimensionality is highly variable or the intrinsic structure is
hierarchical or nested; and when the relationships between variables occur in forms that make standard

descriptors of variable relationships noninformative.
Another factor that adds complexity is nonhomogeneity, that is, different relationships between variables
in different pieces of the data set.
APPROACHES TO THE ANALYSIS
The goals of the statistical analysis are to explore and
quantify the relationships between selected variables in
the data base. With small low-dimension data bases,
often the goal is to answer a single question, that is, to
test a single hypothesis. In large complex data bases, the
statistician is usually after many diverse pieces of information. Many different types of analyses may be necessary and appropriate. The fabric of the data is much
richer.
The usual statistical approach to an analysis has its
emphasis on the discovery of truth. A model foT truth is
formulated, and then the analysis proceeds on the basis
of the model.
Usually, it is not only truth that is wanted, but the
whole truth. That is, the model leaves unspecified only
a small number of parameters. Then the data is used to
provide locations for these unknown parameters.
For most large complex data bases, this procedure is
neither reasonable nor productive. Usually, one begins
pretty much in the dark. It is not really sensible to start
worrying about models for truth when what is really
required is some rudimentary understanding of a complex phenomenon.
The approach that is used in practice is largely descriptive. While this is not exactly a secret, there seems
to be widespread embarrassment over the fact that the
methods used are ad hoc and heuristic as judged by
commonly accepted statistical standards.
The discrepancy between theory and practice is that it
is not often possible to "discover the truth." In practice, the statistical endeavor becomes more modest and
aims only at extracting some relevant information from
the data base.
In the use of standard statistical procedures, the analysis proceeds by a sequence of static stage settings. A
model is assumed, a hypothesis is tested, confidence
intervals are computed, and so on. The goal, however,
of finding relevant information in a complex data base
requires a much more fluid interaction, which moves
ahead by trial-and-error exploration, using descriptive
techniques.
The important information may not turn out to be
the answer to the present questions. An analysis that
attempts to answer some questions that originally
seemed very straightforward may wind up raising many
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other questions that are significant and relevant to the
phenomenon being studied.
Working in this area requires a willingness to do intelligent exploration in a scientific spirit, instead of trying
to prove that the data supports this or that point of
view.
Because the primary goal is aimed at understanding
the nature of the problem and the data, standards for a
good analysis might be
•
•
•
•

simplicity,
usefulness,
production of insights, and
unbiased conclusions.

Even though many of the techniques used are descriptive, the important statistical issue of bias in the conclusions has to be looked at. What does bias mean if no
underlying model is defined? The concepts of dividing a
data set randomly into a learning set and test set, or of
cross-validation, or of "bootstrap" statistics suggest that
the definition of "unbiased" conclusion might be
roughly formulated as hypothetical replications of the
data base leading to similar conclusions. This gets
around the specification of a model but still uses it as a
conceptual framework. Even though we are bioadening
the goals of an analysis to a general program to separate
signal from noise, we still need to know when our conclusions are based on the noise instead of the signal.
SOME PRELIMINARY SHOPPING ITEMS
The shopping list that follows is pretty much pot
luck. It begins with good data-handling capabilities specifically, automatic subsampling and sampling on
Boolean combinations of keys.
Subsampling means the selection of a random or
stratified subsample of the full data set. Because a large
data base is often too expensive to work with as a
whole, smaller subsamples have to be selected. These
may be more informative if they are stratified on selected variables.
Along this line, a convenient capability is to be able to
look at the subset of all data points satisfying some
Boolean combination of conditions on the variables,
that is, look at all data points such that xx < 3 and xn =
A or x9 > 7. Similarly, being able to subsample from
the set of all data points satisfying such Boolean conditions is a convenient capability.
Once a subsample is selected, there should be lots of
different ways of forming descriptive summaries of it for instance, selected cross tabs. Graphic capabilities are
nice, but, for example, with 100 variables, there are

about 5000 possible scatter plots of pairs of variables.
Graphics will have to be designed more thoughtfully to
be useful for large data sets.
Other handy items are ways to find out how the subsample differs from the main body of the data. For
example in a recent Los Angeles air pollution data base,
there are hundreds of meteorological variables. Of the
1000 days represented, a few dozen have oxidant levels
above the EPA-defined Stage I alert level. In what ways
does this group of days differ from the main body of
the data? Which meteorological variables are higher or
lower on these days than on the rest of the days. If the
variable is categorical, how does its distribution differ
from the main body?
The answer, at least with the air pollution data, is that
the most significant differences seem to turn up in nonlinear combinations of variables. The difficult part is
finding the right combination of the right variables.
Because the right combinations may combine both
ordered and categorical values, this brings up a point
worth expanding a bit. In looking for analysis methods,
an important criterion is that mixed data types can be
handled in a natural way. Unfortunately, most available
techniques either force categorical variables into a mold
of numerical variables or conversely.
Of course, one needs some data-editing capability to
find erroneous or missing data. In addition, there is also
the strange point (outlier) problem. Most large data sets
contain some strange points, that is, unusual multivariate combinations. An efficient algorithm for locating strange points would be a welcome addition. But
once one rejects the use of multivariate normal thinking, even the problem of defining strangeness is difficult.
A final preliminary problem concerns missing values.
With over 102 variables, often a large proportion of
cases in the data base will have at least one variable
missing. The easiest way to handle this problem is to
patch in (replace) missing values, which brings up some
interesting and unresolved issues. What is the best way
to patch? What is the size of the error introduced by
patching? Is the data missing at random or ina pattern?
If it is missing in a pattern, can the patching be done to
account for the pattern?
The answers to these questions are largely unknown
even in the case where all variables are numerical and
even if a multivariate normal distribution is assumed.
WANTED: GOOD DISMEMBERMENT TECHNIQUES
A complex data base can be nonhomogeneous in the
sense that there may be different relationships between
variables in different regions of the data set. The next
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shopping list items are to find ways to detect nonhomogeneity and slice up the data into homogeneous
pieces.
As a overly simple example, suppose that

for*i<3,

p(xl,x2) = 0.8,

forx,>3,

p(xl,x2) = 0-2 .

The data looks like the figure below. The problem is
to detect the change in the correlation and estimate the
change point.

HN{y) is a measure of homogeneity of y for subset of
data N, where y is the response variable.
Start with ail data. Search over all possible binary
splits of all independent variables; that is, for Xj
ordered, search all splits of form Xj<A, ~ar- <A<
°°; for Xj categorical, xy is an element of { 1 , . . . ,J\
search over all splits of form Xj e Jj, where Jj ranges
over all subsets of { 1 , . . . ,J).
Each binary splu of a variable splits the data set into

NhN2.

•s .

A simpler problem is to find dismemberment techniques using a response variable. Here the nonhomogeneity of interest is that there may be different functional relationships between the resr>r>nse variable and
the independent variables in various parts of data space.
I know of two classes of dismemberment techniques for
this situation:
• tree-structured binary splits [ I ] , and
• piecewise linear or polygonal splits.
Tree-structured binary splitting algorithms work in
the following sequence of steps:

• Goodness-of-split is the increase in homogeneity after
split into Nj, N2. That is, if the sample size in N is n,
in Nt is n , , and in N2 is n 2 , then put
AH=^HN{

(Y) +

r

^HN2(Y)-HN(Y).

• Find the split which maximizes the goodness-of-spHt
AH.
• Now repeat this procedure on NUN2, etc.
The procedure can be pictured as in the tree below.
This corresponds to cutting data space into rectangles
with sides parallel to coordinate axes.
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Xne(A,C)

Another dismemberment technique is through the use
of piecewise linear regression. If a continuous least
squares fit of response variable by the class of piecewise
linear functions of independent variables is carried out,
the result is a data-directed cutting of data space into
polygons with a linear fit in each polygon. Although
algorithms exist for doing this, they are computationally too expensive for high-dimensional data sets
and are not suited for mixed data types.
General dismemberment techniques without a response variable do not seem to be around. Heuristic
trial-and-error splitting can be used. Systematic methods
would be welcome.
WANTED: GOOD COMPLEXITY
REDUCTION TECHNIQUES
Assume that the data is roughly homogeneous and
that by subsampling we are down to 10 3 samples or less
but with a large number of variables. My next-to-last
shopping list item is to find ways to reduce the number
of variables drastically with no loss in information.
Some standard approaches to this are the following:
L with a response variable - stepwise regression and
stepwise discrimination,

2. without a response variable - principal components
and factor analysis.
There are some serious drawbacks to the above methods:
• Stepwise methods often mask information and give
misleading results.
• Principal components include all variables and give
complicated analysis.
• Factor analysis is expensive and usually limited to
100 variables.
• All methods assume linear relationships and operate
on the covariance matrix.
• Categorical variables are handled in a clumsy way.
Some other more or less specific shopping items in
complexity reduction are as follows:
1. A method for determining when variables are superfluous. Usually, a variable is defined to be superfluous if it can be predicted accurately from
remaining variables. What about a few large residuals? Can these be significant?
2. A generalized kind of factor analysis that works on
mixed data types, can handle large number of variables, and can handle nonlinear relationships.
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3. An intelligent bivariate relationship measure for
mixed data types that can be efficiently computed.
Rank order correlations are a step in the right direction, but their computation requires sorting, and an extension to mixed types is not clear. Another possibility
is in the direction of measures of association for contingency tables, but these depend on the size of the table
and cut points if the variables are ordered.
A natural bivariate distance measure could be helpful
in a number of ways. For instance, using multidimensional scaling, two-dimensional displays of the variables
could be constructed with the response variable (if there
is one) at the origin. The variables could be clustered in
a manner similar to the method now used by BMD-P
based (usually) on a correlation distance.
WANTED: A MERGER

Computer usage is almost synonymous with large data
set analysis. Computer power opens interesting and

exciting possibilities for the development and use of
new data-analytic techniques. Computing power, once
we become familiar with its use and potential, may have
a strong formative effect on the way we think about
data set analysis.
Good programmers and good computer centers are
essential ingredients both in working with complex data
sets and in developing new technology, but university
computer centers aie generally not set up so that statistics departments can conveniently work with data sets.
Neither are graduate statistics students crackerjack programmers. These conditions make it difficult for statistics departments to significantly participate in development of techniques for complex data set analysis. This
unfortunate result puts even more of a barrier between
theory and practice.
To make my shopping list more of a combination of
what is attainable and what is hoped for, my last item is
the acquiring by statistics departments of good computers, good programmers, and interesting complex data
sets.
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WORKSHOP III - DISCUSSION
Thomas Gilbert, Argonne National Laboratory.
Dr. Breiman's suggestion that models should not be
used in analyzing large data sets is a bit disturbing. It is
my understanding that the underlying purpose of scientific activity is to discover comprehensible relations
between observables. In large data sets, these relationships will usually be subtle patterns buried in "noise." I
doubt that such patterns can be found without using
models. For example, it is unlikely that the few tracks
that identify a new elementary particle could be found
among the thousands of bubble chamber photographs
collected in a high-energy physics experiment without
precise physical models to guide the search. The situation for the more complex systems encountered in
economics and sociology is different in that the number
of observables one must take into account is much
larger. But I doubt that the subtle relationships we need
to find to make 'he data comprehensible will be
discovered without using models for guidance.
Wes Nicholson. Models can be used very differently at
distinct stages of a data analysis. I wonder whether that
is not the issue here. To illustrate the bubble chamber
example, models, or more precisely, pictorialized
physics theory, is needed to guide the search for new
elementary particles. Suppose present theory says that
bubble chamber particle tracks should bend to the right,
so we direct our attention toward isolating tracks that
don't bend to the right. The use of models as guidance
is essential for efficient use of the statistician's time
during the early stages of a large data set analysis - the
exploratory stage.
Later in the analysis, the set of tracks that don't bend
to the right are further characterized by classical model
fits. Now we determine particle mass, particle velocity,
etc., and estimate precision. Out of this classical analysis
comes a definitive statement concerning the evidence
for new elementary particles - the confirmatory stage.
The bag of tools for isolating the set of tracks that
don't bend to the right will have a small intersection
with those for classical model fitting. It is the exploratory stage of the analysis that we are thinking about,
when we say goodby to classical statistics.
Gary Tietjen, Los Alamos Scientific Laboratory. I
disagree with everything that has been said. I'm of a
.afferent school of thought. As far as automatic data
editing goes, the statistician can never, world without
end, detect outliers (which do satisfy the constraints)
automatically, without looking at his data. What we
need, then, are good ways of looking at the data. We
then need intelligent ways of dividing the data into

chunks which retain the original patterns along with a
collection of war stories so we know what to look for.
What we need is not a life buoy, but to drain the
swamp.
Dan Can. I'd like to respond. I was a bit worried
when you said you disagreed with everything. However,
I am in substantial agreement with most of your
statements. We may have a difference of opinion or
definition on the issue of detecting outliers automatically without "looking" at the data. I use the computer
to "look" at the data and believe that in many ways it
extends my perception.
When I am able to translate my ideas of what
constitutes outliers into an algorithm, the computer can
flag the instances it finds. Under my control, it can
provide graphic views of points identified as outliers
that both aid me in interpretation and help me assess
the adequacy of my initial ideas. I would agree with all
of the following interpretation of your statement. (1)
Outlier identification is an art, and we are not able to
translate all our rules into algorithms. (2) Rules for
identifying outliers and the interpretation of results
need to be data set dependent and will evolve as we
understand the data. (3) We are frequently tempted to
trust "easy" computer results because it is relatively
cumbersome to do the alternative analysis and checking
that is deserved. Thus, while our predispositions toward
computer usage may be different, I suspect that our
ideas concerning what constitutes a reasonable analysis
are not that far apart.
Vic Kane, Union Carbide Corporation. Nuclear Division. I'd like to understand a little bit better the role
that the statisticians working on this project see for
statistics. In particular, let me just list some of the
statistical topics that have been mentioned. These are
sampling, variable selection, both regression and discriminatory analysis modes, dimension reduction
model approximation, missing value estimation, discrete
and categorical analysis, clustering of both variables and
samples, distributional fitting, and I think the list could
go on. I agree with the list and that there are a large
number of problems. However, I think that at least one
fccus of DOE is to try to reduce the problems, so I
don't really understand what you have in mind. I
disagree, at least in some part, with the definition of
large, and I think that this disagreement would clarify
why you would have this large list of statistical topics.
The last two authors said essentially that large P and
large N are not necessarily statistical problems. They
may be computing problems. I'm not sure the first
speaker said this. There is some disagreement there. I
agree that large P and N are not statistical problems.
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I think that complexity is the issue. Let me give
another definition of a large data base. I would define a
large data base as a collection of possibly nondisjoint
small data bases, where a small data base is one that can
be addressed in a unified statistical manner using classical statistical methods. I think the problem is getting
from the large to the small. I really wonder about your
supposition that there is a unified statistical theory in
which we can go from large to small. 1 see problems in
time series, in clustering, in data editing, data validation,
discriminate analysis, in all these large data bases, and I
really wonder what's the commonality that you have in
mind?
Dan Can. I would like to mention a different aspect
of the large problem. Someone else may be better able
to directly address your question. Cutting a large data
set into a bunch of homogeneous small data sets is
definitely one aspect of the problem. But if there are
many small data sets, a description of all these small
data sets is a problem in itself. How do we pool
information from all these small data sets to present an
overlying pattern? If each data set has a little bit of a
story, what is the whole story? I think there is an added
dimension to consider besides splitting, and that is
pooling and summaries.
Dick Beckman. Splitting might be great, but let's take
a look at another example. Here 1 have a data base over
one quad in the NURE program. Two thousand guys,
each a sample location, spread out here. Let's suppose a
repeated sampling of five or six times for each one of
these. What do I split? Is each one of these individual
guys a data base? Am I down to the raw data? Your
question was a lot like mine. What the heck are we
doing? I'm not sure, but splitting to me might cause
some problems. I'm not so sure we can get a unified
theory of splitting when we're talking about structures
that look like this.
Wes Nicholson. I'll attempt to answer some of your
comments. We have a panel that reviewed the ALDS
project last year. I made a comment to that panel that
I'll make again here: If this project is going to succeed,
the people that are involved have got to get rid of their
egos. Much of this project isn't fun, and it's not going to
be publishable in the open literature. It is just going to
be a lot of dog work. But what we are trying to do is to
eliminate the dog work in general large data set analysis.
People that have been involved in large data set analysis
know it is a real chore. After you have analyzed a few
large data sets, you wonder whether or not you want to
get involved with another one. Maybe I would rather go
off and play with a hundred data points and do
something classical.

First of all, work will be centered around computer
science to provide better ways, faster ways, of doing
what we've always been able to do in the past on the
back of the envelope. We would like to be able to do it
in an interactive mode so that we don't have to
resurrect our thinking on the same problems every
month when the batch jobs come back to us and w?'ve
been thinking about many other things in between.
That's not particularly exciting and that's not publishable. It is the sort of thing that we really feel we have to
do. These are the aspects which people interested in
doing research don't want to do. What we want is to
have a process for handling large data sett which is easy
and efficient time-wise for the statisticians. Now I was a
little bit surprised at the dismissal of the case of just
large N. The dismissal of that case seems to assume that
you can reduce it to a previously solved problem by
sampling. On the other hand, you have a lot more
information available to you. It's a question of what can
you do with that large JV that you are not able to do
with a small N1 And can you do it in an efficient
manner? One thing that has been mentioned, today, was
that you can do very high-precision diagnostics on the
tails. But, now you have either to look at the entire data
set or do some very clever sampling procedures to
estimate tails cl racteristics.
David Margolies, Lawrence Livermore Laboratories. Is
it possible to answer a question about Los Angeles
pollution such as, "What percentage of pollution is
caused by automobiles?"
Leo Breiman. I don't think anybody can answer that
question with any precision. 1 think you've got different
guesses. You will also get different answers from different people. One of the difficulties is how do you split
knowing there is a lot of air pollution and a lot of
ozone. How do you split contributions? For instance, in
one interesting approach, if you'll permit the digression
for a moment, people suspected that they could find
what air pollution was by comparing weekday levels to
weekend levels in locations where automobile tra'fic
dropped significantly. Well, what happened was that in
a number of cities they found higher ozone levels on
weekends than they did during the weekdays. The
difficulty is that the situation is so complex and the
chemical reactions are so complex and depend upon
meteorology in such a complex way that at the present
time I wouldn't have any confidence in any estimates as
to the relative contributions.
Doug DePriest, Office of Naval Research. During your
presentation, you discussed the problem of working
with a data base generated from different sources and
whether or not to utilize the data. You suggested, in
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some instances, n on utilization of the data. What statistical approaches would you recommend for analyzing a
large data base derived from several sources?
Leo Breiman. It is interesting because I did have a
brief skirmish with some of the Navy data I got last
year. I can't answer you directly because I don't know
enough about the differing data bases, but I think that's
where the statisticians' intrinsic judgment and feeling
for the quality of data enters in. I think that is a
judgment call that can't be answered in terms of
classical statistics. It has to be answered in terms of
'.Ugging into the data, checking it out as carefully as
possible, feeling out how good it is and how useful it is
going to be and how much you can actually retrieve
from it. I think your answers are going to be different
depending on what you find out. But basically, it is
going to come down to a judgment call. At the last ASA
conference, there was a discussion on the health insurance data bases that the health people are trying to put
together for various hospitals and insurance plans. They
finally concluded that the situation was so impossible
they'd have to go out and do fairly large special-study
surveys to get the data they needed. That is one
example in which they didn't junk the data bases, but
they determined that they just couldn't use them for
what they needed. I know I haven't answered your
question directly, but I've answered as best I can.
Bob Easterling. I'd like to join Leo Breiman in saying
goodby to "classical," theoretical statistics. I'd like to
add that what he said about the absurdity of the
"model as truth" notion applies across the board small data sets or laige data sets, however they're
defined. We've got to realize that models are just tools
for the reduction or description of data. They're not
truth. Somebody once said, "models are to be used, not
believed," and that should be our attitude.
The fundamental problem of statistics, as I see it, is to
discover and convey information. This is the case for
both small and large data sets. The ideas and views
expressed here should help us think about all data sets
- large and small. I think we need to be careful in
thinking "large" requires different ideas from small. The
ideas are the same, the methods are different.
Thomas Gilbert. There appears to be a misunderstanding in the use of the word "model." Physicists use
the word to characterize any logical construction, expressed in equations, diagrams, word?, or whatever is
appropriate, that enables one to comprehend the relation between a set of physical observables. Models are
not "the truth," but the crucial question is whether a
model is a "true map" of some aspect of nature in the
sense that it describes the relation between some set of
variables within specifiable limits of accuracy under
specified conditions. All activities of science are di-

rected toward the construction and verification of such
models. They are almost never found merely by analyzing data taken without regard to some model. Historical1 . models are nearly always generated by intuitive insight and then verified by data collected from
experiments that are carefully planned with a model in
mind, where possible, or from carefully but honestly
selected records when this is not possible. In view of the
central importance of models, it appears to me to be
unwise to ignore them when generating or analyzing
large data sets.
Gary Tietjen. In explaining my remarks, I advocated
using sampling to play with the data, to formulate ideas
of what to do, to understand the structure of the data,
to use them for training sets. Then, 'vhen you have
decided what to do, you throw in all the data and
proceed with your analysis.
John Scheunemeyer, University of Delaware. Let me
suggest that a survey be made of those analysts who
work with large data sets. This survey would include the
definition of large data sets, the specific sizes and types
of the large data sets that have been analyzed, the
computer software and hardware used, and the desired
hardware and software. Also, I would like to see an
effort made to incorporate into a package some of the
excellent graphics and other software developed by the
research laboratories.
Wes Nicholson. You've paraphrased what we are doing
on the ALDS project. We've had a bit of difficulty
finding out who the people are. Some are obviously
analyzing large data sets and some aren't. We have
visited sites both here and in Europe. Interestingly, we.
find that the same type of data-directed, ad hoc tools
are being put together by all these large data set
analysts. The details are different, but they are all doing
the same type of thing. Many of the tools have a lot to
do with what Leo calls dismemberment. That concept
flourishes among people who are analyzing large data
sets.
Dick Beckman. I'd like to say one thing about the
horror stories. Most of my horror stories have been
people interactions. People go out and change sample
sheets, for example, and don't tell me. Then all of a
sudden "No. 3 " isn't what a "No. 3 " was the day
before. Three months down the road I suddenly discover, gee, I've got 40,000 No.3's, and I'm only
supposed to have 20,000 of thsm. What happened? It is
that kind of horror story that turns me gray. I used to
have black hair before I started this data analysis
business.
Well, it's one o'clock, so let's stop and have a break
for the afternoon. Pd like to thank everybody for
entering into the discussion and also thank our speakers.

Workshop IV
Resource Estimation
Lorry S. Mayor, Organizer
INTRODUCTION
Welcome to the session on resource estimation. The problem to be addressed in this session concerns estimating
the amount of recoverable resources of oil and gas to be found in the United States, in the world, or in a particular
basin. One aspect that will be indirectly addressed is what and how statisticians can contribute to the solution of this
problem. I think we have an excellent group of speakers here: Jack Schuenemeyer from the University of Delaware,
David Root from the US. Geological Survey (USGS), and Peter Blocmfield from Princeton University; our
discussant is Lou Gordon from the Office of Energy Information Validation of the Energy Information
Administration. The papers are going to be rather short, about 35 minutes in length; after each paper questions that
deal with the technical aspects of the paper may be raised. On the other hand, general discussions of the paper ought
to wait until after the discussant has had a chance to comment. Toward the end of the session, we shall have a
general discussion of the problem of resource estimation, and people may direct questions to any of the speakers, to
make their own comments, or to ask general questions.
Our first speaker is Jack Schuenemeyer, a University of Georgia graduate in statistics. He has worked at the
USGS and is now on the faculty of the University of Delaware in Newark.
Our next speaker is Peter Bloomfield, who did both his undergraduate and graduate work at Imperial College
under D. R. Cox. He then came to Princeton University where he is currently Professor and Chairperson of the
Department of Statistics. He spent a year involved in the Princeton Resource Estimation and Validation Project.
One of my charges in organizing this session was to have a nonstatistician, and so I invited Larry Drew, a
geologist at the USGS, twice. He was involved as part of the Drew and Schuenemeyer piece, and he was invited as
part of the Drew and Root piece. Well, we got both pieces, but we didn't get Drew. With that I want to introduce
David Root. David works with Larry Drew in the USGS in Western Virginia. Actually a probabilist by education, he
graduated from the University of Washington at Seattle and taught at Purdue University. The title of this talk, which
Drew claimed I couldn't remember, is "How Do you Know It's There If Somebody Hasn't Found It."
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An Analysis of a Statistical Model to Predict Future Oil
John H. Schuenemeyer
University of Delaware
Newark, Delaware

ABSTRACT
Many techniques are used to estimate the total amount of oil remaining to be discovered. However, another important problem is the estimation of the oil that may be found by the next increment
of exploratory effort.
The search for oil may be characterized as a trial and error process in which fields are found by the
siting of exploratory wells. When the search area is restricted to a geologically homogeneous region,
called a play, the historical drilling and discovery data exhibit sufficient statistical regularity to permit
estimation of future oil by field size class.
The form of the statistical model discussed in this paper is based upon two important observations,
namely that large oil fields tend to be found during the early stages of exploration and that most of
the oil is in the large fields. These factors permit the formulation of a forecasting model based upon
the discovery process. The measure of search effort in this model is the area exhausted or condemned
by exploratory wells. Procedures to estimate the discovery efficiency and the effective piay size from
the data are discussed. The model uses these estimates to predict future oil by field size classes for
some future number of exploratory wells.

INTRODUCTION

Before discussing the petroleum supply model developed by Drew, Schuenemeyer, and Root [1 ] , I'm going to briefly mention some other supply models in
order to place our work into perspective and to illustrate the reason for the choice of the structure of our
model.
Probably the best known of the petroleum supply
models is that of M. King Hubbert [2]. He graphically
fit the U.S. petroleum yearly discovery data to a logistic curve and made estimates of the ultimate producible petroleum and the year of peak production. The
curve-fitting approach has since been used by many
other investigators to estimate ultimate oil. This approach has the advantage of requiring very little data
and being computationally simple. However, there are
several important questions related to resource estimation and policy planning which cannot be answered by
curve-fitting techniques: How much oil remains in partially explored basins? What is the size distribution of
the remaining oil fields? How many fields in a given
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size class can one expect to find by drilling some future
number of exploratory wells? The answers to these
questions are needed to estimate the marginal finding
and development costs of future oil.
DISCOVERY-PROCESS MODELS

Models that explicitly incorporate the primitive assumptions which govern the finding of oil have been
proposed to address these questions. In addition to the
model developed by Drew, Schuenemeyer, and Root
[1], two other discovery-process models will be discussed briefly. The form of these discovery-process
models is based upon the physical nature of the discovery process (see [3]). The central assumption is that in
the exploration of a geologically homogeneous region,
the larger fields tend to be found early. For example,
in the Midland basin in west Texas, all 18 of the
100-million-barrel fields were discovered by 1954 when
37.1% of the 1974 total wells had been drilled. The
average field size in BOE (barrels of oil equivalent) was
almost 60 million in 1941 in the Midland basin. By
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1954, this figure had declined to 5 million barrels per
field and through the end of 1974 had fluctuated between 1 and 2 million BOE per field. This type of
decline is representative of that observed in other basins, both onshore and offshore. AH of the discovery
process models to be discussed use this central assumption and can be used only to make predictions in a
partially explored play.
Perhaps the discovery process model best known to
statisticians is that of Barouch and Kaufman [4]. In
this model, they assume that in a homogeneous geological region (a play) there are N pools of volumes,
Fp . . . , VN, and V., i = I, . . . , JV, is lognormally
distributed. They also assume sampling proportional to
size without replacement, where size may be volume or
area. By this assumption, the probability of discovering
F j , V2, • • •, Vn, where n < N, in that order is
n

n

VN).

The input to this model is ordered sizes of discoveries
from a partially explored play. The output is the estimated sizes of discoveries in the remainder of the play.
The wildcat-well success ratio necessary to estimate future discovery rates is determined by sources outside
the model.
This success ratio is determined endogenously by
the Arps and Roberts model [5]. Their model requires
discoveries on a scale of wildcat wells and estimates
future oil within field size classes. The Arps and
Roberts model is based upon the assumption that the
number of fields FA(w) in size class A found by drilling w wildcat wells is proportional to the ultimate
number of fields remaining to be found in this size
class fA(°°) and the size of the field^4 in areal extent.
The form of the model is

FA(w) = FA(°o)[\ _ exp(-cAw/B)] ,
where c is the efficiency of exploration and B is the
effective size of the basin. Arps and Roberts applied
their model to the Denver basin, a single-play basin
consisting of only one producing horizon. Estimates of
the average exploration efficiency c and the effective
basin size B were made by Arps and Roberts on the
basis of their extensive knowledge of the Denver basin.
An estimate of the effective basin size is required because that area where explorationists are actually willing to locate wells is usually much smaller than the
basin area initially defined on the basis of geologic or
other factors. The form of this model explicitly incor-

porates the declining rate of return of exploratory drilling and produces forecasts of future discoveries as a
function of any future increment of exploratory drilling.
THE DREW, SCHUENEMEYER, AND ROOT MODEL

The model developed by Drew, Schuenemeyer, and
Root is based upon the geometrical concept of area of
influence derived by Singer and Drew [6]. The form of
the Drew, Schuenemeyer, and Root model [1] is

fA'l-[l-EA(w)lB)cA,
where fA is the fraction of discovered fields in size
class A given that EA(w) of the effective basin size B
has been searched by w wells with respect to fields of
size A and that cA is the discovery efficiency. This
model was developed for an exploration play area containing a single producing horizon. In this model, we
represent fields as ellipses. Thus, geometrically we may
think of the play area as a plane containing nonoverlapping ellipses.
This model requires as input both well-drilling and
discovery information. Specifically it requires the geometric location and completion data of all wells
(whether the well was a wildcat or development) and
information on its success. For a successful wildcat
well, the field size in BOE is required. The output of
the model is similar to that of Arps and Roberts,
namely the size distribution of undiscovered fields corresponding to some future level of exploratory drilling.
A model evaluation study was performed using the historical drilling and discovery data in the Denver basin.
Approximately 20% of the drilling data was required to
make reasonably accurate forecasts. Details of this
study are given in Drew, Schuenemeyer, and Root [1].
Recently this model has been applied to the Midland
basin, which contains multiple producing horizons, by
dividing the basin into depth intervals and making independent estimates of future oil within each interval
(Schuenemeyer, Drew, and Bawiec, unpublished manuscript).
In the Drew, Schuenemeyer, and Root model, the
three parameters to be estimated are the area exhausted EA(w), the effective basin size B, and the discovery efficiency cA. Then the ultimate number of
fields in size class A, NA, is estimated, and using NA an
estimate can be made of the number of fields from
some future increment of exploratory drilling.
The area exhausted was chosen as a measure of
search effort. With this measure each wildcat well removes an area not greater than A from the effective

225
basin size B. Given a well file ordered by well completion dates, the area exhausted by wells with respect to
an elliptical target of a given size and shape can be
computed using a program developed by Schuenemeyer and Drew [7]. The results are not sensitive to
the shape of elliptical targets.
The other two parameters to be estimated are the
effective basin size B and the discovery efficiency cA.
Arps and Roberts were able to make reasonable estimates for B and the average efficiency c because of
their detailed knowledge of the Denver basin. However,
because it may not always be possible to obtain this
level of knowledge, we have chosen to estimate B and
cA from the historical drilling and discovery data. The
estimate of the effective basin size B is based upon the
crowding of wildcat wells. It is found by solving the
following equation:

where EA(n) is the area exhausted by h effective wildcat wells with respect to elliptical targets of size A. The
number of effective cumulative wells n is needed because the area is exhausted by all wells; however, development welis are closely spaced and do not exhaust as
much area as wildcats. The derivation of this estimate
and that of the discovery efficiency is given by Root
and Schuenemeyer [8]. The discovery efficiency cA
for fields of size A is said to be random and set equal
to one if a given increment of search effort results in

the same number of expected discoveries throughout
the exploration history of the play. The discovery efficiency is defined to be cA > 1 if, when searching a
small increment, the chance of finding a field is cA
times greater than if the drilling were random. When
cA>\,
more of the fields are found earlier in the
exploration sequence. For example, if cA = 2, then,
when the basin is 50% explored, 75% of the fields
would have been discovered. In the Denver basin, the
larger fields tend to be found with efficiencies greater
than one while small fields appear to be discovered
randomly.
SUMMARY
A discovery process model is one in which the primitive assumptions about the discovery of oil are the basic model assumptions. The models I have discussed are
based upon physical variables and in particular on the
well-documented empirical observation that large fields
tend to be found early in the exploration sequence.
The Drew, Schuenemeyer, and Root model uses the
historical drilling and discovery data to estimate the
size distribution of future discoveries for some future
number of wildcat wells. Three parameters, the area
exhausted, the effective basin size, and the discovery
efficiency, are estimated from the historical data. The
form of the output of the model is suitable for calculating the finding and the development costs of future
oil.
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Statistical Analysis of Petroleum Exploration
Peter BJoomfield
Department of Statistics
Princeton University
Princeton, N(tw Jersey

ABSTRACT
Exploration and discovery data from Kansas and the Denver-Julesberg basin have been analyzed.
Some statistic X descriptions of the exploration process have been constructed, and the models for the
discovery of oil fields have been examined in the light of these data.
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Data Requirements for Forecasting the Year
of World Peak Petroleum Production
Lawrence J. Drew and David H. Root
U. S. Geological Survey
Reston, Virginia
The two functions of the petroleum industry which
will be considered here are the discovery and production of crude oil. The analysis of these functions will be
carried out in terms of the physical properties of
discovery and production rather than from an economic
or political point of view. The thesis here is that it is
possible to assemble industry data that will enable one
to forecast the future rates of discovery in barrels of
crude oil per exploratory well for much of the world
with sufficient accuracy that one can forecast approximately the time when proved reserves will be inadequate to sustain the then current level of world
production. The method by which such a forecast can
be made and the data required will be outlined in a
discussion of the historical performance of the petroleum industry in the Permian basin and in the conterminous United States.
In western Texas and southeastern New Mexico is a
region of sedimentary rock called the Permian basin. It
is over 6000 m thick in places and at the surface has an
area of more than 200,000 km 2 . Within that volume of
rock, 4014 oil and gas fields were discovered between
1920 and 1975 by drilling a total of 30,320 exploratory
holes. An examination of the exploration history of the
Permian basin reveals patterns in the sizes of fields and
their order of discovery from which reasonable forecasts
of future discoveries can be made.
For the purposes of this analysis, oil and gas were
combined on an energy equivalent basis [5270 ft3 wet
natural gas = 1 barrel of oil equivalent (BOE)]. The
distribution of field sizes discovered in the Permian
basin by the end of 1974 is shown in Fig. 1. As is clear
from this figure, only a few fields are large. In fact,
there are only 70 fields that contain 100 million BOE or
more, and yet these 70 fields contain 62% of the oil
equivalent in the 4014 fields (23 X 109 BOE = 62% of
227

37 X 109 BOE). The important characteristic of the size
distribution is that most fields are small and most of the
oil and gas is in a few large fields. Figure 2 shows the
average size of fields discovered in 14 successive drilling
increments of about 2000 exploratory holes each. Over
the whole history of exploration, the average size of
fields discovered declined from 121.2 X 106 BOE in the
first drilling increment to 24.6 X 106 BOE in the next
two drilling increments. In the last 11 drilling increments the average was never as high as 10 X 106 BOE.
The discovery history in the Permian basin can be
conveniently divided into three phases, a high discovery
rate phase, a transition phase, and a low stable discovery
rate phase. These three phases are summarized in
Table 1. The characteristic of the discovery process that
we want to point out is that the big fields are discovered
early in the high discovery rate phase, and then there is
a rapid decline until ihe discovery rate finally stabilizes
at a low level. This pattern in petroleum discovery rates
was pointed out by Hubbert in 1967 to hold for the
conterminous United States taken as a single exploration area (Fig. 3).
These examples of discovery histories in the Permian
basin and the conterminous United States suggest that it
is possible to forecast future discoveries accurately
enough to predict (or at least recognize after the fact)
when world crude-oil production will begin to decline
because of inadequate on-line reserves. The data required to forecast the future discovery rate are when
and where exploratory holes are drilled around the
world and when and where oil fields are discovered and
how large they are. The two discovery histories in the
Permian basin and the conterminous United States
indicate that these data are sufficient because they show
the petroleum industry to be able to evaluate prospects
well enough that their discovery rate is generally
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decreasing. Of course, when exploration moves into an
area formerly closed to drilling, there can be local
increases in the discovery rate. For example, the
exploration of the North Sea caused an increase in the
European discovery rate just as the exploration of
northern Alaska caused an increase in the U. S. discovery rate. These situations are recognizable in advance

and the frontier areas can be dealt with separately. For
example, one could - for the purpose of forecasting
production — only allow for discoveries in the partially
explored area. This would not cause great harm to a
production forecast because any oil found in frontier
areas would be slow coming onto the market because of
the difficulties of developing fields in physically hostile
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Table 1. Trend in avenge size of oil and gas fields discovered in the
Permian basin. 1921-1974
Drilling
interval"

Time period

Number of
exploratory
holes

Number of
fields

Average
field size
(million BOE)

Phase 1

1

1921 -1938

2015

111

121.2

Phase 2

2

1939 1946

1937

171

27.7

3
4

2334
2122
2352
2671
2430
2228

277
251
322

22.7
8.4
6.5

6
7
8

1947 1950
1951-1952
1953 1954
1955 1956
1957-1958
1959-1960

377
344

4.5
2.8
2.3

9
10
11
12
13
14

1961-1962
1963-1964
1965-1966
1967-1968
1969-1971
1972-1974

2102
2029
2100
1804
2157

327
362
304

2059

288

5

Phase 3

309

271
309

3.3
4.1
2.5
2.4
3.5
1.4

"Drilling intervals selected to include approximately 2000 exploratory holes.

CUMULATIVE EXPLORATORY FOOTAGE ( l o ' f t )

Fig. 3 . The crude-oil discovery rate in the conterminous United States for the 1.5 X 10 9 ft of exploratory drilling carried out
from 18S9 to the end of 1966 (modified from Hubbert, 1967).

areas; thus, one would have time to adjust plans to take
account of the new production long before it arrived. In
any case, by the time world production is nearing its
peak, there will be few such frontier areas still unexplored and those areas that are unexplored will have
been passed over for years, either because they were too
expensive to operate in and hence slow to make their
effect felt or because they had been judged poor
prospects for significant discoveries.
Once the drilling and discovery data have been
assembled, then one can construct discovery rate curves

analogous to Fig. 3. The curve in Fig. 4 is an example of
such a curve for the noncommunist world outside the
United States and Canada. From a discovery rate curve
one can estimate the volume of crude oil that will be
found each year for any assumed rate of future drilling.
Then it is possible to estimate the rate at which the
stock of producible oil in known fields is being
diminished by production and augmented by discoveries. From these estimates, one can forecast the
time when rising world crude-oil production will meet
declining world crude-oil production capacity.
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Fig. 4. The crude-oil discovery rate (averaged over five-year periods) in the noncotnmunist world outside the United States and
Canada for the 28,446 exploratory holes drilled in that area between January 1, 1950, and January 1, 1975. The number of wells
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WORKSHOP IV - DISCUSSION
Lee Abramson, Nuclear Regulatory Commission.
What is the relation between your model and the
Kaufman-Barouch and Arps-Roberts models? How do
the results of your model compare with these other
models when applied to the same data?
John Schuenemeyer. The assumptions that we make
are somewhat different from the assumptions that
Kaufman and Barouch made, and the mathematics is
appreciably different. One way to characterize the
difference is that our model tends to be simple in form
but is certainly data intensive. Although the KaufmanBarouch approach is very complicated mathematically,
the type of data they require is very simple; however,
there is a lot of conditioning required. We have compared our model to the Arps-Roberts approach, which
agrees fairly closely. I don't know of any studies where
we've done the same thing that Kaufman has.
Wes Nicholson, Pacific Northwest Laboratory. I have
two questions for John Schuenemeyer: (1) In your first
slide on predicting the total field size, what happened in
1954? It appears that there was a critical well or wells
drilled that dramatically changed the prediction picture.
(2) You treat the estimation as a two-dimensional
problem. Are all wells drilled down through the possible
oil levels, or is the depth important? Should the
problem be a discovery in three dimensions?
John Schuenemeyer. Let me answer the last question
first. In the Denver Basm, all of the wells are at
approximately the same depths. In fact, it's actually a
two-dimensional problem. In the case of the Midland
Basin, that is not true. There are multiple producing
horizons, and what we have done is to slice this "thing"
up into various depth intervals and make independent
estimates within each depth interval. We have tried this
method for different depth intervals just to get some
sensitivity to the choice of the depth interval. There was
clearly a lot of drilling activity that took place around
1954, and a lot of the larger fields were found then. 1
don't remember the percentage of fields that were
found after 1954. I would say that there is not a single
well that made any difference.
Our results show that big fields are found for two
reasons. One is simply that they are big. Our results
indicate that they are found even faster than they
should be found just because they are surface projection
areas. So there is certainly evidence that physical and
geological information come into play with respect to
the search for the large fields. But when you are looking
at the small fields, they appear to come in at pretty
much random fashion.

Larry Mayer. I'd like to make a couple of comments
just to clarify John's remarks. Those of us who work in
resource estimation may forget that there are a few
statisticians in the country who haven't worked in the
area. In my opening remarks, I said that the problem
that we are interested in is estimating how much oil and
gas there is in the world or in the United States. It is
important to recognize that most of the models
mentioned by John are models for how much gas and
oil remains in a single basin. If we could figure out how
to model a basin, then we could aggregate those models
over basins and figure out how to estimate the amount
of resources in the country at large and in the world at
large. Because this talk referred to the Kaufman model,
I'd like to outline it. Peter Bloomfield's talk will also
address it.
The assumptions of the model were covered in John's
talk. The model assumes that the volume of oil
contained in the / field is distributed lognormal, and the
probability that you discover the ith field is proportional to its size. This simple model came out of
Kaufman's thesis and led to some of the methodology
used in the USGS studies. It seems to me that the
primary difference between the Drew-Schuenemeyer
model and the Kaufman model is that the DrewSchuenemeyer model concentrates on analyzing fields
by class size, and thus does not model the distribution
over the class sizes and does not require the standard
lognormality assumption.
Ram Uppuhiri, Union Carbide Corporation, Nuclear
Division. Does probability proportional to the ath
power of size mean that the ath power of sizes is used
throughout the Barouch-Kaufman model?
Peter Btoomfield. Yes, wherever the word "area" and
symbol a appear, you simply replace the word "area"
by discoverability and replace the symbol a by S(a) or
something.
Frosty Miller, Desert Research Institute. What is the
effect of the recent "discoveries" in Mexico. Wouldn't
they affect your barrels per foot pretty severely?
David Root. The curve I displayed ran through 1974
at which time those discoveries were not reported. How
large those discoveries are is still very much in doubt.
Although *he Washington Post runs extremely large
numbers, lue actual numbers claimed for crude reserve
are not large. The estimates of how much oil there is are
simply being held secret. Although secrecy is not
usually the rule, it is in this case. One of the recei.c
discoveries was reported to be a field of a hundred
billion barrels. It is difficult to say when the field was
first found. It had a thousand wells in it, and, at the rate
that drilling goes on in Mexico, a thousand wells takes a
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long time. Thus, in fact, it must be a very old field, but
presumably of such poor-quality oil or poor-producing
characteristics that it was never commercial. Although it
wasn't really discovered in the 1970s, when the price of
oil went through the roof, a field that had been known
for a long time suddenly became a commercial field. It
still had all the bad characteristics that held it back for
so long. Also, the North Sea came in, and it was not a
big enough thing to change that curve, so whether
Mexico will be is doubtful.
C. Smith, Department of Energy, Energy Information
Administration. I know they have been suppressing
discoveries for a number of oil exploration results for a
number of years. When did they stop reporting their
discoveries?
David Root. Those numbers were Exxon numbers,
and how they got them I'm not sure. I think they were
operating those fields for a long time. Presumably they
had access to the actual production data, but I'm not
sure if they are official government figures. They might
have come out of the Exxon private files.
Larry Mayer. I'd like to comment before our discussant speaks. There is not agreement on the size of either
domestic resources or international resources. I see, and
other people see, the role of statisticians as reducing
some of the uncertainty about these sizes. If people
want to see statements to the contrary of those
presented here, I suggest they look at the New York
Times magazine about a week ago Sunday which
reported, in essence, that there was no evidence about
how much oil exists in the United States. There was an
article critical of the oil companies contending that the
oil companies both collect data and disseminate information, and that in fact there could be 10,000 Spindle
Tops left under the United States and none of us would
know it one way or the other. It is like saying that we
have no medical data in the United States because
physicians keep the records and, because physicians
have a stake in the medical profession, everything they
say must be a lie. The role of statisticians is not to put
out one set of numbers or another but to try to make
sense out of an area that has a great deal to do with the
quality of life in the country and in the world. At the
same time, there is a lot of uncertainty. Thus, no
numbers are uniformly blessed. There are, for example,
David Root or Larry Drew numbers. For example, in
Mexico some of the people doing statistical analysis
think the published numbers are far too low. I think the
disagreement is worth n.r^ioning just for the record.
Okay, our discussant is Lou Gordon. Lou is in the
Office of Energy Information Validation of the Energy
Information Administration. He holds the Ph.D. in

Statistics from Stanford and has worked in the pharmaceutical industry. He came to the Department of Energy
with Lincoln Moses.
Lou Gordon, Department of Energy, Energy Information Administration Thank you, Larry. I'm going to
confine my remarks to the first 2% papers, which dealt
with domestic oil resource estimation. I have a couple
of reasons for doing this, not the least of which is that it
conforms to some of my preconceived prejudices about
what I was going to say today. I think it is entirely
appropriate and fortunate that this series of talks came
after Wes Nicholson's workshop yesterday on large data
sets, in which cries were heard for studies of things that
had to be done here. Although the speakers didn't come
out and say it, we have three case histories of large data
sets in front of us.
Some of my remarks are going to be addressed to the
statistical issues brought up this morning; some of them
will be addressed to the computational and data
manipul live issues; and some of them are going to be
addressed to one of my pet hobby horses with which
some of the semantic issues are involved. This is a
discussion of play analysis. The first 2% papers are
discussions of play analysis and not resource analysis.
The difference is that play analysis would seem to be
data-intensive and more short-term in nature. If the
typical play takes 15 or 20 years to develop, we're
asking for about five years worth of data before we feel
comfortable with these models. I think the goal of these
analyses is to prod us with estimates of ultimate
recovery which are within a limited geographic or
geological area. I think that, from a statistical point of
view, we're into about the second phase of a three-phase
process. The first phase is model construction, including
data gathering. Another phase is model evaluation. Do
we believe that these models have much to offer? The
third phase is parametric estimation. I think that a lot
of Peter Bloomfield's discussion concerns the beginning
of this second phase of rather intensive model evaluation, and I welcome its continuance as a consumer of
statistics. I would like to say a few words about the
large data sets that underlie these policies. As I was
watching John's large, blue slide which had size classes
and well distribution, I actually saw the thing dripping
red blood and decided that the theme of many of these
talks was blood, toil, sweat, and tears.
I think Peter Bloomfield's analysis, as Peter said, was
the least intensive of the three, since it dealt solely with
the ordering of discovery data and paid no attention to
measures of intensive effort or to time sequencing of
the discovery. This is natural given the way the
Kaufman model is set up. The preparation of data for
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Bloomfield's analysis could be comfortably measured in
weeks. I think the Schuenemeyer-Root analysis is easily
measured in months of effort. In David Root's tables of
the Permian Basin were (although I didn't add them) at
least 3000 or 4000 fields. All the fields were pasted to
wells. David described the source data on wells; I know
that these came from the API well ticket files, and I
know what sort of efforts it took to paste those onto
fields.
I think all these data sets are large for a couple of
reasons. First of all they are not reducable. There are no
sufficient statistics. They are not really compactly
describable either. If one would refer to metadata as
data about data, the metadata associated with the data
sets are huge, and the knowledge of the metadata is
perhaps as important as the knowledge of the data.
There is an originally very high entropy content. Peter, I
know, has spent time sanitizing his Oil Scout data. I
know that John, David, and Larry have done similar
things to their data. We're analyzing complex processes.
There is nonstationarity of the discovery process over
time. Indeed, in some sense, the flavor of what we are
doing, if one wanted to tie it to mathematical statistics,
is that we're looking at important sampling populations.
For those of you who may be interested in some of this
stuff, it naturally goes under multiple names and, in the
mathematical statistical literature, successive sampling is
the key word that you look for. There is some work by
P. K. San, and, although classified as finite population
theory, limit results can be found in asymptotic galore.
Speaking of finite population, one of the things that
has puzzled me about some of the Schuenemeyer work
is a physical interpretation for c, where c is the
discovery efficiency. As John was talking, I was
wondering about some sort of analog to a finite
population correction.
Implicit in all the discussions in all three papers is
some feeling for trying to separate physical phenomena
from intentional issues. These intentional issues are
perhaps where a great deal of the discussion is.
Semantically it is a funny business because words have
multiple meaning. There are many words in these
discussions that have many meanings. I will stick with
some of the Bloomfield words as examples simply
because I have some better feel for what he has done. A
large part of the Bloomfield analysis had to do with
areal extent. Areal extent is obtained essentially by
taking a well count times the zoning, and the uniform
zoning in Kansas is about 40 acres—except when it
isn't. In some sense, then, the graphs that we saw
displayed comparing resource size with areal extent is in
truth resource size with number of wells. Perhaps it isn't

"number of wells"; perhaps it is "number of producing
wells" or "number of ever-producing wells." This goes
back to the metadata problem. It also goes back,
perhaps, to some degrees of the confusion we see in
these data in the sense that the same data frequently
have multiple different names describing multiple different objects. There is, for example, multiple recovery,
which turned out to be cumulative production to
abandonment for those fields where data were available.
I think that these analyses are data-bound. I think that a
great amount of the effort that goes into them, and
rightly so, is the construction and rationalization of the
data in an effort to reduce their entropy and to increase
their informational content. I think that is a process
that is going to go on for quite a while.
Larry Mayer. Okay, I think it is time to open the floor
for general discussion. That includes the speakers if they
have any comments they would like to make.
Peter Bloomfield. I'd like to straighten out one thing
in respect to what Lou just said. The volume analysis
that I just showed you today was based on DenverJulesburg data, which was production plus reserves.
Lou's reference was to some other work that used
volume from Kansas, and that was indeed cumulative
production at abandonment.
Larry Mayer. Lou, the difference between this area
and medical research is that at least in medical research
you have some basic terms like "death." For the most
part, one knows what "dead" means. I'm not as concerned about making inferences out of reserve data as I
am about the fact that after being in this business for
two years I still don't know what reserves are. I don't
have the slightest idea what parameter is being estimated by a reserve estimate. When an engineer tells you
he/she is estimating reserves, and you ask what it is that
is being estimated, he/she will repeat, "reserves." When
you try to figure out exactly what "reserves" is, you
hear things like "working inventories" and on and on. It
is never quite clear exactly what a reserve is. I agree
with you there are some very basic semantic problems.
David Root. One thing that is essential when estimating reserves is to estimate a number less than the
number left in the field. Because if the engineer estimates more he gets sacked. Another general difficulty Can you trust the numbers? - which Larry and Lou
brought up is that there is a lot of information that is
secret. (However, you can tell by the behavior of the
people who have it what it must be.) Watching the oil
industry we're sort of in the position of someone Hving
in a small town in Bavaria in 1943 with nothing to read
but the controlled press. Still he can't fail to notice that
the great victories are getting closer to Berlin. As you
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watch the oil industry, you can see those same signs of
difficulty even though any individual number is difficult
to defend.
Ram Uppuhiri. Sampling proportional to random size
yields different limit theorems as opposed to other limit

theorems in general successive sampling from finite
populations.
Larry Mayer. Ate there any other questions? Any
other discussion? Then I suggest we th*nk the speakers
and adjourn.

