
&r*>-*

CERN1/LHCC/2000-04I
2S October 2000

XCO1F17O2

"U

fc*.

- i t

-1 ) »» ! .

p;

I - H T •• - I -

Organized by the Faculty of Physies a sic! Noeiear
leehpgqyes of the Unoveirsity of IViliiiisig aind Metaiiyf!
Crscsiw, and tfiie loistityte of î
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ABSTRACT

The purpose of the workshop was to review the electronics for LHC experiments and to identify areas and encourage
common efforts for the development of electronics within and between the different LHC experiments and to promote
collaboration in the engineering and physics communities involved in the LHC activities.
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OVERVIEW

The purpose of the workshop was to review the electronics for LHC experiments and to identify areas and encourage
common efforts for the development of electronics within and between the different LHC experiments and to promote
collaboration in the engineering and physics communities involved in the LHC activities. The programme of the
workshop has included both invited plenary talks and parallel working groups for contributed papers, complemented by
a poster session. The focus of the workshop has been research and recent development in the following topics:

• Radiation and magnetic field tolerant electronics systems
• Optoelectronics and data transfer systems
• Detector control and real time systems
• Packaging and interconnections
• Electronics production and test techniques
• Systems reliability and quality assurance
• Hardware and embedded software maintenance
• Electronics for trackers
• Electronics for calorimeters
• Electronics for muon detectors
• Trigger electronics
• Low voltage and high voltage distribution
• Grounding, shielding cooling and alignment

The welcome address was given by Peter Sharp, Chairman of the CERN LHCC Electronics Board, by Michal Turala ,
Chairman of the local organising committee and by R. Tadeusiewicz, rector of the University of Mining and
Metallurgy.
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Electronic Components and Systems for the Control of the LHC Machine

Rausch, R.

CERN, 1211 Geneva 23, Switzerland
Raymond .Rausch @ cern.ch

Abstract
The present estimation of the LHC underground control

electronics gives a total of 10.400 crates of which some 4.400
will be connected to the machine control network. Electronic
equipment will be housed under the cryostats, along the
tunnel, in the alcoves and in the galleries parallel to the
machine tunnel.

In the regular arcs and in the dispersion suppressers areas
the radiation level is expected to be relatively low. But,
despite this low radiation level, radiation tests results obtained
in previous years demonstrate that all electronic equipment
needs to be qualified in a test facility providing an LHC like
radiation environment. The radiation qualification of all
tunnel electronics will be essential in order to guaranty a
reliable operation over the lifetime of the machine.

The object of this paper is to give a review of the various
electronic systems as they are planned today and to provide
simulation results concerning the radiation environment of the
CERN on-line test facility used for qualification of electronic
components and systems. This paper is an update and an
extension of the presentation made at the 5"1 Workshop on
Electronics for LHC Experiments held in Snowmass, in
September 1999 [1].

I. ELECTRONIC SYSTEMS

The underground electronic systems planned to control the
LHC machine are being discussed, developed and some
prototypes are already being tested; only a few final decisions
have been taken at this stage. The results, of the radiation tests
currently conducted on many components and systems, are
important factors that will influence the final decisions. The
radiation test results will impact on the type of electronic to be
used and on its final position either in the tunnel or in a
protected area. We already know that intelligent sensor
interfaces are radiation sensitive and that simplified fieldbus
interfaces will have to be preferred. These results will have a
direct consequence on the number of cables that will be
required to connect tunnel equipment to its controller located
in the closest alcove.

In the following subsections the various underground
electronic systems are briefly described and the current
options taken are presented. The final solution may be
different once the radiation test results will have been taken
into account or in the case of a different technical proposal.

A. Beam Instrumentation

Six years before the scheduled commissioning of the LHC
a complete list of beam instruments has been established,
giving a detailed overview of the basic requirements and
specifications of all beam instrumentation foreseen for the
transfer lines and for the main rings [2].

Around the LHC ring and underneath the super-
conducting dipoles the annual radiation dose will be as low as
1 Gy. This is due to the extremely effective beam halo
cleaning system necessary to prevent magnet quenches. For
Beam instrumentation that means the front-end electronics
can be spread around the circumference, avoiding long and
expensive cables.

For distributed monitors like Beam Position (BPM) and
Beam Loss (BLM) data collection will be done through 240
Beam Instrumentation (BI) crates located under the middle
cryostat of each alternate half-cell, at 30m from the monitors.

The beam position information generated by the 988
BPMs will be pre-processed in these 240 BI crates. Each crate
will be connected to three networks: an Ethernet segment, a
Beam Synchronous Timing (BST) and a WorldFIP fieldbus
dedicated to beam instrumentation. Every 100ms, the BPM
real-time information will be sent to the central control room
via the WorldFIP and a high-speed transmission channel for
computation [3].

In a previous layout, the beam loss information was
intended to be pre-processed in these 240 BI crates. But, in
order to ensure the closest possible coupling between the
beam loss system and the beam interlock system, it has been
decided recently to house both systems together in each of the
16 alcoves and at the bottom of the 8 pits. This implies now to
carry the BLM signals, via some 120 additional cables, into
each alcove and pit.

In addition to the BLM and BPM systems, which are
distributed all around the machine, there is more specialised
beam instrumentation required. Most of this specialised BI
equipment will be located in point 4 and at the two beam
injection areas in point 1 and 2.

B. Power Converters

The LHC machine will use some 1700 power converters
of about 14 different types ranging from 8V/50A for the
closed orbit correctors and up to 12V/12.5kA for the main
quadrupole circuits [4].



10

964 power converters will be housed in the klystron
galleries and in some surface buildings while 736 power
converters will be installed under the cryostats in the machine
tunnel and will be subject to radiations.

An unprecedented precision of about lppm (of 13kA) in
terms of resolution, stability and reproducibility is required.
This represents an improvement over current practice of
approximately a factor of ten. In addition, the very large
electrical time constants presented by super-conducting
magnets, coupled with the need to remove dynamic errors
required a new approach. In order to meet this challenge a
number of studies and practical tests have taken place over the
last few years aimed at proving that such an increased
performance can be obtained reliably [5,6].

The strategy to obtain such improvement is:

• Employ digital regulation methods rather than
analogue methods.

• Apply digital corrections of known errors.

• Employ real-time feedback mechanisms (both
magnetic and beam related).

• Incorporate in-situ calibration techniques.
The aim of the ongoing development is to improve all-

round performance of the power converter system by using
closed loop control in the converter and all over the machine,
by enhancing the remote control and diagnostic as well as the
reliability. Measurements with a precision of a few ppm to
13kA require the improvement of the overall accuracy of the
DCCTs and the ADCs. The power parts of the converters
have an equally stringent performance requirement and
development in this area is going on as well.

C. Real-Time Control
Real-time control is needed for the LHC because of the

non-reproducibility of magnet field errors, of the demanding
beam parameter limits and of a very low tolerance of the
machine to beam losses.

A real-time system has a deterministic behaviour but does
not necessarily have to be fast. In the case of LHC we need a
bounded response time for repetition rates of about 1 Hz
(max. 10 Hz for some systems).

The real-time control of the 1700 power converters will
use both beam related (BPMs) and magnetic parameters as
well as an ultra-sure site-wide timing for synchronisation and
time stamping.

Three key issues for power converter control are to be
considered: ramps, trims and real-time control. The ramp
provides a synchronous change in current in most magnets,
the trim is a synchronous adjustment in current in a small
group of magnets and the real-time control insures a
continuous adjustment in current in any combination of
magnets [7].

The real-time system architecture is composed of three
layers: the central server, the gateway and the digital
controller and also of two networks: the WorldFIP fieldbus
and the LHC RT network [8].

The system architecture shows that the controller and the
voltage source are intimately linked to make a complete
power converter. The analogue measurements of the current
are supplied directly to the controller so that digital regulation
of current can be performed. Each digital controller has two
interfaces, one is a serial port for local diagnostics and the
other an interface to the WorldFIP fieldbus for remote
operation.

The real-time data path from the top to the bottom can be
seen as a permanently open data channel capable of
transporting one value per digital controller and per 10ms
from a real-time top level server to each digital controller at
the bottom level. This transport channel must be guaranteed to
have a certain maximum latency for a certain proportion of
the values sent in a given time period.

Real-time data will also flow in the other direction from
bottom to top. This will include analogue measurements and
the status of the power converter and its controller.

The fieldbus of choice for the real-time control and for the
distribution of timing and synchronisation of all power
converters is the WorldFIP. (See below).

The real-time data flow implies a certain performance
from all three layers in the system as well as from both
networks. The real-time control software will be a standard
function in each power converter, thus offering a great
flexibility to the LHC control system.

D. Magnet Protection System
The magnet protection system continuously monitors the

proper operation, within their superconducting state, of the
following superconducting elements: magnets, current leads
and busbars [9].

The main function of the magnet protection system is to
detect the resistive transitions (quenches). In the case of a
quench the protection system undertakes the corresponding
actions internally to the system by firing heaters and recording
signals. It provokes elsewhere the necessary actions: switches
off power converters, opens dump switches aborts the beam
through the power abort and beam abort systems. It sends
alarms during operation to the control room and it receives
requests for information in test mode and on-line mode [10].

In case of a quench detected, different actions are
envisaged depending on the type of the quenching magnet:

- For main dipoles and quadrupoles operating at about
12 kA: to fire quench heaters power supplies, to fire the cold
by-pass diodes and to activate dump switches and resistors.

- For quadrupoles magnets in the insertion regions the
protection is achieved with quench heaters.

- In all cases the corresponding power converters must be
immediately switched off.

For security reasons the quench detection electronics
provides redundancy with at least two independent circuits
and, in order to avoid false detection, validation signals are
needed. The quench detection electronics provides the
necessary signals to allow remote monitoring and post
mortem analysis from the control room. It sends local trigger
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signals to the heater discharge supplies and to the power abort
system located far away.

The hart of the magnet protection system is the
Acquisition and Monitoring Controller (AMC). The AMC
acquires and stores data of a list of signals. On request from
the control room it transmits data on all signals (time,
analogue, logic). The AMC synchronises and time stamps the
signals, in case of a quench trigger it locks the data
acquisition (keeps "x" sec of data and continues to acquire
"y" sec of data). On request it sends snapshots of the present
values.

The AMC's communication with the control room is
implemented on WorldFIP fieldbuses and on the control
network via PLC bridges.

E. Cryogenics System
The superconducting magnets will operate in superfluid

helium below 2K. At the surface of each even point (2, 4, 6,
8) there will be one complete cryogenic plant comprising the
compressors and the cold boxes for 4.5K and 1.8K
refrigerators as well as the necessary storage for gaseous
helium and liquid nitrogen [11].

At the level of the underground caverns there are the cold
boxes for the 4.5K and 1.8K refrigerators and the
interconnection boxes to the Cryogenic Distribution Lines
(QRL). Each of the 8 sectors, with a length of some 3.3km,
has its own self-standing cryogenic system. The cryogen
provided by a refrigeration plant of 18 kW at 4.5 K equivalent
power, is distributed at different temperatures and pressures
via the QRLs to the LHC magnet cryostats.

From the controls point of view the cryogenic system
represents some 12.000 digital I/O channels and 23.000
analogue I/O channels. In addition to the overall supervision
of the LHC cryogenic system from the central control room a
local supervision at each of the cryogenic plants will be
available for local monitoring, intervention and maintenance
[12].

As the operation reliability of each cryogenic plant is of
utmost importance the local supervision, monitoring and
control must not depend on the overall network backbone
operation. To provide a certain degree of autonomy to each
cryogenic plant is essential.

The local field network will be based on Ethernet with the
TCP/IP protocol interconnecting the Programmable Logic
Controllers (PLC) located in the surface control room, in the
underground caverns and in the alcoves. Redundancy of the
field network will be provided based on re-configurable
network hubs. Each local cryogenic control network will be
synchronised to the CERN wide timing system with a
resolution of 10 milliseconds. The same time resolution is
required for the synchronisation of the field equipment
interfaces with the control network.

The cryogenics control system is fully based on standard
industrial hardware and software. The PLCs will be from
SCHNEIDER PREMIUM family and the fieldbuses will be of
both Profibus and WorldFIP standard. All communication
over the local cryogenic field network and the global site-
wide network will be implemented with TCP/IP protocol.

Access to real-time information in the supervision layer will
be done with a "client/server" mechanism, including
subscription-based access, like the one provided by the OPC
industrial standard.

A test facility for 3 QRL pre-series units has been
implemented at CERN along with the cryogenic control
system and associated instrumentation [13].

For this QRL test facility, the process automation has been
based on PLCs from the SIEMENS S7 family implementing
more than 30 control loops, alarm handling, interlock and the
overall process management. More than 160 sensors and
actuators are distributed over 150m on a Profibus DP/PA
network. Parameterisation, calibration and diagnostics are
remotely available through the Profibus.

Temperature sensors, fulfilling the LHC stringent
specification requirements, have been studied and developed
at CERN. They provide industrial robustness in terms of
thermal drift, galvanic protection, compact packaging and cost
to performance ratio. Future developments will include
Application Specific Integrated Circuit versions, fieldbus
interfacing and a radiation tolerant redesign [14].

Considering the diversity, amount and geographical
distribution of the instrumentation involved, this QRL test
facility is a representative approach of the cryogenic controls
for the LHC machine.

F. Vacuum System
In LHC one can identify three vacuum systems: the beam

vacuum for both rings (< 10" mbar), the insulation vacuum
for the cryostats and for the cryolines (< lO'* mbar) in the cold
state.

These three vacuum systems require some 200 sector
valves, 500 roughing valves, 200 fixed and 40 mobile
pumping groups, 800 gauges and 1300 ion pumps.

Based on previous experience, the control of the LHC
vacuum system will use extensively industrial PLCs, the
Profibus fieldbus and distributed I/O equipment [15].

For the vacuum control in each octant it is planned to
install 3 master PLCs per alcove and to connect all vacuum
devices to Profibus fieldbuses. One of the master PLCs would
be dedicated to the control and monitoring of the QRL lines
and cryostat vacuum equipment, the second for beam vacuum
equipment and the third for mobile pumping stations [16].

Depending on the results obtained from ongoing radiation
tests on intelligent local controllers it may be necessary to
consider electronic equipment to be installed in the alcoves
with the necessity in this case to draw additional cables to
these alcoves.

G. Radiation Protection & Monitoring
The Radiation Protection Monitoring will consist of 150

Induced Activity Monitors (PMI) with remote read-out
located around the experiments and where the highest levels
of radiation are expected, typically in the Long Straight
Sections of the tunnel. Area Monitors (PAX) will be used in
areas accessible during beam operation, such as counting
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rooms. Specialised Monitors will be installed in specific areas
of the tunnel such as around the RF sections [17].

At the major exit points from LHC, a total of 18 self-
service radioactivity monitors (PCM) will be installed to
detect the level of induced radioactivity in any equipment
leaving the controlled areas. Sensitive Site Monitors (PMS)
will be placed in and around the surface buildings as well as
at the top of the pits and ventilation shafts. A total of 77 site
monitors will be needed.

The radiation protection and monitoring system will
entirely use industrial equipment for data collection, analysis
and communication over the CERN wide networks. All the
radiation monitors will be connected to industrial PLCs in a
redundant architecture. Two PLCs will drive a WorldFIP
fieldbus to which the radiation monitors are connected. In
case of failure of one of the PLCs, WorldFIP has the
necessary feature to allow an automatic control take-over by
the PLC which is in standby mode [18].

H. Other Electronic Systems

In the tunnel and alcoves additional electronic systems are
foreseen for installation. The following systems are not yet
completely defined, options are under discussion or have still
to be proposed.

The Machine Interlock and Protection System will
be housed in the 16 alcoves and 8 intersection points. In these
24 locations, this system will receive information from the
Beam Loss Monitors, the Magnet Protection, the Vacuum and
the Cryogenics and will, according to predefined conditions,
activate a beam dump link.

The Personnel Access System will allow people to
enter into selected areas of the tunnel provided that certain
security conditions are met. There will be three security
interlock chains: the main security chain will stop the beam,
local chains will stop specific equipment only and test chains
will provide limited access to a test zone with particular
security conditions.

/. Industrial Systems

For the controls of the LHC it is anticipated that
Programmable Logic Controllers (PLCs) will be used
extensively for most electronic systems. Industry offers a vast
choice of PLCs. The PLCs are used for the cryogenics process
control, the magnet protection system, for the vacuum system,
the power distribution, the machine access system, the
radiation protection, the cooling and the ventilation systems.

Recently PLCs have also been used for typical accelerator
systems such as beam transfer equipment, beam extraction
systems, beam target electronics and radio-frequency power
generators.

VME crates and modules or ad-hoc assemblies will remain
the best choice for fast beam instrumentation and for special
systems.

In order to limit the diversity of PLC equipment in LHC a
study of the industrial offer has been made by a PLC Working

Group and a CERN recommendation for their use has been
published [19].

Following an official market survey two contracts have
been signed with SCHNEIDER (F) and with SIEMENS (D)
for the supply of PLCs and fieldbus equipment.

Industry offers also a large diversity of input/output
modules for analogue and digital acquisition and control, for
steeping motor control and for sensor interfaces. Additionally,
some special modules may have to be developed if they are
not commercially available.

The mounting of these I/O modules is usually done on
rails, conforming to the DIN standard, which can be housed
under the dipoles or even be fixed under the control cable tray
and close to the sensors.

/ . Fieldbuses
Following the recommendation of the CERN Fieldbus

Working Group only three types of fieldbuses will be used for
LHC. Profibus and WorldFIP are preferred for the control of
the machine for reasons of long distance transmission
capability, while CAN is the choice for the experiments [20].

Conceptually Profibus is a Command/Response fieldbus;
like the MEL-1553-B that has been used extensively over the
past 10 years for the control of CERN accelerators.

Profibus is an industrial fieldbus well supported by a large
number of manufacturers. Many interfaces exist for analogue
and digital input/output modules, for stepping motor
controllers, for sensors and actuators. Industrial PLCs of
various performance level are available, they provide all the
necessary Profibus drivers and the development software
facilities required are provided by the manufacturers.

WorldFIP is also an industrial fieldbus well supported by
manufacturers, but to a less extend than Profibus. WorldFIP
will be used for control applications where the real-time
performance is required, for the distribution of universal time
or for precise synchronisation of accelerator equipment to
machine events.

WorldFTP implements a Producer/Consumer concept in
which a single command can be recognised and executed
simultaneously by a variable number of consumers. This
Producer/Consumer concept, associated with deterministic
bus arbitration, allows WorldFIP to offer real-time control
capabilities.

One of the most demanding applications of WorldFTP is
the real-time control of the corrector power converters [7]. In
this application 2.5 Mbit/s WorldFIP transmission will be
used over a high quality shielded twisted pair cable. Up to 32
nodes can be connected per bus over a distance of 500m
without repeater. Electronic repeaters allow for more nodes
and longer distances. Broadcast of synchronised timing from
GPS is supported with a jitter of <10 (is. Each digital
controller contains a WorldFIP chip (called uFIP) which
supports fixed length variables (8-64 bytes), variable length
messages (1-122 bytes), broadcast and point to point
addressing as well as periodic and aperiodic transmission.
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For this application a lightweight communication protocol
has been devised to support: the secure transport of
broadcast/multicast, individual commands and
command/response, as well as remote login to digital
controllers. On every 10 ms cycle a 4 byte value is delivered
to each digital controller via a broadcast message over the
WorldFIP containing real-time correction data. Every 10 ms
cycle each digital controller produces a WorldFIP variable
containing status information. In addition, the time remaining
in every cycle is available for point to point messages.

K. Timing and Synchronisation
A Timing Working Group has been given the mandate to
make a detailed inventory of the requirements for timing and
synchronisation for the various systems in the accelerator and
to establish a clear philosophy for timing associated with LHC
[21].

Timing and synchronisation includes domains such as:

1) Beam synchronous timing for injection and extraction,
experiments, radio frequency and beam instrumentation,

2) Cycle timing for synchronisation of settings for distributed
machine components,

3) Synchronisation of data acquisition systems for post
mortem analysis after a beam dump or equipment fault,

4) Timing references for archiving and data tagging.

The LHC machine equipment requires precise timing
information. A precise universal time reference (Universal
Time Co-ordinates, UTC) is required to synchronise all CPU
clocks to better than a millisecond. To this purpose each of
the 8 LHC access points plus the central control room are
equipped with GPS antennas and reception equipment. The
universal time reference is received and conditioned in
commercially available VME and PLC modules and is locally
distributed to all systems which need this time reference [22].

From each intersection point the GPS time is propagated
both sides to the adjacent alcoves, distant of 943 m, via the
Inter-Range Instrumentation Group (IRIG-B) standard
transmission cable. In alcoves the IRIG-B signal is available
to time-stamp local data acquisition and to synchronise the
control of equipment.

Time stamping will be used for the magnet quench
protection system. This system will have over 4000 possible
inputs to the beam dump trigger system. In order to perform
meaningful post mortem analysis, all related systems actions
would have to be time stamped. Due to the uniform
distribution of the major systems throughout the LHC
complex, it will be essential to use the GPS as the unique
source of time reference.

Amongst others, a Beam Synchronous Timing (BST)
distribution is required by beam instrumentation equipment to
identify particle bunches. This BST information will be
derived from the 40 MHz bunch clock, from the 11 kHz turn
clock and from the machine events. The BST information will
be available in 24 stations (16 alcoves and 8 IPs) and is
distributed to all the beam instrumentation crates installed in
the tunnel. The BST signal may be an updated LEP type or
the Timing Trigger and Control (TTC) system developed for

LHC physics experiments, if deemed suitable for the machine
beam instrumentation [23].

The overall TTC system architecture provides for the
distribution of synchronous timing, level-1 trigger, broadcast
and individually addressed control signals, to electronic
controllers with the appropriate phase relative to the LHC
bunch structure, taking account of the different delays due to
particle time-of-flight and signal propagation.

L. Communication Networks
In view of the LHC construction a Communication

Infrastructure Working Group (CIWG) has been created in
order to study the overall communication requirements. The
CIWG has presented the results of its investigation and made
a recommendation to the LHC Technical Coordination
Committee [24].

The communication infrastructure will cover the needs for
machine beam control, detector's control, transport of physics
data, technical services, transport of safety information,
personnel access as well as voice, video and telephones,
cabled and wireless.

Today optical fibre is the media of choice for networking.
Optical wavelength multiplexing utilises the fibre efficiently
by inserting many wavelengths on the fibre. In addition, by
adopting a fibre optical ring configuration, redundancy and
continuity of service can be guaranteed in case of fibre
damage.

The fibre optic transport provides: fibre and wavelength
management, performance monitoring and alarm generation,
automatic recovery on the redundant path in case of fault, bit
stream transparent optical add/drop, Gigabit Ethernet, fast
point to point links and more.

During the LHC construction period fibre optic transport
is intended to be installed and operated on a sector by sector
basis. To this end, the existing fibre optic infrastructure needs
to be strengthened in particular to LHC point 2, 3 and 4. As
optical fibres are sensitive to radiation care must be taken in
the tunnel.

IP/Ethernet connections are expected to be available in ail
alcoves, pit floors, surface buildings and the experimenters
counting rooms. IP connections will tie together the
equipment control with the facilities of the control centres for
monitoring, storage archival and operator control.

All IP needs for controls can be met with a Gigabit
Ethernet backbone infrastructure much like the one that is
deployed at CERN today. But, if it would be decided to
transport video over IP then the bandwidth requirements
would increase significantly.

Fast and low jitter transport of beam measurements to the
control centre will require point to point links for closed-loop
beam control, with a reserved bandwidth.

During the construction, the installation and
commissioning of equipment will require portable phone and
data access in the tunnel; this type of communication will
probably be implemented by means of a leaky feeder system.
The site surveillance, equipment control and beam
observation need also a controlled video transmission and the
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fire brigade will require a radio communication system in all
underground areas.

II. UNDERGROUND INSTALLATION OF ELECTRONIC
EQUIPMENT

Electronic equipment will be housed under the cryostats,
along the tunnel, in the alcoves, in the galleries parallel to the
machine tunnel, klystron galleries and in dedicated areas
located at the bottom of each pit (USs).

A. Dipoles and Quadrupoles

Taking into account the necessary room for accessing the
support jacks and the space required for the cryostat
interconnection, up to 13 standard Eurocrates can be placed
under each 14,56 m long dipole. A standard Eurocrate has a
total height of 8U, including a 2U ventilation unit. To
simplify the installation of some systems, for example in the
case of the corrector power converters, four or five crates may
be regrouped into a single box. The cooling air is aspired from
the rear side of the crates, it flows through the electronics and
is blown out at the bottom level to the front side of the crates
and towards the transport area of the tunnel. This ventilation
method has been chosen following a thermal analysis of
possible heating effects on cryostats and on the cryogenic
helium feeder lines (QRL) due to the Beam Instrumentation
crates which are expected to dissipate locally up to 900 Watts
[25J.

B. Control Cables and Fieldbuses
Four cable trays are foreseen in the LHC tunnel: three of

them are fixed on the wall and one is fixed on the top of the
QRL. The highest near the ceiling of the tunnel is dedicated to
general services, the second is reserved for power cables, the
third will carry all control cables and the fourth cable tray is
reserved for the local interconnection cables, inside a full-cell.
This fourth cable tray is necessarily interrupted at each QRL
jumper location.

According to the general LHC construction planning the
QRLs will be amongst the first systems to be installed and
serviced. In order to commission these QRLs as soon as they
are installed it will be necessary to gradually control and to
monitor the vacuum in these QRLs. All vacuum control and
monitoring cables will be laid in the third cable tray and their
associated electronic boxes will be fixed under that cable tray.

A standard cabling methodology for Profibus and
WorldFIP fieldbuses has been proposed, standard fieldbus
cables are now available in CERN stores and a list of
recommended fieldbus components, for both Profibus and
WorldFIP, has been agreed to [26].

If required, electronic and opto-electronic repeaters for
fieldbuses and networks as well as electronic boxes for other
systems will be fixed under this third cable tray.

C. Alcoves
Around the LHC tunnel there are 16 alcoves (RE 12 -

RE88) housing the electrical distribution, a 120 kVA
redundant non-interruptible power supply, the cooling and

ventilation installation and the front-end equipment for the
various electronic systems, mounted in a raw of racks.

As far the radiation level and equipment hardness permit,
electronic crates will be installed in the tunnel under the
cryostats and electronic boxes will be fixed along the third
cable tray. Radiation sensitive systems will be housed in
alcoves where the radiation level is low.

Taking into account the space required for the electricity
distribution equipment and for the cooling and ventilation
system only 15 racks (38U-height) remain available for
electronic equipment. If this space would prove to be
insufficient it would be possible to put up a row of slim racks
along the existing separation wall situated in the middle of the
alcoves.

D. Galleries and USs
In the LHC straight sections the radiation level precludes

installation of electronic crates in the tunnel itself. Parallel to
the long straight sections, on both sides of an intersection
point, there are galleries (UAs or Uls) which will house these
electronic crates as closely as possible to the equipment they
control.

Electronics that does not require to be close to its
equipment will be installed in the US areas located on the
bottom of the pits. In USs one will find the fibre optic
terminals linking each pit to the control centre, the
communication and network equipment, the fieldbus
controllers of the electronics located in the galleries, the
timing and the synchronisation systems.

II. RADIATION QUALIFICATION

Before installation in the LHC tunnel, electronic
components and systems must be fully tested and be qualified
for standing the radiation levels to which they will be
exposed, during the life of the LHC machine.

The absorbed dose levels have been calculated at a
distance of 700 mm from the proton beams. This is the
distance between the beams and the location of the electronic
racks under the cryostats. The results of these calculations
give an annual dose level of the order of I Gy under the
middle dipole of a regular half-cell and of 12 Gy under the
Short Straight Section (SSS) quadrupole. At such dose levels,
no major radiation-damage problems are to be expected, and
designers plan to use Commercial Off The Shelf (COTS)
electronic components and systems [27, 28].

While the radiation dose level is low, significant numbers
or high energy neutrons and hadrons could be a worse
problem than doses.

As a consequence and despite this low level doses, it is
essential to check that COTS equipment does not contain
radiation sensitive components, is not subject to Single Event
Upsets (SEU) and to latch-up phenomenon.

A. CERN On-Line Radiation Test Facility

The radiation test facility has been described at the last
LEB Workshop [1]. In view of the year 2000 test campaign
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the facility has been improved during the last SPS winter
shutdown according to the wishes of the experimenters.

In particular a zone, protected from radiation, is now
available for installation of electronic responder modules,
reference equipment, power supplies and some measurement
instruments. This has been possible inside a gallery
perpendicular to the present beam lines. Continuous
measurements during this year have shown that in the
protected area the radiation dose is in the order of 150 times
lower than in the active zone.

B. Qualification of the Test Facility
It is essential to qualify the TCC2 radiation test zone and

to check if it provides a radiation environment similar to the
one that will exist in the LHC tunnel during operation of the
machine.

The validity of all our component and system tests to
radiation depends entirely on this qualification.

In addition, for a better understanding of the test results,
experimenters need to know the particle composition in this
area, the energy spectrum of the particles, the geographical in-
homogeneity of the radiation level and the reliability of the
absolute calibration of the radiation measurements.

An in-depth study of the radiation environment of the
TCC2 test area and a comparison with the LHC tunnel
environment have been done during this year 2000 and the
results have been published recently [29],

Based on the FLUKA simulation program the results of
the calculation demonstrate that:

- The ratio of the Fluence/Dose shows very little
longitudinal and radial dependencies.

- The radiation environments in the LHC and in the TCC2
experimental area are the same for particle fluences > 1 MeV.

- For fluences above the low energy cut-offs (e.g. neutrons
> 100 keV) the TCC2 has a higher Neutron/Dose ratio than
the LHC radiation environment.

- As SEUs are caused by hadrons > 20 MeV, the TCC2
test area will provide the same radiation environment as the
LHC for testing electronics.

The conclusion of the radiation simulation study is that the
CERN On-Line Radiation Test Facility is qualified for the test
of electronic components and systems in a radiation
environment similar to the one that will exist in the LHC
tunnel during operation.

III. CONCLUSION

The definition of the major electronic systems for
underground installation, in the tunnel, in alcoves and at
bottom of the pits is well advanced. Some systems have to be
finalised and several decisions will depend on the radiation
hardness of their components.

The On-Line Radiation Test Facility is now qualified and
further experiments on electronic components and systems
can now proceed with confidence and with the insurance that
the results obtained are valid.
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ATLAS Electronics System Overview
Philippe Farthouat, CERN

Abstract
A short overview of the ATLAS readout and level-1
trigger electronics is presented, as well as a few system
issues that ATLAS is willing to address in a coordi-
nated way.

ATLAS readout system overview
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Figure 1. System Overview

Figure 1 shows a very schematic view of the ATLAS
readout and triggering system.
Each sub-detector front-end electronics system con-
tains a level-1 buffer or level-1 pipeline, either ana-
logue or digital, in which information is stored at every
bunch crossing and maintained during the level-1 trig-
ger latency which is 2 (is. When a level-1 accept signal
(L1A) occurs, data is transferred in a so-called deran-
domiser and sent to the first back-end electronics mod-
ule, the Readout Driver (ROD) through front-end links.
The derandomiser buffer must be able to contain sev-
eral events in order to accommodate the maximum
instantaneous LI A rate without introducing dead time.
The ROD gathers several front-end links, processes the
data, format them and send them through Gigabit links
to the Readout Buffer (ROB) which is the data source
for the level-2 trigger system, the event filter and the
data acquisition.

The trigger has three levels:
l.The level-1 [1], based on fast hardware processing of

coarse data. After 2 us of latency the 40 MHz input
rate is reduced to 75 kHz.

2. The level-2, based on high level processors. It proc-
esses part of the data on the basis of geographical re-
gion of interest (ROI of 0.1 x 0.1 rjcp) provided by
the level-1 system. After a few ms of latency, it re-
duces the event rate to a few kHz.

3. The event filter, based also on high level processors,
processes the full event. After about one second of
latency the event rate is of the order of 100 Hz.

The level-1 trigger system
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Figure 2. The level-1 trigger system.

This system is based on four main components (figure
2): the calorimeter trigger system, the muon trigger
system, the central trigger processor (CTP) and the
timing, trigger and control (TTC) distribution system.
The latency of the level-1 trigger system is 2 (is, of
which 600 ns are due to transit time in cables and to
which an additional 500 ns latency has to be added in
order to accommodate possible cable routing changes.
It uses specialised hardware processors handling 8000
calorimeter trigger cells (analogue) and 208 muon
sectors each containing up to 2 muon candidates clas-
sified in 6 PT thresholds.
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The inner tracker
The inner tracker [2] consists of three sub-detectors
(figure 3): the pixel detector, the semiconductor tracker
(SCT) and the transition radiation tracker (TRT).

Barrel SCT

Forward SCT

TRT

Pixel Detectors

Figure 3. The inner tracker

The pixel detector
The pixel detector consists of 2500 modules and about
100 106 pixels and gives a spatial resolution of 15 urn
in rep and 100 um in z. It is exposed to a very high ra-
diation dose (35 Mrad and 6 1014 N.crn2 for 10 years
of operation). The read-out is based on two chips: a
front-end chip (FED) and a module controller chip
(MCC). A module consists of 16 FED chips bump
bounded on the detector (Figure 4).

Figure 4. A pixel module

Both FED and MCC have been prototyped in DMILL.
There are severe problems with the FED and some
work is being done with TEMIC in order to understand
them. If it is necessary to change technology the
schedule will have to be revised.

The SCT detector
The SCT consists of 6 106 silicon strips and should
provide a spatial resolution of 20 \im. The read-out is
based on the so-called binary solution: the analog sig-
nal is amplified and discriminated and only one bit of
information per channel is kept in the level-1 pipeline
for later readout. As the average occupancy of the de-
tector is small, the data are zero-suppressed before
being put in the derandomiser. When a LI A occurs, the
data corresponding to three consecutive
bunch crossings are read-out. Up to 8 events can be
stored in order to accommodate a dead-time smaller
than 1% when the LI A rate is 75 kHz.
A single 128-channel BiCMOS chip in DMILL tech-
nology, ABCD, will be used. This chips is now in pre-
production and some work is going on with TEMIC in
order to optimise the yield.

Figure 5. An SCT module

The detector is organised in modules (figure 5), which
consists of two hybrids housing 6 128-channel read-out
electronics. One module is read-out through two opti-
cal links and receives timing, trigger and control
through one optical link.
The data transmission runs at 40 Mbits/s and the off-
detector ROD receives up to 32 data links.
The optical elements of the links are LEDs for the
emission and Pin diode for the TTC reception. A spe-
cial chip (LDC) drives the LEDs. The TTC is using a
bi-phased mark code, which is decoded by another
chip PORIC). Two VCSELs and one Pin diode are
housed in an opto-package.

The TRT detector
The TRT is a gaseous detector, which has two func-
tions: continuous tracking with a spatial resolution
better than 200 \xm and electron identification using the
transition radiation effect. It is formed of 420000
straws of about 50 cm length and 4 mm diameter em-
bedded in foam.
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Due to the size of the detecting element, the occupancy
is quite high; to avoid pile-up, the front-end analog
stage has to cancel the tail of the signal caused by ion
drift in the straw.
The front-end system consists of two chips: an ampli-
fier shaper discriminator (ASDBLR) followed by a
digital read-out chip (DTMROC).
The 8-channel bipolar ASDBLR chip includes a pre-
amplifier, a shaper, an ion tail cancellation circuitry, a
base line restorer and two discriminators. One dis-
criminator has a high threshold and is used to detect
transition radiation X-rays and hence electron candi-
dates. The other one has a low threshold to detect
minimum ionising particles for tracking.
The 16-channel CMOS DTMROC chip receives the
two discriminator signals per channel. The high
threshold signal is simply stored in the pipeline while
the low threshold signal is digitised every 3.125 ns.
This allows the drift time of the ionising electrons in
the straws to be measured and hence to obtain a very
good spatial resolution.
There are 9 bits of information stored in the pipeline
per straw and per bunch crossing. When a level-1 trig-
ger occurs, three consecutive time slices are read-out to
take into account the total drift time in the straw (about
40 ns). This leads to a fairly large amount of data per
event and it is necessary to have one 40 Mbits/s link
per 16 channels, ie. a total number of 27000, to trans-
mit the data to the off-detector RODs. For reasons of
economy these links are copper shielded twisted pairs
using the Low Voltage Differential Signal (LVDS)
standard.
Both chips have been prototyped in DMILL and are
working within the specifications. There are still two
concerns: the dispersion of the thresholds in the
ASDBLR and the yield of the DTMROC which is a
large chip (71 mm ). The production of these chips
should start in 2001.

The ATLAS calorimeters
The ATLAS calorimetry [3,4] is based on two tech-
nologies. Liquid Argon is used for the electro-magnetic
calorimetry and the end-cap hadronic calorimetry.
Scintillating tiles are used for the barrel and extended
barrel hadronic calorimetry. There are 200000 channels
in the Liquid Argon part and 10000 channels in the
tiles part.

The Liquid Argon calorimeter
The read-out of the Liquid Argon calorimeter is based
on a multi-gain shaper and a 144-cell analogue pipeline
(SCA). In parallel to the read-out part, analogue sum-
mation electronics forms the trigger towers and trans-
mits them to the level-1 calorimeter trigger system.
When a LI A signal occurs, five consecutive time slices
are digitised by an ADC (12 bits, 10 MHz) and the
digital data are sent to the ROD through Gigabit opti-
cal links (G-Link from HP). Eight channels share a
common ADC.
The front-end system is housed in 60 crates, each of
which handles about 3000 channels, located inside the
detector. These crates contain four types of module
(figure 6):

128-channel front-end board containing the read-
out electronics and one gigabit link driver.
The tower builder board.
The timing and control interface.
The calibration electronics.

-^

Figure 6. Liquid Argon front-end crate with its cooling tubes

A complete radiation tolerant system (two crates) will
be available in the course of 2001. In order to meet this
milestone, several ASICs are being designed in a ra-
diation hard technology (DMILL).

The Tile calorimeter
The read-out is based on a bi-gain shaper followed by
two 12-bit, 40 MHz ADCs and a digital pipeline (fig-
ure 7). The electronics is housed inside the detector
and has been qualified against radiation. It is currently
being produced.
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Figure 7. Tiles calorimeter read-out electronics

The Muon Spectrometer
The muon spectrometer [5] is based on four types of
chambers: the Monitored Drift Tube (MDT) and the
Cathode Strip Chambers (CSC) to obtain precise coor-
dinates and the Resistive Plate Chambers (RPC) and
Thin Gap Chambers (TGC) for the trigger.
There is a total of 1.3 106 electronics channels.

The MDT Chambers
The MDT chambers are drift time chambers giving a
80 (j.m spatial resolution.
The read-out electronics is based on an amplifier-
shaper-discriminator (ASD) followed by a TDC (figure
8). Each channel of the ASD consists of a differential
input stage, a tail cancellation circuitry, two discrimi-
nators and a gated integrator.

Figure 8. The MDT read-out electronics

The TDC is a 24-channel chip and the timing meas-
urement is done by dividing the 40 MHz clock into 32
intervals, providing 800 ps bins. The hits are stored in
a level-1 buffer and when a L1A occurs, a matching
function allows to retrieve data belonging to the ap-
propriate time window. The read-out is then done seri-
ally and up to 4 TDCs can share the same link.
Both ASD and TDC chips are CMOS and their pro-
duction will start in 2001.

The Trigger Chambers
The two types of trigger chambers are read-out in a
very similar way (figure 9 shows the RPC read-out).

Coincidence
MATRIX

ASD

LXich. Roads In eta/phi
Low and high Pt

Readout

Trigger

Figure 9. The RPC read-out electronics

The amplifier-shaper-discriminator (ASD, using GaAs
technology for the RPC and bipolar technology for the
TGC) provides data to the coincidence matrix chip
(CMOS in both cases) which looks for tracks at differ-
ent Pt and includes the read-out part. Two additional
stages are necessary before a full sector information is
sent to the level-1 trigger system.
The ASD chips of both TGCs and RPCs are now being
produced together with the front-end boards which
house them.

Common ATLAS issues

Figure 10. System overview
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The system overview shown in figure 18, helps to
identify common system issues:

There are about 20000 front-end boards or mod-
ules which have to be radiation hard or radiation
tolerant.
Grounding and power distribution have to be done
in a coherent way if the required noise perform-
ance at system level level is to be obtained.
The location of the power supplies is of impor-
tance as substantial power is involved and it influ-
ences the quantity of copper necessary to bring the
power in the detector and the in-line losses.
The front-end links connecting the on-detector
electronics to the RODs deserve special attention
if one wants to save development costs and har-
monise the system.
The timing of the experiment and the dead-time
control has to be worked out at the experiment
level and in a coherent fashion.
The slow control system has to be uniform across
the experiment.
Reliable electronics must be produced, tested, in-
stalled and maintained for a number of years. A
comprehensive quality assurance system should
help to meet this goal.

Design Reviews
Production Readiness Reviews (PRR) are ATLAS
wide mandatory reviews which are made prior to the
commitment of major funds. During these reviews, the
production documents and QA plans are checked. For
the electronics, design reviews are held before the PRR
in order to have enough time to look at the design.
This has proven to be necessary and useful. For in-
stance, several reviews have been necessary before the
fabrication of most of the ASICs deigned. The scope of
the reviews and the points to be addressed have been
documented for chips and systems [6].
These reviews require the participation of all institutes
as 2 to 4 reviewers per design and much preparatory
work are necessary.

Radiation hard electronics
Table 1 gives the list of chips which are being designed
or produced for ATLAS. As can be seen most of them
are using the DMILL BiCMOS technology but back-
up solutions in other rad-hard technologies exist in
most of the cases (as requested by the approved
ATLAS policy on radiation hard electronics).
The main problems with radiation hard technologies
are the low volume production leading to low yield and

high cost. The read-out chip for the pixels is currently
a very critical item as a first DMILL prototype was
produced a year ago and sstill does not work as ex-
pected. There is a on-going work with ATMEL in or-
der to try and understand the problems. In case this is
not solved rapidly a change of technology will be nec-
essary and there will be a significant impact on the
schedule.
Another concern is the fact that the design teams are
linked to the sub-detector collaborations. It often leads
to scattered teams. For instance the TRT DTMROC
chip has been designed by people from Lund, Phila-
delphia, Cracow, Geneva, Michigan and CERN. This
is very good for telecom companies but not optimal for
the project...
The availability of frame contracts with ATMEL for
the TEMIC technology and with IBM for the CMOS
0.25 (im technology is a great help as it simplifies the
ordering process and allows a good cost evaluation.

System

Pixels

SCT

TRT

LARG

Services

Chip

FE-D
FE-D
Control

ABCD
DORIC
VDC

ASDBLR
DTMROC

SCA
SCA Controller
Gain Selector
BiMUX
DAC
SPAC slave
OpAmp
Config. Controller
MUX
Calibration Logic

TTCrx
PHOS4

Techno

DMILL
H.SOI
DMILL

DMILL
A MS
AMS

DMILL
DMILL

DMILL
DMILL
DMILL
DMILL
DMILL
DMILL
DMILL
DMILL
DMILL
DMILL

DMILL
DMILL

Size
mm2

80

51
5
4

12
71

30
100
21
5
6
27
2
20
18
16

27
6

Status

Prototyped

Prototyped

Pre-production
Reviewed
Reviewed

Prototyped
Prototyped

Reviewed

Reviewed
Prototyped
Reviewed
Reviewed
Reviewed
Reviewed

Reviewed

Prototyped
Prototyped

Table 1. Radiation hard chips

Radiation tolerant electronics
We realised early on that radiation would be a major
issue as the first "ATLAS policy for radiation tolerant
electronics" was published at the end of 1996. The last
two years have shown that it was a very serious prob-
lem. Take two examples:
• During the design review of the Tile calorimeter

high voltage distribution, additional radiation tests
were requested. These tests showed that the design
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was too much sensitive to neutrons. It took about
10 months to fix the design and to validate it.

• For the Liquid argon front-end boards a lot of high
performance components are needed. Some pre-
liminary tests on COTS were not satisfactory. It
was then decided to design 9 chips in rad-hard
technology.

In all cases it costed time and money.

An updated "Atlas policy on radiation tolerant elec-
tronics" [7] has been set-up during the last two years. It
defines the strategy for component procurement, the
radiation tolerance criteria (including safety factors)
and the standard test methods (ionising dose, dis-
placement damages, SEU) to be used. A WEB reposi-
tory [8] has been created in order to make available the
results of the tests done in ATLAS.
This policy has been defined by an ad-hoc working
group and its acceptance in ATLAS allows us to be
sure that every sub-system speaks the same language
and that the tests and radiation constraint estimations
are done in the same way.
The existence of RD49 [9] (Radtol) project is a great
help.

Grounding
ATLAS has defined an overall grounding policy [10].
Each sub-detector must be isolated with respect to the
others and there must be no ground connection from
the on-detector system to the off-detector. The power
supplies must be floating and signal transmission must
use either optical links or shielded twisted pairs. Every
system has produced a grounding plan and a detailed
implementation has been done by some of them. Fig-
ure 11 shows theTRT implementation [11]. This as-
pect needs to be addressed during the reviews and will
generate a non-negligible follow-up work as it is very
easy to achieve an implementation completely different
from the intended design.

Power supplies
There is a strong wish to have the power supplies in
the cavern. The radiation level and the stray magnetic
field must be properly taken into account and may re-
quire some special developments.
Measurements have been done at BNL and CERN
(with ESS group and CMS) showing that the feedback
opto-couplers of DC-DC converters are sensitive to
neutrons and that special devices must be used. An-
other critical point is the sensitivity to single event
burn-out of their MOSFET transistors. This was clearly
identified during tests done by BNL.
Measurements have shown that magnetic fields below
200 gauss do not pose problem and measurements at
CERN have shown that reasonable shielding allows
power supplies to work in magnetic fields of up to
lkGauss.
A joint program of work and a common approach to
technical and commercial issues is being set-up in
ATLAS. Its goal is to provide some common "bricks"
which could be used by several sub-systems to cover
their needs (Table 2).

System

Pixels
SCT
TRT
LARG

Tiles
Muons
MDT
CSC
RPC
TGC

No. of
modules

1000
4088
1500
58
8

32

1200
64
550
600

Power/module (W)

48
9
50

3300
200
2200

40
40
60
60

No. of
voltages

7
7
3
7
6
7

2/3
2/3
2/3
2/3

Table 2. Power supply requirements

Front-end links
An ATLAS front-end links working group [12] has
produced a lot of very valuable work, such as a links
specification document, the coordination of radiation
testing program and a safety document which has been
and reviewed by the CERN safety division.
All ATLAS front-end links are digital and can be clas-
sified into two categories:
• Rad-hard 40 MHz;
• Rad-tolerant 1.28Gbits/s.
All optical links use VCSEL devices and multimode
fibres. 40 MHz over 100 m copper links have been
demonstrated (see Figure 12).

Figure 11. TRT grounding scheme
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Figure 12. Eye pattern of a 100m 40MHz LVDS copper link
after cable compensation.

Two packages are being developed for the 40 MHz
rad-hard optical links to be used in the inner tracker.
They both contain two emitters and one receiver. A
GEC opto-package is available in small quantity and
their tests and assembly procedures are being im-
proved. Prototypes are also available from Academia
SINICA (Taipei). Measurements have shown that sin-
gle event effects in PIN diode increase the bit error rate
and will produce some synchronisation errors.
The radiation tolerant 1.28 Gbits/s links (mainly used
by the liquid argon calorimeter and the muon trigger
system) are based on the G-link chip-set. Single event
upsets in the serialiser have been seen. The impact on
the system is being analysed and some solutions such
as the use of a double serialiser are being envisaged.

Back end electronics
It consists in the Read-out drivers (ROD) and the
Read-out Buffers (ROB) as shown in Figure 1.
The RODs gather front-end elements in trigger region
of interest. They process the data (data compression,
zero suppression), format them according to the
ATLAS event format and transmit them to the ROBs
which are data sources for high level triggers and data
acquisition system.
The RODs are sub-detector specific but some common
features have been agreed, such as:
• Link to ROBs;
• Crate backplane: VME64x;
• Data format;
• Dead-time handling.
Some other common features are still under discussion:
• Interface to crate processor;
• VME interface capability;

• Error recovery.
The RODs have to deal with different types of errors.
They could be front-end data corruption, synchronisa-
tion errors (false bunch crossing identifier [BCID] or
event number [LIED]) caused by single event upsets in
the front-end readout chips or electromagnetic interfer-
ences, ... The RODs are able to detect the errors and to
flag their occurrence. The data acquisition system
should not be stopped when an error is found. Persis-
tent errors need to be cured. For instance synchronisa-
tion errors are cured by appropriate resets (BCID is
reset every LHC turn, L1ID is reset periodically).

Timing of the experiment
The timing (BC clock) and trigger are distributed from
the central trigger logic to the read-out elements
through the RD12 optical fan-out system [13]. This
system either stops at the ROD level where a protocol
conversion is performed (as is done in the inner
tracker) or goes up to the front-end level.
There must be a partitioning between sub-system and
within each sub-system to allow independent commis-
sioning, debugging and calibration. A partition consists
of an interface module (TTCvi) which selects the tim-
ing and trigger signal source (either from the experi-
ment or sub-detector specific) and feeds the encoder
and electrical-to-optical converter (TTCex, TTCtx). It
is planned to have up to four independent partitions per
sub-system.
There is a need for a strategy to adjust the timing of the
experiment. It is based on the structure of the LHC
cycle, the availability of a BCED in the front-end elec-
tronics and the knowledge of the length of certain fi-
bres or cables [1].

Dead-time control
Derandomiser ROD ROB

On-detector

Underground
Counting Room

Surface
Counting Room

Figure 13. Buffer control

There are buffers at different levels (figure 13) which
can be filled and hence introduce dead-time. The han-
dling of the dead-time depends on which buffer is con-
cerned.
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Derandomiser
After each LI A a 4 BC dead-time is introduced by the
Central Trigger Processor. To handle the filling of the
front-end derandomisers, a limited number of LI A
within a given time window is allowed (leaky bucket
algorithm). Currently, the baseline is to have less than
8 LI A within 80 /is. The deadtime introduced by this
algorithm is very small as can be seen in figure 14 and
in [14].

ROD
If the ROD buffers, a BUSY signal is generated and
hierarchically propagated to the CTP to throttle the
LI A rate [1].

Crates
It has been decided to have common crates in ATLAS
for the back-end electronics. It will be 6U or 9U (Fig-
ure 16) VME64x crates. The following points are con-
sidered to be important for ATLAS:
" The crate must be low cost;
• Its maintenance must be easy;
• It should use standard elements;
• It must be integrated in the cooling and control

systems of ATLAS.
The specifications are being finalised [16]. Another
database [17] allows sub-system requirements (quan-
tity and date of availability) to be stored.

20 40 60 80 100 120
L1A Frequency [kHz]

Figure 14. Event loss due to dead-time

ROB
The BUSY mechanism at the ROB level is neither ef-
ficient nor practical isnce before introducing dead-time
it is necessary to know the status of the previous buff-
ers. An XOFF mechanism is implemented on the read-
out link to apply back-pressure on the RODs. When
applied, the ROD buffers fill and a BUSY signal can
be generated if necessary.

Racks and cables
There will be electronics racks in the cavern (UX15)
and in two underground counting rooms (USA15 [Fig-
ure 15] and US15). There will be cables from the de-
tector to these racks.
An inventory work has started in ATLAS in order to
allocate the racks to different sub-systems and to pre-
pare the cabling work.
Two databases are made available for this purpose
[15], [16].

Figure 15. USA15 Niveau-1

Production
There will be several tens of thousands of chips and
boards to be produced, mainly by industry. The tests
will often be done by the institutes and this may be a
very long process if testing has not been foreseen at the
design phase and/or if the quality of the industrial work
is not good enough. Hence it is very important that
testing facilities and quality assurance plans are re-
viewed before the production starts.
Production databases must be developed to store some
information for traceability purpose and for future
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calibration work. The electronics should benefit a lot
from similar work done for the detectors construction.

POWER
CONNECTIONS

Figure 16. Possible crate lay-out

Maintenance
The electronics inside the detector has to be as much
reliable as possible because the maintenance scenarios
are extremely discouraging...
The maintenance of the industrially supported elec-
tronics (backend, most of the power supplies,...) has to
be foreseen during the design phase in order to sim-
plify procedures and to ensure adequate funding. We
can benefit from the LEP experiments which have had
to maintain electronics during ten years and from
which we can extract valuable data. For instance, the
failure rate of the Fastbus power supplies in DELPHI1

has been monitored during the last ten years. Figure 17
shows the yearly failure rate and the expected failure
rate assuming a 65000 hours MTBF (constructor data).
One can see that it is reasonably predictable.
The maintenance of the electronics designed and built
in the institutes is, in general, properly done. The main
problem consists in maintaining the documentation of
the different systems. We can now make use of EDMS
and of its interface to the C AE tools (mainly
CADENCE) [19].
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1 Thanks to Philippe Gavillet
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Figure 17. Failure rate of the DELPHI Fastbus power sup-
plies

Summary
The designs of rad-hard ASICs are close to completion
but there are still some worries for the production.
Concerning the radiation tolerant electronics, a huge
effort has been made in order to obtain coherent and
consistent measurements across the experiment. There
are evidences of SEE problems which may be very
troublesome in certain cases and whose impact on the
experiment need to be analysed.
The review procedures are now well established and
the reviews have been proven to be very useful.
The grounding and shielding study is in good progress.
Its implementation will require a substantial amount of
follow-up work.
Several common activities are going on. They concern
the power supplies, the links, the racks and crates and
the cables.
Despite the enormous work produced so far and the
progresses that have been made, there is still an im-
portant point missing: large scale system tests have not
yet been done in most of the sub-detectors.

Disclaimer
The time available to write this article has been ex-
tremely short. As a consequence, it has not been possi-
ble to circulate it in the ATLAS community and hence
it may happen that some information is incomplete or
out-of-date. The author apologises for any such event.
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Abstract
This talk is the CMS response to the LEB

organisers' request to develop the dialogue between the
electronics community and the management of the LHC
experiments. It is the view of a non-specialist, involved in
CMS management, of the status and prospects for CMS
electronic systems and the risks and uncertainties which
appear to remain.

I. INTRODUCTION

A. Management of CMS electronics

CMS operates as a federation of sub-projects and this also
applies to electronics. Resources and decision-making are
largely concentrated in these projects, with very few under
the control of the "management". The roles of management
are principally those of achieving and maintaining
consensus on general goals and schedules, resolving
detailed difficulties within and between projects, oversight
and reporting and, finally, (and perhaps most relevant to
this discussion) co-ordination and integration to maintain
technical coherence. Thus this presentation is not (and
cannot be) about managing CMS electronics. It is rather the
perceptions and observations of "management" about how
electronics appears as a feature of the current status and
future development.

B. CMS detectors and their status.

To clarify how electronics fits into the overall picture, it is
useful first to list the detector hardware sub-projects
required to complete CMS. Before entering production or
starting major procurement, each project is required to pass
an Engineering Design Review (EDR). As is apparent from
Table 1, most of the sub-projects are already in production.

Table 1 :CMS detector projects

Sub-Project
Magnet Coil & Yoke

Pixel Tracker
Silicon Strip Tracker

ECAL barrel
ECAL endcap+preshower
HCAL barrel + tail catcher

HCAL endcap
HCAL forward

Muon barrel drift tubes
Muon endcap CSC

RPC barrel
RPC endcap

Shielding system
beampipe

Status
in production

EDR in 2002/003
Pre-prod., EDR imminent

in production
EDR imminent
in production
in production

EDR 2001
in production
in production
in production

EDR imminent
in production

EDR 2001

C. CMS electronics projects and their status

The distinct electronics projects within CMS do not
correspond exactly to the separate sub-detector projects.

Table 1 :CMS electronics sub- projects

Sub-Project
Pixel Tracker

Silicon Strip Tracker
ECAL

Preshower
HCAL

Muon barrel drift tubes
Muon endcap CSC

RPC
Trigger (level 1)

DAQ
Controls

Status
Design. ESR in 2002/003
Pre-prod., ESR in 2001
Pre-prod, ESR in 2001

Final design, ESR in 2001/2
Design. ESR in 2001/2
ESR September 2000
ESR September 2000
ESR September 2000

Design, ESR 2001
Design, ESR 2002/3
Design, ESR 2002

By analogy to the EDR, an Electronics Systems Review
(ESR) must be held before launching any major
procurement or manufacturing. Table 2 lists the status and
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Figure 1 shows a general overview of the experiment
structure and the technologies in use.
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Figure 1: CMS structure and detector technologies.

D. Assembly Schedule

The CMS master mechanical assembly sequence is
constrained by the Civil Engineering of the surface (SX)
and underground (UX) areas. During the surface assembly
into major elements (2000-2004) the magnet, HCAL and
muon system form the critical path. During the
underground phase (2004-2005), the barrel ECAL, silicon
strip tracker and beampipe define the critical path. The
natural early tendency in both overall and subdetector
schedules is to concentrate on the big mechanical units
which must arrive on time to avoid assembly delays.
Recently, however, scheduling attention has focussed on
understanding corresponding electronics arrival and burn-
in, and on calibration. The preparation of the service cavern
and detector umbilical connections is now recognised as a
critical path activity. Similarly the completion of the
control systems before sub-detectors switch on for
commissioning, and the preparation of the trigger and data
acquisition for the prolonged initial integration process, are
seen as vital requirements in the overall planning. In
general, however, electronics tasks and milestones are still
under-represented in CMS planning. This is apparent from
several systems where manufacturing has been launched,
but electronics now appears on or near the critical path.
Also from the re-emergence of mechanical integration
conflicts as on-board electronics and services become
better defined, and stray outside previously agreed
envelopes.

II. CMS SUB-SYSTEM ELECTRONICS

In this section the status of electronics in the sub-systems is
briefly (and certainly incompletely) reviewed. The focus is
firmly on the on-detector electronics which are clearly on
the critical assembly path to a working CMS. Details (and
most probably corrections to inaccuracies) can be found in

many other talks given at this workshop. In general
progress is remarkably good, but CMS has several
difficulties to overcome, which will be pointed out.

A. Silicon strip tracker

A remarkably successful front-end chip development
using 0.25 Lim technology is now nearing completion. The
expectations for yield, functionality, low power, small size,
low-cost and radiation tolerance of the APV25 have all
been met or exceeded. Now that a single technology
(silicon strips) has been chosen for the CMS tracker, only
this one variant of the front-end chip is required. A few
APV25's were tested in beam at PSI earlier this year, and
the measured signal-to-noise was as expected.

The optical link, second most important cost-driver in
the system, is also progressing well. Using older APV6
front-ends, the full system functionality (control,
synchronisation and optical links) was exercised at high
rate in the CERN X5 beam with 25ns bunch repetition
structure. The measured signal-to-noise was as expected.

Automated testing and assembly systems are in place,
giving confidence that high quality and yield can be
maintained during a distributed bulk production of silicon
sensors. A Procurement Readiness Review (PRR) for
sensors and electronics has been successfully passed and an
ESR is planned for mid-2001 following a further full-scale
system test in a LHC-like (25 ns) beam, using pre-series
sensors and final choices of cables and power supplies.

Figure 2 shows an overview of the system.
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Figure 2: Tracker front end

B. Pixel tracker.

Development of the readout chip and column drain
architecture continue, with submission in DMILL of a near
final prototype having taken place very recently, and due
for delivery by the end of 2000. For this prototype, the
controls block will be added as a separate item. The bump-
bonding technology to connect sensor and readout chips
has been successfully mastered at PSI. Assuming good
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performance of the DMILL readout chip prototype, an
alternative in 0.25 urn technology will be explored in
Spring 2001.

C. Crystal Electromagnetic Calorimeter (ECAL)

The crystal electromagnetic calorimeter (barrel and
endcaps) uses an on-detector "light-to-light" readout chain,
as shown in Figure 3.

A contract with Hamamatsu for 120,000 APD's has
been placed and, based on the initial production of 6000,
fine tuning is being done in conjunction with the
manufacturer to overcome ageing and radiation tolerance
problems which occur at the few percent level. The twin-
APD capsules are permanently attached to crystals during
sub-module assembly, and delivery must match the
assembly schedule requirements of modules and
supermodules.

The first pre-production run of the Harris rad-hard
floating point preamp is starting after delays while
unsatisfactory yield and cost were worked on. Similar poor
yield was obtained from the serializer (Honeywell CHFET)
pilot production. A new run is in progress and an
alternative in 0.25 um technology is being considered.

l.tj(ftt
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Figure 3: ECAL front end.

Despite these difficulties, the full light-to-light chain
works and is rad-hard. Similarly the clock and data chip is
ready to produce. Although the test of several hundred
front-end channels has been delayed by more than a year, it
is now intended to conduct this as part of an comprehensive
system test in beam during 2001. The delivery schedule
must be matched to the fitting-out of supermodules for
beam calibration starting in 2002. Thus, though little time
contingency remains, the ECAL electronics can still be
delivered on a schedule matching the ECAL detector
hardware, which is itself probably the most critical CMS
sub-system with respect to contingency.

D. Preshower

The requirements of 5% charge measurement and 1-
400 mip dynamic range distinguish this silicon detector
from the tracker. The front-end ASICs will now be
switchable gain, and the preamp and analog pipeline have
been physically separated. A prototype DELTA preamp
exists in DMDLL and preamp + multiplexor prototypes
have just been received. The PACE ADC/memory

submission is imminent and the data concentrator chip is
being prototyped.

The ADC is the AD9042 (as ECAL) and the optical link
is also from ECAL. The control (CCU) is taken from the
Tracker design and the biggest unknown is clock-
compatibility between this and the ECAL opto-link. The
Preshower is on target for an ESR in about 12-18 months.

E. Hadron Calorimeter (HCAL)
Final prototypes of the 19 and 73 channel variants of

the Hybrid Photo-Diode (HPD), which is the photo-
transducer in the HCAL "light-to-light" on-board front-
end, are expected by the end of 2000. Work is going on
with the manufacturers (Canberra/DEP) to solve minor
problems of HV breakdown and cross-talk.

The Q E (charge integrator and encoder) development
is now near the critical path for HCAL lowering into the
underground area. However, Fermilab has now committed
the engineering resources needed to complete the
development in time, providing there are no bad
submissions or other delays. It is important that the time for
burn-in of HCAL front end electronics, on the detector
half-barrels and endcaps in the surface building, should not
be treated as contingency.

Access to the 36 HCAL barrel readout boxes containing
HPD's and QIE's is the source of a re-emerging
mechanical integration challenge because of the densely
packed tracker cables passing in front of these boxes as
they exit the detector through the gap between barrel and
endcaps. The bulk of these cables carry low voltage and are
in the course of being defined.

F. Muon System: endcap cathode strip chambers
The on-detector system is shown in Figure 4.
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Figure 4 : Muon endcap on-detector electronics
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Final prototypes of the on-board cards have been fully
tested for functionality and integration onto the chamber,
including cooling. Radiation testing was recently finished
and formed a major topic of the ESR completed in
September 2000. This review raised the strategy for SEU
mitigation as an important issue not only for the muon
endcap, but for CMS as a whole. In particular it is likely
that the on-board Anode Local Charged Track (ALCT)
board may have to be revised as a result of these concerns.
This may absorb the remaining few months schedule
contingency and bring the on-chamber electronics close to
the critical path for cathode strip chamber (CSC)
installation. A recent trigger integration test was successful
and a good example for other sub-systems. First prototypes
have been tested of off-chamber trigger and control boards,
which are mounted on the magnet yoke periphery, in VME
crates exposed to considerable radiation and magnetic
fields.

G. Muon System: barrel drift tube chambers
Figure 5 shows the overall on-board system layout.

Overview of the electronics layout of a chamber
traniverse view longituduul view

c

To Muon Regional Trigger

H1I 50001!
TRACT) 440(1
TSS 1100
TSM 25I>

Figure 5: Muon barrel drift tubes on-detector scheme.

The front-end (MAD) ASIC and high-voltage
distribution/signal pick-off cards, mounted within the drift
tube (DT) chamber gas volume, were approved in a PRR in
late 1998 and are in bulk production.

The remaining local electronics (TDC's and trigger
track element processors) are mounted in custom mini-
crates on the chamber structure, though outside the gas
volume. The bunch-crossing and track identifier (BTI) and
part of the trigger chain are fully prototyped and were
reviewed in the September 2000 ESR. Pre-production
HPTDC's, developed at CERN in 0.25 urn technology, are
due for delivery to the muon system users in October.

The BTI in particular is sensitive to foundry delays and
the overall schedule risk here, as for the endcap CSC's, is
not the rate of electronics delivery, but the delay in starting
manufacture, which will likely determine the earliest date
at which muon chambers can be inserted in the magnet
yoke in the surface building at point 5. Modifications to
simplify installation of mini-crates on already installed
chambers are being actively considered.

H. Muon System: resistive plate chambers (RPC)

The RPC front end chip (AMS 0.8 urn CMOS) showed
good yield from a 1000 chip pre-production. Automatic
testing has been commissioned and radiation tolerance tests
of the on-detector front-end plus control board are now
complete following some delays.

Here again, foundry delays in RPC electronics
manufacture could become critical for the overall CMS
schedule, because in all 4 barrel layers, and the first layer in
the endcap, RPC's are mechanically constrained to be
installed simultaneously with the drift tubes and CSC's.

J. Level 1 Trigger
The first phase of the level 1 trigger design has been

successfully completed, with all boards prototyped and
tested, and a Technical Design Report (TDR) in the final
stages of editing. Figure 6 shows the schematic layout of
the level one trigger system, the only hardware trigger level
in CMS, which must reduce the 40 MHz beam crossing rate
to 100kHz (without loss of physics!).

Global Muon Trigger)

(Global Trigger}^—»(TTC Systern)-»(subsystems)

Figure 6: Schematic layout of Level 1 trigger system

The functional parts located in the experimental cavern
are : the CSC/DT track segment generation, the RPC muon
hit generation and the calorimeter digitisation (only). The
remainder of the system is located in the shielded
underground service cavern (USC) and comprises the
CSC/DT muon trigger track finder, the RPC muon trigger
pattern logic, the calorimeter regional and global trigger
and the global Level 1 trigger.

Phase 2 (pre-production prototypes) will be launched
upon completion and acceptance of the TDR. Concerns are
that latency may be too close to the limit (particularly in the
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pre-shower, where a re-design of the front end chip may be
indicated) and that a simplification of the DMILL TTCRx
(timing and control) chip could also be considered. In
general more tests of sub-system compatibility are needed,
in addition to the formal interfacing checks made as part of
the ESR process.

The layout of trigger cables between the detector and
the USC and the allocation of USC racks have been
carefully modelled in 3-D CAD in order to respect the
path-length limits from latency, the population limits on
cable chains and ducts and the maintenance principle that
no disconnection should be necessary to permit opening of
CMS into separate sections.

K. Data Acquisition
The Technical Design report for the DAQ system is due

in November of 2001, thus it is currently still in a research
and development phase. A series of 4 increasingly complex
demonstrators of the event builder and filter functionality is
scheduled to be built during 2000/2001. The first, currently
operational, uses 33 PC's, has a 20Gb/s event builder and
allows comparison of GEthernet and Myrinet 16 x 16
switching networks.

The equipment of the USC counting room and the
provision of trigger signals and DAQ system integration at
the appropriate time for CMS sub-system and experiment
commissioning are recognised as schedule-critical activities
for CMS. The intention is to start data-taking with 25% of
the full capacity, doubling for each of the subsequent years.
Thereafter, one third the full capacity system will be
upgraded every year. Based on current technology trends,
this will lead to a constant funding profile being required
from 2005 onwards.

L. Controls

This vital part of CMS falls under the general umbrella
of the DAQ project, but requires very close collaboration
with the sub-detector hardware and online software projects
and a CMS critical delivery date of summer 2004. The
CMS Detector Controls System (DCS) architecture
envisages two broad functions The first is to monitor and/or
control such quantities as gas-flow, voltage, temperature,
coolant flow, magnetic field etc - the classical province of
"slow controls". The second is the control of the download
of constants and software to the front-end systems, and the
supervision of calibration data-taking within the local DAQ
of each sub-detector. The development is taking place
within the framework of the LHC Experiments Joint
Controls Project, which envisages a common commercial
platform as the foundation of the controls system and
recognises that a scalable, hierarchically organised and
fully partitionable system will be needed, with availability
before the first sub-detector starts to commission
underground. User requirements have been defined and a
yearly review meeting organised, but the participation of
CMS sub-detector groups is not yet at an adequate level.

CMS will also implement a standalone Detector Safety
System, independent of DCS, but communicating closely
with it, which is designed to protect the capital investment
in the apparatus. This consists of a set of independent
"hard-wired" sensor-actuator logic loops each configured
to prevent specific potentially damaging situations from
developing.

III. CMS ELECTRONICS COORDINATION

A. Electronics Systems Co-ordinator

The need for an electronics co-ordination structure was
realised early in CMS, but the current working solution was
developed quite late and after considerable difficulties. The
Electronics Systems Co-ordinator and an associated
electronics integration group were initially envisaged as a
direct parallel with the Technical Co-ordinator and the
Engineering Integration Centre. First attempts to implement
this led to much progress (eg in establishing radiation
testing criteria and in launching the muon DT front end)
but also much strife. From the resulting vacuum, a
pragmatic scheme arose which takes account of the CMS
structure and "management" (see section I), and also of the
resources available. The appropriate parallels with
engineering co-ordination were seen to be: that each sub-
project has a parameter space to work in, within which
details are largely their choice; that common projects are
relatively few and evolve naturally; that internal review is
the best guarantee of detailed design and component choice
and that Electronic System Reviews, following general and
agreed guidelines, and including external experts, are the
best guarantee of overall compatibility between systems.
The Electronic Systems Co-ordinator is now fully
integrated into the CMS technical co-ordination and
management teams, provides the link between the CMS
Management Board and the Electronic Systems Steering
Committee, and is supported by a small technical task
group from the collaborating institutes.

B. Electronic Systems Steering Committee

The membership of this body (ESSC) are the
electronics experts from each sub-system plus the controls
co-ordinator, the deputy technical co-ordinator, the services
and radiation issues co-ordinators, and other members of
CMS technical co-ordination as needed. Its mandate is to
establish and modify guidelines by consensus, to provide
the co-operative environment in which co-ordination can
work, to act as a forum for informal exchange of ideas and
practical experience and to support and monitor the few
common projects.

The committee is chaired by the Electronics Systems
Co-ordinator and is delegated some steering functions for
electronics matters, (eg validation of ESR reports,
establishment of cross-project task forces).
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underestimated and is liable to shrinkage from wishful
thinking as schedule pressures increase.

IV. PERCEIVED RISKS

A. On-detector Electronics
This is the main focus of attention at present:

It is apparent that on-detector parts are already
generally late due to a variety of development delays of
which the most common are failed or poor yield
submissions, radiation tolerance issues and testing, and lack
of engineering resources. For several systems (HCAL,
muons) action has been necessary to keep on-detector
electronics off the critical path. It is clear that treating burn-
in time as contingency must be avoided despite the
schedule pressures.

The second class of problems and risks are in the
transition to manufacturing, where there is vulnerability to
foundry delivery schedules, to technologies disappearing,
and to dependence on one (or few) key individual(s).
Several systems could suffer these to some extent, which in
many cases could have implications for the overall
schedule.

Finally, system aspects which have not been tested
could lead to unpleasant surprises later. These include
EMC and grounding issues, where development of a
compatibility policy is rather late, the absence (except for
Tracker) of fully integrated system tests in beam with 25 ns
structure, and the provision of design and maintenance
tools for the lifetime of the system. Accessibility of the
front ends for maintenance is in some cases hardly better
than for satellite-mounted systems in space and it is
difficult to judge whether reliability will be good enough.

5. Off-detector Electronics and Services
Although the off-detector systems and services seem

less crucial at this stage, they easily become irrecoverably
critical during installation, commissioning and subsequent
maintenance phases. Underestimation of service volumes
can lead to integration and material budget problems re-
emerging and the procurement and installation of services
must be carefully matched to the windows available in the
overall schedule. Low voltage supply to a hostile
environment has lead to several sub-detectors (Tracker,
ECAL) choosing to supply over long cables at low voltage,
from supplies located outside the experimental cavern. This
requires cooled service-ways and complicates the
establishment of thermal balance and the maintenance
procedures. The controls system development merits more
attention, given that it must be ready before the first sub-
detector starts to commission underground. Similarly the
trigger and DAQ integration period is likely to have been

V. CONCLUSION
CMS on-board electronic systems are advancing well

and approaching final review before launching
procurement or manufacture. Most have encountered
unexpected problems with schedule or integration, and
remedial action has been necessary to keep electronics off
the assembly critical path. The emphasis is now changing
from chip development to system aspects and inter-system
compatibility. Few sub-detectors have yet conducted full
system tests.

A workable electronics co-ordination structure is now in
place, and guidelines have, or will be, evolved for several
crucial areas such as radiation testing and grounding.
Many others need more study to establish consensus and
ensure compatibility.

The biggest risks are vulnerability to delay during the
transition to the manufacturing phase (leading to burn-in
time being used as contingency), underestimation of the
time for services and off-detector electronics installation,
and similar underestimation of the time for commissioning,
including integration with controls, trigger and data
acquisition.
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Abstract
The general architecture of the electronics systems in

the LHCb experiment is described with special emphasis
on differences to similar systems found in the ATLAS
and CMS experiments. A brief physics background and
description of the experiment are given to understand the
basic differences in the architecture of the electronics
systems. The current status of the electronics and its
evolution since the presentation of LHCb at LEB97 is
given and critical points are identified which will be
important for the final implementation.

I. PHYSICS BACKGROUND

LHCb is a CP (Charge & Parity) violation experiment
that will study subtle differences in the decays of B
hadrons. This can help explaining the dominance of
matter over antimatter in the universe. B hadrons are
characterised by very short lifetimes of the order of a
pico-second, resulting in decay lengths of the order of a
few mm. A typical B Hadron event is shown in Fig. 1 and
Fig. 2 to illustrate the types of events that must be
handled by the front-end and DAQ systems in LHCb. A
typical B Hadron event contains 40 tracks inside the
detector coverage close to the interaction point and up to
400 tracks further down stream.

Muon triggered B event .

Figure 1: Typical B event in LHCb

Figure 2: Close-up of typical B event

II. MAJOR DIFFERENCE FROM CMS AND ATLAS
The LHCb experiment is comparable in size to the

existing LEP experiments and it is limited in size by the
use of the existing DELPHI cavern. The size, the budget
and the number of collaborators in LHCb are of the order
of 1/4 of what is seen in ATLAS and CMS. It consists of
~1.2 million detector channels distributed among 9
different types of sub-detectors. Precise measurements of
B decays, close to the interaction point, requires the use
of a special Vertex detector, located in a secondary LHC
machine vacuum a few cm from the interaction point and
the LHC proton beams. The need for very good particle
identification requires the inclusion of two Ring Imaging
CHerenkov (RICH) detectors.

The layout of sub-detectors resembles a fixed target
experiment with layers of detectors, one after the other as
shown in Fig. 3 and Fig. 4. This layout of detectors,
which can be opened as drawers to the sides, ensures
relatively easy access to the sub-detectors, compared to
the enclosed geometry of ATLAS and CMS.

B hadrons are abundantly produced at LHC with a rate
of the order of 100kHz. Efficient triggering on selected B
hadron decays is though especially difficult. This has
enforced a four level trigger architecture, where the
buffering of data during the two first trigger levels is
taken care of in the front-end. The first level trigger,
named LO, has been defined with a 4.0 us latency
(ATLAS/CMS: 2.5 us and 3.2 us) and an accept rate of 1
MHz (ATLAS/CMS: 50 - 100 kHz). To obtain this
trigger rate, in the hardware driven first level trigger
system, it has been required to limit the interaction rate to
one in three bunch crossings to insure "clean events" with
single interactions (ATLAS/CMS: ~30 interactions per
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bunch crossing). It has even been required to have a
special veto mechanism in the trigger system to prevent
multiple interactions to saturate the available trigger
bandwidth. The difficulty of triggering on B events can be
illustrated by the fact that the first level trigger in LHCb
is 3x30xlMHz/100KHz = 1000 times more likely to
accept an interaction than what is seen in ATLAS/CMS.
The high trigger rate has forced a tight definition of the
amount of data that can be extracted for each trigger, and
made it important to be capable of accepting triggers in
consecutive bunch crossings (ATLAS/CMS: gap of 3 or
more). It is also necessary to buffer event data during the
second level trigger in the front-end electronics, to
prevent moving large amounts of data over long distances
(ATLAS/CMS: Only one trigger level in front-end).

.•> Hi IS : [<n] : »

Figure 3: Configuration of sub-detectors in LHCb

LHC-B
Detector

Figure 4: LHCb detector in DELPHI cavern

IE. LHCB EVOLUTION SINCE LEB97
Since the presentation of the LHCb experiment at the

LEB97 workshop in London significant progress has
taken place. LHCb was only officially accepted as a LHC
experiment in September 1998. The main architecture of
the experiment and its electronics has been maintained
and most detector technologies have now been defined.

Detailed studies of the triggering have shown that
trigger latencies were required to be prolonged. A LO

trigger latency expansion from 3.0 |xs to 4.0 [is was found
appropriate, as compatibility with existing ATLAS and
CMS front-end implementations was not an issue. The LI
trigger processing was found to be more delicate and
sensitive to background rates than initially expected. The
latency has been prolonged from 50 (is to 1000 (is, as the
cost of additional memory was found to be insignificant.
The Architecture of the trigger implementations has now
been chosen after studying several alternative approaches.

The two levels of triggering in the front-end, with
high accept rates, has called for a tight definition of buffer
control and buffer overflow prevention schemes that work
across the whole experiment. For the derandomizer
buffer, related to the first level trigger, a scheme based on
a central emulation of the occupancy has been adopted.
For the second level triggering and the DAQ system an
approach based on trigger throttling has been chosen, as
data here in most cases will be zero-suppressed and
therefore can not be predicted centrally.

In a complicated experiment the front-end, trigger and
DAQ systems rely on a partitioning system to perform
commissioning, testing, debugging and calibration. A
flexible partitioning system has been defined such that
each sub-system can run independently or be clustered
together in groups.

For the DAQ system a push based event building
network, distributing event data to the DAQ processing
farm, has been maintained after simulating several
different event-building schemes on alternative network
architectures.

IV. FRONT-END AND DAQ ARCHITECTURE

LHCb has a traditional front-end and DAQ
architecture with multiple levels of triggering and data
buffering as illustrated in the figure below.

| Analog 40MHz

L0 pipeline

L0 derandomizer control

1 MHz

16 events L0 derandomizer

1000 events L1 FIFO

J
| Reorganize |

Event N

2GB/S '
Event N+1

CPU

CPU

40KHz

X100

Event buffers

Event N Event N+1

CPU X 1000 CPU

Throttle

Event building network: 4GB/S

1 L2 & L3

200Hz x 100KB

Figure 5: General front-end, trigger and DAQ architecture.
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Traditional pipelining is used in the first level trigger
system together with a data pipeline buffer in the front-
end electronics. A special LO derandomizer control
function is used in the final trigger decision path to
prevent any derandomizer overflows.

A second level trigger (LI) event buffer in the front-
end is a peculiarity of the LHCb architecture. The
inclusion of this buffer in the front-end was forced by the
1MHz accept rate of the first level trigger. The associated
LI trigger system determines primary and secondary
vertex information in a system based on high performance
CPU's interconnected by a high performance SCI
network. For each event, accepted by the LO trigger,
Vertex data is sent to one out of hundred processors that
makes the decision of accepting or rejecting the event.
The processing of individual events is performed on
individual processors and the processing time required
varies significantly with the complexity and topology of
the event. This results in trigger decisions to be taken out
of order. To simplify the implementation of the LI
buffers in the front-end, the trigger decisions are
reorganised into their original order. This allows the LI
buffers in the front-ends to be simple FIFO's, at the cost
of increased memory usage. An interesting effect of the
reorganisation of the LI trigger decisions is that the LI
latency, seen by the front-end, is nearly constant even
though the processing time of events have large variations
as illustrated in Fig. 10. After the LI trigger all buffer
control is based on a throttle of the LI trigger (enforcing
LI trigger rejects).

Finally event data is zero suppressed, properly
formatted and sent to the DAQ system over a few
hundred optical links to a standard module called the
readout unit as shown in Fig. 6. This unit handles the
interface to a large processor farm of a few thousand
processors via an event building network. The processor
farm takes 'care of the two remaining software driven
trigger levels. An alternative configuration of the readout
unit enables it to be used to concentrate data from up to
16 data sources and generate a data stream which can be
passed to a read out unit or an additional level of data
multiplexing. The readout unit is also used as an interface
between the Vertex detector and the LI trigger system.

The general architecture has been simulated with
different simulation tools. The front-end and first level
trigger systems have been simulated at the clock level
with hardware simulation tools based on VHDL. The
CPU based systems (LI trigger and DAQ) have been
simulated with high level simulation tools like Ptolemy.

~1000 front-end sources

Front-end multiplexing based
on Readout Unit

-100 readout units

4GB/S

Event building network
(100x100)

Farm
controller

-100 CPU farms

-1000 CPU's
(1000MIPSormore)

Figure 6: DAQ architecture.

A. L0 derandomizer control
At a 1 MHz trigger rate it is critical that the L0

derandomizer buffer is used efficiently and overflows in
any part of the front-end system are prevented. The high
accept rate also dictates the high bandwidth required from
the L0 derandomizers to the LI buffer. This bandwidth
must though for cost reasons be kept as low as possible,
enforcing additional constraints on the L0 derandomizer
buffer. To ensure that all front-end implementations are
predictable, it was decided to enforce a synchronous
readout of the L0 derandomizer at 40MHz. A convenient
multiplexing ratio of data from 32 channels is appropriate
at this level. To be capable of identifying event data and
verifying their correctness additional 4 data tags (Bunch
ID, Event Id and Error flags are obligatory) are appended
to the data stream, resulting in a L0 derandomizer readout
time of maximum 900 ns per event. To obtain a dead time
below 1% a L0 derandomizer depth of 16 events is
required as illustrated in Fig. 7.

Figure 7: L0 derandomizer dead time as function
of readout time and buffer depth

To simplify the control and prevent overflows of the
derandomizers, it is defined that all front-end
implementations must have a minimum buffer depth of 16
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events and a maximum readout time of 900ns. With such
a strict definition of the derandomizer requirements, it is
possible to emulate centrally the L0 derandomizer
occupancy. This is used to centrally limit trigger accepts
as illustrated in Fig. 8. Remaining uncertainties in the
specific front-end implementations are handled by
assuming a derandomizer depth of only 15 in the central
emulation.

Same state

32 data 4 data tags (Bunch ID, Event ID, etc.)

Hi i
Data merging

I
Data @ 40MHz

Figure 8: Central L0 derandomizer overflow prevention.

In addition a simple throttle mechanism is available to
enable the following LI trigger system to gate the L0
accept rate if it encounters internal saturation effects.

B. Consecutive triggers
Triggers in consecutive bunch crossings are in all

other LHC experiments not supported, to simplify the
front-end implementations for sub-detectors that need to
extract multiple samples per trigger. In LHCb, with a
much higher trigger rate, a 3% physics loss is associated
with each enforced gap between trigger accepts. It has
been determined that all sub-detectors can be made to
handle consecutive triggers without major complications
in their implementation.

Consecutive triggers can also have significant
advantages during calibration, timing alignment or
verification of the different sub-detector systems. With
the defined size of 16 events in the L0 derandomizer, all
detectors can handle a sequence of up to 16 consecutive
triggers. Firing such a sequence of triggers can, as
illustrated in Fig. 9, be used to monitor signal pulses from
the detectors, study spill-over effects (in some cases
called pile-up) and ease the time alignment of detector
channels.

To insure the best possible use of this feature in the
LHCb front-end system, a simple and completely
independent trigger based on a few channels of
scintillators is under consideration. Such a simple trigger
can be programmed to generate triggers with any
combination of interactions within a given time window

(No interaction, Single interaction, two interactions in
consecutive bunch crossings, etc.).

Time alignment Pulse width

Baseline shifts

11111II11111II

Spill-over

Figure 9: Use of consecutive triggers for calibration, time
alignment and spill-over monitoring.

C. LI and DAQ buffer control
The control of LI buffers in the front-end and buffers

in the DAQ system can not be performed centrally based
on a defined set of parameters. Event data are assumed to
be zero-suppressed before being sent to the DAQ system
and large fluctuations in buffer occupancies will therefore
occur. A throttle scheme is the only possible means of
preventing buffer overflows at this level. A throttle
network with up to 1000 sources and a latency below 10
us can throttle the LI trigger when buffer space become
sparse. A highly flexible fan-in and switch module is used
to build the throttle network. The throttle switch allows
the throttle network to be configured according to the
partitioning of the whole Front-end and DAQ system. In
addition it has a history buffer, keeping track of who was
throttling when, to be capable of tracing sources of
system dead time.

Figure 10: LI and DAQ buffer control with plots of
estimated LI trigger latency distributions before and after

reorganisation.

Because of the CPU based LI trigger system, where
the trigger decision latency varies significantly from
event to event, an additional monitoring of the number of
events in the LI buffers is implemented centrally. If it is
seen that the LI buffer occupancy gets close to its
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maximum (1000 events) a central throttle of the L0
trigger will be generated to prevent overflows.

The input data to the LI buffers, from the L0
derandomizers, are as previously state specified to occur
with a spacing of 900ns between each event. To prevent
constraining the LI buffers on their readout side, the LI
trigger decisions are specified to arrive via a TTC
broadcast with a minimum spacing of the same 900 ns.
This simplifies the implementation of the LI buffers and
their control in the different front-end systems.

D. Readout supervisor
The readout supervisor is the central controller of the

complete front-end system via the TTC distribution
network. It receives trigger decisions from the trigger
systems but only generates triggers to the front-end that
are guaranteed not to overflow any buffer, according to
the control mechanisms previously described. In addition
it must generate special triggers needed for calibration,
monitoring and testing of the different front-end systems.
Generation of front-end resets on demand or at regular
intervals is also specified. During normal running only
one readout supervisor is used to control the complete
experiment. During debugging and testing a bank of
readout supervisors are available to control different sub-
systems independently, via a programmable switch matrix
to the different branches of the TTC system. This allows a
very flexible partitioning of sub-systems down to TTC
branches. Each sub-detector normally consists of one or a
few branches.

LO trigger L1trigger

L1
trigger

Front-end
DAQ

L0 interface Special triggers L1 interface

LO derandomizer
emulator

Throttle

Sequence
verification

Buffer size
monitoring

Throttle

Monitor

LO
Ch. A Ch. B

TTC encoder

DAQ

Monitoring '

Control '

Resets

LHC interface

ECS interface

Switch
ECS

Figure 11:
TTC system

Architecture of readout supervisor.

The readout supervisor also contains a large set of
monitoring functions used to trace the function of the

system and the effective dead times encountered. This is
read out on an event by event basis to the DAQ system
together with the normal event data and is also accessible
from the ECS system (Experiment control system).

V. RADIATION ENVIROMENT

The LHCb radiation environment is in first
approximation less severe than what is seen in ATLAS
and CMS because of the much lower interaction rate
(factor ~ 100 lower). On the other hand, the LHCb
detector is a forward angle only detector, where the
radiation levels are normally the highest. The less
massive and less enclosed detector configuration also
allows more radiation to leak into the surrounding cavern.
The total dose seen inside the detector volume ranges
from ~lMrad/year in the Vertex detector to a few
hundred rad/year at the edge of the muon detector as
shown in Fig. 12. The electronics located inside detectors
is limited to the analogue front-ends and in some cases
the L0 pipeline and the accompanying L0 derandomizer.

MARS'97(IHEP): LHC-B absorbed dose levels map

Figure 12: Radiation levels inside the LHCb detector.

At the edge of most detectors and in the cavern the
total ionising dose is of the order of a few hundred rad per
year and a Neutron flux of the order of 1010 lMev
neutrons/cm2 per year. This can be considered to be
sufficiently low radiation levels that most electronics can
support without significant degradation. The electronics
located in the cavern are in general the front-end
electronics with the L0 pipelines and the LI buffers, and
the first level trigger systems. This electronics consists of
boards located in crates, where individual boards can be
exchanged with short notice. It is assumed that short time
access to the LHCb cavern, of the order of one hour, can
be granted with a 24-hour notice. The installation of
power supplies in the cavern is a special critical issue as
their reliability in several cases have been seen to be poor,
even in low dose rate environments.
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Because of the additional trigger level in LHCb, the
electronics located in the cavern is of higher complexity
than seen in the other LHC experiments. Significant
amounts of memories will be needed for this electronics
and the use of re-programmable FPGA's is an attractive
solution. The radiation level is though sufficiently high
that single event upsets can still pose a significant
problem to the reliability of the experiment.

A hypothetical front-end module handling ~1000
channels, with LI buffering and data zero-suppression,
could use 32 FPGA's with 300Kbit each for their
configuration. The estimated Hadron flux with an energy
above lOMev is of the order of 3 1010 cm"2 per year. With
a measured SEU cross-section of 4 10"15 cm /bit for a
standard Xilinx FPGA, one can estimate each module to
have a SEU upset every few hours. At the single module
level this could possibly be acceptable. In a system with
the order of 1000 modules, the system will be affected by
SEUs a few times per minute!. Unfortunately it will be
relatively slow to recover from such failures as the
approximate cause must be identified and then the FPGA
has to be reconfigured via the ECS system. This will most
likely require several seconds to accomplish. This
simplified example clearly shows that SRAM based
FPGA's only can be used with great care, even in the
LHCb cavern where the radiation level is quite low.

VI. ERROR MONITORING AND TESTING

The use of complex electronics in an environment
with radiation requires special attention to be paid to the
detection of errors and error recovery.

Frequent errors can be feared to occur, making it vital
that these can be detected as early as possible to prevent
writing corrupted data to "tape". The format definition of
data accepted by the first level trigger has been made to
include data tags that allows data consistency checks to
be performed. The use of Bunch ID and Event ID tags is
enforced. Additional two data tags are available for error
flags and data checksums when found appropriate. Up
through the hierarchy of the front-end and the DAQ
system the consistency of these data tags must be verified
when merging data from different data sources. This
should ensure that most failures in front-end systems are
detected as early as possible. All front-end buffer
overflows must also be detected and signalled to the ECS
system, even though the system has been made to prevent
such problems. The use of continuous parity checks on all
setup registers in the front-end is strongly encouraged and
the use of self-checking state machines based on one-hot
encoding is also proposed.

To be capable of recovering quickly from detected
error conditions, a set of well defined reset sequences
have been specified for the front-end system. These resets
can be generated on a request basis from the ECS system
or can be programmed to occur with predefined intervals
by the readout supervisor. To recover from corrupted
setup parameters in the front-ends a relative fast

download of parameters from the ECS system has been
specified. Local error recovery, e.g. from the loss of a
single event fragment in the data stream, is considered
dangerous as it is hard to determine on-line if the event
fragment is really missing or the event identification has
been corrupted. Any event fragment with a potential error
must be flagged as being error prone.

To be capable of performing efficient testing and
debugging of the electronics systems, the normal
triggering path, the readout data path and the
control/monitoring data path have been specified to be
independent. All setup registers in front-end
implementations must have read-back capability to be
capable of confirming that all parameters has been
correctly downloaded. The use of JTAG boundary scan
testing is also strongly encouraged. To be capable of
performing efficient repairs of electronics in the
experiment, within short access periods, it is important
that failing modules can be efficiently identified. It is also
important that it can be confirmed quickly if a repair has
actually solved the encountered problem.

VII. EXPERIMENT CONTROL SYSTEM

The traditional slow control system, or now often
called the detector control system, has in LHCb been
brought one level higher to actually control the complete
experiment. This has given birth to a new system name:
Experiment Control System (ECS). In addition to the
traditional control of gas systems, magnet systems, power
supplies, and crates the complete front-end, trigger and
DAQ system is under ECS control. This means that the
downloading of all parameters to front-end and trigger
systems is the responsibility of ECS. These parameters
include large look up tables in trigger systems and FPGA
configuration data on front-end modules and will consist
of Gbytes of data. The active monitoring of all front-end
and trigger modules for status and error information is
also the role of ECS. In case of errors, ECS is responsible
for determining the possible cause of the error and
perform the most efficient error recovery. The DAQ
system, consisting of thousands of CPU's, is also under
the control of the ECS system which must monitor/insure
its correct function during running. With such a wide
scope, the ECS system will be highly hierarchical with up
to one hundred PCs, each controlling clearly identified
parts of the system in a nearly autonomous fashion.

The ECS being the overall control of the whole
experiment requires it to have extensive support for
partitioning. The whole front-end, trigger and DAQ
system must have hardware and software support for such
partitioning and the ECS will need a special partitioning
manager function. The software framework for the ECS
system must be a commercially supported set of tools
with well defined interfaces to standard communication
networks and links.

The physical interface from the ECS infrastructure to
the hardware modules in the front-end and trigger systems
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is a non-trivial part. The bandwidth requirements vary
significantly between different types of modules and it
must reach electronics located in environments with
different levels of radiation. It has been emphasised that
the smallest possible number of different interfaces can be
supported in LHCb. Currently an approach based on the
standardisation of maximum three interfaces is pursued.
For environments with no significant radiation
(underground counting room) a solution based on a so-
called credit card PC has been found very attractive
(small size, standard architecture, Ethernet interface,
commercial software support, and acceptable cost). For
electronics located inside detectors special radiation hard
and SEU immune solutions are required. The most
appropriate solution for this hostile environment has been
found to be the control and monitoring system made for
the CMS tracker, being developed at CERN. An interface
to electronics boards located in the low-level radiation
environment in the cavern is not necessarily well taken
care of by the two mentioned interfaces. Here a custom
1 OMbits/s serial protocol using LVDS over twisted pairs
is being considered with a SEU immune slave interface
implemented in an anti-fuse based FPGA. All considered
solutions supports a common set of local board control
busses: I2C, JTAG and a simple parallel bus.
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-
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PC

Master

PC

LV

TF1LZ>• Serial
slave 2p*r

Opt.

progressing against the Technical Design Reports (TDR)
within the coming year. The choice of network
technology for the event building in the DAQ system is
on purpose delayed as much as possible to profit from the
fast developments in this area from industry. The required
bandwidth of the network is though already available with
today's technology, but prices in this domain are expected
to decrease significantly within the coming years.

In most sub-detectors the architecture of the front-end
electronics is defined and is progressing towards their
final implementation.

For the Vertex detector the detailed layout of the
detector in its vacuum tank is shown in Fig 14 and parts
of its electronics is shown in Fig 15.

Figure 14: Vertex detector vacuum tank and detector
hybrid.

^ '

Figure 13: Supported front-end ECS interfaces.

VIII. STATUS OF ELECTRONICS

As previously mentioned the architecture of the front-
end, trigger and DAQ systems are now well defined. Key
parameters are fixed to allow the different
implementations to determine their detailed
specifications. After the LHCb approval in 1998, many
beam tests of detectors have been performed and the final
choice of detector technology is in most cases done. The
electronics systems are currently being designed. LHCb is
currently in a state where the different sub-systems are

Figure 15: Vertex detector hybrid prototype

A critical integration of electronics is required in the
RICH detector. A pixel chip (developed together with
ALICE) has to be integrated into the vacuum envelope of
a hybrid photon detector tube as shown in Fig. 16 and 17.
Here a parallel development of a backup solution based
on commercial Multi Anode Photo Multiplier Tubes is
found necessary, in case serious problems in the
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complicated pixel electronics and its integration into the
vacuum envelope is found.

Figure 16: RICH detector with HPD detectors

Figure 17: Pixel HPD tube

For the Calorimeter system, consisting of a
Scintillating pad detector, a Preshower detector and an
Electromagnetic and Hadron calorimeter, most of the
critical parts of the electronics have been designed and
tested in beam tests. For the E-cal and the H-cal the same
front-end electronics is used to minimise the design
effort.

Figure 18: Common Ecal and Heal 12 bits digitising
front-end.

IX. APPLICATION SPECIFIC INTEGRATED

CIRCUITS

The use of application specific integrated circuits is
vital for the performance and acceptable cost of all sub-
detectors in LHCb. ASIC's are therefore critical
components onto which the feasibility of the whole
experiment is based. ASIC design is complicated and
expensive and any delays in their finalisation will often
result in delays for the whole system. Delays of the order
of 1 year can easily occur in the schedule of mixed-signal
integrated circuits as no quick repairs can be made. In our
environment, which is not accustomed to the
design/testing and verification of large complicated
integrated circuits, the time schedules are often optimistic
and the time needed for proper qualification of prototypes
is often underestimated.

The rapidly evolving IC technologies offer enormous
performance potentials. The use of standard sub-micron
CMOS technologies being radiation hardened using
enclosed gate structures has been a real strike of "luck" to
the HEP community. Rapid changes in IC technologies
can on the other hand pose a significant risk that designs
made in "old" (~5 years) technologies can not be
fabricated when finally ready. This fast pace in the IC
industry must be considered seriously, when starting an
IC development in the HEP community, as the total
development time here is often significantly longer than
what can be allowed in industry. The production of IC's
also pose an uncomfortable problem. Any IC ready for
production today can most likely not be produced again in
a few years. It is therefore of outmost importance that
designs are properly qualified to be working correctly in
the final application and that sufficient spares are
available.

As a rule of thumb, one can assume that each sub-
detector in LHCb relies on one or two critical ASIC's.
For harsh radiation environments the use of sub-micron
CMOS with hardened layout structures is popular. The
total number of ASIC designs in LHCb is of the order of
10, spanning from analogue amplifiers to large and
complicated mixed signal designs. The production
volume for each ASIC is of the order of a few thousand.
This low volume also poses a potential problem as small
volume consumers will get very little attention from the
IC manufactures in the coming years. The world-wide IC
production capacity is expected to be insufficient over the
coming two years with a general under-supply as a
consequence. In such conditions it is clear that small
consumers like HEP will be the first to suffer (not only
for ASIC's).

X. HANDLING ELECTRONICS IN L H C B

The electronics community in LHCb covering front-
end, trigger, ECS and DAQ is sufficiently small that
general problems can be discussed openly and decisions
can be reached. There is a general understanding that
common solutions between sub-systems and between
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experiments must be used to manage to build the required
electronics systems with the limited recourses available
(manpower and financial). One common ASIC
development is made between the Vertex and the inner
tracker detector. This is also assumed used in the RICH
backup solution. A common LI trigger interface, DAQ
interface and data concentration module is designed to be
used globally in the whole experiment.

Regular electronics workshops of one week have
insured that the general architecture of the front-end,
trigger, DAQ and ECS systems are well understood in the
community and a set of key parameters has been agreed
upon. In addition, a specific electronics meeting, half a
day during each LHCb week, is held with no other
concurrent meetings. The electronics co-ordination is an
integral part of the technical board with co-ordinators
from each sub-system. In the technical board it is
understood that the electronics of the experiment is a
critical (and complicated and expensive and ) part of
the experiment that requires special attention in the LHC
era because of its complexity, performance and special
problems related to radiation effects.

XL CHALLENGES IN LHCB ELECTRONICS

Special attention must be paid to certain critical points
in the development and production of the electronics
systems for the LHCb experiment. Many of these will be
common to problems encountered in the other LHC
experiments, but some will be LHCb specific. The fact
that the electronics systems in LHCb in many cases still
are in a R&D phase will also bias the current emphasis
put on specific problems.

For problems common with the other LHC
experiments the most efficient approach is obviously to
make common projects as has been promoted by the LEB
committee. Funding for such projects though seem to be
quite difficult to find. Specific areas where common
support are crucial are the TTC system with its
components and support for design of radiation hardened
ASIC's in sub-micron (0,25 um) CMOS technology. In
addition it would be of great value if the question of using
power-supplies in low - medium level radiation
environments (cavern) could be evaluated within such a
common project.

Time schedules of ASIC's are critical as further
progress can be completely blocked before working chips
are available. This is especially the case where the front-
end chips are an integral part of the detector (RICH
HPD). The out-phasing of commercial technologies may
also become critical in certain cases.

LHCb has a special need of using complicated
electronics in the experiment cavern. The total dose is
here sufficiently low that the use of COTS can be
justified. The problem of SEU effects on the reliability of
the total system must though be carefully analysed. The
use of power supplies in the cavern is also a question that
must be considered.

It is clear that there is a lack of electronics designers
in the HEP community to build (and make working) the
increasingly complicated electronics systems needed. The
electronics support that can be given by CERN, to all the
different experiments currently under design, is also
limited. Initiatives in LHCb have been taken to involve
other electronics institutes/groups in the challenges
involved in our systems. Engineering groups though often
prefer to work on industrial problems or specific
challenges within their own domains. There is also a
continuous political push for these groups to collaborate
with industry. With the currently profitable and
expanding electronics industry it is also increasingly
difficult to attract electronics engineers and computer
scientists to jobs in research institutions.

A new potential problem is surfacing in the
electronics industry. The consumption of electronics
components is currently increasing because of the success
of computers/internet and mobile phones. Many small
electronics companies have serious problems obtaining
components, as large customers always have precedence.
This problem of under-supply in the electronics industry
is expected to get even worse and potentially last the
coming few years. The need of small quantities of
specialised circuits for the electronics systems for LHC
experiments may therefore bring unexpected delays in the
final production.

The verification and qualification of electronics
components, modules and sub-systems, before they can
be considered ready for production, is often
underestimated in our environment. The complexity of
the systems has increased rapidly with the last generations
of experiments and the time needed for proper
qualification often grows exponentially with complexity.
This problem is, as previously stated, especially critical
for ASIC's. For programmable systems based of FPGA's
or processors this is to a large extent less critical. One
must though not forget that a board based on a processor
or FPGA's is not worth much without the proper
programming, which may take a significant amount of
time to get fully functional.

We also have to worry about the usual problem of
documentation and maintenance of the electronics
systems. The LHC experiments most likely have to be
kept running, with continuous sets of upgrades, during ten
years or more. A set of schematics without any other
additional documentation is for complex systems far from
sufficient. In many cases the schematics are not even
available in a usable form, as the design of many
electronics components will be based on synthesis. In
some cases the tools used for the design will even not be
available after a few years.
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Abstract

In the area of packaging of microelectronic IC, a lot of
results exist to reduce the size and increase the speed of
the package. This work is the consequence of the progress
made in the wafer processing industry and aims at solving
on a system level the new requirements of the
applications. The same trend can be seen in particle
detectors packaging; though the amount of work in this
area is much more limited. With the advent of large-scale
silicon based detectors, the need for a reliable and
efficient packaging of large area chips emerged. The
same trend was seen years ago for sensors and actuators
that, after years of design effort, felt the need for efficient
packaging. By selecting, and if needed slightly
modifying, current technologies, companies were able to
bring a whole range of products to the markets. CSEM
was one of the companies that participated to this effort
and invested in an assembly facility dedicated to
Microsystems.

In this paper, we will review the major processes, from
probing to final packing, used in packaging of sensors and
study their specificity compared to conventional ICs. We
will then present the available technologies and
competencies at CSEM, especially a high precision
placement robot able to do 3-D assembly, together with
dicing, double side probing, reliable bonding of large
number of bonds on small pitch or consideration for
shipment and storage. Finally, the potential of new
technologies to the particle detectors activity will be
evaluated.

I. NEED FOR PACKAGING

The purpose of the package is to link the die (active or
passive function) to its outside world. It facilitates its
handling and connection. At least three main levels of
packaging are identified [1]:

First level packaging, which directly links the chips
(usually made of silicon) to its housing (like DIL or metal
can packages).

Second level packaging relates the packaged chip
together, like various SMD packages on a PCB.

Finally, third level packaging is that of the various
cards together like boards in a test rack or inside a
computer frame.

Recent technology developments (e.g. Chip On
Board) tend to suppress these distinctions and unify all
levels into one like in MCM (Multi Chip Modules) [2].

Independently of which level, one can divide the
functions of packaging into three main categories:

Mechanical function: in a first approach it is that of
the protection for the fragile chip against the outside
world, but also the ability to manipulate or handle it
efficiently. Some extra functions include also that of heat
removal since it is mainly an issue of material selection
and mechanical path for heat exchange.

Electrical function: it is in most cases the most
important since signals need to be brought in and out of
the chips as fast as possible and with the lowest
distortion. It usually competes with the mechanical
function, since issues are opposite (small leads give better
signal, but are more difficult to realise and do not
dissipate much heat).

Chemical function: it is known that silicon dies can be
damaged by corrosion, usually enhanced by heat,
mechanical stress, voltage or combination of any of them.
This is why the package has also a chemical function, to
prevent such corrosion or at least slow down reactions.

Depending on the design, these functions can be
applied to any level of packaging as indicated above.

Regarding silicon based large area particle detectors,
most issues are linked to the first level packaging.
Electrical issues are present at all levels due to the
complexity of the signal measured.

II. PACKAGING PROCESS FLOW

Packaging usually starts at the wafer level and finishes
with a fully packaged die that can be handled in most
environments. The various steps to reach this goal are
summarised in fig.l.

Wafer Testing:

The first step is that of electrical testing. Chips are made
through a succession of modification made by masking
technique. Any defect occurring during any of these
operations (amounting in hundreds) can lead to a non-
functioning device. Since most defects are local, each die
needs to be tested (as much as possible) before any
assembly work starts. This is done on the wafer itself
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using scanning contact needles and very fast signal
generators. Bad dies are inked to be rejected, and results
usually stored for tracking or binning purpose. It should
be noted that most chips can not be fully tested (question
of time, cost, heat, signal speed...) what leads to reject of
packaged dies at the final test or later. Semiconductor
industry market offers plenty of automatic test systems
allowing a fully automatic cassette-to-cassette test,
usually supported by custom software for on-site data
analysis and bad chip inking.
With the advent of MCM technology, a large effort
(labelled as Known Good Die) was made to guaranty the
properties of the chip before assembling it to the other
ones.

Packaging Process Flow

Operation Control

Wafer probing

Dicing

Die Bonding

Wire bonding

Sealing /
encapsulation

*

Marking
Lead Trim & Form .

Final Test

Packing & Shipping

Passivation, Metal

Chipping, Cracks

Alignment, Scratch•1
Alignment, Strength•]

Quality of join
Leak test

Visibility,
Damaged leads

Pareto of defects

Figure 1: Packaging process flow

Dicing:

Once good dies are identified, they need to be
separated from bad ones. This is usually done using wafer
saws especially designed for silicon. A thin blade (20 to
150 microns in width, made of hard material like diamond
powder) cuts through the silicon or another material
(GaAs, LiNb3, Glass...). In order to keep the pieces
together, the wafer is glued before dicing on a special
tape or maintained by ice. For complex shapes, laser or
water stream techniques can be used.

Die placement / bonding:

This is usually one of the most critical steps. More
and more precision is asked for this step. The precision
can be needed for the final application, but also to
guaranty automatic assembly, done with powerful Pattern
Recognition Systems. The die is usually held with
special tools (vacuum tips or custom tweezers) and
positioned on its housing or substrate. Joining is done
using glues, brazing or soldering, or using the mechanical
pressure of the package. This operation is very depending
on the design phase since proper match of the joined
materials properties is required to prevent destruction of
the fragile die during processing (usually due to thermal
mismatch during curing operations).

Electrical interconnect:

Several techniques exist for this process [3]. The most
used one is that of wire bonding, using combination of
heat, ultrasonic energy and pressure to join aluminium or
gold wire (12 to 500 microns for power) to the
metalisation of the chip. Several variations have been
developed around this basic technique like TAB where all
connections of the chip are made to a leadframe through
small gold bumps that have been deposited during wafer
processing. A further development is that of Flip Chip,
where no leadframe exists between the chip and the
substrate. The chip is joined directly with its active area
on the substrate with small gold or SnPb balls that act as
mechanical and electrical joint between chip and
substrate. This technique allows for precise placement of
the chip and faster interconnects [4]. It also gives a more
efficient use of silicon area since the whole surface can be
used for connection and not only periphery, like for wire
bonding.

Sealing or capping:

This operation protects the chip from outside
aggressions. It can be made by gluing, welding or
soldering a cap on the housing, giving usually hermetic
packages. Plastic encapsulation or potting provides cheap
solution for mass-market products. For new technologies,
where the chip is directly bonded to a multichip substrate
(PCB or ceramic hybrid), a simple coating of polymer is
usually applied (called glob top). This operation has a
great influence on the cost of the package and its
resistance to aggression. It should be evaluated during the
design of the whole system.
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Identification, leads and trim.

During this set of operations, all steps that are needed
to do further processing of the package are done. It
includes separating the package from the leadframe for
injection, bending / cutting of leads and identification.

Final Test:

Packaged device testing is the very final probing step in
which the device is tested for its functionality using on-
purpose test boards (most of times designed for an on-site
signal treatment) and again automatic test systems.

This operation, similar to the first one, makes sure that
no damages were induced during the various steps and for
some products allows for a more complete testing since
devices are now properly connected (high speed test,
temperature test...).

Packing and shipping:

In this step care is laid on guarantying that
components will not be affected by these operations.
Influence of humidity, shocks and vibration are
considered and minimised when possible.

Quality control:

For all the above operations quality checks, either
statistical or 100%, are performed. A large part is optical
control, where defects (scratches, passivation defects, and
badly positioned wires) are looked after using
microscopes. They are used to guaranty that the pieces are
not damaged and can go further in the flow. Other quality
test verify the good flow of the process, their results can
be used for Statistical Process Control. Leak test for the
sealing operation, pull or shear test for die / wire bonding,
are some examples of these quality checks during
operations.

III. ADAPTATION TO DETECTORS

The typical process flow described above is adapted to
mass market products. For large dies as the ones used for
particle detection, some differences apply which will be
described in detail according to the process flow. From
the special application of these particle detectors, major
design differences exist which will not be detailed here
but listed for better comprehension.

Design considerations [5], [6]:

The three above-mentioned functions have a slightly
different meaning when applied to silicon detectors:

• Mechanical function: rather than protecting the chip,
its function is that of adding some stiffness to the
overall structure and connecting the components
which constitute a readout module. In fact usually no
boxes or closed containers are used, but just support
frames and boards, whose main requirements are
rigidity and stiffness as well as lightness and good
thermal properties. Of course, also mechanical
protection is a kind of issue, especially because
assembled modules have non ordinary sizes (from 20

to 70 cm and more), which calls for safe and easy
handling. The considerations that usually drive the
choice of materials and packaging techniques are:

1. Radiation hardness and minimal amount of material,
minimising the interference with particle detection;

2. Thermal conductance and dilatation coefficient, in
order to optimise cooling (usually done by cooling
pipes) and reduce mechanical stress at interfaces;

3. Stiffness and low weight to improve mechanical
properties keeping a very low total mass, critical in
last generation's Silicon Vertex Trackers (SVT).

• Electrical function: signal propagation from detector
to detector is not such a critical issue and standard
daisy chaining of readout strips by micro bonding
assures optimal connection. Nevertheless, recently
for some special applications, new techniques, like
bump bonding and rigid head-to-head connection, are
being analysed. Electrically connecting the detectors
to readout electronics is a much harder task, whose
main challenges are:

Pitch adaptation: from the very high number of
readout channels coming from the detectors to the
lower number of readout chip channels. This is
usually done with an on-purpose designed High-
Density Interconnect (HDI) ceramic hybrid,
optimised for grounding scheme and signal
propagation.

Heat dissipation and chip cooling: due to the
extremely high number of channels, even a very
small power consumption per channel will result in a
considerable amount of heat to be removed. Though
all components must be designed in order to assure
quick and efficient dissipation as well as good
performances and stability with temperature;

High readout speed and low distortion: in high
radiation environments, where a very high rate of
events exists, signals must be read out and treated
without excessive delays and loss of information, so
every electrical connection must account for these
issues.

• Chemical function: silicon detector's working
environment is a very special one, perhaps more
protected for what concerns usual contamination or
corrosion phenomena, but very aggressive and
damaging because of high radiation. Moreover,
maintenance periods of an SVT are very limited in
number and time and this calls for good resistance
against any type of chemical degradation of
materials. This type of considerations also drives
choice of materials and components.

All these issues influence greatly the design, what
governs later assembly of detectors. The various
adaptations of the process steps will now be described.
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Wafer test:

Besides their large sizes, detectors differ by two main
characteristics:

They can be double side processed

High voltage test is required.

The second issue is quite simple to fit with current
technologies. It mainly requires some modification of
hardware and safety procedure to prevent accident. It
is also used in the power electronic industry.

The double side issue is more delicate, since most
machines are designed for single side processed
wafers. Special care has to be taken to handling of
wafer as well as methods for backside polarisation.

The large size of the wafer has one more consequence
for testing. Since contact are distributed along the side
of the detector and most detectors are 10 or 100 time
bigger than a standard chip, all contacts can not be
tested at the same time. Instead, at each step of the
prober, usually designed to move to next chip, a
subset of the strips is tested and the whole detector is
scanned this way. Extra care has to be taken during
this operation since the machine may not have, in the
considered viewing area, any reliable alignment marks
what leads to damage to the pads. This explains why
optical control is of prime importance for detectors.

Dicing:

For this operation's adaptation to detector work,
several considerations exist:

Since most devices are not passivated, an adapted
cleaning treatment needs to be done right after dicing.

The dicing process itself has to be well adapted and
controlled. Unlike conventional ICs, detectors use the
whole thickness of the wafer. It is then important to
guaranty a high quality of the diced area. Any
chipping or cracks in this area, which can not be seen
from the top surface, will induce electrical defects.

Finally since assembly usually requires very tight
tolerances. Mechanical dimensions need to be well-
controlled on large areas, what makes it more
difficult.

It is also important to mention the special care needed
to dice thin wafer or double side detectors.

Die placement /bonding:

For this operation, the large size of the die is one of
the major concerns. Manual assembly is done using
special gears. Dies are aligned to a precision of about
10 microns and held together during polymerisation of
glue. The long stacks are then glued on special
carriers made of carbon fibre-reinforced composite
carriers.

In order to do such assembly on automatic machines,
the following requirements are needed:

Precise alignment capability

Large field of view for the PRS system

Large working area since dies are around 3.5"

Capability to polymerise glue in situ

Wire Bonding:

For wire bonding, the speciality of these assembly is
the large number of bonds as well as the difficulty to
do re-bond, due to the fine pitch of the devices.

For such a large number of bonds (typically 1000
bonds), reliability better that 99.9% is required. This
is beyond most equipment in production lines. To be
able to bond these dies, several adjunctions are made
to the machine. Most recent machines detect when the
bond process did not go well and stop; this allows for
manual bonding to occur. In some cases, an extra
camera can be added to detect the absence of wire
before the bond is made.

Sealing or capping:

No such operations are performed since the devices
are encapsulated in the final assembly housing.

Identification:

It can be a critical issue, since no space is available on
the devices and tracking is of prime importance.
Several scribing trials are under way.

IV. C S E M OFFER FOR ASSEMBLY

For years, CSEM has been active in the field of
Microsystems fabrication. This includes design,
fabrication of wafers, test and assembly. This
experiences spans from accelerometers, where assembly
stress and precision are of prime importance, DOE where
each system is composed of one wafer and MOEMS
where assembly precision is the selecting criterion.
Current work for detector includes wafer test and dicing,
and analysis is made for detector assembly.

Wafer probing:
Testing of silicon detectors is done at CSEM at wafer
level (undiced) and special procedures as well as
customised systems have been developed.
In fact, detector probing differs from standard IC testing

for several aspects, mains of those being:

1. absolutely non-standard device geometry, asking for
complex test patterns;

2. non-repetitive contact pad patterns (e.g.: wedge
detectors), needing accurate site-by-site prober
positioning;

3. high number of contact pads that calls for finding a
compromise between using the largest number of
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probe pins (in order to minimise prober movements)
and reducing parasitic effects between tips;

4. need for a backside contact, which is even more
stringent for double sided (DS) devices; in this case
not only a simple contact is required, but in a very
small and precise zone of the backside;

5. wafer handling that becomes quite critical especially
for DS detectors;

6. high voltage testing, fairly common in power device
testing but quite unusual for standard ICs.

CSEM faced all these aspects using both technical general
knowledge and specific experience acquired in several
years of manufacturing of silicon detectors. Every aspect
has been analysed and solved with a close collaboration
between back end and design group in order to make sure
that every incoming project had testability insured.
Specifically:

a) for the above listed item 1, a set of design
and layout rules has been implemented,
accounting not only for technological issues,
but as well for testability; an automatic
design rule check (DRC) is then run on
every new design in order to check its
compliance with those rules;

b) for item 2, particularly for wedge detectors,
probe patterns are extracted directly from
mask design and layout extremely high
accuracy is this way transferred to probing,
accounting for any positioning offset
introduced by the test system;

c) for item 3, designing and choosing a probe
card is done keeping under control both
sides of the problem;

d) item 4 has been solved by modifying a
standard test system in order to allow
backside contact in a selected zone and
developing a special technique that now
allows CSEM to perform a full automatic
DS test;

e) of course item 4 and 5 are strictly related,
and modifying the test system included
taking care of wafer handling, so no damage
is induced on the backside while testing the
front;

f) finally, high voltage instruments and
connection matrixes have been inserted in
our test system in order to allow a complete
and safe high voltage testing.

Moreover, as sometimes detector testing is not just an on-
off step, in which only two categories exist, good or bad
chips, dedicated software programs have been written in
order to perform an offline data analysis and critical
parameters monitoring.
In fact, for silicon detectors data analysis goes a little
beyond what is merely good/bad chip selection, and
grading is often related not only to compliance/non-

compliance with chosen specifications, but also to some
second order parameters that affect the overall quality.
Most of the times this requires a deeper analysis of
electrical results, and this way CSEM assures full quality
control of the production and a quick feedback to the
wafer fab.
Last but not least, sample testing of diced devices, even if
done only manually, adds more control on chip quality
and helps monitor dicing process reliability, not to affect
device electrical features after cutting.
This is done at CSEM using a manual probe station,
equipped with proper instruments and specials chucks for
single and double side detector holding.
This system is also useful for failure analysis and aimed
measurements when further investigations are needed to
solve a specific problem.
Covering all aspects of electrical test and quality check is
though crucial for any IC as well for silicon detectors,
whose special requirements call for a continuous
upgrading and adapting of standard and customised test
systems.

Dicing:

At CSEM, mechanical and electrical considerations are
always present during dicing of detectors. Precision
dicing on double side wafer is offered with a precision
better than 15 microns, which, for large wafer implies
good control of machine, blade and dicing foil. For this
type of product, dicing has been adapted in order to
minimise rejects:

a) an appropriate structure of the dicing
channel at a technological level, as well as
an accurate choice of dicing alignment
marks, allow to reach the required
geometrical dimension accuracy; blade
thickness and dicing parameters are also
tuned to achieve an optimal precision ant to
minimise edge chipping;

b) the above-mentioned precautions are also
strictly related to damage reduction, whose
control is the main purpose of dicing
procedure tuning;

c) surface contamination is eliminated by
performing a combination of cleanings and
thermal treatments after cutting; based on
our experience of these devices as indicated
in Fig.2 and 3, showing the I-V
measurements (guard ring and bias line
currents) on one sample that showed a low
voltage sharp breakdown after cutting.

The improvement is easy to notice: both currents
decreased after the treatment, and for the guard ring
breakdown occurs at a much higher voltage (740 rather
than 200 V).
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Fig.2 and 3: results of treatment after dicing

This technique, joined with the long experience of our
technicians, allows the cutting even of very complex
detector shapes, like the one depicted in the next picture.

in 98, which now is used for most assemblies. It has a
precision of the order a few microns and a working area
of 4 x 6". Some of the special features of the machine
include:

State of the art pattern recognition system, able
to adapt to varying contrasts (useful for sensors
made in small quantities)

Innovative vision, with the camera axis fully
perpendicular to the assembly plane. This
feature, combined with dedicated vacuum
holding tips, allows for final correction to reach
micron precision

Very precise axes with 0.5 micron resolution

Height measurement laser system

Force sensor for touch down detection with
threshold

Possibility to view the piece being assembled
from top and bottom.

Pieces are held on a carrier that is compatible with
other assembly equipment like for wire bonding.

Wire bonding

Wire bonding is fully automatic on equipment with
PRS recognition. In order to accommodate various type
of housing, substrate and dies, bond quality is monitored
on line. For each bond, the deformation of the wire can be
recorded as a function of time. The curve is viewed and
any deviation from set limit leads to a process
interruption.

Fig.4: Example of special shape
Fig 5: Automatic wire bonding equipment

Die Bonding:

Large investments were made for a flexible assembly
line able to work on small and medium quantities of
various products with an emphasis on precision. This led
to the joined development of a precision assembly robot

Other processes include low-pressure neutral
sealing and conventional glob top facility.

gas
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V. CONTROL AND EXISTING STANDARDS

As indicated in Fig. 1, several controls are made along
the flow of operations. They are designed to eliminate
pieces with defects that can not be repaired and correct
the process in case it drifts away from ideal setting.

Lots of standards exist that are related to a particular
market (Medical, Military [7], Automotive). When
choice is offered, people select the one best adapted to
their needs [8]. We will review some of the controls
usually made and link it to some popular standards.

Wafer Optical Control:

This test is made before or after testing depending on
the level required. It looks for defects from the wafer
processing or the test/ dicing operation. Die are looked
using 10-50 magnification under microscope and defect
families are looked after like:

Defect in passivation or metalisation (absence, crack,
and marks of test needles)

Aspect of chip edges (broken corners, chipping,
cracks, wrong dicing). Some standards (MIL STD 883E,
Method 2010.10) give conditions for side inspection of
chips.

Die Bonding:

The control is done optically and mechanically. With
optical methods, the quality of the alignment of the die
regarding its substrate is controlled. Excess of glue
contaminating the top surface or the bonding pads is also
looked after. The control also checks for any damages
induced by the operation (e.g. scratches due to picking
tool).

Using calibrated equipment, shear test can be
performed. The force needed to remove the die from its
substrate is measured on several samples, together with
the type of failure (in chip, in adhesive...). This
destructive test helps find defects like contaminated
surfaces, cracks in adhesive / solder layer, wrong wetting
/ wrong polymerised glues.

Wire Bonding:

Performed controls during this operation are similar to
those for die bonding.

Optical controls verify presence of all bonds, position
on the bonding pads of the chip and substrate (centring,
tail over the circuit) as well as position of the wire to each
other (no touching, crossing....).

Mechanical tests can also be performed, the force to
shear or pull break a bond is measured and type of failure
(at foot of bond, in wire, delamination, chip metalisation
failure) analysed. For some products where all bonds
need to be checked, a non-destructive test is performed
where the bond is pulled until a threshold value, well
under known failure values. It is intended to isolate weak
bonds. This parameter is well adapted to Process Control,
using SPC graph.
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Fig 6: SPC Graph of bond wire pull strength with
control limits.

Sealing or capping:

Control for these operations depends greatly on the
technology used. Optical control is always a big part of it.
Integrity and appearance of solder joint or welded surface
is checked for material missing, excessive corrosion,
porosity, and mechanical damage.

For plastic encapsulation, bubbles, cracks, bad adhesion
to substrate and other symptoms of creapage path for
water are looked after.

A common test used for hermetic is that of leak
testing. So called gross leaks are tested by pushing an
organic solvent inside the cavity using high pressure.
After this so-called bombing treatment, the pieces are
immersed in a bath held at a temperature higher than the
boiling point of the solvent. If a leak is present, solvent
infiltrates inside the package and will escape when led to
boiling, showing small streams of bubbles in the bath.
This very simple technique helps evaluate the gravity of
the leak and its location. So called fine leaks are tested
using similar techniques with smaller atoms. The test
medium is Helium, forced inside the cavity using pressure
and detected with a mass spectrometer. Leak rate range
detected with this method is between 10"7 to 10"9cm3/sec.
The threshold can be set at any requested value. This test
has to be used with care regarding porous materials since
helium adsorbed on surface can induce an apparent leak
that does not exist. This especially applies to plastic
materials.

Identification, leads and trim

The purpose of these controls is to make sure that the
component will keep its tracability and can be further
processed.

It has two areas of investigations:

• detect small defects that can hinder further
assembly: bad quality identification, bent leads,
absence of metalisation. This is done by optical
control.

• make sure ageing will not affect these properties.
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The resistance of the identification to solvents is
checked if needed, as well as resistance to wetting of
surfaces for component which needs soldering steps.

Reliability:

it is difficult to decide if these steps should be in the
description of operations or that of standards. Depending
on several factors like security, size of market, cost of
repair, a more or less extensive reliability study is
necessary to identify failure modes and propose solutions
to fix them. In some cases a burn-in cycle, which
activates such defects, can be proposed to remove parts
with premature failure.

Extensive tests exist for reliability check. They can be
divided in several categories:

Electrical: they are made of large number of powering
or signal sequences.

Mechanical: their goal is to create a mechanical
failure in the system, using mechanical (shock, bending,
vibration, pressure) and or thermal stimuli (sudden or
slow temperature change as well as storage temperature)
[9]-

Chemical: the resistance and influence of chemical
species (humidity, solvents, salt, acid...) are analysed
during these tests.

Radiation: Similar to chemical test, influence of
radiation (light, UV, other radiation) is investigated
during these experiments.

In most cases, a combination of tests of different
categories is used. Thermal cycling with powered devices
is common, vibration during thermal cycling is of lesser
usage.

VI. CONCLUSIONS

A wide knowledge exists for packaging of electronic
dies. It mainly comes from the microelectronic industry.
For special applications like sensors or power electronics,

industries tend to derive and adapt processes and
standards to their needs.

For years CSEM has been active in adapting processes
to handling and assembling of fragile dies. This led to an
assembly facility with automatic equipment dedicated to
packaging of sensors.

This experience of production, with strong support
from design, can easily be adapted to large area particle
detectors. It will mean the continuity for a company
already active in the fabrication of particle detector
wafers.
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Abstract

The use of Commercial Off The Shelf (COTS)
components in the LHC raises a series of questions
concerning their reliability in a radiation environment.
Unfortunately, most often there is no alternative to the
use of commercial-grade components, and system
designers have to manage the risk associated to their use.
This paper identifies the main sources of radiation-
induced problems that are likely to affect COTS in LHC,
and indicates strategies to achieve reliable systems.
Existing sources of data on radiation effects are pointed
out, and indications on how to interpret these data for the
LHC environment are given. Moreover, appropriate test
methodologies are discussed.

I. INTRODUCTION
Most electronic systems in the LHC experiments and

along the machine rely on the use of Commercial Off
The Shelf (COTS) components. Though the radiation
environment in the regions where COTS parts will be
used is not as demanding as in the trackers and in some
parts of the electromagnetic calorimeters, it is still
severe enough to heavily affect the performance of most
commercial electronic components.

Ensuring the reliability of COTS-based systems is a
challenge that LHC teams have to take, since in the vast
majority of the cases the use of hi-rel radiation-hard
components is not an option. This class of components,
available because of the needs of the military and Space
market, is generally extremely expensive. Since LHC
systems need hundreds to thousands or more parts, the
available budget does not allow to purchasing such
components systematically. Moreover, their range of
functional performance is more limited than for their
counterparts available in the commercial marketplace.

The use of COTS complicates the radiation hardness
assurance process. Contrary to radiation-hard parts, there
is normally no information on what is actually inside the
package: one only knows that the part satisfies the
specifications reported in the datasheet. Only testing can
give an indication on the radiation tolerance of the part,
and indicate which malfunctions (transients or
permanent) can occur in a radiation environment. Part-
to-part variability in the radiation response is common:
the logistic effort required to ensure the traceability of
the components and to qualify them is significant.
Therefore, the cost associated to the use of COTS is

considerably higher than the bare part cost. Moreover, it
is very difficult to estimate this cost in advance, since
testing often leads to unveil unforeseen problems.

With all these problems in mind, the aim of this paper
is to help system designers to identify the radiation
effects that can possibly disrupt the correct functioning
of their systems, and to discuss a systematic approach to
ensure the reliability of their COTS-based systems in
LHC. After a short introduction on the main radiation
effects on electronic devices, emphasis is given to
highlight the importance of risk management and to
illustrate the fundamental steps to follow in dealing with
the use of COTS in a radiation environment. Finally,
issues associated to COTS procurement, plastic
packaging and burn-in are discussed.

As a starting point, it is mandatory to clarify which
component can be defined as COTS. This might seem
trivial, but several definitions exist. Sometimes,
radiation-hard parts from a manufacturer's catalogue are
considered COTS [1]. In this paper, I define COTS a
component in the part list of any manufacturer for which
no specific effort has been made to improve, assure and
most often even test the radiation tolerance.

II. SUMMARY OF RADIATION EFFECTS
Radiation effects in electronic devices can be divided

in two main categories: cumulative effects and Single
Event Effects (SEE), as shown in Figure 1.

Total Ionizing Dose (TID)

Cumulative effects

Displacement damage
Bipolar technologies

Oplocouplers
Optical sources

Optical delraon Ipholodiodes)

Permanent SEEs
SEL

PawtrMOSFETs, BJT and diodes

SEGR
, Power MOSFETs

Single Event Effects (SEE)

\ ^~~~~^ Transient SEEs
Combinational logic
Operational amplifiers

Digital ICs

Figure 1: Summary of radiation effects.

A. Cumulative effects
They are due to the creation or activation of

microscopic defects in the device, the effect of each
individual defect not being significantly affecting the
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device characteristics. The steady accumulation of
defects nevertheless causes measurable effects which can
ultimately lead to device failure.

1) Total Ionizing Dose (TID)

TID effects are due to the energy deposited in the
electronics by radiation in the form of ionization. The
unit for TID in the International System is the Gray
(Gy), but the radiation effects community still widely
uses the old unit, the rad. The conversion between the
two units is easy: 1 Gy = 100 rad.

The performance of electronics is affected by the
dose deposited in the silicon dioxide used in
semiconductor devices for isolation purposes. Ionization
in this material leads to the generation of electron-hole
pairs, which can be separated by a local electric field.
Holes can be trapped in the oxide or migrate to the Si-
SiO, interface to participate to the complex mechanism
of interface states creation. Both kind of defects (trapped
holes or interface states) accumulate to affect the
behaviour of the semiconductor devices.

The consequent macroscopic effect varies with the
technology. In CMOS technologies the threshold voltage
of transistors shifts, their mobility and transconductance
decrease, their noise and matching performance degrade,
and leakage currents appear. In bipolar technologies,
transistors gain decreases and leakage currents appear.

2) Displacement damage

Non-ionizing energy losses in silicon cause atoms to
be displaced from their normal lattice sites, seriously
degrading the electrical characteristics of semiconductor
devices. For displacement damage, it is common
practice to express the radiation environment in terms of
the particle fluence (particles/cm2). Since the induced
damage is a function of the particle nature and energy,
the Non-Ionizing Energy Loss (NIEL) is used as a
parameter to correlate the effects observed in different
radiation environments. Though this correlation is not
free from uncertainties and fails in some cases [2], it is
still commonly used to translate a complex radiation
environment into a simpler mono-energetic equivalent,
namely 1 MeV neutrons [3, 4].

The macroscopic effect of displacement damage
varies with the technology. CMOS transistors are
practically unaffected up to particle fluences much
higher than those expected at LHC. In bipolar
technologies, displacement damage increases the bulk
component of the transistor base current, leading to a
decrease in gain. Other devices being sensitive to
displacement damage are some types of light sources,
photodetectors and optocouplers.

B. Single Event Effects (SEE)

These effects are due to the direct ionization of a
single particle, able to deposit sufficient energy in

ionization processes to disturb the operation of the
device. In the LHC, the charged hadrons and the
neutrons representing the particle environment do not
directly deposit enough energy to generate a SEE.
Nevertheless, they might induce a SEE through nuclear
interaction in the semiconductor device or in its close
proximity. The recoil from the interaction is indeed often
capable of a sufficient energy deposition. In the special
case of photodiodes used as optical detectors and in
optocouplers, the direct ionization from charged hadrons
might trigger a transient error.

Most available SEE data refer to heavy ion irradiation
tests, and express the sensitivity of the components as a
function of the Linear Energy Transfer (LET) of the
incoming particle. The details on how to interpret such
data in view of LHC applications are given in paragraph
IV.D. To have a feeling, devices with threshold LET
below 15 MeVcm2mg' can be sensitive to SEE in the
LHC environment. Below this value, the lower is the
threshold, the higher the sensitivity of the component.

Due to their statistical nature, it is possible to speak of
SEEs only in terms of their probability to occur, which
will depend on the device and on the flux and nature of
particles. Therefore, the best one can do is to estimate
their rate in the radiation environment.

The family of SEE is very wide, the main members
are listed in the following sub-sections.

1) Permanent SEEs

Also known as "Hard errors", they may be destructive.
Single Event Latchup (SEL) occurs in CMOS

technologies. The onset of a parasitic npnp thyristor can
be triggered by the ionizing energy deposition in a
sensitive point of the circuit. This leads to an almost
short-circuit current on the power lines, which can
permanently damage the device. Sometimes, this
condition can be local and the current limited
(microlatch), but the effect can still be destructive.

Single Event Burnout (SEB) occurs in power
MOSFETs, BJT and diodes when these power devices
are in the "off state. The short-circuit current induced
across the high voltage junction can permanently
damage the device.

Single Event Gate Rupture (SEGR) also affects power
MOSFETs in the "off state. The gate dielectric can be
permanently damaged when, due to the energy deposited
by an incoming particle, the electric field across the
oxide is temporarily increased beyond the breakdown
limit.

Stuck Bits have been observed in SRAM and DRAM
circuits irradiated with heavy ions [5]. The state of the
memory point is permanently changed to a logic value,
without the possibility to rewrite the correct value. This
event was traced back to the ionization energy
deposition of a single ion with high Linear Energy
Transfer (LET). Modern technologies should not be very
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sensitive to this effect [6], which was by the way only
once observed during proton irradiation, for a 16 Mbit
DRAM from Hitachi [7].

2) Static SEEs

Static effects are not destructive, and happen
whenever one or more bits of information stored by a
logic circuit are overwritten by the charge collection
following the ionization event. This effect is defined
Single Event Upset (SEU). A special case of SEU is
called Single Event Functional Interrupt (SEFI). This
happens in complex circuits due to an error induced on a
bit of information controlling a special function of the
circuit (most often, a special test mode). A reset is
necessary to bring the circuit back to the operational
condition.

3) Transient SEEs

Charge collection from an ionization event creates a
spurious signal that can propagate in the circuit. This can
happen in most technologies, and its effect varies very
significantly with the device, the amplitude of the initial
current pulse, and the time of the event with respect to
the circuit. Typical examples are transient pulses in
combinational logic, which can propagate and ultimately
be latched in a register, and rail-to-rail voltage pulses at
the output of operational amplifiers (SET).

III. RISK MANAGEMENT
The use of COTS in the LHC radiation environment

brings along one direct consequence: risk avoidance is
impossible. This applies also to Space systems, which fly
more and more frequently commercial components.

In this scenario, the only possible approach is focused
on risk management. In particular, our aim of having
LHC running with the experiments taking good data
does not necessarily imply that any temporary failure of
any component is unacceptable. This, of course,
provided that no vital function of the overall system is
touched, and that sufficient margins have been foreseen
to recover from the failure condition. In this context, the
radiation hazard can much more effectively be dealt at
the system level than at the component level.

The above few lines highlight the heart of the whole
problem of COTS reliability in the LHC radiation
environment: the risk should be evaluated in the context
of the system functionality. Radiation is just another,
even though sometimes more severe, threat to the
reliability of the system, and has to be tackled with the
aim of keeping the global system functionality alive in
the long run.

System designers are already used to include Design
Margins in their developments, to take into account that
the components used to build the system are not ideal
but exhibit a variability around some nominal value, and
that the environmental conditions are not as benign as in

the test laboratory (noise on power supplies,
electromagnetic disturbances, temperature variations,
...). Radiation is yet another source of "non-ideality" of
the environment, which can also be included when
defining the Design Margins. In this approach, the
radiation tolerance requirements on the single
component are defined from the system requirements
(top-down approach).

There is one major difficulty in this risk management
approach, at least for what concerns the risks related to
radiation effects. The system designer should in fact
either have her/himself a deep knowledge of the
radiation hazard, or work in close collaboration with a
radiation effects engineer. This second solution is
chosen, for instance, by NASA for space flight projects.
The High Energy Physics (HEP) community, however,
has a young tradition in radiation effects in
semiconductor devices, and very few engineers have a
good understanding of radiation effects. As a
consequence, the big majority of them are learning how
radiation affects electronics devices during the system
developments, very often when the development has
reached quite an advanced state. The inertia this learning
process generates might lead to the need of applying
more stringent requirements on COTS components, to
put inadequate pressure on test engineers, or even to the
need to redesign the system. All that translates into
delays and higher costs.

IV. SYSTEMATIC APPROACH TO DEAL
WITH THE RADIATION HAZARD

The above arguments prove how important it is for a
system designer to have at least some knowledge on how
to deal with the radiation hazard. In this section, I
discuss some of the fundamental steps that should be
part of the methodology used when developing a system
for a radiation environment. These steps are the
schematically summarised in Figure 2, and are
individually discussed in the following.

Get a good knowledge
of the environment

Understand
the effects

Define the requirements
for the components

Identify the candidate
components

Test the candidate
components

Engineer the system

Figure 2: Approach to deal with the radiation hazard.
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A. The radiation environment

The electronics at the LHC will be exposed to high
hadron fluxes. In the experiments, pions will be the main
component of such fluxes very close to the collision
point. Neutrons will instead dominate the particle fluxes
in the rest of the experiments, in particular in all the
regions where COTS are planned to be used.

A good comprehension of the radiation environment
implies the knowledge of the environment characteristics
in terms that are meaningful to estimate its impact on the
electronics. The characteristics of the radiation
environment that a system designer should ideally know
are summarised in. Table 1.

Only in the past couple of years, when SEEs started to
be considered as a potential threat to LHC electronics,
the energy distribution of the particles has been
recognised as an important parameter to characterise the
radiation environment. If the detailed energy distribution
is not available, the total flux/fluence of all hadrons
above 20 MeV is a sufficient parameter to allow the
estimate of the SEU rates. For destructive SEEs, it is
nevertheless useful to have at least an idea of the highest
energy of the hadrons in the environment. To evaluate
SEE rates, the 1 MeV equivalent neutron fluence used to
evaluate displacement damage effects is instead useless.

Table 1: Required characteristics of the radiation environment
where a system has to operate

Environment characteristic
Total Ionizing Dose
1 MeV equivalent neutron
flux/fluence
Flux/fluence of the main
particle species, and their
energy distribution

Effect
TID
Displacement damage

SEEs

The present understanding of the LHC radiation
environment is certainly not complete. The study is
performed with the aid of powerful, though complex,
simulation programs, which require knowledgeable
physicist to output reliable data. In many cases there is
not an identified and experienced physicist in charge of
this delicate and important task, and in this situation
system designers do not know where to get the necessary
information. It should be stressed how this leads to either
a delay in recognising a possible radiation hazard, or to
the application of "generous" and sometimes arbitrary
Safety Factors on top of the estimated parameters. This
in turn may lead to heavy over-specification of the
radiation requirements, which means extra costs.

The issue of the Safety Factors is very important. The
"most probable" radiation levels output from the
simulation are affected by an uncertainty, and only the
physicist running the simulation can estimate it. The
uncertainty varies with the position in the
experiment/machine, with the materials surrounding the

specific area, and with the local energy distribution of
particles. It is certainly a possibility to add the estimated
error on top of the most probable value systematically,
and define a "worst case environment". This comes at
the cost of over-specifying the radiation requirements.
Instead, the safety margin can be varied for components
with different importance in the system, and the safest
(and more expensive) requirements can be defined for
the vital components only.

B. Effects of the environment on the electronics
Once the radiation environment is clearly understood,

it is possible to go one step further and analyse how it
could affect the functionality of the electronics. In this
section, I present an overview of the effects that the
main classes of electronic and optoelectronic
components are likely to experience in LHC.

1) CMOS technologies

Components manufactured in CMOS technologies are
generally sensitive to TID and SEEs. They are instead
unaffected by displacement damage.

The threshold for TID-induced failure of CMOS
components varies widely. Dose rate effects have of
course to be taken into account, because they can
significantly change the failure threshold. Typically,
most CMOS components can stand dose levels of the
order of 5-10 krad. Very few of them fail below 3krad,
some can make it to 30-50 krad, a small minority can
survive up to 100 krad. In logic circuits, failure often
appears as an increase of the power supply current above
the maximum specification. High precision circuits,
relying on very demanding electrical parameters (such as
14-bit or higher ADCs), can exhibit an enhanced
sensitivity to TID and should therefore be used carefully.

Amongst SEEs, latchup (SEL) is traditionally
considered as an important threat to CMOS components
for Space applications. In the LHC radiation
environment, SEL is nevertheless not very likely to
happen: so far only a limited number of components
amongst the great and varied panoply of devices tested
has shown a sufficiently low SEL threshold to be
triggered in an environment where heavy ions are absent.
The best known example is the K5 microprocessor from
AMD, extremely sensitive to latchup even though
fabricated using an epitaxial substrate [8]. Devices
having shown SEL under proton irradiation include
SRAM memories from several manufacturers (Cypress,
NEC, Toshiba and EDI) [9]. Also several ADCs (from
Crystal Semiconductor, Datel, Space Electronics Inc.,
Analog Devices), DSPs (from Motorola and Analog
Devices) and FPGAs (from Xilinx and Actel) have in the
past shown a suspiciously low threshold [10] that would
not exclude possible latchup in an LHC-like
environment.
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With the down-scaling of CMOS technologies, and the
accompanying decrease in thickness of the gate oxide,
some concern has emerged for a possible sensitivity to
SEGR [11] or Soft Breakdown (SB, a mechanism similar
to SEGR but characterised by a smaller gate current).
Recent results [12, 13, 14] have pointed out how the
critical field for both SEGR and SB increases for low
LET of the incoming particles. Even though all these
experimental studies require further work to get a more
thorough understanding of the phenomenon, they
indicate that oxide breakdown is very unlikely to happen
in an environment where heavy ions are absent. The
critical voltage across the oxide for breakdown in that
case would exceed largely the maximum applied
voltage.

Single Event Upset can disrupt the operation of
CMOS components in several ways, therefore several
categories of devices will be separately treated.

Memories (SRAM, DRAM, Flash, EEPROM)
SRAMs are sensitive to SEU. In these devices the

radiation sensitivity levels are observed to vary
significantly, but the threshold for upset is generally
quite low (often below 1 MeVcm'mg1) [10]. These
circuits are sometimes subject to Multiple Bit Upset
(MBU), with more than one memory point being
corrupted by the charge deposition originated from the
same particle [15]. Stuck bits are sometimes observed,
but only during irradiation with particles of high LET.
Newer generations of SRAMs, using a 6T cell design,
are expected to have an improved SEU and TTD
behaviour [15, 16].

DRAMs have historically been considered as devices
very sensitive to SEU, since the first circuit errors
induced by radiation were observed on these components
back in the seventies. Their high sensitivity is due to
their characteristic of passively (that is, without active
signal regeneration) storing binary information as charge
in a circuit node. In addition, the read amplifiers sensing
the small amount of charge stored have reduced noise
margins and are also quite susceptible to radiation-
induced charge perturbation. Though the amount of
charge stored decreases steadily from one technology
generation to the next, the estimated error rates in a
radiation environment has been found to decrease [17].
This is due to the phenomenal decline in the cell area
which has accompanied the down-scaling of DRAM
technologies, and which dominates over the decrease in
the critical charge. In other words, modern DRAMs have
a lower critical charge for upset (often below
1 MeVcnrmg1), but an overall reduced sensitivity to
SEU [17]. To further improve the situation, techniques
to increase the signal-over-noise ratio have been
introduced in commercial DRAMs. They include special
design of the storage capacitor and of the memory cell,
sense amplifier design, introduction of Error Detection
And Correction (EDAC) where adjacent physical cells

do not belong to the same logical word to limit the
impact of multiple bit upset. Overall, modern DRAMs
seem to have comparable SEU cross-sections to SRAMs
in a proton environment [10]. It should nevertheless be
noted that SEU sensitivity of DRAM families using
different capacitance technologies changes considerably
(up to 3 orders of magnitude in the cross-section) [18].
Since DRAMs include increasingly complex control
circuitry, the upset of a single control register can place
the whole circuit in a special test mode and eventually
lead to a "lock-up" condition needing a reinitialisation or
a power cycle to be eliminated [19, 20]. The cross-
section of such events is fortunately very small.

In Flash Memories, SEU effects are dominated by
errors in their complex internal architecture rather than
in the non-volatile storage array [21, 22]. Test runs have
shown that no error is produced when the devices are
irradiated in an un-powered mode, and that errors in the
memory array can only be produced for high LET of the
incoming particle (of the order of 40 MeVcnrmg').
Since errors occur mostly in the complex control
circuitry, the functional consequences of the SEU can be
multiple. The circuit often requires a power cycling to
recover the correct functionality. Sometimes, a steep
increase of the current consumption is observed during
or even after irradiation, probably due to logic conflicts
in some internal register, address or buffer. Seldom, this
current can be so high as to destroy the device.
Compared to DRAMs and SRAMs, the sensitivity of
Flash memories is nevertheless generally much lower.
The threshold charge for upset is considerably higher
(LET of 7 MeVcnrmg'1 or more), and the cross-section
is much lower because only a small portion of the
circuit, containing the control logic, is sensitive. Proton
test data show a cross-section typically 100-1000 times
smaller compared to DRAMs or SRAMs [10].

Also EEPROMs have higher threshold for upset with
respect to DRAMs and SRAMs [10]. In read mode
operation, EEPROMs are not very sensitive to SEU,
showing a threshold LET typically higher than
11 MeVcm2mg' [23, 24]. In write mode, they are more
sensitive and the threshold can be as low as
7 MeVcnrmg"'. SEFI has been observed in EEPROMs,
introducing systematic errors in words at various address
locations [20]. Sometimes these errors required power
cycling to be removed, and the threshold LET for this
error was such that it could possibly occur in an LHC-
like radiation environment.

Field Programmable Gate Arrays (FPGA)
In programmable devices, it is critical that the

configuration information remains reliably valid during
operation. In this aspect, antifuse-based components
(such as the FPGAs from Actel) have an advantage over
SRAM-based devices (such as those from Xilinx),
because the configuration can not be corrupted by SEUs.
SRAM-based components dominate nevertheless the
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commercial market because they offer the highest gate
number, the highest speed, and the highest flexibility
(they can be reconfigured easily). The number of
available programmable gates in a chip is steadily
increasing, having exceeded 1 million recently. This is
accompanied by a sharp increase in the chip complexity,
which translates into more complex radiation effects.

SRAM-based FPGAs, which are configured by
loading state information into SRAM cells, are prone to
SEUs affecting their configuration memory [25, 26]. The
number of configuration bits needed in average to
program one used gate varies from vendor to vendor, and
can easily be of the order of 30 (for some Xilinx
devices). The consequence of an SEU in a configuration
bit varies from no observable effect (if that bit was not
used, or if there was redundancy in the program) to the
destruction of the whole device [25]. This can happen if
two output drivers internal to the chip are connected,
resulting in a high-current state that can exceed the
maximum tolerable value. Other problems may come
from bus fights on internal tri-state busses, isolation of
pull-up resistors on tri-state busses, change in output
slew rates, change of input delays, turning input modules
into an output configuration (this might lead to
overstress of other components in the board). The
available test data show that these effects occur with a
very low LET threshold, and are observed during a
100 MeV neutron irradiation [27]. They will therefore
also happen in the LHC radiation environment, and the
exercise of estimating their rate is mandatory to
introduce the necessary correction scheme, which
requires the reprogramming of the configuration. This
operation might be complex and time consuming,
depending on how it has been foreseen in the system:
where is the backup configuration stored, how is it going
to be transferred to the FPGA, how the error is localised
in the system. Some state-of-the-art FPGAs, such as the
Virtex series from Xilinx, allow for reading out the
configuration bits without interfering with the chip
functionality [28, 29]. This characteristic might be used
to quickly localise the errors in the program.

Antifuse-based FPGAs, instead, have a non-volatile
configuration that can be programmed only once.
Therefore, it can not be corrupted by SEU. Oxide-
Nitride-Oxide (ONO) antifuses, which until recently
represented the standard technology, are subject to a
destructive SEE, but the threshold for this effect has
been measured to be generally high enough to require
heavy ions to be triggered [25]. Newer technologies,
such as the metal-to-metal amorphous silicon antifuses,
have demonstrated to be possibly even more resistant to
destructive events, and their spread is motivated by a
considerable increase in integration density and speed
performance [26]. This technology is used, for instance,
in the latest SX series from Actel: test results recently
presented on components from this series (A54SX32 and

A54SX32A) have shown no destructive events up to an
LET of 100 MeVcrrfmg"1 [30].

Flip-flops and combinatorial logic gates integrated in
both SRAM and antifuse-based FPGAs are prone to SEU
[25, 26]. The usual mitigation techniques can be used to
limit the impact of such errors on the system, in
particular Triple Modular Redundancy (TMR) can
successfully be implemented in antifuse-based devices
[31]. In SRAM-based devices, the routing implementing
the TMR scheme can be affected by upsets in the
configuration logic. In the new Virtex series from
Xilinx, TMR can be instead safely implemented via a
hard-wired AND-OR logic structure existing as Tri-State
Buffers (BUFTs) [28]. Since different implementations
are actually possible for flip-flop cells, the SEU
sensitivity is different for each implementation. For
instance, the R-cell in the Actel SX series has a high
threshold for SEU (about 7MeVcm2mg') [30]. No
upsets have been observed during irradiation with
55 MeV protons, and from all these results it seems that
the SEU rate for this cell in LHC would be very low.

SEUs in JTAG circuitry (in particular in the TAP
controller) in both SRAM and antifuse-based devices can
lead to functional interrupt (SEFT), though the cross-
section of such an event is generally very low. Both
Xilinx and Actel propose solutions to this problem,
either by ensuring a stable Test-Logic-Reset state or by
taking care that this state is re-established within 5
cycles of the test clock TCK [28, 32].

Both Xilinx and Actel propose specific products for
radiation applications, for which they guarantee TID
tolerance up to tens to hundreds of krads, and SEL
immunity [33]. These products are manufactured using
the standard masks on a thin epitaxial substrate, which
improves the SEL performance considerably. It should
be noted that SEL data are widely available for state-of-
the-art devices in these product lines, but not for their
standard commercial counterparts. Since each FPGA
manufacturer actually uses several foundries, it is
reasonable to expect a wide variability in the
performance of the same device, especially for TED and
SEL. This has in fact been observed [25, 26].

One final note about SEU in FPGAs concerns the
mitigation techniques. Both Xilinx and Actel show an
interest in the space and avionics market, and have
therefore produced documents advising mitigation
techniques against SEU in their products [28, 31, 34].
Actel has also implemented some of these techniques in
the software used to program their devices [35, 36].

Microprocessors and DSPs
Microprocessors and DSPs are complex circuits

comprised of several major functional sections, and it is
unlikely that these sections will be in use simultaneously
during the processing of a program. The application
software the part is executing determines how many
sections and registers are in used at any one time.
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Moreover, each section might have a different sensitivity
to SEU. Therefore, the SEU-induced effects in
microprocessors and DSPs are strongly application-
dependent, and it is very difficult to generalise the
results to the whole device category. Testing is
performed running the same program foreseen in the real
environment, or sometimes with programs developed on
purpose to exercise separately each section.

For all the above reasons, the consequence of an SEU
can be very different: no observable effect on the
program execution, code and/or keyboard stopped
(power cycle required), calculation error, cache data
error (sometimes also requiring power cycle), etc. Some
examples of recent SEU testing on microprocessors and
DSPs can be found in [10, 37, 38, 39, 40]. What can be
stated in general terms is that for most devices the SEU
threshold is sufficiently low to have errors happening in
a proton environment [40], therefore in the LHC.

2) Bipolar technologies

Bipolar technologies are sensitive to TID effects,
displacement damage and SEEs.

As for CMOS technologies, TID effects in bipolar
technologies are due to charge trapping in the oxide and
creation/activation of interface states. This can lead
either to the inversion of silicon under a thick oxide,
which opens a conductive channel (leakage current), or
to a degradation of the transistor gain (increase of the
surface base current). The latter effect is generally more
pronounced in lateral PNP transistors, the vertical PNP
being the less sensitive (even less than the NPN) [41].
Also, this effect is more pronounced when the transistor
operates in a regime of low injection. To complicate the
picture about TED effects, especially for what concerns
the qualification of components, bipolar linear circuits
have been found to present an Enhanced Low Dose Rate
effect (ELDR). Since the first publication on this effect
back in 1991 [42], a great variety of circuits from
different manufacturers have been found prone to this
effect. The TED-induced damage appears to be enhanced
for low dose rates. This effect is variable from one
technology to another, and in some cases it does not
seem to saturate down to rates of the order of 0.002 rad/s
[43], Under low rate (0.1 rad/s), the gain degradation can
be enhanced by a factor of 10-20 (or more) with respect
to a high rate irradiation (1 krad/s). The ELDR effect has
been frequently observed in operational amplifiers and
comparators (such as the LM101, LM324, OP42,
LM111, LM158), and in voltage regulators (like the
LM137, LM117) [41, 44, 45]. Also for bipolar devices,
the tolerated TID levels present a wide variability, but
most devices should be able to stand doses of the order
of 2-3 krad, with a number of components surviving
beyond some 10 krad.

The sensitivity of bipolar transistors to displacement
damage is due to the radiation-induced increase of the

bulk component of the base current. Therefore, this
effect is particularly important for devices with a thick
base region (and low bandwidth), such as lateral and
substrate PNP [46]. Unfortunately, even though new
processes with high bandwidth and thin base are
available, most linear ICs are still manufactured in old
junction-isolated processes. When these processes were
developed, lateral PNPs had poor reproducibility and
performance, and they were therefore carefully avoided
in critical points of the circuits. Nowadays these
limitations have been overcome, and these sensitive
devices are now commonly used in critical positions,
such as for input stages (examples are the LM111,
LM139 and LM124) [41]. This of course worsens the IC
sensitivity to displacement damage. Again, these effects
have typically been observed in voltage regulators,
comparators and operational amplifiers [46, 47]. The
radiation data on such components indicate that PNP
transistors in a typical junction-isolated process
generally start to be affected beyond a fluence of about
3-10" p/cm2 (with 50MeV protons), whilst for NPN
transistors this fluence needs to increase to 3-10'2 p/cm"
[46]. Since the majority of data on linear components
refer to 50-200 MeV proton tests, it is necessary to
translate them in terms of 1 MeV equivalent neutrons.
This can be done using the appropriate Non Ionizing
Energy Loss (NIEL) ratio. In particular, 50 MeV protons
are about 1.75 times more damaging than 1 MeV
equivalent neutrons [47]. This ratio has been reasonably
confirmed by experiments on a particular linear circuit, a
LM111 comparator [47],

It should be noted that displacement damage and TID
effects will both simultaneously affect the gain of
bipolar transistors in LHC, since they increase two
separate components of the base current.

Amongst SEE, SEL is not considered as a problem for
bipolar technologies, since it has never been observed in
any circuit. Radiation induced transients are instead
often observed at the output of comparators such as the
LH139, the LM111 and the LM119 [48]. They are called
Single Event Transients (SET), their amplitude can be
rail-to-rail, and they have a fast rising time with
exponential decay (typically, 5 |a,s). This effect is due to
the ionization energy deposited in a sensitive node of the
linear circuit, most probably the input, by an incident
particle. This signal is amplified by the circuit, and can
be transmitted at the output as rail-to-rail. Depending on
the application, sometimes it is possible to prevent this
spurious signal to propagate by simply adding a low-pass
filter at the circuit output.

3) Power devices

Power devices, other than being sensitive to TED and
displacement damage effects, are also subject to
destructive events such as SEB and SEGR.
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Power MOSFETs, bipolar (IGBT) and diodes can
experience SEB in a radiation environment [49, 50].
Most of the radiation tests on these devices are run using
heavy ions, but recently also neutrons and protons have
been used to successfully induce burnout (including
14 MeV neutrons in some cases). The aim of the tests is
to find the drain-source voltage Vds at which the device
can safely operate. This normally requires a de-rating of
the component below the rated VJS, this de-rating
increasing for higher energy of the protons or neutrons
[51], or for higher LET of the heavy ions. The higher the
rated voltage of the device, the higher the percentual de-
rating generally required (500 V MOSFETs can require
operation at 65% of the rated VJs, whilst 200 V devices
might be safe up to 95% [51]). The cross-section for
SEB is not negligible if the part is operated at the rated
value: values of the order of 10"' cm2 for high-energy
neutrons have been measured [51]. It is interesting to
note that p-channel power MOSFETs are much less
sensitive to burnout [52], and they are considered
insensitive in a hadron environment such as the LHC.
High power diodes and GTO (gate turn-off) thyristors
have also shown evidence of SEB induced by cosmic
rays, even though they were normally operated at 50-
60% of their rated voltage [52].

SEGR is a radiation-induced breakdown of the gate
oxide in power MOSFETs (both n- and p-channel) and
IGBTs [49, 50]. Only recently, this catastrophic SEE has
been observed during a proton irradiation (44 and
200 MeV) [53]: it might therefore be a concern in the
LHC radiation environment. It appears, as it can be
intuitively suspected, that devices with thicker gate
oxides are to be preferred, since they are more resistant
to SEGR. The results of this recent work indicate that
the critical electrical parameter affecting the sensitivity
to proton-induced SEGR is the applied gate voltage
rather than the source-drain voltage. Power MOSFETs
with gate oxide thickness of 30 nm (the thinnest gate
thickness available in commercial devices) are subject to
SEGR in the "off state for gate voltages exceeding -
20 V.

It should be pointed out that the vast majority of
radiation test data on power devices refer to heavy ion
irradiation runs. From such data, it is not straightforward
to infer the de-rating necessary to avoid SEB and SEGR
in an LHC-like environment. This is particularly true
since heavy ion data most often are taken for LETs
higher than 25 MeVcnrmg'. Instead, one would rather
prefer data taken with LETs of the order of 10-
15 MeVcnrmg'', not far from the maximum LET of Si
recoils in hadron-Si inelastic collisions. In the absence of
such data, it is possible to apply the de-rating indicated
by experiments run with higher LETs (for instance,
26 MeVcrrfmg"'). This de-rating might be excessive in
the LHC environment, but should ensure reliable device
operation.

4) Optocouplers

Optocouplers are worth mentioning in this context
because of their sensitivity to radiation effects. Since
they are often used in DC-DC converters, they determine
the radiation tolerance of this important class of
components. Until recently, optocouplers were thought
to be sensitive only to TID effects. In the last few years,
several works have pointed out the extreme sensitivity of
some optocoupler to displacement damage, with a severe
decrease (a factor of ten) of the Current Transfer Ratio
(CTR) already after proton fluences of the order of 1-
5-10'°p/cm2 [54, 55]. This was the case for the 4N49
from Micropac and Optek and for the P2824 from
Hamamatsu. The dominant mechanism for this effect has
been traced to degradation of the LED, but also a
decrease in the photoresponse of the transistor
contributes to the overall degradation [54]. Other
devices, using a different LED and a different
mechanical coupling LED/phototransistor, have instead
shown a good resistance to displacement damage. This
was the case for the 6N140 [54], the 6N134 [55] and the
6N139 [56], all manufactured from HP. Optocouplers to
be used in the LHC should therefore be carefully
selected.

Optocouplers are also sensitive to Single Event
Transients (SET). Their sensitivity increases with the
speed of the component, therefore this effect is getting
more and more pronounced [57]. Transients are induced
by the charge deposited in the photodetector, which is a
very efficient particle detector as well! The sensitivity
depends on the type of photodetector used, but often the
direct ionization from a proton with energy below some
200 MeV is sufficient to induce SET [58]. Recoils and
secondary particles produced by the interaction of the
primary particle in the device itself also contribute to the
observed SET rate. This effect in optocouplers might
induce a transient output dropout in DC-DC converters.

C. Definition of the radiation requirements
The knowledge of the system where a component has

to operate is necessary to set the requirement concerning
its radiation tolerance. The approach should be top-
down: the system impact of the radiation effects on the
component has to be evaluated to set the requirement.
This is particularly true for SEU and SET, since the
effect of upsets and transients, and their propagation, is
highly system-dependent.

For cumulative effects, the radiation requirements are
based on the estimated environment (TID and equivalent
1 MeV neutron fluence), with the addition of some
safety factor. The need of ensuring reliability to the
system, therefore large safety factors, has to be
compromised with the need not to largely over-specify
the requirements. For instance, a safety factor of 25 on
top of an estimated TID of 2 krad (level which is easily
tolerated by the vast majority of components) leads to a
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requirement of 50 krad, too high for most COTS. The
cost consequence in this case might be very heavy, since
it might require the use of radiation-hard components.

The safety factor is determined by several reasons.
The uncertainties on the estimated radiation levels, the
application of uncomplete test procedures, and the wide
variability in radiation performance of COTS, all
contribute to the safety factor. It can therefore be
significantly reduced by refining the simulation of the
radiation environment, and by using correct and
complete test procedures. Moreover, it can be relaxed in
some cases if the component does not perform a vital
task, or if it can be easily accessed and replaced.

Setting the radiation requirements for destructive
SEEs is less straightforward. In an environment
dominated by heavy ions, the requirement could be more
easily fixed: the threshold LET for the destructive SEE
(SEL or SEB or SEGR) has to be higher than the
maximum LET of the particles in the environment. To
follow a similar approach for the LHC radiation
environment, one could require that the LET threshold is
higher than the maximum LET of Si recoils (about
15 MeVcrrrmg'1). Also in this case, a safety factor could
be applied on the threshold LET. Since to satisfy this
requirement it would be necessary to run a heavy ion
irradiation, which is not easy for encapsulated
commercial devices and also demands an additional
radiation test, an alternative approach can be followed.
The requirement could be formulated in terms of cross-
section for the destructive SEEs to occur in a high-
energy hadron environment. The required cross-section
has to be set in agreement with the estimated particle
fluence in the radiation environment.

As a practical example, let's assume that a component
has to survive without any SEL in a position where the
estimated hadron fluence (above 20 MeV and including
a safety margin from the simulation uncertainties) is 10"
cm'2. The requirement on the cross-section might be set
to 10" cm2 during an irradiation with 200MeV protons
(that is, no SEL observed up to a fluence similar to the
one expected). It is important to understand that the
cross-section measurement only gives a statistical
information: maybe no SEL has been observed because
the cross-section is 10'2, which does not ensure that no
SEL will be observed in LHC. Actually, in this example,
it would be statistically reasonable to expect 1 SEL in
one device out of ten during operation in the LHC. Once
more, setting the requirement in this case is part of the
risk management strategy, and the knowledge of the
system helps in choosing a reasonable safety margin.
Moreover, it is often possible to get help from available
heavy ion data (to get a feeling of the threshold of the
SEEs), or from technological considerations.

For what concerns SEU and SET, the requirements
can only be set on the basis of the system impact. For
some parts of some components, basically handling data,

a relatively high SEU rate can be accepted. For other
parts of the same components the acceptable rate is
much lower. This is the case, for instance, for setup
parameters in front-end chips (containing bias and
thresholds information), for bunch and event identifiers,
for programs in SRAM-based FPGAs and DSPs, and for
JTAG TAP state machines. The requirement in this case
is set in terms of an acceptable rate of errors in LHC.
The rate can be estimated on the basis of the cross-
section measured in a mono-energetic hadron beam, as it
will be specified in the following section.

D. Identification of the candidate components

Once the electrical and radiation specifications have
been set, it is possible to look for candidate components
able to meet them. To this purpose, available radiation
data represent a valid help in individuating parts that can
potentially satisfy the radiation requirements. Radiation
data are reported in several databases accessible on the
web [59], and maintained by institutes and agencies
mainly involved in space missions. In particular, the
compendia available in the "JPL radiation effects
database" web page are very helpful in comparing the
radiation performance of classes of components and,
within the same class, of different products with similar
functions. Useful links to web pages are reported in the
CERN RD49/COTS web page [60], Very useful data can
also be found in the "Workshop records" of the annual
NSREC conference [61], a workshop organised to allow
the spread and sharing of radiation test data. The IEEE
Transaction on Nuclear Science volume issued in
December every year, and dedicated to the papers
presented at the NSREC, is also a good source of
radiation data, and insight into the radiation effects.
Useful data can be found also in the ESA/ESTEC web
page, in particular in the annual "QCA final presentation
day" web page [62]. ESA also has a database that should
be in the public domain in the near future. The problem
with all these databases is that they are not usually
updated very regularly, and they often do not include
data on state-of-the-art components. In this respect, the
"Workshop records" and the papers from NSREC have
the advantage of containing "fresher" data. For FPGAs,
up-to-date test data can normally be found in the web
page of the manufacturer [33].

If the interpretation of TID data from databases is
straightforward, the situation for SEEs is different. In
particular, most often data refer to heavy ion tests, which
do not directly apply to the LHC environment.

For destructive SEEs, all components exhibiting
sensitivity at LET below about 15 MeVcrrrmg"1 have to
be considered in potential danger. Below this value, the
lower the LET threshold, the higher is the risk.

For SEU sensitivity, it is worthwhile to give some
guidelines on how to interpret data that can be found in
databases or in publications. These guidelines are based
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on a recent simulation work addressing upset rates in the
LHC radiation environment [63]. This work has shown
that the upset rates will be dominated by the interaction
of all hadrons above 20 MeV with silicon nuclei in the
integrated circuits. These guidelines can help designers
to have a rough but useful estimate of the error rates.

Whenever SEU data referring to high energy (60-
200 MeV or higher) proton or neutron irradiation are
available, the estimate of the SEU rate in LHC is
straightforward. Data are normally reporting the SEU
cross-section measured during the irradiation of the
component with a mono-energetic proton or neutron
beam. The typical energy used varies from 60 to
200 MeV (above some 20 MeV, contributions to SEU
from neutrons and protons can be considered as very
closely similar [63, 64]). In this case, the error rate in
LHC can be estimated by multiplying the reported cross-
section at the highest energy by the expected hadron flux
(all hadrons above 20 MeV) in LHC.

As an example, let's take the case of an FPGA from
Xilinx, the XC4010XL, for which an SEU cross-section
of 4.4-10IS cmVbit has been measured during a 100 MeV
neutron test. For an LHC estimated hadron flux of
2-103 cm"V (that is, a fluence of about 10" cm'2 during
10 years operation, counted as 5 • 107 s at maximum
luminosity), this corresponds to 8.8-10'2 errors/(bit-s).
Since each chip contains about 283000 configuration
bits, the configuration error rate for the chip is
2.5-10* s•'. For a set of 110 FPGA used, we can estimate
that one of them will loose a configuration bit (possibly
needing the full reconfiguration of the whole chip) every
hour.

Whenever the SEU data are available only for heavy
ion tests, the estimate of the error rate in LHC is more
complex and requires the availability of the four
parameters of the Weibull curve fitting the experimental
points. With these parameters, it is possible with some
hypothesis on the Sensitive Volume (SV) size, to
reproduce the cross-section curve as a function of the
energy deposited in the SV, as shown in Figure 3.

At this point, it is necessary to know the probability,
in the LHC environment, of the deposition of any energy
E^ in the SV. This requires running a simulation where
the primary hadrons interact with the silicon nuclei, and
the interaction products (secondary hadrons and recoils)
are transported in the silicon and their energy deposition
in the SV is computed. This was the heart of the work in
[63], and the probability curve for an LHC-like primary
particle spectrum has been produced. Since this
probability curve is not extremely sensitive on a small
change in the particle energetic spectrum, the computed
curve can be used for any LHC environment for
approximate rate computations. The folding of the
probability curve on top of the Weibull curve, as shown
in Figure 3, leads to the estimated cross-section for the
component in the LHC.

This cross-section has to be multiplied by the hadron
flux (all hadrons above 20 MeV) to obtain the estimated
error rate. This procedure requires that the probability
curve from the simulation is known [65]. Details on this
procedure can be found in [63].

Whenever the full Weibull curve is not available in
the database, it is not possible to estimate a rate. Just to
have a feeling, components with LET threshold below
5 MeVcm2mg"' will be quite sensitive to SEU in the LHC
environment. If the LET threshold is instead above
15 MeVcm2mg"', the error rate should be negligible.

Probability curves from the
simulation of the environment
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Figure 3: Example of folding the probability curve for the
energy depositions in the SV on the Weibull curve. In this
example, three probability curves are shown. In the
environment 1, the component will not be sensitive to SEU. In
environments 2 and 3, the component will be increasingly
sensitive, the cross-section for SEU in the environment being
proportional to the shaded areas.

E. Test of the candidate components

Irradiation data contained in databases should never
be used as a qualification source for COTS, but only as a
tool to individuate candidate components. After this pre-
selection of candidate components, testing is mandatory.
Several issues on testing are discussed in the following.

1) Radiation source

The proper radiation source has to be selected for each
radiation effect. TID effects are as a common practice
tested using a '"Co source. For displacement damage,
low energy neutron sources are preferred, for which it is
simple to express the fluence in 1 MeV neutron
equivalent. For SEE testing, different hadron sources can
be used, with the requirement that the energy of the
particles is high enough (I recommend 60 MeV or
higher). The reason for preferring mono-energetic beams
is that they allow the measure of the cross-section at one
precise value of particle energy, and with the use of
moderators it is possible to repeat the measure at
different energies. Therefore, it is easily possible to
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estimate the error rate in the LHC. Instead, when using
an irradiation facility where the particle species and
energy spectra are multiple, it is not possible to tell
which particle or energy is responsible for the observed
SEEs, therefore to make any rate prediction for the LHC.

In the case of SEU testing, 60-200 MeV protons
represent a very good candidate: they are accessible in
several laboratories in both Europe and the United
States. The vast majority of the components, especially
those for which the error rate will be higher, can be very
effectively tested with a 60 MeV proton beam. For a few
components with low sensitivity, such test can
nevertheless lead to a significant under-estimate of the
error rate. This should be taken into account, but it
should be noted that this under-estimate concerns at
worst those components that will experience a low SEU
rate in LHC anyway.

In the case of destructive SEEs, an under-estimate of
the rate can be unacceptable if the loss of the component
is forbidden in the system. Therefore, 60 MeV proton
beams can be helpfully used to make a first screening of
the candidate components, but the final qualification
should be made with higher energy beams (200 MeV or
higher).

In some cases, especially when the resources for
testing are limited and the available time is short, it is
possible to test for several radiation effects using one
only radiation source. Such a procedure has been
recently proposed and adopted for the electronics that
will be installed in the hadron calorimeter, the muon
chambers and the cavern of CMS [66]. The test plan in
that case is based on the use of 60-200 MeV proton
beams to simultaneously test the components for TID,
displacement damage and SEEs.

Though there are several facilities where it is possible
to run irradiation tests with mono-energetic proton
beams, the access to them might require a long-term
notice and might be very expensive (up to 500-700 USD
per hour). To help users in getting more easily beam
time, through the RD49/COTS project it has been
possible to reach an agreement with the Cyclotron
Research Center (CRC) in Louvain-la-Neuve, Belgium.
The cyclotron at CRC can accelerate protons up to
60 MeV and can also deliver almost mono-energetic
neutron beams [67, 68]. The access has been organized
as 3-4 "irradiation campaigns" per year, each regrouping
several users, and CRC only asks for a contribution
covering electricity, taking charge of the rest of the
actual beam cost. All LHC collaborations can benefit
from this agreement upon request [69].

2) Irradiation procedure

To get reliable results, a correct irradiation procedure
has to be followed. TID testing of CMOS components
requires prompt (oxide trapped charge) and slow
(interface states) charge trapping to be tested. The

physics behind these phenomena is reasonably
understood, and the existing procedures [70, 71] are
effective in evidencing the worst-case response of the
component. All procedures require a high dose rate
irradiation followed by high temperature annealing, with
the device constantly under bias.

For bipolar components, the recently observed ELDR
effect complicates the testing procedure, since the basic
mechanism behind this phenomenon is not yet
understood. Most of the proposed procedures focus on an
irradiation at high temperature, which considerably
increases the testing complexity. To date, the most
complete set of recommendations on bipolar TID testing
is probably the one from JPL [72].

Whenever the specified level is below 30 krad, a test
at Low Dose Rate (LDR) is manageable in a period of a
few weeks. In this case, the recommendation is to test
the device at room temperature both at high rate
(50 rad/s) and at low rate (preferably 0.005 rad/s) and
compare the device response. If the part fails at 1.5 times
the specified TID in any of the two tests, it should not be
used. The situation is more complex for specified levels
above 30 krad, when the LDR test requires too much
time. In this case, the recommendation is to test the
device up to 30 krad in three different conditions [73]: at
high rate (50 rad/s) and room temperature, at moderate
rate (1 rad/s) and high temperature (90°C), at low rate
(0.005 rad/s) and room temperature. The comparison of
the three results can highlight the component sensitivity
to ELDR effects. If the moderate rate at high
temperature and the low rate give comparable results,
then use the high temperature test up to the specified
TID level to qualify the component. JPL also
recommends in this case using an additional safety factor
of 2 on the TID level.

Since the effect of bias on the TID effects in bipolar
circuits is variable with the technology, it is advised to
bias the device during test in a way closely similar to the
real application. Often the worst damage is observed
when all device terminals are grounded: this bias
condition is therefore often recommended.

The displacement damage test is generally quite
simple: devices are normally exposed at room
temperature and with all terminals grounded (though
there is sometimes an effect of bias, this condition is
seen as the worst case).

Destructive SEEs need a special test setup to be
developed. The destruction of the device through SEB or
SEL can be avoided by using a circuit that detects the
increase in the supply current and temporarily cuts the
power to re-establish the correct functionality. The delay
and the duration of the power cut have to be carefully
chosen to sufficiently protect the device (typically, the
delay should be as short as possible and the duration of
the order of 50-100 ms). In this way, it is possible to
accumulate a sufficient statistics on these destructive
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events to be able to estimate a cross-section, which in
turn allows to computing the failure rate in LHC. For
SEGR, unfortunately, there is to date no procedure
avoiding the device destruction, therefore the test should
be repeated on several components to get an idea of the
cross-section. An important aim of the SEB and SEGR
testing is to find the derating conditions sufficient to
ensure the reliability of the component in LHC [49].
Therefore, the testing should be repeated at different bias
conditions.

SEU and SET effects should also be measured using a
dedicated setup to count the number of radiation-induced
errors. The setup changes considerably with the
component under test, therefore it is impossible to give a
general description of it. The aim is the measure of the
cross-section, for which the number of errors has to be
divided by the particle fluence. In the test of devices that
can have complex SEU effects, such as microprocessors,
it is important to perform the test in a condition
representative of the final application.

For proton irradiation, it is often useful to repeat the
measurement of the cross-section for several proton
energies, which can be done by decreasing the beam
energy with moderators of variable thickness. During the
irradiation, one should monitor the state of the device to
promptly detect the possible occurrence of SEFI or SEL.
To estimate the SEU cross-section, it is important to
know the effective particle fluence: the irradiation
periods during which the device is not correctly
functioning (for instance, because of SEFI) should not be
counted. This procedure also allows to estimating the
cross-section for events like SEFI, which are more
serious concern than simple SEU.

Due to the high energy of the hadron beams normally
used for SEE characterisation, testing can be performed
in air and with packaged devices.

Since temperature differently affects the SEE
sensitivity of components, the testing temperature should
be carefully chosen to be either representative of the real
condition during device operation, or to give a worst
case response. For instance, high temperature increases
SEL and decreases SEB sensitivity.

Finally, whichever the radiation effect to be tested,
there is the question on how many devices to test. The
answer is different if the test is aimed at exploring the
radiation performance (pre-selection of parts) or at
qualifying a component to be used in the LHC. For the
qualification, the number of devices to be tested has to
be such that the result is representative of the whole
population of parts to be used. Of course this is easier,
and therefore the sample size can be smaller, if the
origin of the components is known and certified, which
ensures a reasonable homogeneity. The sample size also
changes with the radiation effect: TID effects are
generally more sensitive to technology changes than
SEE effects, the sample size has therefore to be greater.

As an indication, a sample size of 10 for TID and
displacement damage and of 5 for SEEs is reasonable for
qualification purposes. These numbers can nevertheless
be lowered in presence of a wide radiation tolerance
margin with respect to the requirements and of a
homogeneous device response. On the other hand, they
can also be increased when the tested samples show very
different radiation response and/or just enough tolerance
to satisfy the requirements.

3) Board-level testing and hybrid devices

Component-level testing allows measuring the
radiation effects on several electrical parameters as well
as on the overall component functionality. Board-level
testing, instead, gives only information on the device
radiation response within a specific system: several
devices in the board could well be close to failure
without giving any sign of problem within the system. In
this case, failure could occur in another board, for which
the initial electrical performance of the components is
different from that of the components in the tested board.
In other words, there is no information on whether a
sufficient safety margin exists for the board to correctly
operate. Additionally, in case of failure during the test, it
is not always straightforward to understand the device
and the phenomenon responsible, especially for what
concerns non-destructive SEEs.

For all these reasons, board-level testing is not advised
as a qualification tool, but only as a go/no-go test. If this
recommendation is not followed, the safety factor on the
radiation requirements should be increased significantly
(sometimes, a factor of 3 is advised [72]). Board-level
testing can be useful in pointing out how errors can
propagate in the system. For instance, it can highlight
SEU-induced failure mechanisms that can still be
corrected within the system and that are not easily
anticipated from component-level testing.

Similar considerations can be made for hybrid
devices, for which it is often not even known which parts
are actually mounted on the hybrid. Hybrid
manufacturers consider their designs as proprietary, and
are not willing to give any information about the
individual parts. Sometimes, even if the manufacturer is
collaborative, limited information is available anyway.
Examples of these problems are reported in [72] and [19]
for power converters. In one case [72], much lower
radiation tolerance was observed in a late version of a
DC-DC power converter with respect to an earlier
version previously tested. The later version failed after
2 krad in a proton environment, versus 30 krad for the
earlier version. It turned out that the earlier version was
inadvertently made with an LED within the optocoupler
relatively insensitive to proton displacement damage.
The later version, instead, used an LED from the same
manufacturer but with different wavelength, and
extremely sensitive to displacement. The hybrid
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manufacturer, though, had no record of which version of
the optocoupler was used in his various products.

F. Engineering the system

After the testing, results are analysed in view of the
use of the parts in the system. The possible outcomes are
summarised in Figure 4. For some of the candidate
components, testing might have pointed out a radiation
tolerance inferior to the expectation, and not satisfying
the requirements. Alternative components might at this
point be searched, repeating the procedure of pre-
selection and testing. If such components cannot be
found, other strategies can be followed.

Test the candidate
components

Qualify the components
to be used

Reduce requirements:
- refine the environment knowledge
- use mitigation techniques (for SEU)
- foresee replacement if possible
- modify the system

Figure 4: Flowchart of the possible actions following the test
of candidate components.

For instance, a better study of the radiation
environment, with the correct definition of all the
materials and geometry might lead to a redefinition of
the radiation hazard, in particular to a decrease of the
safety factors. The component might in that case satisfy
the new requirements. For what concerns SEU,
mitigation techniques can be successfully used: Error
Detection And Correction (EDAC), Triple Modular
Redundancy (TMR) within the component, component
redundancy, watchdog techniques can all contribute to
considerably lower the radiation requirements on the
components. A detailed discussion of these mitigation
techniques is beyond the scope of this paper, and can be
found in other works [74, 75] and related references.

Another strategy, which might sometimes be applied,
is to foresee to replace the components during the 10-
years operation of LHC. Some of the components might
in fact be accessed easily enough to envisage such
solution as the cheapest and the simplest.

Where and how the initial requirements can be
lowered depends on system-level considerations and is
part of the more global issue of risk management already
discussed. This process has to occur merging the
knowledge on the system function and implementation
and on the radiation effects.

The full cycle described above can be iterated several
times and for several parts. The final objective is to
reach a reliable system configuration, which can be
implemented with qualified components. Since the parts
are COTS, the qualification has to be made by the users
and implies an effort in procuring a traceable and
homogeneous lot of components.

V. COTS PROCUREMENT
The variability in radiation tolerance is unfortunately

well known for COTS components. Big semiconductor
vendors produce their components in several
manufacturing plants worldwide: parts manufactured in
different production lines are very likely to have
different radiation tolerance. Moreover, provided the
specifications in the datasheet are met, the manufacturer
can introduce as many changes as wished in the product,
without even notify that to the customers. Those
changes, varying from some steps in the technology to
the redesign of the circuit in another technology, are
usually not documented. Different parts therefore cannot
be distinguished by looking at the packaged part.

The procurement of COTS parts for a radiation
environment poses therefore a problem. Ideally, the
buyer wants to have a homogeneous lot of components,
all coming from the same process line and having been
manufactured at the same time. In this way, the
characterisation of the radiation response of a small
sample of parts is representative of the performance of
the whole lot. Unfortunately this request is an exception
in the commercial marketplace, and manufacturers are
not used to ensure such a high level of traceability of
their parts to the customers. To complicate the picture
further, parts are often purchased from distributors. The
distributor can ensure that all the parts delivered come
from the same commercial lot, which has no direct
relation to a production lot. The components within the
same commercial lot can still considerably differ from
each other (they might even come from different
foundries).

In cases where the order volume is interesting for the
vendor, it might be possible to negotiate with the
manufacturer/distributor better traceability conditions.
The LHC being such a negligible market for big
semiconductor manufacturers, this level of collaboration
is often left to the good will of the company.
Nevertheless, all efforts should be made to ensure the
purchase of a lot of parts as homogeneous as possible.
Qualification radiation testing on a sufficient number of
samples will then indicate the homogeneity of the
radiation response. If the homogeneity seems to be poor,
the sample size has to be increased, and the radiation
performance has to be carefully compared with the
requirements for the part.

The ideal approach to the variability problem, which
is often followed by Space agencies, is to reach an
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agreement with the manufacturer allowing the freezing
of a production lot of parts waiting for the results of a
radiation test run on a few samples. The lot is actually
bought only if the samples have passed the test,
otherwise the procedure is repeated for another
production lot. In this way, it is possible to purchase a
homogeneous and qualified lot of parts. Such an
agreement can sometimes be reached, for some products
with limited market, for a relatively small number of
purchased parts.

VI. PLASTIC PACKAGING AND BURN-IN
The effects of plastic packaging and burn-in on the

radiation tolerance, in particular for TID effects, has
been investigated in several recent works. Since plastic
and ceramic packaging processes are different in their
thermal cycles, some difference in their TED tolerance
can not be excluded.

Some early work evidenced enhanced radiation
degradation in plastic packaged CMOS devices that were
previously burned-in [76]. Similarly, differences in the
radiation response of burned-in bipolar components have
also been reported [77]. More recently, the conclusion of
an extensive study on individual bipolar and CMOS
transistors pointed out the opposite, that is a lower
degradation of plastic encapsulated devices [78].
Moreover, the differences induced by burn-in were
within the experimental error. No evidence of enhance
degradation on plastic encapsulated transistors and
circuits was found also in [79].

In an attempt to summarise all the literature work on
the subject, JPL concluded that there is no evidence to
date suggesting that plastic package directly influences
the radiation response unless high temperature burn-in
(above the maximum operating temperature) is used for
the qualification process [72]. A reasonable
recommendation is nevertheless that any radiation test
aimed at qualification should be representative of the
parts actually used in the system in terms of packaging
and burn-in [78].

VII. CONCLUSION
The unavailability or unaffordability of qualified

radiation-hard components moves the focus of the
radiation hardness assurance from the individual
component to the system level. The use of COTS parts
subject to a wide range of radiation effects brings along
complications on radiation performance variability and
traceability and makes risk avoidance practically
impossible. In these conditions, risk management is a
forced approach that can be applied more efficiently at
the system level.

Unfortunately, the complexity of the issues involved is
such that no universal recipe exists. Reliability of
systems using COTS in LHC is a game whose main rule

is the understanding of the environment, of the radiation
hazard and of the system performance. This requires
merging a wide spectrum of competencies in a single
team, which represents the true challenge for all teams
working for LHC.
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Abstract
Industry is more and more using "build-up" Cu/Polyimide

high-density hybrid circuits for civil commercial products
which are small, thin, light-weight, and yet highly functional.
High-energy physics can benefit from this technology in imple-
menting frontend electronics in the area near the interaction
point where the space is valuable and the material needs to be as
transparent as possible. The build-up circuit and associated
technologies are reviewed in this presentation with an example
of application in the ATLAS SCT silicon microstrip tracking
system.

I. INTRODUCTION

The terms "hybrid and associated technology" as used in the
field of high energy physics are generally classified as "Packag-
ing" technology in industry. Packaging technology includes (1)
Assembling electronics parts mechanically and electronically
on a wiring board, (2) Extracting the heat generated by active
components, thus, solving the heat problem and (3) Protecting
the packages from environment of daily usage. The latter (2)
and (3) are not trivial issues. The solutions are, however, strong-
ly associated with the design of the products, thus being critical
to making the products successful in the market, e.g., as with
mobile phones and laptop computers. Much development has
occurred in the area of (1) which is rather generic and funda-
mental to technology, therefore often being classified as "pack-
aging" in a narrow sense. This paper mostly reviews the area
(1), with an example application in an LHC experiment.

II. PACKAGING TECHNOLOGY OVERVIEW

In order to get an overview of the packaging technology,
three summary tables are given: History of electronics packag-
ing (Table 1), High density packaging of IC/LSFs (Table 2),
and Development of printed wiring board (Table 3) [1].

A. History of electronics packaging
In the history of electronics packaging, the building blocks

of active devices, IC packages, electrical parts, printed wiring
boards (PWB), and packaging methods are listed in the time se-
quence in Table 1. A clear trend in all areas is toward smaller
packages and higher densities. In active devices, from the vac-
uum tubes in the 1950's, through transistors in the 1960's, inte-
grated circuits (IC) in the 1970's, large scale IC's (LSI) in the
1980's and to very- and ultra-large scale IC's (VLSI, ULSI) in
the 1990's and 2000's. In wiring boards, from metal chassis in
the 1950's, single-side PWB's in the 1960's, double-sided
PWB's in the 1970's, multi-layer PWB's in the 1980's, then
emerging and maturing in the 1990's, the "Build-up PWB"
technology.

The term wiring board is often associated with the word
"printed", abbreviated as PWB, used to mean "duplicated".
Photo-etching is one such duplicating method, and wiring
boards made with this technology are also known as "printed"
WB's.

B. High density packaging oflC/LSI's

The aim of IC/LSI packaging is to maximize the ratio of sil-
icon area to the wiring board. Historically, IC's were first pack-
aged in carriers which themselves had no internal circuitry, such
as the DIP (Dual In-line Package) and SMT (Surface Mount
Technology) packages. Soon, more functional forms followed
with IC's or LSI's packaged in circuit carriers, COX/COB
(Chip on X-substrate, or Chip on Board, where X means a type
of PWB), or multiple IC's or LSI's in modular carriers, MCM
(Multi Chip Module). MCM's have been used in main frame su-
per-computers. Most recently, multiple IC's orLSI's have been
processed on a wafer (silicon PWB), WSI (Wafer Scale Integra-
tion) technology. Advantages and disadvantages of different IC
packaging are summarized in Table 2.

It is also possible to use COX/COB within MCM packages,
so that there are three substrate categories of PWB in use:
MCM-C, using ceramic thick-film PWB's; MCM-L using or-
ganic material PWB's (laminated); and MCM-D using thin-film
deposited PWB's. All deal with bare IC's and associated tech-
nologies. When dealing with bare IC's, it is critical to use good
working chips, so called KGD (Known Good Die), and to work
in a clean room environment, at least class 10,000 or so.

An even higher density packaging is to integrate multiple
LSI's on one wafer, WSI (Wafer-Scale Integration): either
processed on a single wafer, WSI-Monolithic, the ideal of a
"system on wafter", or individual LSI's mounted onto a silicon
PWB, WSI-Hybrid. WSI-Hybrid provides more freedom than
WSI-Monolithic but requires extra connection technologies.
The cost of WSI packaging depends critically on the yield of the
wafer.

Packaging efficiencies, the ratio of silicon to package areas,
of different IC packages are summarized in Figure 1, together
with the line/gap width of the technologies. The efficiencies are
approximately: DIP ~ 6%, SMT 5-30%, COX/COB 20 ~ 70%,
MCM 30 ~ 70%, WSI 50-100%, and 3D packaging > 100%.
The character of the efficiency has two aspects: on the one hand,
when the line width is large, e.g., 300 /xm, for DIP and SMT
packages, it is governed by the overall packaging, i.e., the "Sys-
tem" side; on the other hand, when the line width is 10 to 1.0
fim, it is governed by the LSI, i.e., "Device" side.

COX/COB by definition covers a wide range of line widths
from 10 /im to 200 fim, overlapping the narrow MCM line
widths of 10 ~ 80 pm and the thin-film of 50 ~ 100 /mi, and also
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Table 1: History of Electronics Packaging [1]

Active devices

IC packages

Electrical parts

Wiring board

Packaging
method

1950

Vacuum tubes

Socket

Long-lead parts

Metal chassis

Wire, terminal,
solder

1960

Transistors

TO

Axial-lead

Single-side
PWB

1970

IC

DIP/PGA

Radial-lead

Double-side
PWB

Leads into through-holes, solder

1980

LSI

QFP/TSOP

1990

VLSI

BGA/CSP

SMT, Chip parts

Multilayer PWB

2000

ULSI

Stacked LSI

Ball IC

CSP/LGA

SMT, Chip

Embedded

Build-up PWB

Ceramics, Glass-ceramics multilayer WB

Attach SMT parts, solder, solder re-flow

ACF/ACP, simultaneous attach &
connect

ACF/ACP

Direct Ball IC's

the wide line widths, 100 ~ 300 /xm of the thick-film ceramic
hybrids or SMT PWB's. An exotic class with efficiency more
than 100% is 3D packaging, e.g., stacking multiple LSI's.

C. Development of printed wiring board

Printed wiring board (PWB) technologies can be catego-
rized into four types: Through-hole (TH) technology, Surface
mount technology (SMT), Ceramic substrate technology, and
Build-up technology. Critical breakthroughs in each PWB tech-
nologies are listed in Table 3.

Multi-layer TH-PWB matured in the 1960's and is still be-
ing used in industry for low-cost applications where space is not
the primary concern. SMT-PWB is a development of TH-PWB
which incorporates fine pitch traces optimized for SMT devices
and has dominated PWB's after the 1970's.

There are two methods of TH-plating and patterning in TH-
or SMT-PWB's: subtractive and additive. In the subtractive
method, TH-plating is done without photo-resist masking on the
top and bottom conductor planes, thus making the conductor
thicker by the TH-plating thickness in addition to the base thick-
ness, e.g., 20 iim TH-plating to 12 /im base thickness. Pattern
masking includes the TH lands and etching is done afterward.
In the additive method, photo-resist masking is done before TH-
plating. After TH-plating, the photo-resist and the base metal
are etched out. One type of the additive method removes the TH
plating thickness on the traces when the base metal (of non-
trace area) is etched out.

The ceramic substrate PWB's are as old as the TH/SMT-
PWB's. After the development of "green sheet" and "thick-film
pasting" technology, ceramic PWB's became established in ap-
plications such as thick-film hybrid IC packages.

Because of the demand for finer traces and higher density
packaging, the latest PWB technology is the "build-up" PWB,
first introduced by IBM as SLC (Surface Laminar Circuit) in

1985, and which from 1995 has matured into numerous varia-
tions. In Japan, companies producing build-up circuits (and
their proprietary varieties) include Nippon CMK(SPM-P), Fu-
jitsu (FDLL), Nippon AIC (ADDIVIA), Hitachi Kasei (HTTA-
VIA), Ibiden (IBSS), Matsushita (ALIVH), Meiko (M-VIA),
NEC (DV multi), Oki (Via post) Sharp (Flexible), Toshiba
(B2it), and Nippon Victor (VIL). The build-up technology is
also known as "High Density Interconnection" in the US.

III. BUILD-UP PWB's
The build-up technology is the latest and is dominating high

density PWB's. In Japan, in 1998 it shared aboutl5% of all the
multilayer PWB's, and in 2000 it is expected to be about 30%.
Tin- iiuj.M- [ippiicaiion is small, thin, light-weight, and yet high-
ly lniKiioiial commercial products, such as mobile phones, dig-
ital cameras etc.

One difference between TH-PWB's and build-up PWB's is
in the interconnection between layers. An example of the two
technologies is shown in Figure 2 applied in the Cu/Polyimide
hybrid of ATLAS SCT barrel modules which uses both technol-
ogies. In the TH-PWB technology, the diameter of the TH is
limited to the physical dimension of drills, i.e., 300 tun diame-
ter, thus the land diameter is 500 /xm. The TH's are penetrating
all layers and the interconnection of a layer is inclusive to all
layers, thus requiring larger total area for the interconnection
and less freedom in trace patterns. In the build-up PWB technol-
ogy, insulator/conductor layers are laminated one-by-one while
making "micro-vias" between layers, layer-by-layer. The diam-
eter of the via is 150 ~ 50 fim, and the diameter of the land is
300 -100 /urn. The area required for the interconnection of lay-
ers is greatly reduced not only because of the size of the land but
also because of the non-inclusive nature of the via, thus leading
to higher density and more freedom in patterning traces.
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Table 2: IC packages [1]

DIP

SMT

COX/COB

MCM
-C, -L, -D

WSI

-Mono-
lithic

-Hybrid

Packaging on
PWB

leads: attach,
insert TH

SMT package
attach

bare ICs on
"X" substrate

MultiLSI'son
a substrate
Ceramic,

PWB, Thin-
film deposition

Multi LSI's on
one wafer

Multi LSI
processing on

one wafer

Separate LSI's
on one wafer

Advantages

Easy pre-
check

Dense pack-
ing on double-

side

High density

High density,
Modular

Ultimate high
density, short
connection,
smaller fab.

step

System on
wafer

Same CTE,
separate LSI

processes, LSI
locations in

cooling

Disadvantages

Single-side
PWB

Space ineffi-
cient

Multilayer
PWB, CTE
mismatch,

Clean-room
work, Known

good die
(KGD)

same as COX,
No substrate
for fine pitch

yet

Cost depends
on wafer yield

A. Micro-via formation
The key technology of the build-up PWB is the formation of

the micro-via. There are a number of technologies, including
photo via, drilled via, laser via, laser via with conformal mask-
ing, and plasma via. These technologies are summarized in
Table 4, associated with product names. A commonly used
technology today is the laser via with conformal masking. The
micro-via is formed in three steps in the resin coated Cu foil
laminated to the completed layer underneath: etching out the via
hole in the metal, drilling resin with a laser using the metal hole
as a mask, and then plating. Use of etching technology allows
much smaller via diameters, 50 ~ 150 /xm, than mechanical
drilling, 300 fim.

IV. CERAMIC PWB's
Although ceramic PWB technology is more massive than

organic PWB technologies with epoxy and polyimide, the tech-

Line width

System side v ^ ^J Device side

Figure 1 Packaging efficiency of various technologies as a
function of line width [2] (referenced in [1])

nology is briefly reviewed for comparison. Multilayer ceramic
PWB's have been developed using thick-film and thin-film
methods.

A. Thick-film method
This is the technology commonly used in the ceramic PWB,

introduced in 1960, together with the "green sheet" technology
in 1959. In the method, conductor patterns are screen-printed
with a thick-film paste, possibly together with resistors, and
then fired at 1000 °C or so. This is possible because of the high
heat tolerance of ceramics.

The thick-film paste is made of 1 to 5 /im diameter "metal
powders" mixed with a few wt% of "flit" and a binder material.
When fired, the metal powders melt to form a conductor, e.g., 8
pm Au thickness, which is controlled by the printing thickness
of the thick-film paste. Metal powders of Ag, Au, and Cu are
commonly used. In the case of Ag, because of the migration
problem, a small amount of Pd or Pt is added forming Ag/Pd or
Ag/Pt.

The "flit" is used to interface the ceramic and conductor for
mechanical or chemical bonding. Glass flit is used for a glass in-
terface for mechanical bonding, and copper oxide and bismuth
oxide flit for chemical bonding.

A flow diagram of one method, Thick-film Tape Casting
Method, is shown in Figure 3. Although the screen-printing
method is cost-effective, the line width and gap are limited in
this technology.
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Table 3: Development of printed wiring board [1]

1938

1953

1959

1960

1961

1968

1970-

1985

1996-

TH-PWB

Motorola:
double-

side plat-
ing TH

Hazel-
tine: Mul-
tiplaner
plating

TH

Polyim-
ide PWB

Prepreg,...

SMT-
PWB

TH-plat-
ing meth-

ods
(Subtrac-
tive, Addi-

tive)

Ceramic
substrate

Tele-
funken-

Siemens:
Alumina
metalliza-

tion

RCA:
Ceramic
"green
sheet"

IBM: Alu-
mina
multi-
layer
board
Thick-

film past-
ing

Thick-
film

hybrid IC

Build-up
PWB

IBM: SLC
(surface
laminar
circuit)

Build-up
PWB'sin

Japan

B. Thin-film method
One way of overcoming the line width limitation of thick-

film screen-printing is to deposit metals with a vacuum evapo-
ration or a sputtering method, where a thin film of 10 to 200 nm
can be deposited. Fine patterns with line width much less than
100 nm and a via diameter of 50 /im with laser drilling are
achievable. Deposited thin-film, such as with the IVa family -
Ti, Zr - and Via family - Cr, Mo, W - is not the actual conductor
but forms an interface between ceramic and conductor. A thick-
er conductor of Cu, Au, or Ag of 5 to 20 /im is plated additively
afterward. Since the thin-film technology does not involve high
temperature, the technology is not limited to ceramic PWB's
and is finding application in other organic material PWB's.

V. Low MASS

A. Battle of Weight
In industry, "low mass" means "small and light-weight". A

CuTPotylmlda nufira build-up/high dttidLy lottrcmuiKi Uctuttlogy:
•nuwnh-btj. 300 tun <U«̂  L*nd 500 /on dl..
L»W¥i« 154 JUn d*^ Land 3*0 pn dla., lurfac* build-up
Mta- Mo* width IM^m, mln. |*p M jun

Layer Structure of the Cu/Polyimide Flex circuit
version-4

Mw«ri>I

PbMo-Krfd.r ntkl

-Itousb-faofaplatbicfMUmMiO

1/3 «Ol£in)?Sri mil p r
AdbHln-lca

Adhulv*

Td/ knld*-Co|>tMi{doubb 4d*d)
l/3o!Cu,lmirpI,l/JoiCu
AdWW*-t«i

Arlhuirt

PdytaJd^CoW.riilntU.«ld«l>
l/Joi{ll^m)Cu,lmUFI,
AdtHritt-lm

Through-bet* pladni (MSbnmliJ

PolyimldtcavarlUm VIaU,
Adktdra 33 ̂ n

Tol*i ; drcuH part
cablapart

ThkkoM
fun

»

IB

37

IS

At

J i

37

44

m

Surfac* irHtmtot
ooo-*4»f1 rcyitt (old platloc

Figure 2 Layer structure and interconnection between layers
in the hybrid of the ATLAS SCT barrel modules

Table 4: Micro-via formation technology [1]

Photo via

Laser via

Drilled via

Laser via
with confor-
mal mask-

ing

Plasma via

Process

Photo imagiable insulating
material and Photo-lithog-

raphy

Thermosetting resin and
laser-drilling

Drill via in resin coated
copper and laminate on

core substrate

Etch out the via hole in
copper, laser-drill via in

resin by using the etched-
out copper as mask

Etch out the via hole in
copper, plasma-drill via in
resin by using the etched-

out copper as mask

Products

IBM (SLC)

Hitachi-Kasei
(HITAVIA)

Most common

Dyconex
(DYCOstrate)

typical example of weight competition has been seen in mobile
phones as shown in Figure 4. This competition can be remem-
bered as the battle of the "gram". The weight of mobile phones
was about 200 g in 1995. The weight reduction rate was sudden-
ly changed in 1995 by the introduction of Matsushita's (AL-
IVH) build-up PWB, reducing the size of mobile phones,
together with other reductions such as the battery casing with
aluminium. In 1996-97, the weight was about 100 g, and in
1999-2000, the weight will be in the range of 50 g. The least
heavy model of the day has been the winner in market share.

B. ATLAS SCT barrel module
An example of an application of build-up technology is the
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Figure 3 Thick-film tape casting method [1]
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Figure 4 Reduction of weight of mobile phones [3]

hybrids of the ATLAS SCT (Semiconductor Tracker) modules
[4]. The hybrid carrying the frontend electronic ASICs is inte-
grated with silicon microstrip sensors to form a modular detec-
tor unit, as depicted in the case of a module for the barrel section
in Figure 5.

The large, wide silver-coloured area is the silicon microstrip
sensors. The hybrid, made from build-up PWB of Cu conductor

and polyimide insulator, is placed near the centre of the module
and carries 6 ASIC's on the front side. The module is double-
sided and the hybrid extends to the backside with 6 more chips,
wrapping around the module. An advantage of the Cu and poly-
imide technology is that the cable and electronics sections are
fabricated in one piece, thus improving the electrical perform-
ance and the reliability of the mechanical and electrical connec-
tions.

1) Hybrids in the ATLAS SCT
In ATLAS SCT modules, the packaging efficiency require-

ment is modest in the hybrid, being determined by the size of
silicon microstrip sensors which is wider than the sum of the
ASIC's. The tightest requirement is at the backend of the chips
where the minimum pad pitch is 180 ixm. Thus, the minimum
line width and gap is each 90 /im on the PWB. These lines are
to be connected to the bus lines running along the hybrid. The
bus line pitch is determined by the land diameter of the via's
which connect the lines from the chips traversing across the bus
lines. With the build-up technology, a land diameter of 300 urn
with a via diameter of 150 //m is modest, matching the bus line
pitch of 300 pun which then determines the line width and gap
of 150 fim.

The layer structure of the hybrid is shown in Figure 2. The
ground and power planes are the third and fourth layers, respec-
tively. Fully penetrating TH technology is used to bring the
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Figure 5 An example application: ATLAS SCT barre] module

power connections to the surface layer, and to bring the ground
to the surface and bottom layers. Since the Cu and polyimide
PWB is flexible, a carbon material (substrate) reinforces the
electronics sections mechanically, thermally and electrically,
the ground being reinforced by connection to the conductive
carbon material.

A critical aspect of the packaging technology used for the
SCT modules is a solution to the cooling problem presented by
the high power consumption of the ASIC's, about 5 W for the
12 chips in the module, and by the possible thermal runaway of
the silicon microstrip sensor leakage current because of radia-
tion damage in LHC. A highly thermally conductive material is
required both for the baseboard to which the sensors and the hy-
brid are glued, and for the hybrid substrate itself.

Table 5: Summary of the ATLAS SCT barrel hybrid

LSI

Power con-
sumption

PWB

Substrate

Cables

ABCD, 12 chips, BiCMOS, Amp-shaper-discri +
FIFO buffers

5 W nominal, 7 W maximum

Build-up Cu/Polyimide PWB

Carbon-carbon Uni-directional fibre material,
700 W/m/K (x), 35 W/m/K (yz)

Integrated, one-piece construction, better relia-
bility

C. Radiation length comparison
"Low mass" in High Energy Physics means low radiation

length. Properties of candidate materials are listed in Table 6:
radiation length (Xo), thermal conductivity, and electrical resis-

tivity.

For the hybrid substrate, for which the primary concerns are
radiation length and thermal conductivity, a carbon material is
superior to others, e.g., the so-called "carbon-carbon" with fi-
bres running in one direction. The carbon is electrically conduc-
tive and can reinforce the electrical conductivity of the hybrid
circuitry. It is often necessary to coat the surface of the carbon
material in order to prevent carbon dust coming off. A material
used for such coating is Parylene which can be grown uniformly
on the surface in a fashion similar to chemical vapour deposi-
tion (CVD). Beryllia (BeO) comes second with respect to radi-
ation length and thermal conductivity, however, toxicity may
restrict its use.

For the insulator of the multi-layer structure, organic mate-
rials such as polyimide are available, as well as ceramics and
glass. Organic material is far superior with respect to the radia-
tion length.

For the conductor, there are four candidates: Cu, Au, Al, and
Ag. From the radiation length aspect, Al is the leading choice.
However, the industry's choice is Cu because of advantages in
processing such as plating and etching, in electrical resistivity,
in cost, etc. which override the low mass concern.

Table 6: Properties of candidate materials for low mass hybrid

Xo [cm] Thermal con-
ductivity [W/

m/K]

Resistivity
[>£2cm]

Substrate

Carbon-car-
bon/UD

Beryllia
(BeO)

AIumiNitride
(A1N)

Alumina
ceram-

ics(A12O3)

19

14.4

8.38

7.55

700(x),
35(yz)

280

165

26

250

Insulator

Polyimide

Pb glass

28.6

8

0.12

Conductor

Copper (Cu)

Gold (Au)

Aluminium
(Al)

1.43

0.335

8.9

1.67

2.22

2.65

VI. DIE ATTACHING

Bare semiconductor dice are glued to substrates using or-
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ganic based adhesives. There are basically three different types
used in the microelectronics industry: epoxies, cyanate esters
and polyimides. Epoxies are widely used for low temperature
applications (<175 °C), and cyanate esters and polyimide for
high temperature (300 °C, >400 °C respectively). Epoxies are
characterized by relatively low cure temperatures (room tem-
perature to 175 °C) and moderate T(g)'s (Glass transition tem-
perature, 50-155 °C typical). Epoxy provides a strong adhesive
bond and can be easily reworked. Epoxies are relatively low
cost and there is a large supplier base with many different prod-
ucts from which to choose.

Epoxy meets the requirements established by the military
and NASA for high reliability applications. Strict controls have
been established to limit the amount of permissible ionic con-
tamination. Other controls have been put in place to assure the
user community that the epoxy would have the same basic ma-
terial properties from lot to lot. Table 7 summaries the supplier
requirements of Test Method 5011 [5]. The carrier material is
typically an epoxy resin. The carrier provides the adhesion and
mechanical strength in the bond line. The carrier is filled with
metal particles, such as Ag, Au, and Cu, in the event electrical
and thermal conductivity is required (Type 1) or non metallic
particles, such as silica and alumina, if the final bond must act
as an insulator (Type 2). To enhance thermal performance alu-
minium nitride and diamond particles can be added.

Stress on the die is a critical parameter that affects the relia-
bility of MCM/COX/COB's. Fortunately, most epoxies, if
properly attached, can relieve and dissipate some of the stress
built up due to CTE mismatch between the die and the substrate.

A. Ionic Contamination

It is known that hydrolyzable ions such as chlorine, fluorine,
sodium and NH4 in the presence of moisture can lead to corro-
sion of aluminium metal on an IC and can be the source of elec-
trical problems within a device. Test Method 5011 limits the
amount of ionic contaminants and overall PH (ref. Table 7).
Only trace amounts of the ionic contaminant is needed to start a
corrosion process as shown in Figure 6. The ion is not con-
sumed and is available to continue the corrosion process.

4A1 + 3O2->2A12O3

A12O3 + 3HOH -» 2A1(OH)3

A1(OH)3 + C f ->A1(OH)2C1 + OH~

A1 + 4C1" ->AlCl4 +3e"

A1C14 +3H2O->AI(OH)3 + 3H~ +4C1"

Figure 6 The corrosion mechanism for aluminium [1]

B. Application methods

Automatic syringe-dispensing, screen printing, and stamp-
ing paste adhesives are the popular production methods for at-

Table 7: MIL-STD-883 TM 5011 Supplier Requirements

Test Method 5011

Materials

Viscosity

Pot Life

Shelf Life

Infrared Spectrum

Adhesive Cure

Thermal Stability

Filler Content

Ionic Impurities:
Total el conductance
Hydrogen
Chloride
Sodium
Potassium
Fluoride

Bond Strength

Coef of Linear Thermal
Expansion

Thermal Conductivity

Volume Resistivity

Dielectric Constant

Dissipation Factor

Requirement

Uniform Consistency: free of lumps
and foreign material,
report filler type

Report

Minimum 1 hour

12 months @ 25 C for a two compo-
nent system
12 months @-40 C for a one compo-
nent system

Supply

Report, identical for all tests

less 1% weight loss at 300 C

+/- 2% of certified lot

less 4.50 mS/meter
4.0<pH<9.0
less 200 PPM
less 50 PPM
less 50 PPM
less 50 PPM

greater than 2.5Kg at room temp

65.0 micron/meter C below Tg

Type 1 greater than 1.5 W/meter K
Type 2 greater than 0.2 W/meter K

spec

less 6.0 @ 1kHz and 1MHz

less 0.03 @ 1 kHz
less 0.05 @ 1 MHz

taching ICs and other components. In application, control of the
epoxy flow is an important consideration. Excessive flow-out
will contaminate adjacent bonding sites and require additional
cleaning steps. Uniform bond line thickness is important. Wire
bond yields may also be affected if the large dice are not suffi-
ciently level.

C. Cure

The cure schedule (i.e. oven time and temperature) deter-
mines the final properties of the adhesive. The optimum cure is
determined by the user. Once an epoxy is fully cured it is advis-
able not to exceed the cure temperature for extended periods of
time because the epoxy will begin to break down and lose
strength.
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D. Reworkability
An important consideration in MCM/COX/COB manufac-

turing is the ability to rework a chip if it fails during acceptance
testing. Chips typically have to be removed and replaced be-
cause of defective die, ESD zaps, wire bonding problems etc.
The epoxy selected has to have a glass transition temperature
T(g) which will allow rework at temperatures that will not dam-
age adjacent chips or the PWB structure. The glass transition
temperature is the softening temperature of the epoxy, below
which the thermal expansion coefficient is low and nearly con-
stant, and above which is very high. For most die attach epoxies
these values range from 50 to 150 °C. In a typical rework oper-
ation the chip is locally heated up to 200 °C. How much heat is
required is dependent on the T(g) and thermal mass.

VII. CHIP INTERCONNECTION

In industry, more than 95% of semiconductor chips are
wire-bonded ultrasonically. Gold-ball thermosonic bonding
forms the majority of interconnections in microelectronics to-
day. The most advanced alternative to wire-bonding is the flip-
chip process (called C4 - Controlled Collapse Chip Connection
- or FC), first invented in mid the 1960s at IBM.

Comparing the two technologies, wire bonding is the most
flexible. The minimum bond pad pitches are -70 /nm in Gold-
ball bonds and as low as -40 nm in Aluminium-wedge bonds.
On the other hand, FC has advantages in handling high current,
in low inductance and in low cross-talk capability. One expert
opinion is that if the entire industry were to move toward FC,
planning should be made to change in an ordinary fashion, not
ahead of the wave, but along with the majority, so that mature
chips and equipment, as well as experienced personnel would
be available for a reasonable price.

Multi chip module rework is a costly and time consuming
process which can often create additional damage due to in-
creased handling. Therefore, high first pass yield at wire bond-
ing is essential from a cost and schedule standpoint. In order to
achieve very high yields of < 100 ppm, there are numerous de-
sign and manufacturing considerations: e.g., chip bonding pads,
bonding pads on polymer substrate, and wire bonding technol-
ogy-

A. Wire bonding technology

Three wire bonding technologies are widely used in indus-
try: Ultrasonic aluminium wire wedge bonding (US), Ther-
mosonic gold ball bonding (TS), and Thermocompression gold
ball bonding (TC). Advantages and disadvantages of the tech-
nologies are:

US - Advantages: Least susceptible to contamination (ex-
ample in Figure 7), Al bonds at room temperature, Finest pitch
(<60 nm e.g.), Highest yield (<20 ppm e.g.). Disadvantages:
Slower bonding, X-Y wire-pad orientation required (slows
bonding), Three-parameter machine setup.

TS - Advantages: all directions, fast, reliable Au-Au bonds,
medium interface temperature. Disadvantage: susceptible to

contamination, large pads, four-parameter machine setup,
forms plague with Al chip pads.

TC — Advantages: all directions, fast, reliable Au-Au bonds.
Disadvantages: high interface temperature (>300 °C), very sus-
ceptible to contamination, large pads, forms plague with Al chip
pads.

In the US process, stitch bonds are formed at both ends of
the interconnect by a combination of pressure and ultrasonic en-
ergy (60~120kHz at the tool). As die wire softens freshly ex-
posed metal in the wire comes in contact with the freshly
exposed metal on the pad and a metallurgical bond is formed.
Aluminium wire is typically doped with 1% silicon to more
closely match the hardness of the wire with the bond pad mate-
rial.

I First pull-test lifts
No bonding at all

= 20% decrease In ball
shear strength - no lifts

• 20% decrease (Beeswax)

30 £

20 !

10

Ultrasonic Th«mx>sonlc Wobble Thetmo- Lead Frame
Aluminum Gold Beam Compression Thormo-

Wlro Lead Gold Compression
Wire (Au-Au)

Figure 7 Sensitivity of various bonding methods to organic
surface contamination [7]

B. Chip bonding pads

The first requirement for high-yield bonding is that the met-
allizatin on both the chip and the package be bondable. Unfor-
tunately, the characteristics of chip metallization are often
determined by other considerations. One solution being prac-
tised is capping (or coating) the doped bond pad metallization
with -0.3 ftm of aluminium. Capping would allow for freedom
in metallization design and processing and still result in the
highest wire bond yield. The additional metal thickness also re-
duces the possibility of cratering, again increasing the yield.

The pad surface must be clean. Several significant contami-
nants may be left by the wafer-processing steps: sulphur, fluo-
rine, fluoropolymers, glass, and carbonaceous materials. The
wafer manufacturer should plasma clean the wafers in oxygen
(or oxygen-argon) before shipment or storage.

C. Bonding pads on polymer substrate
Soft substrates often require a hard metal layer underneath
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the wire bondable layer to obtain sufficient yields. A generic
multi-layer structure of the bonding pads on polymer substrate
is shown in Figure 8. Hard under layers such as Ti, Cr or nickel
platings can be used to stiffen the bond pads and prevent "cup-
ping" or "pad deformation".

Wire Bondabta Layer
(If Au: 0.2-2 nm:

lfAl:1-4)im)\,

Conductor Layer,
(II Cu.

then 4-18 \m)

Hard Metal layer

\ \ \

Figure 8 Structure of a generic, stiffened-metal bond pad and
polymer substrate for wire bonding to MCMs [7]

D. Shelf-life aging of bonding wires
Aging properties of various 25-/xm diameter bonding wires

stored on 5-cm spools at 23 °C for two years were tested peri-
odically [6]. In general, the breaking load of hard, as-drawn
wire decreased rapidly (from 5 tol5%) within six weeks after
manufacture (thus, hard-wire is seldom recommended for vol-
ume production). All stress-relieved and annealed wires re-
mained within their breaking-load specification for the entire
two-year test period. The wire must be stored at approximately
constant room temperature, and avoid exposure to direct sun-
light, drafts from an open door, or possible heat sources.

E. Wire-bond pull test

Wire-bond quality is evaluated by visual inspection. Signs
of cracked heels, tearing at the wedge, misplaced wires, incon-
sistent wire placement, excessive neck down etc. are indications
that the wire bonding process is not properly controlled. Sample
wire bond pulls are routinely used to verify supplied parts, pro-
duction set-ups, check out new wire lots, or when the bonding
process is changed. Averages and ranges are typically charted
on traditional SPC (Statistical Process Control) Xbar -R, togeth- 3) Cratering
er with failure modes, for example, wire breaks, lifts etc. for sta-
tistical process monitoring.

Figure 9 Wire bond pull test Set up [7]

F. Common failure modes and past problems
Over the past thirty years or so many wire bonding failure

mechanisms have been identified and changes made to the de-
sign, process and materials used in wire bonding to eliminate or
minimize the problem.

2) Purple plague
The purple plague and associated Kirkendall voiding are

well known to occur at the bond pad in the gold (Au)/aluminum
(Al) system. Purple plague is an Au-Al intermetallic compound
which is brittle and made at high temperatures such as 600 °C
as shown in Figure 10. Below 175°C, intermetallic growth in
the gold-aluminium system is not primarily dependent on
steady-state temperature but rather on the defect density. The
failures are usually caused by the Kirkendall voids where the
higher diffusi vity of gold leads to voiding on the gold side of the
interface. Au-Al related failures are more properly referred to as
impurity-driven or corrosion reactions.

In well bonded systems, an intermetallic-related decrease in
bond strength is not observed in use at temperatures less than
125°C. Thinner metallization also limits Kirkendall voiding by
restricting the availability of gold. Al wire bonds on 0.25 pm
plated Au films have been shown to be reliable.

In the destructive pull test, a small hook is placed in the cen-
tre of the wire span between the substrate and the lead frame and
pulled up in a direction normal to the bonding plane as shown
in Figure 9. If both bonds are on the same level (H=0), then the
familiar equation is

fwf=fwj=F/(2sm8) (1)

with 2sin0^1 for 6=30°. The/W, or/wd is typically about 60 to
75% of the manufacturer specified breaking load (due to heel
deformation and metallurgical overworking). The hook being
closer to one bond or the other results in a lower pull force.

Cratering is a general term used to describe mechanical
damage to the bond pad or underlying material. The damage
may be a minor defect that surfaces during electrical testing or
a gross divot of semiconductor material which appears on the
underside of a wire bond after bond pull or shear testing. Wire
hardness, bond pad thickness, bonder set up parameters, in par-
ticular high ultrasonic energies, have all been identified as caus-
es or contributing to the cratering problem. Serious
"overbonding" conditions which result in cratering can be iden-
tified visually or by SEM inspection. A wire bonding material
system that is prone to cratering should be optimized via DOE
(design of experiment) techniques and made robust to the con-
ditions that lead to cratering.
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Figure 10 Aluminium-gold phase diagram (after Hansen) with
the five Au-AI intermetallic compounds indicated [7]

4) Cracked heel
A common problem in aluminium ultrasonic wedge bonding

is cracks which will sometimes appear at the heel of the wedge,
an example being shown in Figure 11. These type of cracks are
frequently caused by the motion of the bond head after the
wedge bond is formed. The tool may rise too high or come off
at an angle that overworks the wire and causes a crack to form.
Larger cracks can pose a reliability problem especially if the
wire is coated with a polymeric material and later temperature
cycled.

5) Contamination
Contamination by plating impurities or thin layers of organ-

ic contamination on the bonded surface have both been the
cause for reduced bondability (low yields), as well as causing
premature failure during subsequent thermal stressing and.
downstream reliability problems. Gross contamination can
sometimes be seen visually or with the help of a 15X micro-
scope. For example, epoxy bleed out, residual stains from sol-
vent cleaning or badly oxidized surfaces can generally be seen
this way. In the event much higher magnifications are needed,
other techniques are available. Scanning electron microscopy
(SEM) and associated EDX (energy dispersive x-ray analysis)
or Auger microscopy are two such techniques.

Carbonacesous contaminants, which cause the majority of
bondability problems, can be cleaned with Oxygen, Ar, and oth-
er plasma cleaning, as well as UV-ozone cleaning methods. It is
important to minimise contamination of bonding surfaces rather
than to rely on cleaning afterwards. Protection of the bonding

Figure 11 A wedge bond which shows a small crack at the
heel [7]

surfaces can be made with proper masking.

VIII. SUMMARY

High density, low mass hybrid and associated technologies
have been reviewed from the viewpoint of packaging technolo-
gy in industry. Demands for small, light-weight, thin, and high-
ly functional devices are driving industry to develop cost-
competitive packaging components and technologies. In the
area of printed wiring boards, the build-up PWB is growing rap-
idly in popularity. ATLAS SCT has benefited from the build-up
flexible PWB with a compact one-piece-construction hybrid
with low radiation length materials.

Wire bonding is the most cost effective technology for chip
interconnection, yet. Ultrasonic Al wire wedge bonding has
higher bondability on contaminated surfaces and higher relia-
bility against Kirkendall voids. There are numerous design and
manufacturing issues which must be addressed in order to
achieve high wire bonding yields at the level of <100 ppm.

Packaging optimization is a non-trivial task which requires
much work: understanding of the device and the system aspects,
fundamentals and practicalities, etc. The effort is well worth it
to produce good, reliable products and to extract the best per-
formance of the device and the system.
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Abstract

Data synchronization is an important aspect in the
operation of the trigger and readout systems of the LHC
experiments. In this paper we discuss the current
understanding of the problem as developed by the LHC
collaborations. Some of the main synchronization issues,
namely, the assignment of bunch crossing to data, the overall
alignment of the trigger system and the synchronization of
the front-end readout pipelines, are covered in some detail.
We discuss the tools required for distribution of timing and
control signals and for the fast collection of front-end status,
as well as the functions performed by the central trigger
control unit. Methods to determine and monitor the timing
parameters in the experiments, the sources of
synchronization losses and the recovery procedures are
briefly surveyed.

I. INTRODUCTION

The design of the front-end readout and level 1 trigger in
the LHC experiments follows a synchronous pipeline
model: the detector data are stored in pipeline buffers at
LHC frequency waiting the LI decision, while data from the
calorimeters and muon detectors are processed by a
distributed, pipelined, tree-like processor that computes the
LI decision. The LI latency must be constant and shall
match the pipeline buffer length. The whole system behaves
synchronously.

Synchronization at different levels and in different
contexts has to be achieved and monitored for proper
operation of the system. In order to fix definitions, we list in
Table 1 the various synchronization types that we refer to
along this paper.

The trigger system is based on the assumption that at the
input of every processing stage data are synchronized and
belong to the same bunch crossing. The monitoring of the
bunch number of trigger data flowing in the trigger pipeline
is of the greatest importance. The system operates with a
single clock frequency, the LHC frequency. However, the
phase of the clock signal, after distribution to tens of
thousands destinations, is unpredictable at the level of a few
ns. When transmitting data between sub-systems re-
synchronization of the data to the clock phase at the
reception is in order. Much care has to be taken to avoid
missing or adding one clock cycle to the transmission

latency. After the LI accept signal, event fragments have to
be collected to form complete events. Careful checking of
event identifiers, recovery from event synchronization
losses and management of buffer overflows are some of the
issues in this context.

The setting of the experiments timing implies that
programmable delays are adjusted to achieve
synchronization and correct bunch crossing identification.
The number of different delay parameters in the experiments
is very large. A clear procedure to determine these
parameters needs to de defined.

The sources of synchronization loss are numerous. The
assignment of a pulse to a bunch crossing depends on the
shape and jitter of the signals. Variations in the signal shape,
large signal jitter, jitter of the clock phase, all can be at the
origin of bad identification of the signal timing. The detector
signals in a given crossing are distorted by eventual pile-up
of signals from previous or following crossings. This effect
will not only deteriorate the pulse height measurement but
its timing as well.

For the first time a so large number of high-speed optical
serial links will be put in synchronous operation. Any loss of
link synchronization will have immediate consequences in
the trigger and in the readout synchronization.

Table 1: Synchronization types.

Type

Sampling
Synchronization

Serial Link
Synchronization

Bunch Crossing
Identification

Trigger Data
Alignment

Sub-Triggers
Synchronization

LI Accept
Synchronization

Event
Synchronization

Description

Synchronization of the detector
signals with the clock phase

Recovery of parallel data words from
the serial bit stream.

Assignment of a bunch crossing
number to data in the trigger path

Alignment of trigger data at the input
of the trigger pipeline processors

Alignment of trigger data from
different sub-systems at the Global
Trigger input.

Synchronization of LI A signal with
data in the readout pipelines

Assignment of bunch and event
number to data fragments in the DAQ
path
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Synchronization errors due to single event upsets in the
front-end pipelines, due to buffer overflows or due to errors
in signals transmission are likely to occur. Efficient
procedures to recover from synchronization losses need to
be defined.

In Section II we discuss the tools needed for timing and
trigger control, in particular the central trigger control unit,
the trigger and timing distribution system (TTC system) and
the fast monitoring network. Section III addresses the issue
of system partitioning and Section IV covers the control and
distribution of calibration and test triggers. The
synchronization of the first level trigger is discussed in some
detail in Section V. Finally, Section VI is dedicated to the
timing procedures without beam and Section VII to the
synchronization monitoring and diagnostic procedures.

II. TOOLS FOR TIMING AND TRIGGER CONTROL

An overview of the trigger and timing context in the
LHC experiments is shown in Figure 1. In this paper we
refer to Trigger Control as the entity that supervises the
distribution of trigger and timing signals.

The main task of the Trigger Control is to control the
delivery of LI Trigger Accepts, depending on the status of
the sub-detectors readout electronics and data acquisition.
This status is derived from direct information transmitted
back by the subsystems as well as from state machines that
emulate the front-end buffers occupancy [1].

The Trigger Control is also responsible to generate the
Bunch Crossing Zero and other synchronization commands,
as well as to control the delivery of test and calibration
triggers. The distribution of the clock, trigger and fast
signals to the experiments sub-systems is performed by the
Trigger Timing and Control (TTC) network [2].

LHC Interlace
LKCCkxk LHCOrUl

Global Trigger
L1A Trlggar ^•^P^

Trigger Control System

L , .
BCO
LI R«*«t
Start/Stop

TTC System

1:N

HaMfy/Buiy
Warning Overflow
Out of Sync
Calibration r«qu*tl
Error

Fast Monitoring

N:t

Sub-detector partitions & DAQ Event Manager

Figure 1 :Overview of the trigger and
timing control in the LHC experiments.

A deadtime monitor that tracks the disposition of each
crossing, i.e. whether accepted, rejected, or lost due to
downtime of trigger and/or DAQ should also be part of the
central Trigger Control.

An interface to the LHC RF clock and orbit signal,
provided by TTC components, and a beam backup interface
to communicate with the beam pickup electronics is
available to each experiment.

In summary, the functions of the Trigger Control can be
organized as follows:

1. Throttling of the LI Accept trigger signal.

2. Generation of fast commands distributed by the TTC
network.

3. Handling of fast monitoring feedback from the sub-
systems.

4. Generation of calibration and test trigger sequences.

5. Monitoring of the experiment dead time.

A. TTC System
The LHC Clock and Orbit signals are distributed from

the Prevessin Control Room to the LHC experiments
through single-mode optical fibers. At the experiments
Counting Room, the clock and orbit signals are recovered by
circuitry (LHCrx module) in the TTC Machine Interface
crate (TTCmi) [3]; At this level the clock jitter is expected to
be of the order of 10 ps rms. Fanout modules (TTCcf) in the
TTCmi crate are used to distribute the clock and orbit signals
to the Trigger Control and to the sub-detectors TTC master
crates (see Figure 2).

The TTC network provides for distribution of clock,
trigger and fast control signals using two time division
multiplexed channels transmitted over an optical passive
distribution network. The channel A is used to transmit the

rSTnglimode fibers)
(-17dB max)

Figure 2:Architecture of the TTC
System and interface to Trigger Control
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L1A signal whereas channel B transmits other fast
commands. Both channels have a bandwidth of 40 Mbit/s,

1. TTC VME Interface and Transmitter

The top elements of the each sub-detector TTC partition
are the TTCvi and TTCex modules [4]. The TTCvi
propagates the LI A and distributes various types of
programmable commands. The commands are synchronous
with the Orbit signal or triggered by front panel signals
received from the Trigger Control (B-Go signals). The B-Go
signals are associated with FIFOs where the actual
commands coding are programmed. Each FIFO can be
operated in repetitive mode. Asynchronous commands
initiated by VME control are also possible. The data consists
of 8 bits of broadcast commands and 32 bits of individually
addressed commands. All of the data has Hamming error
detection and correction codes.

The TTCex module encodes both channels A and B from
the TTCvi and has a transmitter laser with sufficient power
to drive the optical splitters. The clock from the TTCmi crate
is plugged directly into the TTCex modules. At reception,
optical receivers with a pin diode and an amplifier generates
an electrical signal at the TTCrx chip input.

2. TTC Receiver chip

The TTC signals are received by the TTCrx chip which
provides as its output the 40 MHz LHC clock, both raw and
deskewed, the Level 1 Accept (LIA) trigger and fast
commands data [5]. Deskewing is provided for the clock,
the LI A and the broadcast commands. The coarse deskew is
provided in 16 steps of 25 ns each and the fine deskew is
provided in 240 steps of 104 ps each. The TTCrx tests to
have a clock jitter less than 100 ps. The TTCrx was revised
into a radiation hard version, which will have a hardwired ID
at startup, boundary scan, an I2C interface with all registers
read/write, and 64 possible user broadcast commands. The
new TTCrx will have latency reduced from 100 ns to 70 ns.

3. Interface to Trigger Control

The Trigger Control sends the LI A and B-Go signals to
each subsystem TTCvi module on a separate cable. In order
to allow independent operation of the sub-detector partitions
during setting-up and calibration phases, independently
programmable trigger signals can be made available by the
Trigger Control (see Section III). In normal operation a
single trigger is distributed to all partitions.

B. LI A Throttling
The Trigger Control must guarantee that sub-systems are

ready to receive every LI Accept delivered. This is essential
to prevent buffers overflows and/or trigger signals missed
when the sub-systems are not ready to receive them. In either
case, the consequence would be a loss of synchronization
between event fragments.

Warning signals sent from the sub-systems through the
fast monitoring network, indicating that some of its buffers
are almost full, may be received centrally. However this

feedback signal can take several microseconds to reach the
Trigger Control, which meanwhile could have delivered a
number of LI A signals that originate a buffer overflow. This
problem is particularly acute in the front-end de-
randomizers which have a small storage capacity.

According to the front-end electronic logical model, the
front-end derandomizers after the LI latency pipelines are
the first devices to overflow when the L1A rate is too high.
Space and power constraints in the front-ends imply small
derandomizer depth and hence these queues are very
sensitive to bursty L1A. In general, the derandomizers
behave like a first-in-first-out queue: the input/output
frequency is directly the LI A rate and the event readout time
(detector dependent) ranges from 3u.s to 7^s.

Simulations have been made showing the relation
between the derandomizer depth, the event readout time and
the probability to overflow [6]. The overflow probability is
strongly dependent on the ratio between the service time and
the buffer depth. A derandomizer with capacity for 8 events
and a service time of 7 |xs per event, as in the tracker, has an
overflow probability of 2.10"3. The data acquisition
inefficiency is negligible but the buffer would overflow
every 5 msec. To reset the buffers at this frequency it is
obviously not a good solution.

For a given sub-detector, all front-end de-randomizers
behave identically. Therefore, its occupancy depends only
on the LI A rate and on the service time. A state machine
receiving the LI A signals can emulate the de-randomizer
behavior and determine its occupancy at each new LI A. If a
new LI A is estimated to cause a de-randomizer overflow,
this LI A is throttled.

In general, it would be very difficult to guarantee that the
state machine reproduces exactly the buffer status at every
time. However in the present case the LI A accept signals are
synchronous with the clock and the write and read latencies
are measured in multiples of the clock period. It is this time
quantization that makes the de-randomizer emulation really
possible.

A complementary solution to the same problem is to
oblige the delivery of LI A signals to comply with a set of
trigger rules. These rules take the general form 'no more
than n LI A signals in a given time interval'. Suitable rules,
inducing a negligible dead time, would minimize the buffer
overflow probability.

The occupancy of buffers following the de-randomizers
in the data acquisition chain depends on the event fragment
sizes after data selection (zero suppression or selective
readout). Potentially, every buffer has a different occupancy
at a given time. Therefore its occupancy can not be emulated
in a central place. The trigger rules can reduce the overflow
probability but are insufficient to completely prevent
overflows.

The strategy to avoid overflows in this case could be
based on the following points:
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- a local buffer handler controls its occupancy and
detects when the buffer is filled above a certain
warning level;

- at this point a warning message is sent to the Trigger
Control which stops the trigger;

- meanwhile the buffer handler stores 'empty events', a
small data block containing just the event
identification and a buffer overflow error flag;

- the storage of complete events is resumed when the
buffer occupancy gets below the warning level.

The buffer safety region above the warning level can
easily store a very large number of 'empty events', giving
enough time for the fast monitoring feed-back loop to take
place. On the other hand, the probability of reaching the
buffer safety level times the number of buffers should not
contribute significantly to the data acquisition inefficiency.
These probabilities can be estimated with system simulation
tools [7].

C. Fast Controls
In addition to the L1A signal, the Trigger Control must

be able to send to the sub-systems a number of other fast
control signals for synchronization, fast reset, calibration or
test purposes. The distribution of fast control signals is
organized by sub-detector partition in order to allow
independent operation of the partitions in test or calibration
mode.

1. Bunch Crossing Zero

The Trigger Control sends broadcast commands
synchronous with the LHC orbit signal, to be used by the
sub-systems as a basic synchronization tool. The Bunch
Crossing Zero (BCO) command is used by the trigger sub-
systems to flag the bunch zero data flowing in the trigger
processing pipeline. It can also be used by the sub-detectors
to localize the orbit gap when particular actions are needed
in that period (e.g. sub-detector specific reset or test
procedures). The BCR command is a special TTC command
used to reset the bunch counter in the TTCrx chip. In most
applications it is synchronous with data at the end of the
front-end pipelines. The BCO and BCR commands differs
only by a constant phase of the order of the trigger latency
and could be issued both centrally for sub-systems
convenience. Detectors that do not participate in the trigger
will need in principle only one of the two commands.

The phases of the BCO and BCR commands relative to
the Orbit signal are globally adjusted per sub-detector
partition with a programmable delay in the TTCvi, and
locally adjusted at the level of the receiver TTCrx in a
smaller range (16 clock periods).

2. Fast Reset

We can anticipate a number of circumstances during data
tacking, in particular synchronization errors due to single
event upsets in the front-end pipelines, due to buffer

overflows or due to errors in signals transmission, that will
require a reset in order to recover normal functioning. The
standard recover procedure involving a new run start may
translate in an unacceptably high data acquisition
inefficiency.

For this reason it is wise to foresee the possibility that the
central Trigger Control distributes reset commands through
the fast control network to the sub-systems. The reset
command defines a time interval without triggers that can be
used by the sub-systems to re-synchronize all readout
components to the same event identifier or to recover from
some hardware faults. These commands can be issued on a
periodic basis, independently of the status of the readout
electronics, or in response to a loss of synchronization
identified in some sub-system. A reset request may be
generated by a subsystem as a result of the detection of an
error condition that affects a significant part of the
subsystem. In parallel with the fast reset request, sub-
systems log the error condition for monitoring purposes.

Different fast reset commands can be foreseen. One
command could be interpreted as a re-synchronization of all
sub-systems readout to the same event. Event and bunch
counters as well as readout memories and pointers are reset.
Another could be issued to recover from electronics
malfunction. Its range of action depends on the particular
module that receives it, but it could involve the reset of the
readout state machines or the fast reconfiguration of
programmable devices. None of these fast resets should
involve a reprogramming of parameters controlled by
software.

The reset sequence consists of the following steps. After
receipt of an external request or the internal generation of a
reset command, Level 1 Accepts are shut off. The reset
command is broadcast via the TTC system. Upon receipt of
the reset command, the subsystems assert the busy signal,
read pending data in the readout buffers, reset pipeline and
buffer pointers. The local event number counter is set to zero
or the current event number is broadcast by the Trigger
Control. When this operation is concluded the sub-systems
drop the busy signal. After the reset procedure, the
subsystems should be in a state to receive BCO and LI A
signals as at run start. The Trigger Control resumes triggers
at the start of the next orbit.

Special reset procedures affecting one sub-system or part
of it can be initiated by the sub-systems provided it preserves
the ability to respond to central issued TTC commands.
Tracking detectors may need to reset the front-end pipelines
quite often due to the high probability of radiation induced
SEUs. In order to allow for readout pipeline resets without
events loss, the main orbit gap may be artificially extended
to a size slightly larger than the trigger latency so that a reset
can be issued at the end of the gap after the readout of
remaining events of the previous orbit. The pipeline reset
should not affect the TTCrx chips, and in particular the local
Event Number and Bunch Number.
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D. Fast Monitoring

The Trigger Control is able to receive status information
from the sub-detectors readout and from the data acquisition
system. These feedback status, collected by a fast
monitoring network, could include ready, busy, out of sync
and error signals.

The ready status is applied continuously to know that the
system is connected and working. It must be different from
the signal received when cables are unconnected or the
electronics switched-off. The busy signal means that the
system is preparing to take data and can not yet receive
triggers. The Trigger Control inhibits LI As during this time.
Also when the readout buffers are close to overflow a
warning could be sent to the Trigger Control so that further
LI As are inhibited until the buffers recovers enough free
space. The out of sync signal indicates that event fragments
collected in a given partition do not correspond to the same
front-end pipeline position or have different event
identifiers. The Trigger Control can then send a reset
command to recover event synchronization.

The DAQ event manager sends back to the Trigger
Control the same status signals as the sub-detector partitions.
The busy signal is interpreted by the Trigger Control as a
trigger inhibit. The trigger pipeline logic may run but does
not send any LI A until the DAQ releases the busy signal to
allow broadcasting of L1A signals. During the run the DAQ
may send a busy signal to allow DAQ buffers to recover.
Dead time counters in the Trigger Control are incremented
until the end of the busy signal.

The granularity at which fast monitoring feedback is
collected by the central Trigger Control is limited for
practical reasons. It is reasonable to assume that one input
per sub-detector partition is provided. The sub-systems
should have programmable logic to determine when to issue
the feedback signals (e.g. more than n modules in error
implies that the error signal is send to the central Trigger
Control).

The collection of fast status can be implemented
according to two different models. The first is a tree-like
structure with point-to-point connections and hardware state
machines in the nodes combining the status of individual
components. This model can be used by the sub-detector
partitions since the latency of the feedback signals is short as
required. An implementation of this model was developed
by the ATLAS collaboration [8]. The second is a bus-like,
message passing channel supported by software. This
structure is more appropriate for the collection of feedback
from the DAQ units where the timing constraints are not
severe.

III. PARTITIONING

It is a general requirement of the LHC experiments that
sub-detectors and sub-detector main components have the
possibility of operating in stand-alone mode, as

independently as possible, during setting-up, test or
calibration phases. These components are installed and
tested by different teams that need the largest possible
autonomy to start and stop runs, reset the electronics, change
high voltages, change programmable timings or trigger
conditions, etc.

It is clear that sub-detector commissioning will need a
non-negligible beam time during which sub-detectors may
need different and mutually incompatible run conditions.
Test and maintenance of some components may need to be
done in parallel with stable physics running on the rest of the
detector. In practice, this signifies that the Trigger and Data
Acquisition systems should allow flexible configuration of
independent partitions.

Partitioning into subsystems may be accomplished in
two ways. The principal method is to maintain the full TTC
tree and perform separate L1A for different subsystems in
the global trigger. Each partition receives its own LI trigger
and the DAQ event manager requests readout of the
partitions receiving the L1A signal. The Trigger Control is
able to deliver fast commands to independent partitions, and
is able to handle the fast feedback received from
independent partitions. We call this mode of operation
DAQ-Partition mode.

A second method is to shut off the link between the
central Trigger Control and the subsystem TTC master crate.
The DAQ processors supervising the Trigger Control and
the subsystem TTC crates accomplish this shutoff. The
subsystem TTC master crate then takes over the function of
generating control data over the subsystem's TTC network.
This method has a restricted use since it is only employed
with local triggers and local DAQ readout. We call this
mode of operation Standalone mode.

The LI Trigger presents a special case in partitioning.
Conceived as a subsystem of its own, alongside the various
front-end DAQ subsystems, it nonetheless has components
within it that are closely associated with each of the DAQ
subsystems. For some types of testing, it is desirable to
include both the front-end DAQ crates and their associated
LI Trigger crates in the same test partition. To accommodate
this situation, the LI Trigger system, along with the selected
DAQ subsystems, can be controlled from the Trigger
Control as a limited configuration. The remaining
subsystems that are not in the configuration may be operated
as separate partitions as described above.

A. Trigger Control Partitioning

As an example of possible implementation of Trigger
Control partitioning we describe briefly the design
developed by the CMS experiment [9]. The architecture of
the CMS Trigger Control System (TCS) provides control of
32 physical partitions. Identical units implement the L1A
and fast command generation, as well as the trigger
throttling and calibration functions, for each sub-detector
partition (see Fig. 3).
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Figure 3:Partitioning of the CMS Trigger
Control System.

Each unit can select one out 8 different LI A signals
provided by the Global Trigger. Each of these LI A signals
combines a maximum of 128 trigger conditions. The TCS
units sends a LI A, a trigger type word and the B-Go signals
to the respective TTCvi board.

The TCS units can be combined to form partition groups
that wish to run common test and calibration procedures. In
normal data taking all subsystems are connected to one
group. Within one group one of the units is programmed as
master and the other as slave. The master provides the L1A
and the event number of the group.

The TCS unit for the DAQ Event Manager (EVM) runs
either as the group master or as slave for all partitions. In
normal data tacking mode the EVM unit is master. As slave
the EVM unit sends an OR of all partitions LI As to the
Event Manager. The trigger type words tell the EVM to
which subsystems the current LI A has been sent and how to
read the next event.

In summary, the foreseen implementation of the CMS
Trigger Control allows the following possibilities:

i) The subsystem partitions may run either in single
partition mode or combined in partition groups.

ii) Partitions or group of partitions may run in parallel
for calibration, tests and commissioning with beam.

iii) The partitions are configured by the Run Control
both in the TCS and in the DAQ Event Manager. The
TCS and the EVM count the Event Number per
partition or partition group. The DAQ system
combines data from the subsystems of a group to
build events.

iv) Private readout of events triggered by LI As is
possible: a partition may want LI A to read events by
the local DAQ and does not require global DAQ
resources.

IV. CALIBRATION AND TEST TRIGGERS

Calibration and test triggers can be delivered in several
different contexts. A better understanding of the test and
calibration requirements of the LHC detectors is now being
developed by the collaborations. However we can anticipate
that some of the scenarios listed below will be implemented:

1. Sub-detectors in Standalone mode: some detectors
are able to generate test and calibration sequences
using there own resources and capturing the data
with the sub-detector local DAQ.

2. Sub-detectors in DAQ-Partition mode: the central
Trigger Control generates test and calibration
triggers at the rate required by the sub-detector
partition and the data is collected by the central
DAQ. In this mode the sub-detectors have access to
a fraction of the CMS on-line computing and storage
resources.

3. Periodic test and calibration triggers during a
Physics Run: the triggers are issued centrally, the
Event Number is incremented and all sub-systems
deliver an event data block in order to keep the event
synchronization (the event block can be empty if the
sub-detector does not require test data). The data is
collected by the central DAQ.

4. Test and calibration mini-runs during a Physics Run:
the Trigger Control send fast commands to the sub-
systems to mark the beginning and the end of a
calibration mini-run. At the beginning and at the end
of the mini-run some time is reserved for the sub-
systems to set their front-ends in test/calibration
mode and to restore the normal mode.

5. Test and calibration triggers handled at the sub-
system level during a Physics Run: the sub-systems
perform test, calibration or monitoring activities
during Private Test periods defined by the Trigger
Control.

A. Central Calibration Triggers
Test and calibration triggers issued centrally follow a

well defined protocol. The Trigger Control sends to all
subsystems a Test Enable signal a fixed number of crossings
before the crossing when the test is to be done. This enables
subsystems to prepare for the test (e.g. laser pulse
generation). The subsystems set up their tests so that the test
data will be contained in the exact crossing indicated by the
Test Enable signal. The TCS then sends out a Level 1 Accept
for the appropriate crossing to read in the test data.

The timing of the test and calibration triggers can be
programmed in order to happen at pre-defined bunch
crossing numbers in the LHC orbit. During physics runs,
these triggers will occur during the LHC main gap but they
can also be delivered in superposition to beam crossings to
study pile-up effects.
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If different types of tests are needed (e.g. laser pulse,
electric pulse, pulses send to restricted geographical regions
in the detector, etc.) sequences of different test commands
are pre-loaded in the relevant TTCvi.

B. Local Calibration Triggers
Some sub-systems have the ability to generate test and

calibration signals by themselves. This feature is already
being used in the test beams and will naturally be integrated
in the experiment for tests in Standalone mode. In normal
physics data tacking, these systems may be used provided
that they not interfere with the main DAQ path.

For this purpose, the central Trigger Control may issue
periodically the command Private Test that marks the start of
a fixed period without triggers or other commands. The sub-
systems may use this time interval to generate test/
calibration signals at the top of the sub-system TTC. The
Event Number is not incremented and the data is collected
by the sub-system local DAQ. This possibility is used when
the volume of test or calibration data is small and can be
easily handled locally.

performance of these algorithms is crucial for the trigger
synchronization. The main requirement is that the offset
between the time of a given beam crossing and the
generation of the correspondent trigger primitives is
constant.

In the calorimeter trigger path, pulse digital samples are
processed by a digital filter in order to assign a pulse to a
clock tick. The filter performs a weighted sum of a number
of consecutive pulse samples and in parallel searches for a
peak in the filtered pulse. Samples out of the peak are put at
zero (see Figure 4).

Peak Under output

Clock Cycles Clock Cycles Clock Cycles

Figure 4:Digital filtering of calorimeter
pulses in the trigger path.

V. TRIGGER SYNCHRONIZATION

A. Synchronization of the Detector Signals with
the Clock

All level 1 trigger and DAQ pipelines must be driven
with a common clock synchronized to the LHC crossing
frequency. This clock, distributed centrally, is phase locked
to the LHC machine clock and has a 25-ns cycle. The
processing of the Level 1 decision is driven by this cycle.

The phase difference between the LHC 40 MHz clock
and the arrival of detector signals from collisions at the
front-end electronics must be determined, adjusted for and
monitored. The methods used to convert the analog detector
pulses to digital information are detector dependent but all
rely on the clock signal. The determination of pulse
amplitude and timing, in particular the assignment of pulses
to bunch crossings, depends critically on the clock phase
initial adjustment and stability.

B. Bunch Crossing Assignment of Trigger
Primitives

The trigger primitive data (amplitude or pattern) for each
trigger channel, and for each crossing, are transmitted to the
regional trigger logic in digital form, the signals having a
width equal to the LHC clock period (approximately 25 ns).
These data is transmitted for every crossing, synchronously
with the clock, even if most of the crossings it will be zero.

By bunch crossing assignment we mean the process that
assigns the trigger primitive digital data to a certain clock
cycle. In most cases, this process involves the treatment of
detector pulses than span several crossings. The

The efficiency of clock tick assignment depends on the
relative amplitude of signal and noise. It was shown that in
the CMS electromagnetic calorimeter the efficiency is close
to 100% for energy sums above 1 GeV. The efficiency is
also affected by pile-up. For a signal of 5 GeV the efficiency
remains 100% for pile-up energies up to 1.5 GeV [10].

In the muons Resistive Plate Chambers, the total signal
propagation time in the upstream part, before bunch crossing
assignment is done, has four components: the time of flight,
the propagation time along the strips, the time of intrinsic
RPC phenomena and the preamplifier and discriminator
propagation delay. Some of these components have large
irreducible jitter. The combined jitter of the time of flight
and strip propagation time is of the order of 6 ns in the worst
cases. The contribution from the front-end electronics is
negligible, but the time of RPC response has a quasi-
gaussian distribution with ORPC < 3.0-3.5ns as measured in
recent RPC prototypes tests [11]. These data indicates that
the correct bunch crossing can be assigned with 99%
efficiency.

The timing structure of the drift muon chambers used in
the CMS muon trigger has several components similar to
those of RPC. The difference is that the chamber response
time includes the drift time, which makes the distribution as
wide as 50-70ns at the base, in the case of Cathode Strip
Chambers, and about 400 ns in the case of the Drift Tubes.
Because of that the bunch crossing identification is more
difficult.

In the CSC case, a local trigger is based on a coincidence
of at least 4 out of 6 layers within 75 ns gate. The bunch
crossing is identified by the second (in time) hit of those
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contributing to the coincidence. Prototype tests indicates
that the distribution of the second hit arrival time is fully
contained within 20ns. In the Drift Tubes, bunch crossing
recognition is performed by the Bunch and Track Identifier
(BTI) circuit, using a generalized mean timer technique [12].

C. Trigger Alignment

1. Trigger Pipeline Alignment

The basic architecture for the Level 1 trigger is that of a
fully pipelined structure with a 25 ns clock. The result is a
complex structure in which raw trigger data flows to the LI
Trigger logic from a number of front-end subsystems, each
at a different offset with respect to the absolute bunch phase.
Each trigger decision subsystem in turn has its own offset
with respect to the front-end data as well as the other trigger
decision subsystems. At the global LI Trigger, the
remaining offsets between trigger decision data streams are
reconciled to a single offset [13].

The LI Trigger logic has the capability to provide a
programmable multi-clock buffer delay on data that they
transmit to or receive from other logic. This delay is
necessary to compensate for the different inherent
processing latencies in the different logical units and
different cable lengths. With these capabilities, it is possible
to adjust the timing delays of convergent data streams as
necessary to guarantee the proper alignment of data for
trigger decision calculations.

When the signals are sent to another board they might
have a constant shift in phase in respect to the local clock at
the destination. The rule to be followed is to synchronize the
phase of the signal at the destination to the local clock.

2. Alignment of TTC

Offsets exist between individual subdetector crates for
the distribution of TTC data. These offsets reflect mainly
the difference in cable interconnection lengths between
those crates on the detector and those in the counting room.
Thus, each crate is assigned offsets which reflect both its
position in the trigger decision pipeline as well as its
distance from the central Trigger Control.

The TTC system has various adjustable delays. At the
top of the TTC partition, the TTCvi module allows to set
programmable delays on all fast commands except on the
LI A signal for latency reasons. In particular, these delays
allow to adjust globally the timing of the BCO command, as
well as the calibration and reset commands distributed to the
front-ends.

On the front-ends, the TTCrx receiver provides for fine
adjustment of the clock phase and for coarse adjustment (in
bx steps) of the LI A, BCO and other fast commands.

D. Alignment with LHC Crossings
One LHC orbit consists of 3564 periods. They are often

call "bunches" although some of them do not contain
protons. The proton bunches are grouped in trains, 72
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Figure 5:LHC beam structure

bunches each (Figure 5). The structure of gaps between
them can be used for the absolute synchronization of trigger
and DAQ data. Histograms of channel or group of channels
occupancy per bunch crossing number are used for this
purpose. Empty bins in the histogram are made to
correspond to the gaps of the LHC beam structure by
adjusting the necessary delays [14].

In the calorimeters, energy deposition above the noise
threshold is clearly associated to particle collisions so that
the histogramming technique provides very reliable absolute
synchronization. In the CMS case, the histograms are
incremented at LHC frequency using dedicated
synchronization circuits in the ECAL and HCAL readout
and trigger primitive boards [15]. The content of the
histogram is accessed by the crate CPU where the
correlation function between data and the expected bunch
profile is computed. Misalignments are compensated by a
corresponding number of steps in synchronization delays.

The threshold for histogram incrementing is set at lGeV,
in order to guarantee efficient bunch crossing assignment by
the digital filter. It is estimated that at low luminosity the
determination of the timing alignment constants for all the
ECAL channels will take about 2 hours of beam time [10].

In the muon detectors, the bunch profile histograms are
based on track segments identified within a muon station
rather that on single hits, because of an important neutron
induced background that is not time correlated with the
interactions. Provided relative synchronization is achieved
within each station, the absolute synchronization of the
muon detectors can be achieved with the histogramming
method.

The case of RPC is more difficult, because there is no
local coincidence within one muon station. The only place
where the neutron background can be suppressed is the
pattern comparator processor, looking for coincidence of
RPC planes. This implies that the RPC synchronization with
real data must involve the trigger. That, in turn, means that
the first iteration, done without the beam, should be precise
enough to enable trigger to work with at least 10%
efficiency.

The rate of muons, especially in the barrel, is relatively
low. At luminosity 1033cm~2s-1 the muon rate is about 30Hz
per chamber in the worst case, i.e. -1800 muons / minute /
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chamber. In one hour of running a bunch profile histogram
with about 40 counts per bin can be accumulated [16].

E. Alignment with Readout

1. Alignment of LI A with Readout Pipelines

In the readout chain, we are concerned with the
synchronization of the LI A signal with the pipeline data.
The LI trigger signal is broadcasted to all channels through
the TTC system. The TTC receivers assign to each trigger a
double identifier: the event number and the bunch crossing
number. The event number is counted since the last event
counter reset and the bunch crossing number is counted
since the last bunch counter reset.

Three parameters can be adjusted to achieve pipeline
synchronization: programmable delays on the LI A and BCR
signals and the pipeline length. The goal is that the trigger
and the data extracted from the pipeline correspond to the
same bunch crossing.

The value of the delays can be established using one of
the following methods.

1. Multi-crossing readout of real data
This method is especially suitable for low
occupancy detectors participating in the trigger. A
given detector region is read out if there was a LI
Accept caused by the data from this region. Several
consecutive bunch crossings are read out in order
to discover a possible misalignment of data with
respect to LV1 Accept.

2. Histogramming real data
This method is similar to the trigger bunch crossing
synchronization with real Sata. Whenever there
was a trigger, the data are stored in a histogram
according to the bunch number given by the
trigger. Possible misalignment can be detected
comparing the histograms to the LHC bunch
structure.

The last method can be used by any detector, not
necessarily participating in the trigger, e.g. by the tracker
detectors. High occupancy is of advantage, because needed
statistics can be collected faster. Background not correlated
in time with the collisions (e.g. loopers in the tracker due to
magnetic field) is an obstacle to the precision that is finally
achieved.

Various subsystems may need a special fill of the LHC
in order to establish synchronization. A special fill would
have a series of empty crossings before a single full crossing
in order clearly identify a specific point in the pipelined
samples. This pattern would be repeated as much as
possible.

2. Front-End Event Identifier

The sub-detector event fragments delivered to the Data
Acquisition are identified with a standard Front-End Event
Identifier. This identifier contains at least the Event Number

and the Bunch Number. It could also contain the Orbit
Number and the Event Time.

The Event Counter in the TTCrx has 24 bits and
completes a new cycle every 168 sec (at 100 kHz LI A rate).
This time interval is larger that the readout latency of the
entire trigger and data acquisition chain. The Bunch Counter
with 12 bits counts the periods within one LHC orbit (3564
periods). The Event Time defines the absolute time of the
L1A and is used to correlate the event data with the slow
control data.

3. Synchronization of Event Fragments

The event fragments are synchronized after all the
necessary timing constants are adjusted correctly and hence
corresponding event fragments are labeled by identical
event and bunch crossing numbers, where the emphasize has
to be put on the "and". This consistency is checked during
the transfer of the data towards the data acquisition system.

F. LI Latency
The trigger latency must remain within a well defined

boundary set by the smallest pipeline buffer in the readout
system.

There are many contributions to the latency. These
include time of flight to the detector; propagation of signals
within the sensitive elements of the detector; signal
processing and trigger primitive generation times; cable runs
within the detector hall and from the detector hall to the
control room; time to form regional trigger components;
time to make the global trigger decision; and time to
distribute the LI trigger accept signal back to the electronics
in the front end.

An appreciable portion of the latency is in fixed cable
delays, in particular the cables between the detector cavern
and the electronics room. In order to minimize the cable
latency dedicated straight paths for trigger cables are
foreseen in the underground layouts. A good understanding
of the cable lengths is crucial.

VI. TIMING SETUP WITHOUT BEAM

The final synchronization of the trigger and sub-detector
readout systems will be achieved using beam collisions as
described in the previous section. However, before colliding
beams are available, various timing setup procedures are
necessary.

A. Cable Lengths
All cables and fibers, including those of laser or test

pulse monitoring systems, shall be measured before
installation and their length stored in a database. The
programmable timing parameters (deskewing parameters,
pipeline lengths, etc.) will be initially adjusted to
compensate differences in cables lengths. It should not be
too difficult to achieve a precision better than 5ns, which
corresponds to ~lm of cable.
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B. Timing of TTC distribution
Special care should be taken with TTC fibres. Good

knowledge of their length will facilitate synchronization
with test data. The initial adjustment of the BCO deskewing
is based on the knowledge of the cable lengths, both for data
and control signals distribution, to the various levels (front-
ends, trigger primitive generators, regional triggers, global
trigger). The goal is that the BCO timing at different levels is
synchronous with data from bunch crossing zero flowing in
the system.

C. Timing of Trigger Pipeline
The timing of trigger pipeline, that is the adjustment of

the delays needed for the synchronous behavior of the
trigger electronics, will be made initially with test patterns.

Test patterns are generated at the source (e.g. front end
boards) and transmitted on a request broadcasted by the
TTC. At the destination (e.g. trigger processor board) they
are compared to the generated ones. Let us consider a simple
example — a sequence (00100) sent through all channels.
The same sequence should be observed at the destination,
namely the " 1 " should come at the same time, defined by the
bunch crossing number provided by TTC.

Generated test patterns should unambiguously mark one
bunch crossing. Let us denote by N its number given by the
TTC at the source. Again one can use the sequence (00100)
as an example. The " 1 " is sent in bunch crossing N. The
timing of the test signal at the destination is adjusted in such
a way, that the " 1 " is received in bunch crossing N,
according to the local TTC.

Obviously, this timing procedure is limited by the ability
to generate test patterns synchronously at different points.
Before using real data this can be done only approximately,
taking the bunch crossing number provided by TTC at front
end as a reference. Precision of the method is limited by the
knowledge of all delays in the TTC network.

D. Timing of Readout Pipelines
Detectors participating in the trigger (calorimeters and

muons) are first aligned at the level of the electronics chain.
A test pattern generated at the input of the trigger boards
propagates through the system and originates a LIA signal,
which after distribution will trigger the readout of a time
frame (multi-crossing sequence) in the readout pipelines.
The identification of the position of the test pattern in the
time frame allows to measure the trigger latency and to
adjust in consequence the pipeline length or the LIA
deskewing. This procedure is repeated for all channels, in
order to check that the trigger latency is the same
irrespective of the trigger geographical origin.

Detectors not participating in the trigger are aligned at
the level of the electronics chain using test triggers delivered
by the Trigger Control. The timing of the test pulse is
adjusted, relative to BCO, in such a way that the test pulse
simulates data produced at bunch crossing N. The latency of

the corresponding LIA is adjusted to reproduce the latency
of the physics trigger capturing data at crossing N.

VII. MONITORING AND DIAGNOSTIC
PROCEDURES

A. Data and Trigger Links
The synchronization of the detector links is monitored in

permanence by the deserializer circuits at reception. If the
link desynchronizes the circuit sets a flag that accompanies
the data in the readout pipeline. This flag stays up until
synchronization is recovered, so that all data produced
during that interval is flagged.

In case of the trigger links, when a loss of
synchronization is identified by the deserializer a bit is set
which causes the corresponding trigger channel to be
masked.

In parallel the local board controller at reception is
requested to log the error and to initiate a synchronization
procedure. A command is sent to the transmitter side which
instructs the serializer to send synchronization patterns
during a fixed interval of time. This procedure can be
executed during data taking without the need for a full
system reset.

B. Bunch Crossing Identification

The bunch crossing identification is monitored in
permanence with the bunch profile histograms accumulated
on dedicated circuits or on the crate controller using spying
events. The monitoring can be done channel by channel or
per group of channels.

The status of bunch crossing identification is stored
periodically in a database. The recovery from bunch
crossing mis-assignments implies an adjustment of the BCO
deskewing in the relevant TTCrx circuit or a reprogramming
of the concerned synchronization pipeline length. This
operation requires a system reset controlled by software.

C. Synchronization between LIA and pipeline
data

The synchronization between LIA and pipeline data is
monitored with real events verifying the matching between
global trigger data and detector data. Matching data from
different sub-detectors provides an important cross-
checking of the detector synchronization.

On the other hand, profiting from the readout of time
frames, Z° candidates triggered by the single lepton trigger
could be reconstructed in space-time in order to check
possible misalignments between detector regions. This
method is potentially quite powerful but requires that the
detector is already calibrated, at least at a level of precision
sufficient for good Z° reconstruction.

The recovery of LlA-pipeline synchronization implies
an adjustment of the LIA deskewing at the level of the
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TTCrx circuits concerned or an adjustment of pipeline
lengths. This operation requires a system reset controlled by
software.

D. Synchronization of event fragments
A number of transient faults can be at the origin of a loss

of synchronization between event fragments collected by the
readout and data acquisition systems. An error is detected
when an inconsistency between event identifiers of different
event fragments collected at a given point is found. The
important principle is that the checking of the
synchronization is done in the same direction as the
dataflow. The individual front ends do not receive the total
crossing and level 1 accept numbers, but instead count these
quantities and forward the phases of these counters to the
subsequent levels which then check them.

Recovery from this synchronization loss can be achieved
with a LI reset signal distributed by the TTC system, as
described in Section II. A safe set of actions to be followed
in these cases are to insert an error flag in the event
fragments transmitted to DAQ, to log the occurrence for
monitoring by the local crate processor and to send a LI
reset request through the fast monitoring network.

VIII. CONCLUSIONS

Timing and synchronization is a major issue for the LHC
experiments. A substantial amount of R&D was carried out
by the collaborations to understand the problem and to
develop the tools that will be need. A common timing and
trigger distribution system developed at CERN shows the
required performance and will be used by the four
experiments. Methods to set the timing of the experiments
and to monitor the trigger and data readout synchronization
were developed. A better understanding and more practical
experience on synchronization is now being obtained with
the operation of large detector components in the LHC-like
beam at the CERN SPS [17].
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Abstract
We describe the plans and activities at CERN to

develop a common approach and solutions for the Detector
Control Systems needed by the LHC experiments.
Emphasis is put on the Joint Controls Project (JCOP), the
systems architecture, as well as the selected standards and
technologies.

I. INTRODUCTION

The Detector Control Systems for the LHC experiments
have requirements in terms of size, complexity and
availability exceeding by far whatever has been put into
operation in this domain in the HEP community. Some of
the experiments envisage to extend controls to cover data
acquisition to build an integrated system.

The size of the collaborations requires distributed
development, which brings in additional needs for
standardisation and support of tools and methods to ensure
a smooth integration when the detector components arrive
at CERN. All systems will have to communicate as well
with the LHC machine and CERN's technical
infrastructure.

At the same time we witness a significant reduction of
CERN's personnel, which makes an in-house development
and long-term maintenance impossible. Fortunately,
industry has made enormous progress in controls and has
come up with open standards and new products, both in
hardware and software, which allow us to build our systems
largely with such items.

To address these issues a Joint Controls Project (JCOP)
[1] was set up as a collaboration between all four LHC
experiments and the CERN IT Division. This talk will
present the chosen technologies and the approach chosen
by JCOP to provide a common Framework to build
detector control systems.

II. THE JOINT CONTROLS PROJECT

The LHC experiments will have to monitor and control
an enormous number of items, the order is about one
million per experiment. A large fraction of the equipment
will be inaccessible during beam time, which means that
high reliability is needed. Due to the distributed
collaborations, the development will be distributed as well.
Finally, the reduction of CERN's manpower combined with
the need for long-term maintenance require solutions based
upon industrial products. Taking these considerations into
account, CERN's management decided together with the

experiments to set up a Joint Controls Project (JCOP) to
address these problems.

JCOP was established in January 1998. The partners are
the four LHC experiments and the Controls Group of the
CERN Research Sector (IT-CO). At the beginning of this
year, additional help was made available from the EP-ESS
group, which will provide solution for commonly used
equipment such as racks and power supplies.

The JCOP mandate is "To develop a common framework
and components for the detector controls of the LHC
experiments and to define the required long-term
support" [2].

A. Project Organisation
The project is organised around three bodies:

The Project Team is the forum where technical
matters are discussed, solutions proposed and
reports presented. It meets bi-weekly and is open to
everyone interested. We have regular participation
also by non-LHC experiments and people from the
accelerator and technical sectors.

The Executive Board consists of the four Controls
co-ordinators, the Project Leader (chair) and the IT-
CO Group Leader, with occasional participation of
the Deputy Division Leader of the EP Division. It
is responsible for the day-to-day project
management and meets bi-weekly as well.

The Steering Board is composed of the members of
the Executive Board plus the DAQ Co-ordinators
and the Technical Co-ordinators of the
experiments, as well as the Division Leaders of EP
and IT or their Deputies (chair). It meets quarterly,
gives high level direction and allocates resources.
Reporting is to the CERN Technical Director for
host-lab issues and to the LHCC for the
Experimental Programme.

B. Main Project Goals
The project mandate defines a list of deliverables under

the heading "common framework", which addresses all
aspects of a basic system which should allow the
experiments to implement their specific control systems.

The starting point was the collection of user
requirements, which was a long and incomplete process,
because most people building the sub-detectors have "more
important" things to worry about than controls. While this
is understandable, there is a risk that some of their needs
might not be covered.
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The second step is to establish a common controls
architecture which will serve as the fundamental input for
the development of a framework. After good initial work
done about two to three years ago, JCOP established
towards the end of 1999 the Architecture Working Group
(AWG) [3], which started to become really active in the
spring of this year with the arrival of an associate with
experience in architectural design of data acquisition
systems. The AWG started by defining a glossary of terms,
it addresses all questions dealing with an overall controls
hierarchy, partitioning to allow distributed and concurrent
set-ups and debugging, command and alarm handling,
access control and communication with external systems,
just to mention the main topics.

The third step is the design and implementation of the
Framework [4], which will produce the "products" that will
be used by the developers of the final control systems. It
provides in addition to the basic functionality of the
SCADA system and the front-end components,
implementation guidelines, pre-configured panels to build a
controls hierarchy, to configure standard components,
alarms, data logging, etc. It also provides hooks to add
experiment-specific extensions.

C. JCOP Information
A comprehensive Web site [2] contains a lot of

information both on general controls topics and on the
JCOP project. Papers are published very early already
during the discussion phase to allow everyone to inject
their thoughts and to give feedback to the various sub-
projects. It also contains links to the corresponding sites of
the experiments.

fC ^ Configuration DB
[Storage J Archives, Logfiles, etc.

III. CONTROLS ARCHITECTURE

The basic controls architecture will be the same for all
experiments and resembles the classical industrial multi-
level approach. Figure 1 shows the LHCb architecture [5]
as an example with the different functional levels and with
the typical technologies foreseen to be used.

At the Field Management level, the experimental
equipment (sensors, actuators, devices) will be connected
to a variety of front-end units based on the following
technologies:

Programmable Logic Controllers (PLC) for
equipment and devices requiring either a high level
of reliability or closed loop control and regulation,
typically gas system, cooling regulation or similar.
The channel density is low in such applications.

Industrial I/O units for standard measurements and
controls of temperatures, voltages, contacts, status
bits. Examples are rack control, experiment
infrastructure and units delivering only basic
signals.

VME based sub-systems for special purposes and
where interfacing with readout electronics is
required.

Custom-designed embedded I/O such as the
ATLAS Local Monitoring Box which aims at high
density analogue measurements requiring radiation
and magnetic field tolerant components.

Above this layer follows what we call the Process
Management level, where we find again PLCs, probably
VME, but mainly PCs dealing with fieldbuses and/or
intelligent sub-units. Many of these units will incorporate
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OPC servers, a standard method to interface to the
supervisory layer in a manufacturer-independent way.

Finally, the supervision level will be implemented using
a commercial SCADA system which offers most of the
functionality required to complete the system. This level
deals with the human-machine-interface, access control,
data logging, alarm handling, configuration management,
just to mention the most important functions.

IV. NEW TECHNOLOGIES

During the recent years we witness a clear trend away
from custom-developed control systems to systems based
on industrial components. The two major technologies in
our environment are OPC and SCADA.

A. Object Linking and Embedding (OLE) for
Process Control (OPC)

OPC [6] addresses the problem of connecting a variety
of PLCs from different manufacturers to the supervisory
level, which itself is provided by different companies. This
led in the past to the need for drivers for all types of PLCs
(or other front-ends) in all supervisory systems.

The OPC concept introduces a unified layer between
these two levels with OPC Servers towards the lower end
and OPC Clients towards the supervision. In this way, a
system with an OPC Client can connect to any front-end
providing an OPC server. The OPC data model, shown in
Figure 2, allows multiple clients to connect to the same
server as well as a client being able to talk to several
servers.

OPC Group I |OPC Group | [pPC Group |

Figure 2: OPC Data Model

The individual data elements to be read or written are
called OPC items, they are defined via the server
configuration. Items are then put into groups defined by the
client, i. e. each client can set up its own group with items
of interest. OPC supports a variety of data access protocols
which allows to optimise the exchange depending on the
needs of the application.

OPC is well supported by PLC manufacturers as well as
by third parties providing development packages. Most of
them are members of the OPC Foundation which issues the
standards. IT-CO represents CERN in the foundation. To
promote the usage of OPC in experiments, OPC support is
provided by helping newcomers to become familiar with
the technology through training and consulting. We also

work with suppliers of HEP-specific equipment the help
them get started with OPC.

B. Supervisory Control And Data Acquisition
(SCADA) Systems

SCADA systems have been introduced at CERN more
than ten years ago, but initially only in the domain of
industrial controls such as cryogenic plants. Initially, all
these systems were proprietary without an open interface,
which made it almost impossible to integrate them into a
more complex environment.

Today's systems follow open standards for
communications (TCP/IP), database access (ODBC, SQL),
Web interfacing and run on NT and/or Linux. Most of them
support OPC.

A few years ago it was nevertheless not clear at all if
such a product would be adequate for the needs of the LHC
experiments. JCOP therefore started an extensive
evaluation project to search for products on the market and
to evaluate them against the requirements. It began with
Technology Survey in 1998 to understand the general
capabilities of SCADA. Detailed discussions with
companies, visits to reference sites and product demos
followed. Then, six products were selected for in-depth
evaluation, which concluded with recommendation to the
community in September 1999. All four experiments
agreed shortly after leading to a Market Survey and
Tendering procedure. CERN's Finance Committee gave the
green light in September 2000 to purchase PVSS-II [7]
from ETM in Austria.

The contract negotiations are converging and we are
pleased to announce that we can offer world-wide
unlimited usage of the product for the LHC experiments.
This marks a major milestone in the preparation of the
detector control systems.

The benefits of SCADA are:

Standard development environment leading to a
homogeneous system

Support for large distributed applications

Buffering against technology changes such as
operating systems, platforms, etc.

Follows market evolution

Provides maturity and stability

Saves huge development effort (50-100 person-
years)

Company builds its experience into the product and
provides documentation, support, maintenance and
training

The drawbacks of SCADA are:

Not tailored exactly to the end application

Risk of company going out of business

Company may develop unwanted features

One has to pay
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We believe, however, that the advantages outweigh the
drawbacks by far and that our project will profit
enormously from this strategic choice.

V. THE FRAMEWORK

Using a SCADA tool and other standard building
blocks (OPC, PLCs, Fieldbuses) is a necessary but not a
sufficient condition to ensure that a detector controls
system can be developed in a distributed fashion and be
integrated afterwards. These components leave too many
choices to the developer which may lead to chaos unless a
global architecture and the corresponding interfaces have
been defined in advance. Furthermore, very similar
functionality is needed by the various sub-systems and
should therefore be provided centrally.

The JCOP Framework Project [4] is an attempt to
overcome this problem. It will define a common
architecture, define a set of guidelines and conventions, and
develop a comprehensive set of tools and facilities.

At present, the architectural design is well underway
(controls hierarchy, partitioning, alarm handling,
persistency, ...), prototyping of concepts has started, first
components are being developed.

According to the project plan, a largely complete set of
components and recommendations should become
available in June 2001, following several intermediate
releases.

VI. CONCLUSIONS

Controls for High Energy Physics experiments has
evolved from home-made solutions to largely industry
based solutions within a rather short time scale. Both the
availability of components offering high performance and
the decrease in numbers of development staff have been
contributing factors.

The Joint Controls Project is considered a success today
as it has brought the four LHC experiments together and
led to the choice of a common set of tools and methods to
allow each experiment to build its detector control system.

The major technology choices have been made and
intensive development is starting. The next major milestone
will be the release of the Framework.
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Abstract
The design of the readout of the CMS pixel detector is

presented. The basic detector layout is shown together with
the data rates expected at full LHC luminosity. The pixel
readout chip is described and the scheme for the transfer of
the trigger confirmed data is outlined. The integration of the
pixel readout system into the CMS DAQ system is shown.

I. DETECTOR LAYOUT

The task of the CMS pixel detector is to provide high
resolution 3D space points required for the track pattern
recognition and for b-tagging.

Two barrel layers of the pixel detector will be located at
mean radii 4.3 cm and 7.2 cm with a third layer at 11.0 cm
added later. The pixel barrel will be 53 cm long and will be
supplemented by two end disks on each side (see Figure 1). In
order to achieve the optimal vertex position resolution in both
the (r<&) and the z co-ordinates a design with a square pixel
shape 150x150 fim2 was adopted.

Figure 1: Perspective view of the CMS pixel system.

To enhance the spatial resolution by analogue signal
interpolation the effect of charge sharing induced by the large
Lorentz drift in the 4 T magnetic field is used. Hence the
detectors are deliberately not tilted in the barrel layers but are
tilted in the end disks resulting in a turbine like geometry. The
use of signal interpolation means that full analogue
information has to be transferred from each hit pixel.

The whole pixel system consists of about 1500 detector
modules arranged into half-ladders of 4 identical modules

each in the barrel and blades with 7 different modules each in
the disks.

To read out the detector about 16000 readout chips are
bump-bonded to the detector modules. The total number of
readout channels (pixels) is about 45*10*. More detailed
discussion of the detector layout and geometry can be found
inRef. [1].

A picture of the CMS barrel pixel module is shown in
Figure 2. A 65.9 mm long, 17.45 mm wide and 250 um thick
Si sensor has 16 readout chips (ROCs) bump-bonded to it.
Each ROC reads 53 (rows) * 52 (columns) pixels and includes
a column periphery and an interface area.

A \

Figure 2: View of a barrel module. In the insert the vertical scale is
raised by a factor of 5.

The ROCs are glued to a 270 um thick Si base plate which
can be attached to the cooling frame. A 50 um Kapton hybrid
is glued on the top of the sensor. The readout chips are wire
bonded to the hybrid circuit. On the hybrid, clock and control
signals arriving via a copper-on-Kapton cable are distributed
to the readout chips, involving the Token-bit manager chip
(TBM), and the hit signals from triggered events are sent by a
driver chip through the same Kapton cable to the barrel
periphery mounted at the ends of the barrel. Power is brought
from the barrel periphery to the hybrid via aluminium wires.

The Kapton cable is glued and wire bonded to the hybrid.
The bump-bonding procedure using Indium has been
developed at PSI. The end-cap detector modules are
somewhat different. Due to the blade design the sensor area
varies in size from 2 ROCs to 10 ROCs.
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II. DETECTOR READOUT

A. Data rates
At full LHC luminosity about 1000 tracks cross the pixel

barrel layers every 25 ns. Out of these less than 50 tracks are
interesting from the physics point of view (pr > 1 GeV). The
rest have either low momenta or belong to pile-up events.

For the barrel layer at 7 cm about 3300 pixels are hit every
25 ns. On the average 15 pixels are hit in one barrel module
which translates into an occupancy of 3.3 * 10"4 or a single
pixel counting rate of 10 kHz. Since the readout is double-
column oriented it is of interest to note that a double-column
is hit at a 0.6 MHz rate (occupancy of 1.5%) and on the
average a hit column will register 2 hit pixels.

The overall number of hit pixels per event is 1.3 * 104,
which, assuming 3 Bytes of information per pixel, translates
into a data volume of about 40 kBytes/event. At the nominal
100 kHz trigger rate this results in a 4 GBytes/s data flow.
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B. Readout Scheme
Readout chips are organised in double-columns. Each

double-column consists of a group of 106 pixels and a
periphery circuit. Figure 3 shows the overall layout of the
readout chip, while Figure 4 presents the column periphery
circuit in more detail.

Each pixel cell consists of analogue and digital parts. The
analogue part has an amplifier, shaper and a comparator. The
thresholds of the comparator are individual programmed for
each pixel using a 3-bit DAC. Only signals that are above the
threshold are allowed to trigger the digital part of the circuit.

Pixel cells within one double column are connected to its
periphery with a set of local bus lines, one of them being the
Column-OR which combines all pixel cells in a double
column into a global OR. Hit pixels use this Column-OR to
notify the periphery about a new event. The data are then read
out in two stages.

The first stage, called the column drain cycle, takes place
within each double-column and runs at 40 MHz. The time
information is stored (within 25 ns) in the time-stamp buffer
and the address and the analogue signal of each hit pixel is
transferred as fast as possible to the column data buffer
located in the column periphery. For the average of 2 pixels
hit per double column, about 6 clock cycles (at 40 MHz) are
required to complete the readout.

Writs BC

Ti
m

e 
S

ta
m

ps

Search BC

' 8 A

'8

B

u- v

JL

Trigger *

Chip Token,
Bit In

DAC DAC Chip Readout Control

{ j Analog Multiplexer - iJ j

Signal! Out

Figure 4: Schematics of the column periphery mechanism with
multiple time-stamp and data buffer management.

Figure 3: Conceptual layout of the pixel readout chip.
This data has to be stored for 3.2 (us while waiting for the

1st level trigger (1LT) decision. For every clock the bunch
crossing counter (BC in Figure 4) stored in the time stamp
buffer is compared with the search counter (Search BC). If
both agree the time stamp is considered for trigger
confirmation (Tl signal in Figure 4).
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The data confirmed by the 1LT are saved for the second
stage of the readout while the unconfirmed data are erased.
The 1LT rate is about 30 kHz, which results in a data
reduction factor of 1000.

In the second readout stage the triggered data are
transmitted to the CMS data acquisition. The data confirmed
by the 1LT are flushed from each double-column and are sent
on optical links to the readout electronics (Front End Driver
modules - FEDs) 100 m away from the detector. A schematic
view of the token bit readout mechanism is shown in Figure 5
while Figure 6 shows the overall integration of the pixel
readout in the CMS DAQ system.

Groups of 8 or 16 ROCs are connected to one readout link.
In order to synchronise the data transmission a token-bit
manager chip (TBM) is used (see Figure 5). This chip,
through a token mechanism, controls the access of each
column to the readout link. It also formats data packets and
signals errors. The preliminary design of the TBM chip
(made by the CMS group from Rutgers University) will be
ready at the end of 2000 and will initially be implemented in a
programmable gate array.

Figure 5: A schematic diagram of the pixel readout system. The FED
and FEC modules are located in the counting room. The Token-bit
manger chip is placed on the module's hybrid for the barrel and on

the port cards for the end disks.

A data packet is sent through each link for every triggered
event, even if no pixels were hit. A packet includes a header
and trailer provided by the TBM chip. In addition to the
analogue pixel-charge amplitude several digital signals have
to be transmitted as well e.g. pixel addresses, column
addresses, ROC's IDs and trigger numbers. In order to save
bandwidth digital signals are compressed using a 5-6 level
analogue coding. The exact number of the coding levels will

be determined later when the noise and stability of the optical
links are known.

Both chips, the ROC and the TBM will include I2C
interfaces in order to be able to program various internal
registers like e.g. pixel thresholds, DAC values or the trigger
latency. The I2C protocol will also be used to read back status
information from the front-end system.

C. Integration with the CMS Data Acquisition

The FED modules, located in the counting room, receive
data packets, perform digitisation, format events and send
them to the CMS DAQ (indicated by the Readout Unit - RU
in Figure 6).

Data I2C

Clock & Tl & Ctrl

FED:

Data

Clock &T1 & Ctrl
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FEC
Crate

Control

VME 64x 9UVME

Local Network
It :!'<_.•
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Figure 6: The integration of the pixel readout in the CMS data
acquisition system.

Each FED has 48 input optical links. The circuit in each
input includes an amplifier and an ADC. A lookup table is
also needed to decode the packed digital signals. After the
signal processing events are assembled by combining pixel
information from all 48 inputs. By mixing in one FED links
from different pixel layers, we can achieve the 2 kByte
average event fragment size per FED, required by the CMS
DAQ. The FED can buffer up to 100 events. The prototype
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pixel FED is being designed by the CMS group from Vienna
and will be available in late 2000.

The control modules (FECs), also located in the counting
room, send the clock, trigger and all other control and reset
signals down to the detector. The ROC chip programming
(e.g. setting of the pixel thresholds) is also done by the FECs.
FECs communicate with the front end using the I2C protocol.
A faster version of the protocol is developed in order to be
able to download the pixel thresholds within a reasonable
time. In order to limit the number of optical links a I2C-Hub
chip is being designed. This chip, placed at the detector, will
be used to distribute the incoming stream from one control
link to a number of detector modules. The I2C-Hub will be a
standalone chip or could be included in the TBM chip. Note
that the generic label "CCU" used in Figure 5 has been
replaced in Figure 6 by a more appropriate "I2C HUB" label.

The FED and FEC modules which service the same
segment of the detector will be located in the same VME
crate. This way both can communicate with the same crate
controller CPU allowing for efficient system monitoring and
fast resets in case of error conditions. Each crate controller
communicates with a monitoring workstation where more
global data diagnostics will be done. Also shown in Figure 6
are the standard components of the CMS DAQ system : TTC
used to distribute the fast signals, DCS detector control
system and TTS the trigger throttle control.
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Figure 7: Upper figure: The number of hit pixels per data packet for
the pixel layer at 7~cm, the full dots are for the high luminosity and
the open dots are for the low luminosity. Middle figure: The packet

readout time shown in units of LHC clocks. Lower figure: The
packet wait time, the peak at 128 clocks corresponds to data packets

being transmitted immediately after the arrival of the trigger.

Together about 1500 optical links are needed to readout
and control the pixel detector.

D. Readout Time
The number of readout optical links has to be optimised.

On one hand this number has to be kept as small as possible in
order to minimise the cost and the material budget. On the
other hand the bandwidth has to be sufficient to avoid large
data losses. With the assumption of maximum 100 kHz
trigger rate and a 40 MHz analogue link we arrive at the
segmentation presented in Table 1 for the barrel pixels.

Table 1: Readout related parameters at high luminosity for a 100
kHz LI trigger rate.

Radius [cm]
ROCs/link
Pixels/link

Read. Time [us]
Max. time [us]
Wait time [us]

4
8

16+11
4
14
1.4

7
16

15±9
5
13
2.4

11
16

8±6
4
10
1.1

For example at 7 cm 16 ROCs are connected to a single
optical fibre, resulting in an average of 15 pixel hits
transmitted per event. The average readout time is then 5 \xs.
Due to statistical fluctuations in the number of hit pixels (a=9
at 7 cm), for some events the link will have to readout much
more data, which might take up to 13 jos.

The distribution of the readout time lengths, together with
the histogram of the number of pixels per link, are shown in
Figure 7. While the average number of pixels per link is 15
the tail of the distribution extends up to 50 pixels, resulting in
very long data packets. The readout system should be able to
deal with such cases and not time-out too early.
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Figure 8: The TBM stack counter occupancy. The solid line is for a
100 kHz 1LT rate and the dashed line is for 30 kHz. The upper figure

is for the pixel layer at 7 cm and the lower one is for 4 cm.
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Sometimes the readout will still be busy with the previous
event and triggers will have to be queued in the TBM chip.
The average waiting time after the arrival of the trigger is also
shown in Figure 7. Most of the time the data packet is sent
immediately after the arrival of the trigger (note the sharp
peak at 128 clocks in the lower part of Figure 7), for some
events however the waiting time can be as long as 1000
clocks (25 )j.s).

To queue triggers the TBM chip requires a buffer of a
sufficient size. Figure 8 shows the average occupancy of these
buffers for pixel layers at 4 and 7 cm at high and low
luminosities and for typical trigger rates. From these plots one
can conclude that a size between 8-16 is sufficient. The TBM
chip is designed to react when the number of queued triggers
is above a certain programmable value. It then blocks triggers
from reaching the ROCs and sends empty data packets to the
FED with an error code asking for a rest.

III. READOUT CHIP DEVELOPMENT

A simplified 22*30 readout chip has been designed and
produced in 1998 both in the DMILL (DM_PSI30) and
Honeywell RICMIS IV (HW_AC30) technologies. In those
chips the time-stamping mechanism was present but the zero-
suppression within a double column and the data buffers were
not implemented

Since then all required functional components have been
designed and tested on independent test structures. In July
2000 a fully featured chip has been submitted to DMILL
(DMJPSI41). It is a 36*40 pixel array and includes all blocks
needed for the LHC operation at full luminosity :

1. A fully functional pixel cell (with 127 transistors/cell).

2. A fast (1.8 GHz) empty pixel skipping mechanism.

3. A 9 * 8 bit time stamp buffer in each double column.

4. A 24*4 analogue data buffer in each double column.

5. 2 * 8 bit clock counters and 2 * 4 bit trigger counters.

6. A pixel programming mechanism, which includes a 3 bit
threshold and a 1 bit disable switch.

7. A safety mechanism to bypass defective pixel cells and
defective columns.

The chip is expected to arrive for testing in January 2001.
The final readout chip is planned to be submitted in spring
2001.

In our, column drain architecture design, the hit pixels are
continuously readout by the fast scan mechanism running at
1.8 GHz. One of the main concerns has been a possible cross
talk between the digital search signals and the analogue circuit
in a pixel unit cell. In a recent measurement [2] this
contribution has been determined to be less than 500
electrons, which is small comparing to the planned threshold
of 2500 electrons.

IV. REFERENCES
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Abstract
Large advances have been made over the last years in the
development of rad-soft readout chip prototypes, closing the
first phase of the ATLAS pixel [2] demonstrator programme.
The next step of this programme is aimed at realizing a full
scale pixel front-end chip using two rad-hard technologies.
The DMILL chip has been received in Oct. 99 and the deep
submicron design is currently under development.
Measurements on the DMILL ATLAS pixel Front-end chip
are presented.

I. INTRODUCTION

The electronics subgroup of the ATLAS pixel detector has
pursued an iterative programme of design development over
the last 3 years. The initial phase of this demonstrator
programme was aimed at realizing ATLAS specification
front-end chips using radiation-soft technologies, the designs
of which could then easily be adapted for fabrication at rad-
hard foundries. First realistic prototypes were designed in 2
parallel efforts (Europe and US) in 97/98, producing a rad-
soft AMS prototype (FE-A/FE-C) and a rad-soft HP prototype
(FE-B). Throughout 98/99, more than 60 single chip
assemblies and 10 electrically functional modules were
produced and have been studied extensively in lab and during
7 testbeam periods at SPS. All of the ATLAS requirement
issues (except for the radiation hardness) were addressed in
detail such as noise, threshold dispersion, titnewalk,
digital/analog crosstalk, power supply rejection... with very
encouraging results [3]. A unified design approach has been
adopted for rad-hard front-end chips, i.e. all working on the
same design to be implemented in 2 rad-hard processes. The
DMILL (FE-D) and the deep submicron rad-hard designs
maintain the spirit of the demonstrator programme (i.e. pin
compatibility, same pixel pitches...) and combine features of
both FE-A7C and FE-B. FE-D has been received in Oct. 99
and the deep submicron design is currently under
development.

II. THE MODULE INTEGRATION

A. The Module concept
The ATLAS pixel module consists of a n+ on n-type silicon
sensor attached to 16 Front End (FE) chips. The sensor
substrate contains approximately 47000 pixels sized at
50um*400um, leading to a total active area of 16.4 * 60.8
mm2. An additional module controller chip (MCC) is used for
control of the FE chips and eventbuilding. The MCC collects

the data of all 16 FE chips, builds complete module events
and sends them through a pair of serial links to the data
acquisition (DAQ). It also provides control of the FE chips,
i.e. slow control signals used to reset the chip and to write the
configuration data into the FE registers.

The event data transmission between the module and the data
acquisition system, along with the reception of trigger, timing
and chip configuration, use optical fibers. For this purpose,
the reception is carried out by the DORIC chip along with a
pin diode and the emission is performed by the VDC chip
driving a VCSEL laser diode [4],
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Figure 1: From the sensor to the data acquisition system...

B. The Flex hybridization ("chip-down " approach)
This is the baseline choice for the inner, outer layers and
forward disk. As shown in Figure 2, Front-end (FE)
backplanes are in direct thermal contact with the support
structures.

/ 1 MCC 1\

FE-Chip FE-Chip

Figure 2: cross-section of the flex module

Figure 3: photograph of the flex module

The sensor (which is bump-bonded to the FE-chips) has the
Kapton bussing piece glued to its backplane. The FE chips
protrude along the long edges of the sensor thus facilitating
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wire-bond connections up to the kapton hybrid. The Kapton
layer has the role of supporting the Module Controller Chip
(MCC), optical transmission, reception devices, local
decoupling and the distribution of clocks/data between the
MCC and FEs.

C. MCM-D hybridization ("chip-up" approach)
This is the baseline choise for the B-layer. Bussing structures
and individual pixel via are actually fabricated on the surface
of the sensor itself in up to 5-layers of Cu/BCB (post-
production lithographic process). As shown in Figure 4, MCC
and other surface-mount components are bump-bonded to the
detector surface along with the FE chips thus eliminating
wire-bonds.

Figure 4: cross-section of the MCM-D module

Figure 5: photograph of the MCM-D module

This technique also allows more flexible mapping of the pixel
electronics channels to the sensor implants. A unique pixel
implant length and pitch can be used everywhere instead of
the ganged pixels and stretched pixels used in the standard
layout to cover the regions between FE chips. This reduces hit
ambiguities and improves the point resolution in these
regions.

III. THE FRONT-END CHIPS

A. Introduction

First realistic prototypes were designed in 2 parallel efforts
(Europe and US) in 97/98, producing a rad-soft AMS
prototype (FE-A/FE-C) and a rad-soft HP prototype (FE-B).
The final chip, in its rad-hard version, is a common design
between LBL, CPPM and Bonn with the analog part of FE-
A/C and the readout architecture of FE-B. The goal is to
provide two radhard options using two different technologies.
The DMILL chip, submitted to a rad-hard foundry (Atmel)
has been received on Oct. 99, tested and re-submitted. The
second design, using a deep submicron technology, is
currently in preparation.

The FE chips have a size of 7.4 mm * 11 mm and include
close to 700,000 transistors. The active area is divided into 18
columns of 160 rows of pixels sized at 50um * 400um. Pairs
of columns are grouped together for readout sharing purpose.
Each pixel contains a control section providing injection,
masking and threshold adjust features. The column-pair data
is stored in 24 End-of-Columns buffers located below the
active area until the arrival of a level 1 trigger. The trigger
managment, serializer, digital control, global analog blocks,
along with the protocoll circuitry for communication with the
MCC are implemented at the bottom of the chip [4].

Figure 6: photograph of the FE chip

B. Measurements on FE-D

1. The analog part
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Figure 8: Analog output signal of the preamp (step of 5000e-)

The analog part (see Figure 7) contains a charge sensitive
preamplifier AC-coupled to a fast discriminator. The feedback
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capacitor of 3.5fF is discharged by a constant current, making
the output pulse shape proportional to the input charge as
shown in Figure 8.

The pulse width of the discriminator is therefore a measure of
the analog pulseheight by using the Time Over Threshold
(TOT) technique. This information is recorded by the readout
system which performs the subtraction between the leading
and the trailing edge of the discriminator pulse. The TOT
information is sampled at the bunch crossing rate, providing a
4 (5) bit analog resolution. As shown in figure 9, the feedback
current can be varied by means of a global DAC, so that the
trade-off between analog resolution and pixel occupancy can
be easily found.
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Figure 9: Effect of various feedback current on the preamp shape

The global threshold of the discriminator is externally set
whereas an individual threshold adjust is locally stored (3bit
trim DAC with adjustable range) in order to achieve a good
threshold uniformity (see figure 10).
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Figure 10:

charge (uncalibrated) [e]

Threshold scan with different DAC values

A known charge can be injected in every pixel by means of a
12 fF injection capacitance so that threshold, noise and
crosstalk measurement are easily performed. In parallel, each
pixel can be masked so that a single channel can be isolated
for measurement or noisy channels can be turned off in
normal operation.

An analog test chip has been implemented beside FE-D
aiming at investigating more precisely the analog
performance. This chip contains all basic analog blocks
required to work properly the analog front-end. Several
additional features have been added in order to simulate the
sensor behavior before and after irradiation. For example, the
tunable capacitance network at the preamp input and the
leakage current injection capability help us to predict the
evolution of threshold, noise, timewalk and crosstalk before
attaching the sensor. Figure 11 depicts the evolution of the
ENC against the input capacitance. The noise without
capacitive load is well below lOOe and the slope is 40-60
e/lOOfF. The typical noise expected for a detector capacitance
of 300fF is 180-230 electrons.
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Figure 11: ENC as a function of input capacitance

2. The digital readout

trigger

S~nal On'

Figure 12: Principle of the time stamp readout

The hit information must be stored on the FE chip for 100
to 120 clock cycles until a trigger signal generated by other
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subdetectors of ATLAS selects interesting events for readout.
The time of a hit is therefore recorded using the time stamp
mechanism illustrated schematically in Figure 12. Several
tasks are active simultaneously:

- A 7 bit wide time stamp counter (using gray coding)
operated at the 40 MHz bunch crossing rate generates the time
reference which is distributed to all pixels in the chip. When a
pixel is hit, the times of the rising and of the falling edge of
the discriminator output signal are stored in latches in the
pixel. A hit is flagged in the pixel as soon as the falling edge
has arrived.

- All hit flags in a column are connected by a fast
asynchronous priority scan which indicates to an arbitration
unit that a hit is present in the column. This initiates a cycle to
transfer the two time stamps and the address of the uppermost
hit pixel into one of 24 end of column (EoC) buffers at the
bottom of the column pair. The speed of this transfer can be
programmed for best performance after irradiation. Once the
transfer is complete, the hit flag in the active pixel is cleared
and the priority scan searches for the next hit in the column.
The left and the right halves of the column pair share the time
stamp and readout busses and are served alternately.

- The (programmable) latency value is subtracted from the
time stamp and compared continuously to the rising edge
information stored in every EoC buffers. The hit is cleared if
the values coincide and no trigger signal is present. If a trigger
selects the event, it is flagged with a 4 bit trigger number and
kept in the buffer for readout. The trigger is recorded in a
FIFO.

- Pending triggers in the FIFO initiates a readout cycle.
The 9 EoC buffer blocks are scanned for valid hits with the
correct trigger number. Every matching hit is retrieved,
serialized and sent to the MCC through the serial link. It is
then cleared from the EoC buffer. The event is terminated
with an end of event sequence if no more hits are available for
the processed trigger number.

3. Additional blocks
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Output current versus voltage supply

As depicted in Figure 13, measurement of the output current
versus (analog) supply voltage shows that the current
reference reaches operation point at only 1.6V and its
saturation value is approximately 7.5uA, which is sufficiently
close to the design goal of 8.0uA.

Several current mode DACs are used to supply the bias
currents for the analog part, the threshold setting trim and the
injection chopper. Measurements show perfect linear
characteristics and successful operation at low supply voltages
providing a large safety margin.

CO
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Figure 14: Integral non-linearity of the current mode DAC

A current reference is used to supply a constant current to all
internal DACs and LVDS input and output circuits.

As shown in Figure 14, the integral non-linearity, expressed in
LSB, is well below ±0.5LSB which proves good linearity. So
far, the largest mismatch observed in DACs is 0.6LSB.

An internal injection chopper provides a voltage step which
can be programmed with 8 bit resolution. The chopper can be
operated in a 'low' mode where charges up to 6000 electrons
can be generated with high resolution for precise threshold
setting. Larger charges of up to 60,000 electrons can be
generated in 'high' mode to measure, for example, the time
response. The chopper along with the reference and the DAC
are designed such that it should remain unaffected by changes
in the process parameters after irradiation.

4. FE-D status
All analog and digital blocks work except:

- A short in the Vth amplifier which has not been detected
by the verification tools. The trace between the block and the
array is cut for the tested chips and the voltage is externally
supplied.

- There are missing or under-sized buffers at 3 locations.

All these errors have been easily fixed in the second DMILL
generation (FE-D2) which is currently processed.

Nethertheless, serious yield problems have been observed in 2
locations using dynamic circuitry (the pixel shift register and
the pixel readout). All other locations using dynamic logic
don't exhibit this problem and have correct yield. According
to the high density in these regions, the main hypothesis is a
certain configuration of several rules set at the minimum.
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After few months of investigation with extensive lab tests and
simulations, the best candidate to explain the behavior of the
non-working parts has been found to be a leakage path
between drain and source of one given transistor. This hint
has been confirmed after the test of several chips sent to the
Focussed Ion Beam (FIB) surgery (see Figures 15 and 16).

um

Figure 15: photograph of FE-D after FIB surgery
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Figure 16: Resistive behavior of the faulty transistor
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IV. CONCLUSION

All of the ATLAS-requirement issues have been addressed
with very encouraging results. Tests on FE-D show up a
peculiar low yield in 2 locations of the chip. Extensive lab
measurements have enabled to isolate faulty transistors and to
get more insight into the failure mechanism. A close study
between ATMEL and labs is being pursued. A new DMILL
engineering run has been submitted, and should return in Oct.
2000. This run contains 2 front-end versions (the previous
front-end used for process comparison & process monitoring

and a full static version) along with the DMILL version of the
Module Controler Chip, the DORIC & VDC chips, Process
Monitor chips and analog test chips.

In addition to the DMILL standard engineering run, a second
experimental run has been launched. In this run, three
different variations of the standard processing will be made,
on 9 sub-groups of wafers, in order to isolate the sources of
poor yield observed in the initial FE-D run.

We had also prepared a submission of a complete pixel FE
chip for the Honeywell SOI4 process, but this work was
abandoned after very substantial cost increases from the
foundry made access to this process unaffordable for anyone
besides military contractors.

We are presently transfering all of our designs to 0.25u deep-
submicron process using radiation-tolerant layout techniques
in order to have a second vendor in case our low yield
problems with DMILL cannot be resolved quickly.
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Abstract
The ALICE SILICON PIXEL DETECTOR (SPD) [1] is
located within the Inner Tracking System (ITS) and is the
detector with the highest active channel density and
closest to the point of interaction.

Approximately 10 million active electronic channels,
contained in a volume of approximately 3 litres, have to
be read out and controlled.

Such a high density in an inaccessible position has
imposed a high degree of multiplexing to reduce the
amount of cabling to a minimum.

This paper will describe the proposed architecture of
the readout and control paths.

I. INTRODUCTION

The basic building block of the ALICE SPD is the half
stave consisting of two ladders of Pixel detector matrix
flip-chips each bonded to five front end readout chips
(Pixel Chips).

Two half staves are aligned in the beam direction,
glued and wire bonded onto two buses to form a 33 cm
long stave. Pilot chips are located at the extremities of
this stave to perform the readout and control functions
and transmit the digital data to a remote Router which
will assemble the data for transmission to the DAQ.

Six staves, two from the inner layer and four from the
outer, are mounted on a carbon fibre support and cooling
sector. Ten such sectors are then mounted together
around the beam pipe to close the full barrel. In total there
will be 60 staves, 240 ladders, 1200 Pixel Chips, 9.83 *
106 cells or active channels of read out.

Each front end readout chip contains a mixture of
analogue and digital circuitry for the readout of 8192
detector cells. These cells are arranged in a matrix of 256
rows by 32 columns. Each cell comprises of a
preamplifier, shaper, discriminator, 2 trigger latency
delay units, a four event de-randomising buffer and an
output shift register.

Acquisition and readout are independent activities
which are performed in parallel. Both are controlled by
the Pilot chip. The front end chips run as slave devices.
The Pilot chip, on receipt of a Level 1 (LI) trigger signal
will cause the detector hit pattern to be stored in the first
free location of the de-randomising buffer of the front end
chip. The Level 2 decision will determine whether the
front end chip is read out or not. A Level 2 Yes (L2Y)
will cause each Pilot Chip to initiate a read out cycle,
sequentially addressing each of its own ten front end
chips. The data from the addressed de-randomising buffer
are shifted out of the front end chip into the Pilot chip and
serialised for transmission over an optical fibre link to the
Router module which will be located outside of the
ALICE detector. A Level 2 No (L2N) will cause the data
from the de-randomising buffer to be ignored. In each
case the de-randomising buffer location is freed for future
use.

Trigger

Level 1

Level 2

Type

LI

L2Y

L2N

Latency

5.5us

lOOus

<100us

Rate(Pb-Pb)

HOOHz

40 - 800Hz

The average occupancy is expected to be 1-2%.

Table 1 shows the expected Trigger Latency and Rates
Each Router will receive the Pixel data from six optical

fibre links. The input stage of a Router will perform, on
the fly, zero suppression of the redundant data before
formatting for insertion into the DAQ via the ALICE
Digital Data Link (DDL) [2, 3]. The controls for the pilot
chips and front end chips will be issued by the Router on
reception of the trigger system decisions. The Router also
monitors the readout chip de-randomising buffer usage
and issues the appropriate busy to the DAQ control.
Additional memory is contained to provide multi-event
buffering. An additional data path has been supplied to
enable spying on the event data.
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The control, parameter loading and testing of the front
end chip is realised by JTAG. A JTAG controller is
incorporated in the Router module.

G Half SUv»*/Rout«r
• 491520 Channvls/Routar

18 Optical
Ltnka/Router

Router
Module

DDL
Module

2 Ladders of Readout Chips \
• 81920 Channels/HS \

1 Pilot Chip
MCM/HS

t
3 Optical
Llnks/HS

1 DDL
Optical

link

TTC
Module

n

1 TTC
Optical

INSIDE DETECTOR CONTROL ROOM

Figure 1 shows the degree of multiplexing achieved per
Digital Data Link.

II. THE PIXEL READOUT CHIP

A. Readout
The acquisition part of the Pixel Chip may be regarded

as a matrix of 32 columns by 256 rows of Pixel Cells.
These Cells are connected as 32 parallel shift registers of
256 bits each and are read out sequentially at a frequency
of 10MHz. Each Pixel Cell includes a four event de-
randomising buffer connected as a FIFO. The control of
the readout of the acquisition is performed via dedicated
signal lines.

Prc Amp Dlacrtmlnaloi
Input Pad Shap*

To Pixel n+1

Analogue Digital

Figure 2 shows the Block Diagram of a Pixel Cell.

B. Parameter and Configuration Registers
The Parameter loading and Configuration of the Pixel

Chip are performed via JTAG [4] which can operate at a
frequency of 5MHz.

Most of the Parameter registers are contained within
the periphery of the device and consist of 8 bit digital to
analogue converters to provide a global threshold voltage,
voltage and current references for the front ends and
current starved logic. There are two other registers, one to
control the strobe delay time the other to switch on the
front end leakage current compensation and control the
delay of the strobe inside the device. There are five bits of

individual Pixel Configuration, three for the threshold
fine control and two bits for Test Enable and Pixel Mask.
These five bits are contained within the Pixel Cell and are
individually loaded from a single bit of a column shift
register chain. These JTAG column shift register chains
are internally organised as 32 data registers of 256 bits,
one for each column, each bit being loaded into the
location selected by the values in the enable data register.
The values previously loaded into these registers may be
read back by means of the JTAG capture-dr function.

G lobal registers of
8 blls

•THRESHOLD DAC
•BIAS DAC*
•DELAY CONTROLS
•OTHER CONTROLS

Pixel Matrix of
32 Columns

of 256 Pixel cells
'5 BITS PER PIXEL

tdiO

tdil

Global Registers

—+\ 32 Pixel Column Registers —

Enable Decoder

Enable Register

J _
Aux. Slate M achine

Scan Check

Bypass

to register selects

Instruction dectrder

Instruction register

tdo

Figure 3 shows the architecture of the Pixel Chip JTAG
circuitry.

As a means of security to allow some redundancy in
the JTAG chain a second tdi has been implemented on
each Pixel Chip to allow bypassing a device which has
been detected as having a faulty JTAG chain. See Figure
4. The selection of which tdi to use is made by a Scan
Check circuit. An auxiliary state machine is triggered
each time the JTAG TAP Controller state machine enters
the Test-Logic-Reset state. An infra structure type of test
is executed when the capture-value of the preceding Pixel
Chip instruction register is compared to an expected
value. Should, for example, an error caused by Pixel Chip
n be detected by Pixel Chip n+1, Pixel Chip n+1 will
select the JTAG input tdil as its input for JTAG data,
bypassing Pixel Chip n. Pixel Chips with errors may be
detected by reading the state of the Scan Check registers.
This scheme will allow the reconfiguration of the JTAG
chain to compensate for faulty non-consecutive Pixel
Chips

Pixel

Chip n-1

tdi 0 tdo

tdi 1

Pixel
Chip n

tdi 0 tdo
tdi 1

Pixel

Chip n+1

tdi 0 tdo

tdi 1

Figure 4 shows the tdi/tdo Interconnections between the
Pixel Chips.
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III. MOUNTING THE PIXEL READOUT CHIPS

The two ladders of Pixel Chips (2*5 Pixel Chips) are
glued and wire bonded onto a Low Mass
Kapton/Aluminium data bus to form the Half Stave. The
bus is made up of six layers, three signal and three power
and ground, and has a total thickness of 200/xm. One edge
of this bus is in the form of a staircase to allow bonding to
the various layers, see Figure 5. Signal Integrity
Simulations have shown that by employing output stages
with controlled rise and fall times the cross talk between
bus lines would be acceptable.

lmm

BONDING V'IRES

Note.- The drawing is not To scale

15.86mm

13.92mm

The PCMCM includes:
• GTL/CMOS adapters to interface the Pixel Chips to

the internal logic of the MCM,
• the Pilot state machine which controls the readout of

the Pixel Chips ,
• G Link interface and serializer for the optical link

[6],
• Laser receiver and transmitter diodes.

Three optical links connect the PCMCM to the Pixel
Router which is situated in the control room. Two are
lower speed links and are used to supply the control and
trigger information and the third, a faster link, is used to
carry the Pixel readout data back to the Pixel Router.

Control data consists of either trigger information or
JTAG parameter information.

PIXEL DETECTOK

READOUT CHIP

n horiionul *nd v
Im i i i i 11 i i i i i i i i i i~r

6 0 0 M -

2 0 0 J I •*-

Pixel
Read Out
Control

COOLING TUBE6 ANALOG_GND 25fi 3 HORIZONTAL LINES 10/i
5 ANALOG_POWER 25/1 2 DIGITAL_POWER 25/1
4 VERTICAL LINES 5/1 1 DIGITAL_GND 25*1

Figure 5 shows a cross section of the Data Bus assembly.
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Data
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A luminilimFigure 7 shows an overview of the Pixel Pilot MCM.
Poiyimide Qn receipt of a Level 1 trigger from the Pixel Router

module the Pixel Readout Control state machine will

At the extremity of the half stave there is a Pilot Chip
Multi Chip Module which controls the readout of the
Pixel Chip and performs the necessary logic and
interfacing to the optical links which carry the data to the
outside of the detector and receive the trigger control
signals and JTAG control signals.

2 Ladders of 5 Pixel Chips Data Optical Link

Pilot Chip MCM

strobe the Pixel Chips causing the hit patterns to be stored
into the next vacant position of the multi-event buffer. On
receipt of a L2Y trigger the Pixel Chip Readout Control
state machine will perform a sequential readout of the
pending event data in the multi-event buffer. The 10 Pixel
Chips of each half stave are read out at a frequency of
10MHz in 256uS. Should a L2N or data reject be
received the address pointers of the multi-event buffers
are incremented to discard the pending event data. A busy
logic has been implemented inside the Pilot Chip Readout
Control state machine to prevent data corruption.
I •

Flexible 'Tail' to Power
Supplies ~lm length

/
Kapton/Aluminum Data Bus 2 Control Optical Links

Figure 6 shows the assembly of the various components
onto a half stave.

IV. THE PILOT CHIP MULTI CHIP MODULE

The Pilot Chip Multi Chip Module (PCMCM) [5] is
mounted at the extremity of the data bus and serves as the
interface between the Pixel Chips on one side and the
Pixel Router located in the control room on the other side.

Pixel Data But

Error coding & control

Data line description
Control & signal feedback

Pixel Readout State Machine

Control Links

Con.rol "->-»•«
Interface

OpllcilOul

Data Link

Figure 8 shows a functional block diagram of the Pilot
Chip MCM
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The readout data optical link has a bandwidth of 1.28
Gb/s. The data input is sourced from four 32 bit registers
which are multiplexed into four time slots at a frequency
of 40MHz which will allow four words to be transmitted
within the 10MHz clock period of the Pixel Chip. As a
consequence one out of the four time slots will be used to
transmit the 32 bit Pixel Data line and the other three time
slots can be used to transmit control data and error
coding, especially when the system is being
commissioned.

V. THE ROUTER MODULE

The Router module is a 9U VME module and provides
the interface between the on detector electronics and the
DAQ.

A. Router Architecture

Each Router module will have six channels in order to
connect all the links required for the operation of one half
of a sector, ie all the optical links from one side of the
sector.

Each channel will have three optical fibre links, one to
receive data being returned from the Pixel Detector and
Pilot Chip MCM and a pair for the transmission of trigger
control signals and JTAG parameter and configuration
data to the Pilot Chip MCM.

To H.lfSt.v. 0 To Half Stay* S

Figure 9 shows the Block Diagram of the Router Module.

The main data flow will be that which arrives from the
Pixel detector for reformatting by the Router processor.
Other debugging information is made available during the
other transmission time slots. The output of the processor
will be coupled to the DDL as well as a dual port memory
which may retain a copy of the data transmitted to the
DDL which will be accessible via the VME port of the

Router to allow online monitoring of the experimental
data.

B. Functioning

On receipt of triggers from the Timing, Trigger and
Control System [7] (TTC) the Router will issue
commands to the Pilot Chip to either save the data in a
free buffer location, readout the next stored event data
from the multi-event buffer or to reject the stored data
awaiting readout. The Router monitors the multi-event
buffer busy signal generated by the Pilot Chip Readout
State Machine so that should all the locations be occupied
a busy will be issued to the trigger system for further
processing. The Router also maintains an image of this
busy within its own logic to overcome cabling delay
problems.

All manipulations on the Pixel data will be performed
by this module to ensure that the amount of vulnerable
electronics placed in the harsh environment of the
detector is kept to a minimum. Provision will be made to
ensure that the programme which will be executed may
be modified easily.

C. Pixel Data Link Receiver

Pixel Data
Optical Link

\ Link /
\ Receiver /

126

Control & Signal
F««dback

Bit Output R

IData Una
daicrlption

Ze

egis 1
'32 1
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I

r coda and

Address Encode
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Figure 10 shows the Pixel Router receiver block diagram.

The serial data received from the Pilot Chip MCM will
be de-serialized by G-Link receiver into the four time
slots and reformatted as a 128 bit data word synchronised
to the 10 MHz readout clock. Having this large data word
will assist with the installation and verification of the
integrity of the communications. The data received will
be an image of the data read out of the Pixel Chip. After
Zero Suppression of the redundant data it is stored in a
FIFO for subsequent hit encoding. Reformatting of this
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data will be performed by the Router processor to make
each event uniquely identifiable when inserted into the
data stream.

D. Control Transmitter section
The trigger control signals received from the Trigger

Timing and Control (TTC) or JTAG control and
configuration data would be categorised into commands
then serialised for transmission at 40MHz to the Pilot
Chip MCM. As example, commands could be: LI
Trigger, L2Y, L2N, JTAG information is following, etc..
Such a system would allow commands to be transmitted
every 100ns and JTAG data may be transmitted at an
effective clock frequency of 5 MHz.

E. Router Functioning
The data, after Zero Suppression and address encoding,

is stored in FIFOs that are large enough to contain two
typical events. The Router Processor will sequentially
read one event from each of the channels and perform the
data formatting and data tagging as required for the DAQ.
These data are then passed to the DAQ via the DDL. A
dual ported memory has been included so that a copy of
the data written to the DAQ may also be accessed from
the VME port of the Router module.

F. Router Data Output Channel
A Digital Data Link Source Interface Unit (DDL-SIU)

will be implemented inside the Pixel Router to establish
the connection to the DDL.

VI. ALICE DIGITAL DATA LINK

The ALICE DDL has been selected as the medium for
transferring the experimental data to the DAQ. This
ALICE standard link provides a generic connection that
will always be compatible independently of the state of
the art of the actual technology of the DAQ.

VII. STATUS OF THE PROJECT

The Pixel Readout Chip is currently being
manufactured. A test system has been developed to
evaluate the performance and characterise the device
under laboratory, radiation and test beam conditions. A
prototype model of the data bus is also under
construction. In all of the tests that have taken place so far
the Pilot Chip MCM has been emulated with success by a
custom design VME module. The Pilot Chip MCM itself
is progressing through the design and simulation stage
and a submission for manufacturing a prototype device is
expected to take place at the beginning of next year. The
final design of the Router Module is still under discussion
and a prototype should ready during the next year.

VIII. CONCLUSIONS

To build such a detector is a challenge. Two problems
that immediately spring to mind are those of radiation and
of confinement.

The level of radiation is not as severe as in some other
experiments but never the less it can not be ignored. This
problem has been overcome by the use of deep submicron
CMOS technology and gate all around transistors [8] for
the manufacturing of the components that are mounted
within the detector.

The problem of confinement is still a problem today.
To fit so many active electronic channels into such a
volume still poses problems. The interconnection
technologies which are being used are in their infancy and
what needs to be achieved is at the limit of what can be
done today. Two examples of where there are difficulties
are the Bump Bonding of the Pixel Detector to the
Readout Chip where there are 8192 bumps on a matrix of
50um by 425|am. The carrier bus is the other one. It
consists of a multi-layer structure of very fine pitch data
lines and long and thin power planes passing high
currents and requiring low voltage drops.
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operation.
Abstract

A new front-end has been implemented on a pixel
detector readout chip developed in a commercial 0.25 um
CMOS technology for the ALICE and LHCb
experiments. This technology proves to be radiation
tolerant when special layout techniques are used, and
provides sufficient density for these applications.

A non-standard topology was used for the front-end,
to achieve low noise and fast return to zero of the
preamplifier to be immune to pile-up of subsequent input
signals.

The chip is a matrix of 32 columns each containing
256 readout cells. Each readout cell comprises this front-
end and digital readout circuitry, and has a static power
consumption of about 60 ^W.

The complete readout cell will be described, but the
paper will be mainly focussed on the front-end section.

I. INTRODUCTION

Hybrid pixel detectors offer several advantages over
other detectors in the severe environment of the Large
Hadron Collider (LHC) at CERN: low noise and low
power consumption per channel, high channel densities
and radiation tolerance, and low mass.

The ALICE experiment [1] will use pixel detectors in
the two layers of the Inner Tracking System (ITS) closest
to the interaction point. The baseline photon detector for
the LHCb Ring Imaging Detector (RICH) [2] uses pixel
detectors and readout chips to detect photoelectrons
produced by Cherenkov photons: a pixel sensor and a
readout chip are encapsulated in a vacuum tube to form a
hybrid photon detector.

The ALICE1LHCB chip is a mixed-mode integrated
readout chip for pixel detectors and can satisfy the needs
of both systems by means of a selectable mode of

II. RADIATION TOLERANCE

The ALICE experiment will use silicon pixel
detectors as a part of the ITS, very close to the interaction
point. This requires the chip to be tolerant to a radiation
dose of about 500Krad (integrated over 10 years of the
LHC operation). Although radiation hard technologies
exist, they do not always provide adequate device density,
so radiation tolerance is one of the main issues to be
addressed during chip design.

Irradiation measurements on MOS capacitors showed
a significant decrease of the radiation induced trapped
oxide charge and interface states for oxides thinner than
about 10 nm [3,4]. Gate oxides in present day submicron
CMOS technologies are in this range ( tos ~5.5nm for
standard 0.25|am CMOS), and measurements on
transistors implemented in these technologies confirm the
significant reduction in radiation induced transistor
parameter shifts [5].

Ionizing radiation can still lead to source-to-drain and
inter-transistor leakage for the N-channel devices.
Source-to-drain leakage can be avoided by using enclosed
geometry transistors, while the inter-transistor leakage is
eliminated by implementing P+ guardrings wherever
necessary.

The effectiveness of this layout approach has been
extensively proven for transistors in many CMOS
technologies [5], and for complete mixed-mode circuits
[6,7]. For the 0.25|j,m technology in which this front-end
was designed, a test circuit tolerated a total X-ray dose of
30 Mrad(SiO2) and subsequent anneal. It remained fully

functional with only minor degradation of analog
parameters and practically no change in power supply
currents [8].

All digital storage elements in the chip have been
designed to be immune to Single-Event-Upset (SEU), a

fcontrof:"* Front-end:
125^

Figure 1: Layout of a pixel cell

Logic:
265^
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phenomenon which can alter the configuration of the chip
during operation. They use a special latch design which
recovers its original state following an upset [9].

III. THE ANALOG FRONT-END

Figure 1 shows the layout of the 50|am x 425p,m pixel
cell. The analog front-end of the chip is composed of four
main blocks: a charge preamplifier, a first shaping stage,
a current feedback stage and a second shaping stage,
which feeds a discriminator. A block diagram is shown in
Figure 2.

SHAPER*2 DISCRIMINATOR

FEEDBACK STAGE
mf

Figure 2: Analog front-end block diagram. Time constants
and voltage gains are indicated.

A. The Charge preamplifier and the first
shaping stage

The charge preamplifier is a differential pair with a
single-ended, cascoded output and a feedback capacitor of
15fF. Incoming signal charge is integrated on this
feedback capacitor. For detector readout, standard
practise is to use a non-differential input for the
preamplifier, as this way only one input transistor
contributes to the thermal noise. However, after a first
order evaluation of the substrate and supply noise, a
differential input amplifier was chosen for better rejection
of these noise sources.

Shaper filter:
first stage

Vref3
OutR1

Bias CircuitCurrents :
Preamplifier 20 uA
Shaper (first stage) 3 uA @Vdda = 1.6V

The preamplifier output is fed into a first shaping
stage and one output of the shaper drives a
transconductance feedback stage, as illustrated in Figure
3. This stage is realized using a NMOS transistor operated
in the weak inversion region with a dedicated bias
scheme.

If we neglect the rise time of the preamplifier, the
poles of the closed-loop system are the roots of the
second order equation:

p2 fb fb \ J

where the time constants are those defined in Figure 2.
For the real design the rise time of the preamplifier had to
be taken into account to obtain correct values for the
closed-loop system poles, thus leading to a more complex
third order equation.

If xlb=20ns, "y=5ns and T=1.5ns, p,.,=8O±5Oj Mrad/s
is obtained for the closed loop poles in the Laplace cr-jco
domain, as illustrated in Figure 4.

Close loop poles
(s plane)

P 3 !

P2*

Open loop poles

Tr=1.5 ns
Tp2=5 ns

Tfb=20 ns

p1.2=(80±50j) Mrad/s
Tp3=13.5 ns

Figure 3: Simplified schematic diagram of the preamp, first
shaping stage and high frequency feedback.

Figure 4: Position of the closed loop poles in the Laplace ar-
id) plane.

An important issue to address is the sensitivity of the
position of the closed loop poles to the position of the
open loop poles. In the ideal case this sensitivity is
infinity if the three poles are all real and coincident. A
little mismatch in the position of the open-loop poles
could then move the closed loop poles far from their ideal
position. In particular, it is important to prevent the two
complex poles from becoming real because this would
degrade the circuit performance. So, although many
requirements would call for complex poles closer to the
real axis (e.g. noise and return-to-zero time), we decided
to push the poles far into the complex plane.

This front-end was chosen instead of a standard
charge integration and pole-zero cancellation scheme
because of the large occupancy of the LHCb experiment
(-8%). This leads to a high hit rate on the individual
pixels, and could easily saturate a standard charge
integrator with a very slow return to zero (pile-up effect).
For this front-end, with the inclusion of the complex
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poles, the next hit on the same pixel can be processed
after less than 200ns.

B. The second shaping stage
The second shaping stage adds a third pole equal to

the real part of the two complex poles xp3= 13.5ns. This
tunes the peaking time to 25ns and adds more shaping to
further reduce noise.

The total input noise has been estimated to be lower
than 200e, with the contribution of the flicker noise being
negligible. In addition, for this pole configuration, the
ideal transient response of the front end does not show
any undershoot for any value of the imaginary part of the
two complex poles.

A low frequency feedback stage compares the
differential shaper output to a pre-set imbalance
(corresponding to the pixel charge threshold) and injects a
feedback current into the preamp input which corrects
both for shaper output offset and for detector leakage
current. This, together with the second stage of shaping, is
shown in Figure 5.

Shaper filter: second stage

— ^ .Vdda

Vthr^n r**| |*^n p^"Vthl

OutL2 OutR2

OutLHCj phOutRI OutL2H

Low frequency feedback
Vdda

T
t; PI-0U1R2

Currents:

Shaper (second stage) 9 uA

Low frequency feedback 20 nA @ Vdda = 1.6 V

Figure 5: Simplified schematic diagram of the second
shaping stage and of the low frequency feedback.

The simulated output waveforms of these three stages
of the front-end are shown in Figure 6.

The input signal is5000e', which is the typical input
signal for LHCb application. The threshold imbalance is
set to 20mV, and this is why a differential offset is
present at the output of the second shaping stage.

Figure 6 shows that both the preamplifier and shaper have
returned to zero ~ 150ns after the hit and with only a small
undershoot.
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Figure 6: Plots of the simulated output waveforms of the
three stages for the typical signal of the LHCb experiment

(5000 e•).

C. The discriminator
The shaper differential output feeds into a

discriminator, which transforms the analog pulse into a
digital signal. A block diagram is shown in Figure 7. The
discriminator input stage is an OTA, which makes a
voltage-to-current conversion. The discrimination is then
performed in current mode by the subsequent non-
latching current discriminator. The outgoing voltage pulse
is then squared and adapted to the correct digital voltage
levels. A NAND gate is used to mask the pixel in case of
malfunction or excessive noise.
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Figure 7: Block diagram of the discriminator with the three
bit threshold fine adjust.
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The outputs of the discriminators in the pixel matrix
provide a fast-OR signal which is foreseen for diagnostic
purposes during testing or for self-triggering.

To increase pixel-to-pixel uniformity and decrease
threshold dispersion, a 3-bit register and corresponding
digital-to-analog convenor (DAC) are used in every pixel
to finely adjust the pixel charge threshold. The nominal
threshold adjust range is -960 e", but it can be adjusted by
means of a DAC.

To avoid hit loss, the effect of time-walk has to be
minimized. This is due to the different response times of
the discriminator to input signals of different amplitudes.
Additionally, consideration has to be given to time-of-
flight delays of signals up the pixel columns, which are of
the order of a few ns. These must be included in the time-
walk optimisation. If we define the time-walk as the
charge over threshold needed to trigger the discriminator
20ns after it is triggered by an infinitely large input pulse,
the simulations performed indicate a time walk of ~200e"
at a threshold of 1500e. This 20ns limit gives a 5ns
contingency to accommodate time-of-flight delays given
that the required timing resolution is 25ns.

Finally, every pixel can be addressed individually for
testing. The content of a test flip-flop in each pixel
determines whether or not an analog input signal is
applied to the pixel front-end.

The total discriminator power consumption is about
10uW.

IV. LAYOUT

The size of the front-end is 50 u.m x 125 \im, as
indicated in Figure 1. The circuitry to store the pixel
configuration, which is not clocked during data-taking, is
placed to the left of the front-end to provide some
isolation from the noisy digital circuitry of the
neighbouring column. On the right-hand side of the front-
end, isolation from the digital circuitry is achieved by the
use of guard rings and careful separation of the power
supplies. The over-all size of the chip, together with the
mechanical constraints imposed by the ALICE ITS,
means that all six layers of metal offered by the
technology are used. This was necessary to minimise the
voltage drops on the power and bias lines. The first two
layers are used for local interconnect and the third for
bussing, leaving the top-most three layers for power
supplies and biasing.

Capacitors made from the polysilicon gate capacitance
are used in the pixel cell and also on the periphery of the
chip for decoupling purposes.

V. BIAS CIRCUITRY

The biasing of the front-end is carried out by an array
of DACs arranged on the periphery of the chip. These
provide both voltage and current references across an 8-
bit range [10]. They are constructed from a current DAC
together with an output stage to tune the range to the
requirements of the particular bias or to make a current-

to-voltage conversion which is robust against power
supply and transistor parameter variations. Those voltage
biases which are sensitive to resistive drops across the
width of the chip are distributed individually as currents
to each column, and the current-to-voltage conversion
takes place at the bottom of the column. This avoids any
systematic column-to-column variations in biasing.

VI. THE LOGIC

In the digital part of the pixel [11], the discriminator
output is firstly synchronized to the clock. The next stage
consists of two digital delay units, whose purpose is to
store a hit for the duration of the trigger latency. The
delay can be set in multiples of the clock period to meet
the requirements of the experiments.

SHIFT
REGISTER

SYNCH.

~ >

1

0

1

L>I;LAYO

DGLAY 1

Figure 8: Schematic block diagram of the first logic section
(synchronization and delay units).

The result of the trigger coincidence is loaded into the
next-available cell of a 4-event FIFO which acts as the

multi-event buffer and de-randomizer. This FIFO is read-
write addressable by means of two 4-bit busses which
carry Gray-encoded patterns. The content of the FIFO

cells waiting to be read out are loaded into a flip-flop by
the Level-2 Trigger in ALICE or Next-Event-Read in

LHCb. The flip-flops of each column form a shift
register, and data are shifted out using the system clock.

STROBE CUEUES SHIFT-REGISTER

1

Figure 9: Schematic block diagram of the second logic
section (strobe coincidence, FIFO and read-out latches).

Finally, there are five latches inside the cell, whose
contents switch on or off the test input to the front-end,
mask or activate the pixel, and provide the three bits of
threshold adjustment.

Much attention has been paid to reducing the risk of
noise injection via the substrate. In addition to the
extensive use of Gray encoding and the differentia! front-
end, the logic cells used in the pixels are current starved,
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to minimize any bounce in the power supplies during
switching. To increase radiation hardness, all the flip-
flops that control the state of the chip are SEU hard [12].

VII. OPERATIONAL MODES

With the addition of some extra logic, this architecture
can be used for both applications. The mode of operation
is selected by an external control signal.

A. ALICE mode
In this mode, each pixel cell acts as an individual

channel and the full matrix of 256x32 cells is read out.
Using the two delay units, each cell has the capability of
simultaneously storing two hits for the trigger latency.
The 32 column are read out in parallel using a 10MHz
clock.

B. LHCbmode
In LHCb mode, eight pixels in the vertical direction

are configured as a "super-pixel" of 425 |a.m x 400|j.m,
reducing the matrix to 32 x 32 cells. The discriminator
outputs of the super-pixel are OR- ed together and the
sixteen delay units of these eight cells are configured as
an array. Four of the 4-event FIFOs are connected
together to form a 16-event FIFO, which can be written to
by any of the sixteen delay units. The FIFO output is
loaded into the flip-flop of the top pixel in the group,
which bypasses the other seven during read-out.

VIII. CONCLUSIONS

A new front end for pixel readout has been designed.
The closed loop response contains three dominant poles
of which two are complex and the third is real. This pole
constellation was used to obtain a fast return to zero of
the front-end and to avoid pile-up in high occupancy
environments. This front end has been implemented on an
8192 channel readout chip designed to serve both the
ALICE pixel detector and the LHCb RICH detector
where it would be encapsulated inside a hybrid photon
detector. This chip was designed in a commercial 0.25nm
CMOS technology using special layout techniques to
obtain radiation tolerance.
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Abstract

The development of the ABCD chip for the binary
readout of silicon strip detectors in the ATLAS
Semiconductor Tracker has entered a pre-production
prototyping phase. Following evaluation of the ABCD2T
prototype chip, necessary correction in the design have
been implemented and the ABCD3T version has been
manufactured in the DMILL process. Design issues
addressed in the ABCD3T chip and performance of this
pre-production prototype are discussed.

I. INTRODUCTION

The ABCD design is one of the two options of the
binary readout architecture which have been developed
for the ATLAS SCT [1-3]. Recently, based on the
performance of the ABCD2T prototype, this option has
been chosen as a baseline. The ABCD chip developed and
manufactured in the DMILL process comprises in a single
chip all blocks of the binary readout architecture; the
front-end circuit, discriminator, binary pipeline,
derandomizing buffer, data compression logic, and the
readout control logic, as required for the ATLAS SCT.

For the binary architecture one of the most critical
issues is the uniformity of parameters of the front-end
circuit and matching of the discriminator threshold. A
major improvement of the ABCD2T performance has
been achieved by implementation of individual threshold
correction in every channel using a 4-bit digital-to-
analogue converter (TrimDAC) per channel.

The ABCD2T version has met all basic requirements
of the ATLAS SCT, however, detailed evaluation of the
ABCD2T chips, including extensive radiation testing,
pointed to some possible improvements. These
improvements, which concern mainly improvement of the

radiation resistance and reduction of the design sensitivity
to variation of the process parameters, have been
implemented in the ABCD3T version. The later aspect is
important for large volume production as it may impact
the production yield.

An overview of the ABCD architecture and of the
performance of the ABCD2T prototype can be found in
earlier publications [1,4]. In this paper we focus mainly
on the specific issues which have been addressed in the
ABCD3T design.

In the front-end circuit of the ABCD2T we have
identified two points which compromised slightly
performance of that.prototype, namely: (i) the internal
calibration circuitry showed non-linearity for low input
charges, (ii) TrimDACs response curves appeared to be
non-linear and exhibited large spread from channel-to-
channel. The non-linearity of the calibration circuitry,
although not critical, makes the calibration procedure
more complicated than necessary. The source of the
non-linearity has been identified as parasitic charge
injection from CMOS switches employed in the
calibration circuit.

A non-linear response of the TrimDAC is not a
serious problem as the trimming procedure is based on
measurement of the TrimDAC characteristics and using
these results in a look-up table. A consequence of the
non-linearity is a slightly worst matching of the threshold
compared to what one can expect assuming perfectly
linear response curves of this circuit. More important,
however, is that TrimDACs in some channels become so
non-linear that those channels fall outside the trimming
range. Since for good chips we require all the channels to
be within the specification that effect, if not corrected,
would impact significantly the yield in the production.
The source of the problem has been identified in the
design and an easy correction has been found.
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II. FRONT-END PERFORMANCE

Basic performance of the front-end circuit in the
ABCD design, in particular the noise, has been discussed
in previous papers. In this paper we focus on the two
issues, which have been improved in the ABCD3T design
compared to the ABCD2T, i.e. linearity of the calibration
circuit and TrimDAC characteristics.

A. Internal calibration circuit
Internal calibration circuit is foreseen to be used at

various steps of chip testing and module testing as well as
for threshold calibration in the experiment. A first
purpose of this circuit is providing testability of the chip.
It allows to take measurements of analogue parameters;
gain, noise, offset, time walk and TrimDAC
characteristics for every channel during of wafer
screening without supplying a precise analogue signal to
the chips. All these measurements are then repeated for
complete modules equipped with 12 ABCD chips each.

For the binary architecture as implemented in the
ABCD design the linearity of the front-end circuit is not a
critical issue. However, a good absolute precision is
required for setting the working threshold in the
discriminators which impact the efficiency and noise
occupancy. The threshold setting will be based on
calibration using internal calibration circuit and so the
precision of this circuit around the nominal threshold
setting, i.e. 1 fC, is a key issue. As mentioned before the
calibration circuit in the ABCD2T design exhibited non-
linear behaviour for low input charges which has been
identified as parasitic charge injection in the chopper
circuit.

The response curves for 128 channels in one chip
measured using internal calibration circuit are shown in
Fig.l. The measurements were taken starting with an
input charge of 0.5 fC of the input charge. The points at
0 fC obtained from the noise occupancy scan are included
in the plot. The response curves are satisfactorily linear
within a range between 0.5 fC and 4 fC which allows to
use simple linear fits when performing calibration of the
threshold in the range around 1 fC.

6 7
Input Charge (fC)

B. TrimDAC
The TrimDAC circuit as implemented in the

ABCD2T chip has been proved to be an efficient solution
to correct the threshold spread. The functionality of this
circuit has been demonstrated [1], however, its
performance could still be improved. First, the
characteristics of the TrimDACs exhibited large non-
linearity. The source of the non-linearity has been
identified and a simple correction, without changing the
concept of the circuit, has been implemented in the
ABCD3T design. Second, radiation tests showed that the
spread of the discriminator offset increased significantly
after irradiation and exceeded the range of the
TrimDACs. In order to not compromise the precision of
threshold correction for non-irradiated chips and to
guarantee that for fully irradiated chips all the channels
can be corrected, a set of ranges has been implemented in
the ABCD3T design.

Fig. 2 shows the characteristics of the TrimDACs for
128 channels in one ABCD3T chip for the minimum
range set. One can see that the characteristics are
satisfactorily linear given the 4-bit resolution of the
TrimDAC. The minimum range of the TrimDAC is
sufficient to cover the discriminator offset spread.
Fig. 3. shows the characteristics of the TrimDAC in a
single channel for 4 different range sets.

10 12 14
Trim DAC Correction

Figure 2: Typical characteristics of the TrimDACs for 128
channels in the ABCD3T chip

I Trim Dae characteristics - Channel 32 |

-500 p

10 12 14
Trim DAC Correction

Figure 1: Response curves for 128 channels in one ABCD3T
chip before threshold correction.

Figure 3: Characteristics of the TrimDAC in a single channel
for four different range sets.
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In order to confirm the functionality and performance
of the TrimDACs we performed the trimming procedure
as it is foreseen in the experiment. The distribution of the
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Figure 4: Distribution of threshold for 128 channels in one
ABCD3T chip before threshold correction.
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Figure 5: Distribution of threshold for 128 channels in one
ABCD3T chip after threshold correction.

threshold in 128 channels in one chip for 1 fC input
charge is shown in Fig. 4. The rms value is 7.4 mV. The
same distribution after threshold correction is shown in
Fig. 5. The spread has been reduced now down to 1.5 mV
rms which is the value one can expect given the
TrimDAC step of 4 mV. The spread of the threshold is
equivalent to ENC of 180 e" rms, which is completely
negligible compared to the typical noise of 1400 e' rms
for a module with long silicon strips, as foreseen for the
ATLAS SCT.

III. RADIATION EFFECTS

The radiation effects in the DMILL technology and in
the ABCD design have been discussed in the previous
paper [4]. The DMILL technology is qualified as a
radiation resistant one, however, the radiation levels
expected for the SCT detector in the ATLAS experiments
cxcted the upper limits of those specified for the DMILL
process, i.e. 10 Mrad of the ionising dose and
lxlO14 n/cm2 1 MeV eq. neutron fluence. In addition, if
one takes into account very advanced requirements
regarding the noise, speed and power consumption of the
ABCD chip, it becomes obvious that radiation effects in
the basic devices, although limited, can not be ignored.

A. Total dose effects
The radiation hardness of the ABCD design has been

evaluated in numerous tests in various radiation
environments. The performance of the front-end circuit is
affected by the major radiation effect in bipolar
transistors, i.e. degradation of the current gain factor p.
As a results the parallel noise in the front-end increases.
This effect has been taken into account from the
beginning of the ABCD project.

Fig. 6a. shows evolution of the parallel noise vs.
particle fluence during irradiation of a hybrid with 6
ABCD3T chips in 24 GeV proton beam. Each curve
represents the average for 128 channels in one chip. The
results of neutron irradiation performed in a reactor are
shown in Fig. 6b. In both cases we observe an increase of
the parallel noise which is due to the increase of the shot
noise of the base current when the input stage is operated
with a constant collector current. As discussed in previous
paper [1], the increase of the parallel noise has a small
effect on the total noise when the chips are connected to
long strips and the noise is dominated by the series noise.

Another effect, which was not expected from the
beginning but has been observed systematically in all
radiation tests, is an increase of the offset spread in the
discriminator. The source of this effect has been
identified as worsening of resistor matching. The
evolution of the offset spread vs. proton fluence (a), and
neutron fluence (b), for 6 irradiated ABCD3T chips is
shown in Fig. 7. The offset spread increases by a factor
3-4 after proton irradiation and by a factor about 2 after
neutron irradiation. The same effect was observed before
for the ABCD2T chips.
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A major total dose effect expected in the digital part
of the ABCD design is slowing down. The post-radiation
drifts of the parameters of MOS devices as well as the
variation of the process parameters have been anticipated
and a sufficient speed margin has been foreseen in the
design. Typical degradation of the maximum clock
frequency vs. total ionising dose for ABCD3T chip is
shown in Fig. 8. Since the test was done with a high dose
rate the standard high temperature annealing was
performed in order to simulate irradiation with a low dose
rate. After full dose of 10 Mrad the maximum clock
frequency is 52 MHz at nominal supply voltage of 4 V,
compared to the required 40 MHz. Compared to the
ABCD2T design the speed margin has been improved by
about 10 MHz by tuning the timing in various blocks of
the circuit.

In the ABCD2T chips excessive leakage current was
observed after irradiation. The source of the leakage has
been traced down to a particular latch structure which was
used in various block of the chip. The design has been
corrected in the ABCD3T version. The evolution of the
digital supply current after irradiation up to the nominal
dose of 10 Mrad and annealing is shown in Fig. 9. A
rapid increase of the supply current is observed
immediately after irradiation with high dose rate. The
excessive current anneals then very quickly down to the
ultimate level, which is even below the initial value.
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B. Single event effects
Since the ABCD chips will be exposed in the

experiment mainly to high energy charged particles and
neutrons single event effects (SEE) are equally important
as the total dose effects. Given the architecture of the
ABCD chip there are two major types of digital blocks
which may be affected by SEE, namely the pipeline and
the static registers which contain information about chip
configuration and settings of operating points. Any bit
flip in the pipeline causes a single data error and thus to
be compared with the noise rate expected from the front-
end circuit. Such errors will not require any intervention.
The errors in static registers may lead to changes of static
biases in the front-end, setting of the threshold or changes
of operation mode. In order to recover from such errors it
will be needed to reload the chip configuration.

The sensitivity of the ABCD chip to the SEE has been
tested in 24 GeV proton beam and in 200 MeV pion
beam. The results from both tests are fully consistent as
one can expect assuming that for the DMILL process the
energy transfer threshold for SEE is well below 200 MeV.
An example of data is shown in Fig. 10. The plot shows
the number of SEE counted in the pipeline of one chip
while the beam was scanned across the hybrid with
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Figure 10: Measurement of SEE in the pipeline during
irradiation proton beam.

6 ABCD2T chips. The upper plot shows the SEE counts
performed within the beam spills and the lower plot
shows the SEE counts outside the beam spills.

From such measurements we have estimated the cross
sections for two types of memory cells used in the ABCD
design. For the pipeline in which dynamic memory cells
are used the SEE rate has been measured as 5xlO"7/bit/s.
For the static registers the SEE rate has been estimated as
lxlO"7/bit/s. None of these numbers seems to create a
problem for operation of the SCT in the particle fluxes as
presently estimated.

IV. SUMMARY

The ABCD3T chip is the final version of the binary
readout for the ATLAS Semiconductor Tracker. It
incorporates fixes of minor imperfections identified in the
previous prototypes. The ABCD2T and ABCD3T chips
have been used extensively for building complete SCT
modules used then in the beam tests and the multi-module
system test. About 100 ABCD2T and ABCD3T chips
have been irradiated in various tests up to the total doses
as expected in the ATLAS SCT. All these tests showed
consistent results. An efficient wafer screening system
has been developed and used for testing wafers from
prototype batches.

V. REFERENCES

1. W. Dabrowski et al., Design and Performance of the
ABCD Chip for the Binary Readout of Silicon Strip
Detectors in the ATLAS Semiconductor Tracker.
Proc. of the IEEE Nucl. Science Symposium, Seattle,
IEEE Trans, on Nucl. Sci., in print.

2. T. Dubbs et al., The Development of the CAFE-
P/CAFE-M Bipolar Chips for the Atlas
Semiconductor Tracker. Proc. of the Fifth Workshop
on Electronics for LHC Experiments, Snowmass,
Colorado, USA September 20-24, 1999,
CERN/LHCC/99-03, 29 Oct 1999, p. 123.

3. D. Campbell et al., The Development of the Rad-
Hard CMOS Chip for the Binary Readout of the
ATLAS Semiconductor Tracker. Proc. of the Fifth
Workshop on Electronics for LHC Experiments,
Snowmass, Colorado, USA September 20-24, 1999,
CERN/LHCC/99-03, 29 Oct 1999, p. 152.

4. W. Dabrowski et al. Radiation Hardness of the
ABCD Chip for the Binary Readout of Silicon Strip
Detectors in the AT AS Semiconductor Tracker. Proc.
of the Fifth Workshop on Electronics for LHC
Experiments, Snowmass, Colorado, USA September
20-24, 1999, CERN/LHCC/99-03, 29 Oct 1999,
p. 113.



120

Analogue Read-Out Chip for Si Strip Detector Modules for LHC Experiments

Kaplon J.1 (e-mail: Jan.KaplonCgcern.ch), Chesi E.1, Clark J.A.2, Cindro V.3, Dabrowski W.4,
Ferrere D.2, Kramberger G.3, Lacasta C.5, Lozano J.1, Mikuz M.\ Morone C.2 Roe S.1, Rudge A.1,

Szczygiel R.\ Tadel M.3, Weilhammer P.1, Zsenei A.2

'CERN, 1211 Geneva 23, Switzerland
2University of Geneva, Switzerland

3Jozef Stefan Institute, Ljubljana, Slovenia
"Faculty of Physics and Nuclear Techniques, UMM, Krakow, Poland

5IFIC, Valencia, Spain

Abstract

We present a 128-channel analogue front-end chip
SCTA128 for readout of silicon strip detectors employed
in the inner tracking detectors of LHC experiments. The
architecture of the chip and critical design issues are
discussed. The performance of the chip has been
evaluated in detail in bench tests and is presented in the
paper. The chip is used to read out prototype analogue
modules compatible in size, functionality and
performance with the ATLAS SCT base line modules.
Several full size detector modules equipped with
SCTA128 chips have been built and tested successfully in
the lab with ß particles as well as in beam tests.

I. INTRODUCTION

The LHC operating conditions present a great
challenge to the front-end electronics of Si trackers for
experiments designed for high luminosity physics.
Historically most collider experiments have so far used
full analogue readout front-ends for Si trackers and vertex
detectors. This method allows individual treatment of
data in each channel with optimised and adaptable
software and thereby the most detailed control and
monitoring of the whole system. Analogue readout is to a
large extent immune to external electromagnetic pickup
(common mode) since common mode noise can be fully
eliminated with software. The price to pay for this safety
is a heavier load on data transmission from the detector
over optical links, both in bit rate and in the required
number and quality of the links.
The ATLAS Semiconductor Tracker has adopted a binary
scheme for the readout of silicon strip detectors as the
baseline. The binary architecture allows a more compact
design and has the advantage of a much reduced data
transfer rate with more chips using a single optical link.
This architecture is, however, not immune at all to
common mode noise and so is very sensitive to external
electromagnetic interference.
In this paper the ATLAS back-up solution, the SCTA128
chip will be presented. The SCTA128 chip is an example
of analogue readout architecture for silicon strip
detectors, which meets all basic requirements of the LHC
experiments. It comprises five basic blocks: front-end
amplifiers, analogue pipeline (ADB), control logic

including derandomizing FIFO, command decoder and
output multiplexer. The chip has been manufactured in
the DMILL process, the same as used for the binary chip
ABCD [1], [2]. The front-end is a fast transimpedance
amplifier, using a bipolar input transistor and providing
pulse shaping with peaking time of 25 ns.
The design and the performance of the chip will be
presented. The basic chip performance has been evaluated
on a test bench. An analogue prototype module consisting
of two 6.4 cm x 6.3 cm ATLAS baseline detectors read
out by 6 SCT128A chips has been built. The chips are
mounted on a ceramic hybrid connected to the sensors in
an end-tap configuration. The pitch adapter needed to
match the strip pitch of 80 (J.m and the pitch of input pads
on the chip, which is 60 p.m, is integrated on the hybrid.
The performance of the module, which has been tested
with a Ru ß-source and in a 100 GeV pion beam, will be
discussed.

II. CHIP ARCHITECTURE

Figure 1 shows the block diagram of the SCTA128
chip.

ADB

1,1, 1,1
T analogue

MUX

ADB control

a Command decoder

Readout
logic

Figure 1: Block diagram of the SCTA128 chip.

The SCTA128 chip comprises the following building
blocks: 128 channels with front-end amplifiers, Analogue
Memory (ADB) with the capacity to store 128 analogue
samples, control logic providing a derandomizing
function (up to 8 events), command decoder and fast
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analogue multiplexer to output serial data. In addition to
the basic functional blocks, internal calibration circuitry
containing an 8-bit DAC to control the calibration level
has been implemented to improve the testability of the
chip. Four 5-bit DAC's for the bias of the analogue part
of the chip have been implemented in order to
compensate the drifts after irradiation and optimise chip
performance for various parameters (noise level for a
given detector capacitance, required dynamic range etc.).
The details of the chip architecture and basic principles as
well as readout protocol may be found in previous
publications [3], [4].

III. RESULTS FROM THE PROTOTYPE CHIP
SCTA128HC.

In this section we briefly review results from the
performance of the prototype chip SCTA128HC already
presented in previous publications [3] and [4]. We present
also the latest results obtained from beam tests of a full
size (13cm length) ATLAS type detector modules.

The SCTA128HC chip was manufactured in the
middle of 1998 - an early stage of DMBLL stabilisation
process at TEMIC. Looking at the noise figure obtained
with this prototype chip it should be remembered that the
typical value of the BJT beta was in the range of 100
(today 250) which obviously has an impact on the value
of parallel noise. In addition to that the SCTA128HC chip
suffers from two technological problems not fully
understood at the time of submission. One was the
susceptibility of the RHV type resistors (used in the front-
end) to the radiation which makes a whole design non-
rad-hard. The second one was the problem of the parasitic
coupling through the substrate of the chip (described in
[5]) limiting the phase margin and causing an oscillation.
The temporary solution cancelling that effect was
thinning and metallization of the chip backplane done in
an extra process step outside the foundry.

A. Basic chip performance - results from a
single chip evaluation board.

Basic requirements for the front-end performance are
the speed, noise figure and the dynamic range. In the
SCTA128HC chip there is no direct access to the output
of the FE amplifier however the pulse shape can be
evaluated by scanning the delay of the calibration signal
with respect to the phase of the ADB sampling clock.
Figure 2 shows the example of a delay scan normalised to
the absolute time scale for one particular front-end
channel. The injected charge was 6 fC. The obtained 25
ns peaking time matched the design value well.

Figure 3 shows the gain linearity for one particular
channel of the chip. The gain is in the range of 28 mV/fC
and the linearity is kept up to 12fC, which is enough for
tracking applications.

The overall distribution of the gain in one
SCTA128HC chip is presented in figure 4. The RMS
spread of the gains is about 3%, which is acceptable for
tracking applications. The spread between the on-chip

calibration capacitors (100 fF in each channel) and the
calibration resistors (one for calibration line) also
contributes to this distribution.

[mv]
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Figure 2: Pulse shape at the multiplexer output obtained from

the delay scan.
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Figure 4: Distribution of the front-end gain in one SCTA128HC
chip.

The noise measurements of the front-end have been
performed for the whole chip running with a 40 MHz
clock sampling data to the analogue memory and for
random readout of the ADB cells. This way any pedestal
variation between ADB cells was included in the overall
noise performance. Noise slopes for different values of
the input transistor bias are shown in figure 5.
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Figure 5: ENC noise slope for different bias conditions of the
input transistor.

As already mentioned the ENC value for zero input
capacitance is limited by relatively low beta (around 100)
of BJT transistors manufactured at TEMIC in 1998.

The spread of the pedestals in the analogue memory
has a direct impact on the overall noise performance of
the whole chip. Since the analogue memory performs a
simple voltage sampling, the pedestal spread will
contribute, as an extra noise source uncorrelated with the
input noise. The distribution of the pedestals in the ADB
for a typical channel of the SCTA128HC is shown in
figure 6.
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Figure 6: Pedestal distribution of 128 cells in one typical
channel of SCTA128HC chip readout with 40 MHz clock.

The value of 0.4 mV has to be compared with 28 mV/fC
gain, which gives additional noise contribution in the
range of lOOe- ENC uncorrelated with the input noise.
The measurement has been done using 40 MHz readout
clock for the output multiplexer, which is synchronous
with the ADB sampling clock. Using slower multiplexer
clock increase activity of the digital signals asynchronous
to the sampling clock which couple through the chip
substrate to the inputs of the front-end and increase the
pedestal spread. The typical value of RMS pedestals
spread in analogue memory for lower readout frequency
is in the range of 1.2 mV.

B. Performance of the ATLAS type detector
modules equipped with SCTA128HC chips.

To demonstrate the feasibility of using the SCTA128
chip as a backup solution for the ATLAS SCT several
modules compatible with the size and number of
electronic channels of the baseline binary module have
been built. A 6 chip ceramic hybrid holding 2 silicon
detectors of size 6.3x6.4 cm (ATLAS baseline design) in
end-tap configuration is shown in figure 7.

Figure 7: Photograph of a 13-cm module with 6 SCTA128HC
chips.

The modules were tested in the SPS beam line, which
provides 100 GeV pions. A standard procedure described
in [4] was applied to extract spatial resolution, efficiency
and noise occupancy for the tested modules. The signal
over noise distribution of the found clusters on 13-cm
strips regions is shown in figure 8. The most probable
value is about 20, which is sufficient to provide high
particle detection efficiency while keeping the noise
occupancy well below ATLAS requirements.
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Since the detectors used in the modules were
optimised for binary electronics the majority of events
were single strip hits. Thus the spatial resolution obtained
in the beam test is as expected for binary electronics cr =
23 \xm (detector pitch 80^m/Vl2). Selecting events with
double strip clusters (-15% of total number of events)
one can obtain a spatial resolution of about 3^m. The
distributions of residuals separately for single and double
hit clusters are shown in figure 9.
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Figure 9: Resolution of the 13-cm silicon strip module equipped
with the SCTA128HC chip.

An important parameter characterising overall
performance of the detector module is the noise
occupancy for a given tracking efficiency. The plot
showing the noise occupancy versus tracking efficiency
for tested modules is presented in figure 10. For the
efficiency calculation only events with one well-
reconstructed track were considered.
I Efficiency vs. Noise |

98.5 98.6 98.8 98.9 99 99.1 99.2 99.3

Efficiency (%)

Figure 10: Noise occupancy versus efficiency for 13-cm silicon
strip detector module equipped with SCTA128HC chips.

IV. SCTA128VG - A NEW VERSION OF THE
ANALOGUE CHIP.

Although the SCTA128HC chip has been used
successfully over the last two years to build detector
modules one should not forget that this prototype has
some limitations and should not be considered as a final
version of the analogue chip. Development of the binary
chip ABCD in the same DMTLL technology has had a big
impact on the planned improvements in the new version
of the analogue chip. Apart from the changes implied by
modified technology such as the introduction of new rad-
hard resistors (RBXB type) and new structures for the

input pads with a screening layer preventing parasitic
coupling through the substrate, several improvements in
front-end part have been done. In April 2000 a new
version of the analogue chip SCTA128VG was submitted
to the TEMIC foundry. The first stage of the preamplifier
is identical to the ABCD3T design (the noise performance
and radiation hardness is already proved).

In the new design of the shaper stage we focused on
the improvements of PSRR, immunity to spread of the
process parameters, temperature and drifts during
irradiation. The overall gain of the front-end stage was
tuned to 50 mV/fC to be completely safe against the ADB
pedestal spread and possible excess noise at the level of
data transmission outside the chip. The stability of the
front-end parameters with respect to temperature is
improved by using a new band-gap reference for the bias
DAC's. Several changes in structure of the biasing and
grounding of the front-end stage both on schematic and at
the layout level have been applied to improve the stability
of the chip working in detector system with millions of
channels.

The schematic of one channel of the front-end
amplifier is shown in figure 11. The input stage formed
by the bipolar transistor loaded with a PMOS current
source is followed by a common collector buffer and
enclosed with the transresistance loop. A DC coupled
booster amplifier provides extra amplification before the
shaper stage. A booster amplifier is a two-stage BiCMOS
amplifier with negative feedback defined by a resistive
network. It provides good stabilisation of the gain with
respect to the technological parameters, temperature and
power supply as well as high bandwidth for relatively
small power consumption (0.25 mW for nominal bias).
The same structure is replicated in the shaper stage, which
is AC coupled to the preamplifier in order to prevent
propagation of DC offsets implied by the spread of
process parameters and drifts after radiation. An extra AC
coupling is used in the front of the output buffer in order
to provide a well-defined DC level at the output of the
chip before the optical link. One can notice the separation
between grounds and supplies lines, especially the extra
connection for the emitter of the input transistor - the
most sensitive node of the circuit - to avoid parasitic
coupling via the common inductances of the bond wires.
The bias lines used in various part of the amplifier are
separated and filtered to avoid parasitic coupling of the
high dynamic range signals to the more sensitive front
part of the circuit.

During the optimisation of the circuit we have placed
special emphasis on the reduction of possible variations
in the circuit parameters with operating conditions
(temperature and power supply) and the variations of
process parameters from run to run. In order to illustrate
possible effects we show in figure 12 and 13 simulation
results for gain and peaking time respectively for various
combinations of power supply (±10%), operating
temperatures (0 and 80°C) and corner parameters defined
by the technology vendor.
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Figure 11: Schematic of one channel of the SCTA 128VG front-end amplifier.
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Figure 12: Evolution of gain [V/fC] with variation of the
process parameters (resistors -25% - +50%, CMOS corner
parameters, temperature from 0 to 80°C, power supply ±10%).
The variation of the parameters are from batch to batch. For a
given batch the matching of the device parameters on chip/wafer
is much better.
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Figure 13: Evolution of the peaking time [ns] with variation of
the process parameters (resistors -25% - +50%, CMOS corner
parameters, temperature from 0 to 80°C, power supply ±10%)

The comer parameters include also worst case
combinations of initial parameters and expected radiation
effects after a total dose of 10 Mrad. The performance of
the circuit for 50% higher values of the resistances is only
shown as an example of the robustness of the circuit since
the maximum expected deviation is 25%.

V. CONCLUSIONS

The SCTA chip is an implementation of full analogue
readout architecture compatible with the requirements for
readout of silicon strip detectors at LHC experiments.
Using prototype SCTA128HC chips a number of silicon
detector modules matching ATLAS specification has
been built and successfully tested in the SPS beam. A
new version of the analogue chip - the SCTA128VG is
expected soon back from the foundry.
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Abstract
The ATLAS-SCT will soon enter into the production

phase. The large amount of electronic ASICs to be
handled requires a well defined procedure both to
monitor the performance of the production and to trace
the distribution of the components down to the
individual module level. That involves not only the
development of a testing policy and method for the
ASICs, with the corresponding criteria defining the
pass/fail tagging of the chips, but also a mechanism to
handle the substantial amount of data generated in this
process.

This paper covers and discuss those aspects of the
production and will report on the approach followed by
the ATLAS-SCT towards the design of a testing
procedure and the development of a production
database.

I. INTRODUCTION.

The paper covers the main aspects of the ATLAS-
SCT approach towards the definition of a production
database. There are some key aspects that deserve some
thought.

The first step is the definition of the test procedure.
That involves the definition of what is to be measured
and the coverage of those measurements. In the end, one
needs to know the yield and to tag the ASICs as usable
or not. The extreme operation conditions of the devices
and the required performance of the detectors call for
very exhaustive tests on the ASICs, whose complexity
propagates into the level of complexity of the tests to be
performed and the amount of data to handle. Those
requirements are very specific to ASICs and demand
much more than a simple good/bad analysis. Schedule is
another constrain that forces, somehow, the philosophy
of the measurements. Ideally, one would like to measure
everything, regardless of the results of previous tests, in
order to have a clear picture of the failure pattern.
However, if time constrains are too demanding one

would need to make exclusive tests and stop the
measurements as soon as one failure occurs.

The second aspect is that related to data handling.
Once the tests have been performed a decision has to be
taken on what to do with the data and to which extent
the measured parameters can be used afterwards. It has
to be understood that from the point of view of a
production data base, the key issues are the production
monitoring and the chip distribution, but also the
possibility of having ready the relevant information for
the beginning of the experiment.

In the following sections we describe the approach
we follow for the ATLAS-SCT front-end ASICs,
namely, the ABCD chip.

II. THE ABCD CHIP.

The Atlas Binary Chip (ABCD [3]) design is a single
chip implementation of the binary readout architecture
for silicon strip detectors in the ATLAS Semiconductor
Tracker [1]. The Radiation Hard DMILL technology [2],
in which the ABCD chip is fabricated, offers the unique
possibility of combining a bipolar front-end
amplifier/comparator with the CMOS logic in a single
chip.

A description of the chip functionality can be found
elsewhere [4] and here we only mention that it has 128
channels, a number of DACs to control its behavior and
a set of tools that allow to test the most important
blocks.

III. TEST PROCEDURE.

The ABCD chips will be assembled on the hybrids as
unpacked devices and, in consequence, the chip
preselection and characterization process has to be
carried out at the level of wafer screening. The
characterization process needs to be complete, accurate
and as fast as possible since about 50000 good chips
need to be preselected. As the ABCD chip employs the
binary architecture, a considerable amount of
measurements are needed to obtain any information on
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the analogue performance of the front-end. Also a
complete set of digital tests proving the readout
protocol, different modes of operation and functionality
of the whole logic, together with the characterization of
the on-chip digital to analogue converters (DAC), need
to be designed and carried out. A detailed description on
the test setup and the tests performed can be found
in [5]. In the following subsections we will very briefly
describe them in order to be able to extract the sort of
data that we can get.

A. Test setup.

The setup, as sketched in Fig. 1, is based on a
Karl SUSS PA200-II probe station with a fully
motorized chuck stage whose movement is totally
controlled through the GPIB interface.

Figure 1. Schematic diagram of the wafer test system.

Data acquisition and chip control are based on two
VME modules [6], one providing the clock and the
commands to the chip (SEQSI) and a data receiver and
decoder (DRAFT).

For DAC measurements we used a HP voltmeter with
an analogue multiplexor which is also used to monitor
the vacuum that sucks the wafer on the chuck. The
supply voltages, Vcc and Vdd, for the chip are
controlled by a TekTronix power supply that also
measures the current drawn by those lines at different
chip states. Both, the digital signals, like clock and
commands, and the analogue signals are driven by a

custom designed PCB. The whole system was driven by
a dedicated program written in C++ and running under
W95.

The system takes on the order of four minutes to
perform all the tests in a single chip. The average total
time to screen a whole wafer is about 20 hours, given the
current yield.

B. Digital tests.
A number of tests are made to check the digital

functionality of the chips. The main characteristics are
connected to chip control, inter-chip communication
and data compression. Additionally, some functionalities
like channel masking and redundancy mechanisms
should be proven. Fig. 2 shows schematically the tests
carried out. Only the tests concerning configuration and
addressing are considered as exclusive, for which a
failure directly tags the ASIC as unusable. The rest of
the tests are all performed regardless of the results of the
previous ones.

Another key issue to determine with the results of the
digital tests is the speed margin of the devices. Due to
the limitation on the maximum clock frequency
provided by the setup, the chip degradation is simulated
by scanning Vdd together with the available clock
frequencies (40 MHz and 50 Mhz) for every digital test.

C. Power consumption and DACs.
The ABCD has four main digital to analogue

converters: two of them control the threshold, the first
globally and the second on a channel by channel basis,
and another two control the shaper and preamplifier
biases. For any of them a full scan of all the DAC bits is
performed, allowing to determine their linearity. There
is a fifth DAC to control the amplitude of the calibration
pulse, but a failure on that one will translate into
problems on the analogue tests, to be described later.

Also the power consumption of the devices is
measured, both in the analogue and digital lines, with
different chip configurations: master and slave. In order

Conf. Keg. Read/Write
Random configuration
keep as master and end

4
Addressing
configure with random

1 100 %
• efficient.

LI counter

Input Register
test channel masking
mask in mask reg.
Pulse input register

- •

Scan
RO buffer "HI

Input Lines
CLKS+CMDS through both
input lines

Scan
Pipeline

1

Slav*

• chip as stave

* token sent through both input lines

t
ake slave
slave data injected through
both input lines
pattern through mask reg. To
lest data mercinc

4
Token

*• * sends token to next chip
through both output lines

Figure 2. Sketch of the digital tests performed on the chip during the wafer screening. All the aspects of the digital block are
covered, ranging from configuration and addressing to the performance of the pipeline and readout buffer.
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Table 1: List of information tokens that can be obtained with the ABCD wafer screening setup.

Wafer

Batch
ID
Yield

• • • - " ' . • . . C M p • • . • • • • • • • • • • ' • • . . : " ' . . : • : : . - . : . - . ' •

Position
X
Y

Digital
Hag
40Mhz
Vdd40MHz
VddConf
VddAddr
VddLICnt
VddlnpResg
VddlnpLin
VddFakeS
VddSlave
VddToken
50Mhz
Vdd40MHz
VddConf
VddAddr
VddLlCm
VddlnpResg
VddlnpLin
VddFakeS
VddSlave
VddToken
P.C
MasterCurrenl
SlaveCurrent

Analogue
Ndead
NonTrim
Gain
GainSpread
Offset
OffsetSpread
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to simulate the nominal requirements for the ATLAS-
SCT occupancy and LI trigger rate, the measurement is
made with a trigger rate of 100 kHz and an occupancy of
3%, built up with randomly selected channels. The
distribution of the power consumption in a wafer for
both lines and chip configurations is shown in Fig. 3.

S i m : 33(1) mA

I Stave: B3(1)m
U u m : 63(1) n

Figure 3. Spread of the power consumption in a wafer as
measured both in the digital and analogue lines with
different chip configurations: master and slave.

D. Analogue tests.
The main goal of these tests is to determine the basic

analogue parameters of the front-end: gain, noise and
discriminator offset spread. To this end, a threshold scan
for three different input charges, delivered by the
calibration circuitry, is done for every channel in each
chip, as described in [5,7] .The input transistor current
and the shaper bias are set to the nominal values and the
chip is driven by a 40 MHz clock. The s-curves
obtained from the scan are fitted to a complementary
error function. The response curve is built from the 50%
points of the fit and from it the gain and offset are

derived. The noise is taken directly from the fit and the
s-curve plateau gives the chip efficiency, that provides
information on possible defects in the pipeline.

E. YIELD.

As already mentioned, the complexity of the devices
and, accordingly, of the tests to be carried through, as
imposed by the desired performance of the ATLAS
detectors , results in a huge amount of information to be
handled. Table 1 shows the smallest information tokens
that can be obtained from the setup. In order to estimate
the yield of the process all that information has to be
combined, according to a well defined criteria.

Fig. 4 shows the variation of the digital and total
yield, at 40 MHz and 50 MHz, as a function of Vdd and
for different levels of strictness, that is, accepting zero,
one or two defects at most. In order to quote a number
for the final yield we always select the most unyielding
situation: only chips with no defects or dead channels
are considered.

Water 5 - Trim

i 0.9
i
: 0.6

0.7

0.6

0.5

0.4

0.3

0.2

. Digital jal40MHz| JDIgltal at 50MHz

••* • & dead

no dead

plumber <jf analysed chips =|256

4.2 4.4
Vdd(V)

Figure 4. Variation of the yield with respect to the applied
Vdd in the digital tests and different levels of strictness.
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I V . A PRODUCTION DATABASE.

Having defined the behavior of the data producer,
that is, the test procedure, the next major point is how to
define the data holder or, in other words, the production
data base. The main goals of a production data base
could be classified in two groups. The first is defined by
the data needs at the beginning of the experiment, while
the second is driven by the production phase.

Of paramount importance is the centralization of the
data, in an agreed format, and having all that
information available at the beginning of the
experiment. In that context two groups could be
identified. First, the off-line data, concerning aspects
like the alignment and dead channels, that would allow
for a fast start of detector data analysis. Second, the
monitoring of the system, which would handle aspects
related with the performance of the system and its
components. In the case of binary front-end ASICs that
would involve information on gain, threshold values and
nominal settings for operation.

Of equal significance are all the aspects covering
data handling: availability, insertion and retrieval of
information during the production phase. For that, the
cleanest solution is the definition of a WWW-based user
interface that would hide all the complexities of the
database server and protocol.

Internet

Netscape

Database
GradeS

Automatic data \
upload

Figure 5. Scheme of the ATLAS-SCT production database
functionalities.

A. SCT production database.
The architecture proposed for the ATLAS-SCT

database is based on the client-server model, with a
main ORACLE© version 8 server set in Geneva on a
dedicated Sun server. Access is granted from client
machines communicating over the network, either by
means of special data-entry applications, like the
OMNIS-based developed in Manchester [8], or WWW
browsers, like the one developed in Geneva [9,10]. The
principle for the two interfaces is the same and only the
layout may change. The access is secure and an
institute-based authentication mechanism has been
implemented. In the OMNIS approach a subset of the
data is stored in a local cache data-file, and periodically

merged with the master server over the network. The
web solution provides direct access to the master server
for consultation, insertion, deletion and update. When
mass data and raw-data need to be entered, the Java
application, also developed at Geneva, is used, allowing
for any kind of data to be upload in an automatic way.

The data in the DB is organized hierarchically, see
Fig. 6, starting from the building blocks, items, that
group into what is called an assembly, which in turn can
be assembled to form bigger assemblies. Any object has
associated a unique identifier and some specific fields.
Associated with those objects is a data structure,
containing the list of tests, together with their results,
performed on each item of the assembly. For the ABCD
chip, one could have the tests made on the wafer, the
ones made on the hybrid (an assembly) and then the tests
performed on the module itself (another assembly).

Also attached to any object of the database is the
information concerning the shipment and location of
those objects.

y %' I Report

/
I Reports

Reports
s

Figure 6. Data organization in the ATLAS-SCT database.

B. The ABCD in the SCT database.
The ABCD enters in the database as an item, with its

associated tests and defects. The data structure should be
general enough to include any of the tests. It includes,
see table 2, the minimum Vdd at full efficiency for the
scanned clock frequencies, the power consumption, the
settings (Vcc, Vdd, shaper bias and input transistor
current) and some general properties like the gain,
offset, noise and the slopes and offsets of the DACs. One
could, eventually, add some information on irradiation
tests, like the total dose received or the irradiation type.

Together with the chip characteristics as a whole,
some information in a channel by channel basis is also
stored. That would include the channel gain, offset,
mask and trim dac value for a nominal trimming at lfC.
These data would constitute the starting point for the
system monitoring in the starting phase of the
experiment and would also provide the initial settings of
the chips.
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Table 2. ABCD data

TSTABCD
Name

DOSE.GAMMA

DOSE NEUTRON

CHIP CFG

CH!P_CFG_VDD40

CHIP CFG_VDD50

CHIP HEAD1

CHIP HEAD1.VOD40

CHIPHEAD 1_VDD50

CHIP HEAD2

CHIP HEAD2_VDD40

CHIP HEAD2_VDD50

CH!P_TOKEN

CHIP TOKEN_VDD40

CHIP TOKEN_VOD50

CHIP INPt

CHIP_INP1_VDD40

CHfPJNP 1.VDD50

CHIPJNP2

CHIP INP2_VDD40

CHIP INP2^VDD5O

CHIP_MASTER

CHiP_MASTER_VDD40

CHIP MASTER VDO50

CHIP SLAVE

CHIP SDWE_VD040

CHIP SLAVE_VDDSO

BIN_NUMBER

O.FACTOa

vcc
VDD

Null?

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

Type

NUM8ER(10,4)

NUMBER(10,4)

VARCHAR2O)

NUMBER(1G,4)

NUMBER(10,4)

VARCHAR2(3)

NUMBER{10,4)

NUM8ER(10.4)

VARCHAR2(3)

NUM8ER(10,4)

NUMBER(10,4)

VARCHAR2(3)

NUMBER{10,4J

NUMBER(tO,4)

VARCHAR2(3)

NUM8ER(10.4)

NUMBER[10,4)

VARCHAR2(3)

NUMBER(10,4)

NUM8ER{10,4)

VARCHAR2(3)

NUMBER(10,4)

NUMBER{10,4)

VARCHAR2(3)

NUMBER(10,4)

NUMBER(10.4)

NUMBER(I)

NUM8Efl()0,4)

NUMBER(10,4)

>JUMBER(10.4)

structure in the ATLAS-SCT production database

LVCC

LVDD

DELAY DELAY

PR.BIAS

SH^BIAS

THRESHOLDING

GAIN

GAIN.SPREAD

IPRE DAC.SLOPE
IPREJ3AC_OFFSE

IPRE_DAC_LINEAF

SH DAC SLOPE

SH,0AC_OFFSE7

SHJ3AC_L1NEAR

TH_OAC_SLOPE

TH_0AC_OFFSET

TH_DAC_LINEAR

TEMPERATURE

LAST.MOD

OWNER

TEST.NO

TSTABCDchs
Name

CHAN NUM

GAIN

OFFSET

T.DAC

MASK_SET

LAST_MOD

OWNER

TEST NO

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

Null?

4OT NULL

NOT NULL

'JOT NULL

NOT NULL

'JOT NULL

NOT NULL

'JOT NULL

'JOT NULL

NUMBER{10,4)

NUMBER[10,4J

^UMBER(10,4)

NUM8Efl(1O,4)

NUMBERfiO.4)

NUMBER(10,4)

NUMBER(10,4-)

NUMBER{10,4)

NUM8ER(10.4)
NUMBER(10.4)

NUMBER(10,4)

MUMBER(1O,4)

NUMBERf1O,4)

NUMBER{10.4)

NUMSERdO.4)

NUMBER(10,4)

NUMBER(10,4)

NUMBER(10.4)

DATE

VARCHAR2(30)

NUMBER(II)

Type

>JUMBER(3)
-IUM9ER{10.4)

NUMBER(10.4)

NUMBER(10,4)

VARCHAR2J3)

DATE

VARCHAR2(30)

-JUMBER(II)

Defects
Nama

DEFECT.NAME

TEST_NO

CHAN_1ST

CHAN.LAST

LAST.MOD

URL
OWNER

Nu/I?

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

NOT NULL

Type

VARCHAR2(20

NUMBER(11)

NUMSER{11)

NUMBER(II)

DATE

VARCHAR2(20

VARCHAR2(30

V. CONCLUSIONS.

In the ATLAS-SCT we have developed the two tools
needed for the definition of a production data base: the
data producer, that is, the test procedure on the ASICs,
and the data holder.

The system is able to test all the ABCD
functionalities, performs fast and accurately, provides all
the information needed to tag the chips and has been
successfully used up to now. It provides enough
information to feed our production database as currently
defined. Certainly some information is kept outside the
database and it is not yet decided whether the current
implementation of the ABCD item in the database needs
to be extended or not. Also subject to discussion is
whether all the chips will enter in the database or only
those that will be used to build the models.

Concerning the database itself, it has proven to be a
powerful tool, fulfilling all the requirements concerning
data availability, insertion and retrieval, not only for the
ASICs, but for any of the building components of the
detector, as already seen with the silicon detectors pre-
series.
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Abstract
The APV25 is the readout chip for silicon microstrips in

the CMS tracker. It is the first major chip for a high energy
physics experiment to exploit a modern commercial 0.25u.m
CMOS technology. Experimental characterisation of the
circuit shows full functionality and excellent performance
before and after irradiation. Automated probe testing of many
chips has demonstrated a very high yield. A summary of the
design, detailed results from measurements, and probe testing
results are presented.

I. INTRODUCTION
The CMS tracker contains approximately 107 channels of

AC coupled silicon microstrips read out by 128-channel
APV25 chips. The APV chip series has included versions in
both Harris [1] and DMILL [2] technologies. The APV25 is
fabricated in a 0.25jxm CMOS process, the thin gate oxide
together with special layout techniques ensuring radiation
tolerance [3].

Two versions of the APV25 have now been fabricated.
Because of the requirement to expedite the development to
meet the experiment construction schedule, it was decided to
opt for a full-size chip in the first iteration, integrating all the
features required for the CMS tracker. Although this strategy
has some associated risks, much experience had been gained
from designing previous versions of the chip in other
processes, and while testing building blocks of a design in
isolation does yield detailed knowledge of their operation,
more subtle problems (usually layout related) reveal
themselves only when sub-circuits are integrated together.

Delivered in October 1999, the APV25sO was found to
demonstrate very good performance in all aspects of the
design and the radiation tolerance exceeded requirements.
Minor deficiencies were found to be uniformity of the on-chip
generated calibration signal, lower overall gain than that
designed for, and an internal digital timing error which was
completely transparent to the user. The noise performance
was satisfactory but non-uniform, showing a dependence on
channel number. This was identified as arising from non-
negligible metallisation resistance, where tracks from input
pads at the bottom edge of the chip had further to go to reach
their respective preamplifier inputs than those at the top.

Approximately 500 chips from 4 wafers were available for
probe testing from the APV25sO chip version. An automatic
test facility has been developed which will allow wafer
screening of die during the production period. This is
described in section V, where results illustrating uniformity
and yield characteristics of the process are included.

Figure 1 shows the layout of the APV25sl, the second
version of the chip, delivered in September 2000. Only a few
chips have been tested so far, but the performance has already
been verified to be consistent with that exhibited by the sO
version, except for the areas in which it has improved. The
results in sections III and IV of this paper are exclusively
from the new APV25sl version of the chip.

"vm.

Figure 1. Layout of the APV25sl chip

II. APV25 DESIGN FEATURES
The APV25sl chip dimensions are 7.1 mm from top to

bottom edge (as viewed in figure 1), and 8.1 mm from front to
back. The 128 input pads are split into two groups of 64, with
power pads at the top, bottom and between the two groups.
Power can also be provided from pads on the top and bottom
edges, if it is not necessary to achieve minimum separation
between chips on a hybrid. The remaining pads on the top and
bottom edges are for test purposes and are not required to be
bonded. Most of the pads on the back edge of the chip are
required to be bonded for normal operation, and for details of
dimensions and pad assignments see the user manual [4].

Details of the design of the APV25 have been previously
published [5] so only a brief description will be given here.
Each channel consists of a preamplifier (preamp) coupled to a
shaping amplifier (shaper) which produces a 50 ns CR-RC
pulse shape. A unity gain inverter is included between the
preamp and shaper which can be switched in or out such that
the polarity of signals at the shaper output is the same for
either polarity of detector signals.
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The shaper output of each channel is sampled at 40 MHz
into a 192 cell deep pipeline. The pipeline depth allows a
programmable level 1 latency of up to 4 (is, with 32 locations
reserved for buffering events awaiting readout. If the chip is
triggered the appropriate pipeline cell columns (time slices)
are marked for readout, and not overwritten until this is
completed. Each channel of the pipeline is read out by a
circuit called the APSP (Analogue Pulse Shape Processor)
which can operate in one of two modes. In peak mode only
one sample per channel is read from the pipeline (timed to be
at the peak of the analogue pulse shape). In deconvolution
mode three samples are sequentially read and the output is a
weighted sum of all three. The deconvolution operation
results in a re-shaping of the analogue pulse shape to one that
peaks at 25 ns and returns rapidly to the baseline.

After the APSP operation is completed the output is
sampled/held and fed to the multiplexer. This 128:1 stage
operates at 20 MHz and uses a nested architecture to save
power (only the final 4:1 stage runs at full speed), resulting in
a non-consecutive channel order for the analogue samples.
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Figure 2. APV25 output data frame

Figure 2 shows the APV25sl output data stream following
a trigger. The output is a differential current, figure 2 showing
the positive output only. The upper plot shows the raw data
frame after digitisation. The overall frame length is 7 u.s,
comprising a 12 bit header followed by 128 50 ns analogue
samples. A 1 mip (24,000 electrons) signal is injected into one
of the chip inputs. The 12 bit header comprises 3 start bits, an
8 bit address of the pipeline column from which the data
originates, and one error bit. The lower plot in figure 2 shows
the same frame but with the analogue data in channel order
(from the bottom to top of the chip as viewed in figure I). In
this plot a slight pedestal gradient can be seen which is likely
to be due to a power supply droop across the chip.

The digital header is designed to occupy approximately an
8 mip range. The analogue baseline can be adjusted using the
slow control interface to lie anywhere within that range,
allowing a reasonable signal dynamic range (~ 5mips) plus
headroom to accommodate common mode effects.

The 40 MHz clock and trigger (Tl) signals to the chip use
the LVDS standard. A single '1' on the Tl line is interpreted

as a normal trigger, which are required in CMS to be
separated by a minimum of 2 clock cycles. Making use of this
trigger rule the chip interprets two triggers separated by only
one clock cycle ('101') as a synchronous reset, and two
triggers with no separation ('11') as a calibration request.

50 200 250100 150
time [nsec]

Figure 3. APV25sl amplifier pulse shape in peak and decon-
volution modes, for a range of input capacitance

III. APV25sl PERFORMANCE
A. Analogue pulse shape and linearity

Figure 3 shows the amplifier pulse shape measured for a
bonded out channel as a function of input capacitance, in both
peak and deconvolution modes. The pulse shape is mapped by
sweeping the time of charge injection with respect to a fixed
Tl time. The peak mode pulse shape closely approximates to
an ideal CR-RC pulse shape with a 50 ns time constant, and
consequently the deconvolution mode pulse shape is close to
ideal. The independence of pulse shape on input capacitance
is achieved by minor adjustment of shaper amplifier biases to
compensate for preamplifier risetime effects.

0 50 200 250100 150
time [nsec.]

Figure 4. APV25sl pulse shape dependence on signal amplitude
in both peak and deconvolution modes

Figure 4 illustrates the pulse shape dependence on signal
amplitude in both peak and deconvolution modes. The input
signal varies between 0.5 and 7 mips in 0.5 mip steps. No
major distortion is evident for signals in this range. The
dependence of the peak pulse heights from figure 4 on input
signal amplitude is shown in figure 5, where the output signal
amplitude has been normalised to the input signal amplitude
at the 1 mip point. Good linearity is achieved for signals up to
3 mips with a gradual fall off beyond.
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Figure 5. APV25sl linearity

B. Internal calibration and gain uniformity

The deconvolution mode approach to pulse shaping relies
on the bare amplifier pulse shape being a close approximation
to the ideal CR-RC shape. The internal calibration circuit
allows the pulse shape to be periodically monitored over the
lifetime of the experiment, so that any necessary adjustments
can be made. An on-chip pulse generator can be enabled to
inject charge with programmable amplitude into all inputs in
groups of 16 channels. Coarse resolution pulse shape
mapping can be achieved by stepping the calibration request
signal in 25 ns increments with respect to the subsequent
trigger. Finer resolution is available using an on-chip delay
circuit which can be programmed in steps of 3.125 ns.

0

0 20 40 60
3.125 nsec steps

Figure 6. APV25sl amplifier peak mode pulse shape for all 128
channels, measured using the internal calibration feature

Figure 6 shows the pulse shape in peak mode for all 128
channels superimposed, measured using the internal
calibration circuitry. Good uniformity indicates that both
channel gain and calibration signal matching are good. This is
an improvement on the first version of the chip where a better
layout of the calibration circuitry along the input edge of the
chip has been implemented.

C. Noise

The first version of the chip showed noise dependence on
channel number with channels at the bottom edge (low
number channels) exhibiting higher noise. Figure 7 shows the
noise dependence on input capacitance for the APV25sl in
peak and deconvolution modes for three channels, one close
to the middle, the other two close to the top and bottom edges.
The measured noise is consistent with that achieved for the

previous chip version, and no significant difference between
channels is observed. The noise target performance for silicon
microstrips in CMS is 2000 electrons and from figure 8 we
can see that this can be achieved (assuming amplifier noise
alone) for detectors with capacitance up to 25 pF.
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Figure 7. APV25sl noise dependence on input capacitance

D. Pipeline tests

The APV25 pipeline is realised using gate capacitance of
NMOS transistors biased in strong inversion. Uniformity of
pipeline cell capacitance is necessary to avoid variations in
channel pedestals depending on pipeline location which lead
to additional noise sources. Figure 8 shows the pedestal
dependence of a single channel on pipeline location. Taking
the rms pedestal value, converting the result to an equivalent
noise charge, and histogramming the results for all channels
results in the picture shown in figure 9. It is clear that the
pipeline pedestal contribution to the noise is negligible in
both modes of chip operation.

^ * M & v M ¥ f 1 ^
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Figure 8. APV25sl pipeline pedestals for a typical channel
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Figure 9. rms pipeline pedestals for all 128 channels
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Another way of evaluating pipeline cell capacitance
uniformity is to measure the gain dependence on pipeline
location. This can be achieved by storing and retrieving a
signal to and from every pipeline location. Figure 10 shows a
histogram of the gain for all 192 pipeline cells for one
channel. The width of the distribution is small indicating
close matching of capacitance between cells.
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Figure 10. Pipeline gain uniformity

IV. RADIATION TESTS
The APV25 has been designed using the techniques

investigated by the RD49 collaboration [3] to ensure radiation
tolerance. The first version of the chip, and associated test
structures have been irradiated with X-rays, 60Co y-rays,
electrons and neutrons [6] to levels well in excess of those to
be experienced in CMS, without suffering significant
degradation of performance. In addition, chips have been
exposed to a heavy ion beam, primarily to investigate SEU
effects [7], but where no permanent damage due to gate
breakdown effects has been observed. Due to lack of time
only one chip from the APV25sl run has so far been
irradiated, but results from this chip are consistent with those
from the previous run.
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Figure 11. APV25sl pulse shapes before and after irradiation
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Figure 12. APV25sl noise before and after irradiation

The APV25sl chip was irradiated in 1 step to 10 Mrads
with 50 kV X-rays (spectral peak at 10 keV) at a dose rate of
0.6 Mrads/hour. Figure 11 shows the pulse shapes recorded
before and after irradiation. Minor tuning of bias parameters
is required to maintain the post-irradiation pulse shape
identical to the pre-irradiation shape. Figure 12 shows
histograms of the noise for all 128 channels, in peak and
deconvolution modes, before and after irradiation, where no
significant noise degradation is apparent. The small group of
channels for each distribution that sit at higher noise values
are those which have been bonded out onto the test board and
which therefore see a higher capacitance.

V. APV25sO PROBE TESTING
The CMS tracker detector module production procedure

requires the mounting of known good die on readout hybrids,
to avoid a significant amount of hybrid re-work. It is therefore
desirable to perform as exhaustive a test as possible on chips
prior to mounting, which can be done using a probe card
before the chips are cut from the wafer. Test set-ups and
protocols, previously developed for earlier versions of the
APV [8], have been adapted for use with the APV25.

Four wafers were available from the APV25sO multi-chip
production run, from which 501 chips were used for the probe
test study. These chips had already been cut from the wafers,
so manual alignment to each chip was required. An APV25sO
chip under test can be seen in figure 13, and a brief summary
of the test protocol will now be given.

Figure 13. APV25sO chip under probe test

A. Digital functionality tests

During the test the chip is operated at the 40 MHz LHC
clock speed. The digital functionality tests include:

1) Read/write operations to all internal addresses (bias and
operational mode registers) looking for stuck bits.

2) Verification that the chip will respond to all possible chip
addresses (up to 31 chips can share the same I2C slow control
bus with individual addresses determined by bonding)

3) Checking for the expected digital header and verifying no
error bit is set after 1000 pseudo random triggers.
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Any digital error found during the above tests results in
the chip being recorded as a failure and 33 of the 501 chips
tested were failed in this category.

B. Power supply currents

The power supply currents were measured after
programming default values to the bias registers. Figure 14
shows two plots, one a histogram of the currents in both rails
and the other a scatter plot of the current in the VSS rail
against that in the VDD rail. The rectangular box in the
second plot indicates where pass/fail thresholds were set for
this test. Only 6 chips were failed solely on the power supply
currents being out of range, but it is clear from figure 14 that
the pass/fail thresholds can be made more stringent without
significant impact on the overall yield.

• ! • • • •
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Figure 14. VDD and VSS currents for all probed APV25s0 chips

C. Pipeline tests

The integrity of the pipeline is evaluated by acquiring the
pedestal values for all 192 cells for all 128 channels. The
symptom of a faulty cell is a pedestal value which is stuck at
an abnormally high or low value. This is easily observed and
a chip fails this test if only one cell is found faulty. A total of
12 chips were failed in this category.

50 100 150100 150 0 50
gain [ADC units]

Figure 15.Gain histograms for good probed APV25s0 chips

D. Channel pedestals and calibration

The analogue baseline is adjusted to a nominal value and
the pedestals for each channel are acquired and compared
with the nominal value. A chip with an abnormally high or
low value is failed. The analogue pulse shapes for all
channels are acquired using the internal calibration facility.
Chips with channels exhibiting low gain are failed. These
tests are performed in both peak and deconvolution modes. A
total of 26 chips were failed due to bad channel pedestals or
gains. Figure 15 shows histograms of the average gain, in
peak and deconvolution, for all the chips which passed all
tests. The histograms indicate good gain matching between
chips from all 4 wafers, although it should be noted that these
wafers all came from the same run and that run to run
differences are likely.

The overall results of the APV25sO probe testing are
summarised in table 1. A total of 419 out of 501 chips passed
all tests, giving a yield for this run of 84%, with no significant
differences between wafers

Table 1. APV25sO probe test results summary (numbers in brackets
indicate no. of chips in that category which showed cutting damage)

TEST DESCRIPTION

digital functionality

power supply current out of range

pipeline defects (>0 bad cells)

channel defects (pedestals or pulse ht.)

physically damaged during probing

rejected due to visible cutting damage

TOTAL NO OF FAILURES

# of fails

33 (1)

6

12

26 (5)

2

3

82

VI. CONCLUSIONS
The APV25sl 0.25fim CMOS readout chip for the CMS

microstrip tracker has so far shown excellent performance on
the test bench, and detector modules built using the previous
version of the chip have demonstrated performance consistent
with laboratory measurements. Further testing is envisaged as
well as detector module construction and evaluation.

Probe testing of a substantial number of chips from the
first APV25 run has demonstrated a yield of 84%.
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Abstract
A complete prototype of the CMS tracker read-out

and control system has been built using components as
close as possible to the final design. It is based on an
amplifier and analogue pipeline memory chip (APV),
analogue optical links transmitting at 40Ms/s and a
VME mounted digitisation and data handling board
(FED-PMC), supplemented by a control architecture
based on FECs which set and monitor the components
of the entire system. This system has been successfully
operated for the first time under LHC like beam
conditions in a 25ns structured beam provided by the
SPS at CERN. The objective was primarily to test the
synchronisation and pile-up effects in a high trigger
rate environment and to examine the many issues
involved in operating a complete readout and control
system.

I. INTRODUCTION

The read-out and control system for the CMS
Tracker is a complex and ambitious project, meant to
cope with the extremely new and hostile conditions
which will be encountered at the LHC p-p machine.
The electronic challenges for the system are principally
to ensure a low noise during the entire operational
lifetime, along with an adequate bunch crossing
identification, which is ultimately limited by the speed
and amplitude of signals coming from the detectors as
well as by electronics.

The analogue read-out is based on APV chips [1],
equipped with a charge sensitive amplifier with a time
constant of 50ns whose output voltage is sampled at

40MHz. Samples are stored in a pipeline memory for a
time equal to the LI trigger latency (about 3.2 us) and
then processed, on the arrival of a trigger, by an
analogue circuit which performs a weighed summation
when the chip is operated in deconvolution mode.

The data are then transmitted by analogue optical
links [2] to the counting room. The optical links use
edge-emitting lasers operating at 1310nm wavelength,
coupled to single mode fibres with 3 patch-panels and
PIN photodiode arrays. The digitisation is performed
by the Front End Driver, which in the test-beam
version, (FED-PMC) is an 8 channel ADC on a PCI
Mezzanine Card [3]. The digitised data are then sent to
the main Data Acquisition System.

The timing and control path is separated from the
readout path in order to ensure that control and
monitoring are totally independent from the DAQ
system. The Front End Controller module (FEC) [4]
(at present in a PMC version) takes care of: -

a) interfacing with the Timing, Trigger and Control
system [5] and hence' distributing the encoded
clock and trigger signals to the front-end, and

b) setting and monitoring via I2C protocols all the
parameters (e.g. bias voltages on APVs, delays on
PLLs, etc.) needed to operate the system.

The communication architecture in the slow control
system is based on a 'token-ring' protocol, which
connects the FEC to the Communication and Control
Units (CCUs) and on a 'channel' protocol, which
connects each CCU with the front-end chips.

All the components of the system can be tested
(separately or partially assembled) in a laboratory, but
there are questions which can only be answered in
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realistic operational conditions. The main reasons for
using an LHC-like beam can then be summarised in the
following points: -

a) the response of the front-end electronics and the
subsequent effect on the overall quality of the data
can only be fully evaluated by exposing the
detectors to a structured beam;

b) the CMS Tracker is meant to be a fully
synchronous system and only an LHC-like beam
provides suitable conditions to study and verify
possible synchronisation procedures as well as to
develop monitoring tools.

Furthermore the May test has offered the first
opportunity to:

a) integrate and test the whole optical link system,
even if on a small scale as compared with the one
which will be needed in CMS;

b) integrate and test the whole Slow Control system.

II. MAY 2000 TEST SYSTEM DESCRIPTION
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Figure 1: Schematic layout of the system installed in
May 2000.

A. Timing and trigger

A TTC machine interface [5] crate, in the final
version to be used in CMS, receives the 40MHz Clock
and the 43KHz SPS Orbit signal from the Prevessin
Control Room. These signals are distributed via
optical fibres to the LHCrx module interface where
they are converted to electrical signals. The clock is
encoded with the trigger signal by the TTCvi module
and then sent to the FEC for final distribution to the
front-end via a digital optical link. The trigger signal is
provided by the coincidence of two photo-multipliers
(3x3 and 3x6cm2) located along the beam line before
the detectors.

B. Read-out and Control: Hardware

Four "standard" silicon strip detectors have been
fully equipped and read out with four APV6s. Four 4-
channel analogue optical links [6] were installed to
transmit the data to the counting room. The optical
links used prototype components, including 4-way
laser packages and 4-way analogue laser driver chips.
Data were transmitted along single-mode fibre ribbons,
embedded in a prototype 96-way optical cable, having
two (MT) connectorized breakpoints. The optical
signals were converted to electrical ones via a
prototype 4-way receiver. Two FED-PMC cards (16
channels) have been used to perform data capture and
digitisation. Digitised data are then sent to the Central
DAQ system.

Each detector module has been equipped with a
CCU, used for decoding the clock and trigger signals
as well as for the distribution of the I2C parameters to
all the devices, and a PLL programmable delay unit [7]
for clock regeneration and phase adjustment. The four
CCUs were connected in a ring served by one FEC.
Prototype digital optical links were used to transmit the
digital signals at 80Mbit/s. Earlier measurements
performed in the laboratory demonstrated that these
optical links have a bit-error-rate of<10"12. The
schematic layout of the system installed for the May
test is shown in Fig 1.

C. Control: Software

A multi-processor and multi-layered software
architecture has been developed: a low level library
running under the LynxOS operating system on
dedicated VME CPU boards handles all accesses to the
hardware through the FEC boards and includes a
mechanism to lock the access to any front-end device.
An intermediate library contains the primitives to build
tasks, running on this VME CPU, that directly access
the various CCU registers. The topmost software layer
allows the users to directly access the registers of the
various front-end devices via the VME processor with
no need of any knowledge about the interconnecting
hardware.

The values of the parameters need to be stored and
traced back as a function of time. A database server,
running on a standard PC, based on the commercial
Oracle Database (DB) management system, has been
developed. Data and commands from the database
server are recognised, interpreted, dispatched to the
appropriate tasks and subsequently downloaded in the
hardware.

D. Read-out and DAQ: Software

The readout software is subdivided into three main
parts, the Readout Unit (RU), the Run Controller (RC)
and the Filter Unit (FU). The RU is a modular
software package designed to read-out data from the
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FEDs and to perform reformatting and error checking.
It also executes ancillary tasks such as the initialisation
of the back-end read-out hardware and message
transfer between the read-out crates. Finally it writes
the formatted data, spill by spill, to a Dual Port
Memory, from where they are picked up by a remote
Filter Unit through VME/MXI or Ethernet. At this
stage the data fragments coming from different crates
are assembled into spills, processed and stored in an
object-oriented database ready for the offline analysis.
Data taking is supervised by the RC which, at each
start of run, initialises all the RU tasks, and also
communicates with the data base server so that all the
I2C parameters can be downloaded in the front-end
hardware. In parallel with the main DAQ system a
data spy channel has been set up, aiming to perform
basics tests on the quality of the data and to perform
and check the synchronisation.

III. BEAM STRUCTURE

A 25ns structured pion beam (1067i/spill) has been
provided by the SPS at CERN. A train of 84 bunches,
spaced by 25ns, is delivered every 23|as (43kHz SPS
revolution frequency) over a spill duration of about
2s.

1OOO 1O25 1O5O 1O75 110O 1125 1150 1175 120O
Time distribution (from first particle)

Figure 2: 25ns beam structure.
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In order to confirm that the test was carried out
under the expected LHC-like conditions, a beam
monitoring system, based on a multi-hit TDC has been
set-up with the purpose of measuring the time
distributions of the particles in the trains and the bunch
width [8]. The 40MHz structure has been observed
clearly as shown in Fig. 2.

The distribution of time between full bunches
(containing at least one particle) shows that intervals of
3 bunches are favoured, being present in 17% of the
cases, as shown in Fig.3. This feature makes the beam
adequate to study pile-up effects.

The width of a single bucket, when measured in a
high rate pion beam, is a broad distribution (see Fig.4)
which receives contributions both from bunches
containing a single particle and bunches containing
more than one particle. The latter situation occurs in
74% of the cases as demonstrated by correlating the
time measurement with the pulse height measured in
the ADCs connected to the counters.

single particl
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Figure 4: Distribution of the arrival times of
particles with respect to the 40MHz machine clock
in a pion beam. Bunches with single and multiple
particles are present.
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beam.



138

With a low intensity muon beam (10* jo/spill) there
is no overlap of particles in the counters and a clean
distribution of the arrival times of the particles with
respect to the 40MHz clock is obtained, as shown in
Fig.5. A distribution was obtained with events
belonging to different spills by assuming, on statistical
grounds, that all the bunches have identical shape and
time evolution during the extraction. The width
measured at the base of the distribution is 2.3ns, in
agreement with the expectation of 2.5ns measured by
the SPS.

IV. SYNCHRONISATION

One of the purposes of the May 2000 test was to
check to what extent synchronisation of a modest
number of modules could be achieved so that different
APVs could read out data belonging to the same bunch.
The chips on each detector module are, in principle,
synchronous by definition because they are driven by
the same clock and trigger (delivered via the PLL). In
the beam test, then, the time alignment problem to be
solved is twofold.

a) Modules sitting along the control ring receive
clock and trigger signals at different times. The PLL
delay units were programmed in order to compensate,
aligning all the modules to the last in the ring. Both
coarse (multiple of 25ns) and fine (steps of 1.04ns
covering the 25ns interval) delays have been
introduced where required. This step constitutes the
very basic time tuning and no beam is required. The
delays needed have been measured from the difference
in the arrival time at the FED of the synchronisation
pulses (tick marks) output from the APV (Fig 6).

\

Urn

Figure 6: Example of the data stream output from the
APV6. In the absence of triggers the output is just a
sequence of pulses 1.75 u,s apart.

b) After having been shaped in the APV6
preamplifier, the signal from the detectors is sampled
in the pipeline every 25ns. The delays have to be
adjusted so that on the occurrence of a trigger the
signal is sampled at its peak, in order to maximise the
S/N ratio. This essentially means that the sampling
point in the pipeline has to be in phase with the arrival
time of particles. This adjustment, which needs the
beam, is not especially crucial when the APV is
operated in 'peak mode' [1]; it is, however, when the
chip is operated in 'deconvolution mode', where a

displacement from the peak of ± Ins causes a loss of
about 5% of the signal.

V. ANALOGUE OPTICAL LINK

The setting up of the optical links required
adjustments to the gains and offsets, as the separate
components within the readout chain from the APV6 to
FED input were not well matched. The APV6 output
was 120mV/MIP and the optical link gain was 2.5-4.0,
with the FED input having a maximum amplitude of
1.5V. A potential divider was therefore added at the
input to the link to provide a widely adjustable
dynamic range. Values of attenuation were chosen so
that dynamic ranges of 5,8, and 12 MIPs were tested.

The laser dc-bias points were set to ensure that the
lasers were always above threshold. The receiver
offsets were then adjusted to map the optical link
output onto the FED input range. These operations
were done manually during the beam test, using APV
synch-pulses as the reference signals. In the final
system automated procedures will be used to optimise
the readout chain settings.

The optical link performed well, with transmission
characteristics closely matching those previously
measured in the laboratory. The attenuation of the input
signal to the link, coupled with the large gain of the
prototype links, incurs a penalty in the noise
performance. Up to 3 times more noise was contributed
by the link compared to the value of 350 electrons
expected in the final system [2], where the link gain
will be closer to unity.

VI. PRELIMINARY RESULTS FROM DATA
ANALYSIS

Data have been collected under various conditions,
operating the APVs both in 'peak' and 'deconvolution'
mode and at various trigger rates (up to about 50 KHz)
using a pion or muon beam.

An online synchronisation procedure has been
successfully performed to time-in the system with
respect to the beam, as mentioned in section IV (b).
However, continuous monitoring of the APVs during
the data taking revealed that 4 out of 16 chips became
asynchronous after about one hundred events (a reset
signal was sent at the start of each spill). The address
of the cell in the analogue pipeline [1] where the
triggered sample is stored must be the same for all the
APVs if the system is correctly timed-in and in the
absence of other faults, such as in this case. On two of
the four modules two APVs lost synchronicity (see
Fig.7), in a random way with respect to each other,
while in principle the APVs on the same module
should be synchronous by construction. This particular
situation can be explained in different ways (a fault in
the clock, a fault in the trigger or a fault in the chip
itself) and is still under investigation.
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o 50 100 150

Figure 7: Distribution of the cell number in the
APV pipeline which has been triggered. This
number ranges from 0 to 159 in the APV6. The
four plots are obtained from the 4 APVs on each
module. Each plot is the superimposition of 4
histograms, one per APV. In the first 2 modules
(upper plots) the APVs are clearly synchronous
while in the other two modules, two APVs each
went out of synchronicity.

A number of runs were taken with a pion beam in
'peak' mode, forcing the physical triggers to be spaced
by 75ns ('1001' type). Trigger filters protected the
APVs against overflows and hence errors in the
pipeline. The '1001' trigger sequence produces 'back-
to-back' frames i.e. the APV output response to two
triggers occurring within 7 \xs consists of two data
frames with no gap in between. The '1001' sequence
was meant to study the overall performance of the
read-out electronics and the effect of the pile-up on the
S/N ratio. Events with particles separated by 75ns have
been identified in the off-line analysis but the statistics
collected in this first test are too low to give an
accurate quantitative measurement [9].

The correlation between the position of the hits in
three of the detectors has been studied in these runs.
An entry is made in the histograms shown in Fig.8 for
the position of clusters in any pair of the three
detectors. The first and second triggers are analysed
separately and no significant differences are observed
neither in the number of entries nor in the value of the
correlation.

most of them very close to their final versions, has
been reached very successfully.

In order to tackle problems such as the control of
the entire system or the time alignment, tools aiming to
make procedures of this kind automatic have been
developed. These can be improved in the future when a
bigger system will undergo the same kind of tests.

The data collected in various conditions have only
been partially studied and the off-line analysis is still
on-going; the main result obtained so far is that the
synchronisation of the system has been successfully
achieved and that we are confident we are able to
identify correctly particles coming three time-slots
apart.

Experience has been gained of dealing with what is
a complex system and a special beam environment.

Future tests of this kind on larger systems will be of
vital importance for the success of the CMS Tracker.
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Figure 8: Correlation between hits in any two of three
modules on the beam line in '1001' trigger
conditions. Upper and lower plots show the
correlation measured in the first and second trigger
respectively.

VII. CONCLUSIONS

A first test has been performed on a full prototype
of the CMS Tracker read-out and control electronics
chain. It has been operated in a 25ns structured beam
and the primary goal of integrating all the components,
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Abstract

The APVD[1,2], an integrated circuit for the front-end
electronics of DC-coupled silicon detectors has been
developed and produced in the radiation-hard process
DMILL for the CMS experiment. This paper reports very
briefly on the final test results, more details will be
published elsewhere.

I. SUMMARY

The APVD_DC contains, like other members of the
APV[3] family 128 identical analogue channels, each
com-posed of a low noise preamplifier, a CR-RC shaper,
an analogue pipeline of 160 cells and a signal processing
stage[l,2]. A current compensation circuit is added in
every preamplifier to sink the leakage current coming
from a DC coupled silicon detector.

The circuit has been tested and measured in the
presence of significant DC-currents up to 11
microampere, without deterioration of the analogue
performance of the circuit like pulse shape or dynamic
range. The noise increases by about 300 ENC as is shown
in figure 1, small compared to the additional shot-noise.
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Figure 1: The measured noise in the presence of
different external currents.

Previous APVD circuits suffered from an instability
problem in the analogue stage of the circuit occurring at
nominal bias values. The analogue baseline of the new

modified circuit is absolutely stable also under extreme
operation conditions, like twice as high bias currents,
demonstrating that the implemented solution stops indeed
the oscillation of the circuit as we previously claimed
based on extensive simulations of the circuit[4].

The linearity and pulse shape are well within the
specifications as previous versions of the circuit. More
details on the performance will be available in[5].
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Abstract
A mixed-signal integrated circuit developed for the

front-end of the Silicon Drift Detectors (SDDs) is
presented. The chip contains 32 channels and 16 analogue
to digital converters. Each channel is made of an
amplifier and an analogue pipeline with 256 cells. One
ADC is shared by two adjacent channels. The circuit has
been optimized to match the specifications of the SDDs of
the ALICE experiment, where large dynamic range and
low power consumption are key issues. The input noise is
calculated to be 200 e" rms for a total input capacitance of
3pF and a detector leakage current of lOnA. The average
power consumption is 4mW per channel.

I. INTRODUCTION

Silicon Drift Detectors [1] offer the advantage of a
two-dimensional position measurement while requiring a
reduced amount of processing electronics. These detectors
are well suited for experiments in which a very high
particle density is coupled with relatively low event rates,
as is the case for heavy-ion experiments. For example,
SDDs will be used in the two intermediate layers of the
Inner Tracking System of the ALICE experiment.

In ALICE, the constraints on material budget, power
consumption and noise make the design of the front-end
electronics for the SDDs particularly challenging [2]. In
fact, to achieve the required resolution (3Q\im in both
coordinates) the noise should be limited to 250 e" rms.
The average power consumption (including also the
digitization of the data) should be kept below 5mW per
channel. Drift detectors are actually very sensitive to
temperature variations and low power consumption is
mandatory to have an efficient thermal stabilization with a
minimum of refrigerant.

In order to improve the separation of close tracks, the
shaping time of the amplifier should be less than 60 ns.
Both computer simulations and experimental
measurements have shown that in this case a sampling
frequency of at least 30 MHz should be used [2]. In
complex systems an early conversion of the data into a
digital format is of course an advantage. Therefore in the
SDD project it has been decided to embed the analog to
digital conversion on the front-end chip and to perform
any further signal processing in the digital domain. The
tight constraint on power consumption prevents the use of
a fast ADC immediately after the amplifier. Hence the

amplifier's output must be sampled at the required rate by
a low-power circuit; the stored analog samples are then
digitized only if a trigger signal is received.

Table 1: Specifications of the front-end chip for the SDD[2]

Maximum input signal

Target noise

Sampling frequency

Dynamic range

Maximum read-out time

Power dissipation

32 fC

250 e" rms

40 MHz

10 bits

1 ms

5mW/channeI

This paper presents an ASIC developed to meet the
requirements (summarized in table 1) of the front-
electronics of the ALICE drift detectors. The chip
provides amplification of the input signals, temporary
storage of the analogue data in a 256 cell pipeline1 and 10
bit analogue to digital conversion. The operations of the
memory and of the ADC are controlled by a digital unit
integrated on chip. The ASIC has been implemented in a
commercial 0.25 |xm CMOS technology, using a radiation
tolerant layout. This should guarantee immunity to
radiation damage at least up to a total dose of lOMrad
(SiO2), which is well beyond what is foreseen is ALICE
(20krad in 10 years of operation). Section 2 of this paper
describes with some details the different building blocks
inside the chip. Section 3 presents the first experimental
measurements, while conclusions are drawn in section 4.

II. CHIP ARCHITECTURE

The chip contains 32 front-end amplifiers. Each
amplifier is connected to a row of the analogue memory.
A 10 bit ADC converts the data stored in two rows of the
pipeline into a digital representation. The choice of an
ADC every two channels is a compromise between the
modularity of the architecture (which makes the system
more robust) and the area occupied on silicon. The chip is
powered from a single rail 2.5 V supply.

The number of cells in the pipeline is determined by the
maximum drift time of the detector (6jis) divided by the
period of the sampling pulse (25 ns). Some more cells have
been foreseen in order to accommodate possible variations
of the parameters of the detector.
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A. The amplifier
The scheme of the amplifier is depicted in fig. 1. In

the circuit a classical two-stage topology has been used.
Transistor Mf and capacitor Cf act as the integrating loop
of the preamplifier. The pole introduced by this loop is
canceled by the network formed by Mz and Cz [3], The
accuracy of the pole-zero cancellation relies on the
matching between Mf and Mz and Cf and Cz, respectively.
Hence, particular attention has been paid to this aspect. Cz

and Mz are actually obtained by connecting in parallel a
suitable number of copies (20 in our case) of Cf and Mf.
Moreover, Mf and Mz should operate with the same DC
voltages at their terminals. The voltages at the drains of
Mf and Mz are determined by the main amplifiers Ai and
A2. Therefore, to make the two voltages nearly equal, the
same architecture has been chosen for both circuits.

Vfeed
Rsh

Vout

Vref

Figure 1: Block diagram of the front-end amplifier.

The topology used for the main amplifiers is shown in
fig. 2a. For the purpose of explanation a conventional
folded cascode is depicted in fig. 2b.

Vdd

Figure 2: Circuit used (a) versus folded cascode (b).

The chosen architecture consists of a direct cascode
with an additional branch for the biasing of the input
transistor. This scheme offers two advantages with respect
to the circuit of fig. 2b:

• The source of the input device can be connected
directly to Vss and does not required any additional
reference ("gnd") voltage. In principle, this could be
done also for the conventional folded cascode.

However, the input device would operate with an high
drain-source voltage, making it sensitive to high field
effects (e.g. hot carrier degradation).

• The current flowing into the input transistor is the sum
(rather than the difference) of the current flowing in
the two branches. Hence the structure of fig. 2a is
more power efficient than the one of fig. 2b.

The use of the architecture of fig. 2a makes non trivial
the implementation of a replica biasing scheme like the
one proposed in [3] to fix the gate voltages of Mf and Mz

in order to determine their operating points. This problem
has been addressed by forcing a DC current into Mf via
the current source IFB [4,5]. In this approach the gate
voltage of Mf and Mz (indicated as Vfeed in fig. 2)
becomes less critical, since it merely determines the DC
output voltage of the preamplifier. The drawback is that
the presence of the current source IBF at the input of the
amplifier increases the parallel noise. In our case the
contribution of IBF to the parallel noise has been
calculated to be 50 electrons rms.

Two feedback loops have been implemented around
the second stage. The first feedback loop is accomplished
by the transconductor T, and acts at very low frequency.
Its purpose is to fix the DC output voltage to the desired
value, determined by the reference Vref. This loop
compensates also for any DC contribution induced by the
first stage, included the one due to the leakage current of
the detector. The amplifier is, in fact, DC coupled to the
sensor, whose leakage current flows into Mf and leaves
the drain of Mz amplified by the ratio
(W/L)M2/(W/L)Mf=20. This current is absorbed by T, and
does not offset the output of the overall amplifier. The
second feedback loop is implemented by the resistor Rsh

and the capacitor Csh and introduces a real pole in the
transfer function. A second real pole is created by resistor
Ri and capacitor Cz. The designed peaking time and gain
of the amplifier are 35ns and 40mV/fC, respectively.

One of the key components in the amplifier is the
output driver, which has to deliver large voltage swings

Vdd

Vin

Vow

Figure 3: Class AB output buffer.

(ideally 1.4 Volt, the full scale range of the ADC).
Moreover, the buffer must drive the capacitance of the
analog pipeline (roughly 5 pF) with a minimum of power.
Thanks to the availability in the chosen technology of
zero threshold NMOS devices the output stage could be
implemented as an elementary class AB source follower
(see fig. 3). Despite its simplicity, the circuit has a voltage
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swing in excess of 1.5 Volt and dissipates only 400 jxW.
The nominal power consumption of the overall amplifier
is 1.8mW/channel.

B. The analog memory
The output signal of the amplifier is sampled at a

frequency of 40 MHz by a 256 cells analog pipeline. The
pipeline is an evolution of a design we had previously
developed in the framework of the RD49 collaboration
and described in detail in [6]. The RD49 design has been
adapted to this project by increasing the number of cells
from 128 to 256 and the number of channels from 8 to 32.
The schematic diagram of the memory is shown in fig. 4.

resetstorage capacitors

TT|TT TT
read amplifier

Figure 4: Analog memory schematic.

The sampling capacitors have been implemented as
high density MOS capacitors. To minimize the impact of
the poor linearity of the MOS structure, the information
is processed in the pipeline only in the voltage domain.
One plate of the capacitor is formed by the polisilicon
normally used in the gates of standard transistors, whereas
the other plate is the nwell. The device works in the
accumulation region and the CV curve is optimal (i.e. the
voltage dependence is minimal) above 1 V. In order to
use as much as possible the linear region, the DC value of
the baseline of the front-end amplifier is set to 1.9 V2 and
the signals are written from this value downwards. In this
way, the smallest signals, which are more critical, are
stored in the more linear region.

C. The analog to digital converter
The ADC, whose block diagram is shown in fig. 5,

had been previously developed as a single component in
the context of RD49 [7]. In the converter a successive
approximation scheme has been used [8]. This
architecture has been selected because it offers an
excellent compromise between power consumption, area
and resolution. The circuit is based on a switched
capacitor DAC and an offset compensated comparator.
The capacitors in the DAC are binary weighted, in order
to generate binary fraction of the reference voltage VREF,
which are compared to the signal to be digitized.
The main goal in the design was to keep the DAC within
a reasonable size, suitable for the integration of many
channels on a single die. In this kind of circuit, in fact, the
size of the DAC doubles for any extra bit of resolution
required and becomes cumbersome for resolutions above

2 This value, infact, allows the cascode load of the main
amplifier (see fig. 2a) to work properly in saturation with a
reasonable safety margin.

8 bits. The known solution to overcome the problem is to
scale down the voltage on the bottom plates of the
terminating capacitor, providing further division of the
reference voltage [9]. We have implemented this concept
using a second charge redistribution DAC, as shown in
fig. 5. The second DAC is connected directly to the first
one and is used to determine only the two last bits. In this
approach, of course, the second DAC loads the main
stage, so that the termination capacitance, instead of C, is
the series combination of C and the total capacitance of
the second DAC. The result is a loss in linearity, which
however can be kept irrelevant at the 10 bit level by an
adequate oversizing of the sub—DAC.

Capacitor main DAC _-r-
without buffer VREF

2C 4C 8C I6C J2C 64C ] I

vm

VREF

l i i i i i i n
TTTTIIITT4

OUT

CND
8C 4C 2C

1 1 1 1 1

VREF —

Figure 5: ADC schematic.

The ADC decides one bit per clock cycle. Hence the
time needed for one conversion is ten clock cycle plus the
time required to sample the input signal. In the first
prototype full functionality was achieved up to a clock
frequency of 20 MHz, while few codes were missing at
higher frequencies. The resistivity of the reference lines
has been identified as the limiting factor and care has
been paid in this version to improve the distribution of the
reference voltages [7].

The maximum full scale range of the ADC is about
2/3 of the power supply voltage (that in our case is 2.5 ).
This condition can easily be deduced by imposing that the
voltage at the interface between the DAC and the
comparator never exceeds the power supply rail during
operation. The amplifier, however, provides useful signals
in the range 1.9V- 0.5 V. The upper limit is defined by
the analog memory and the optimum bias of the second
stage of the amplifier. The lower limit is fixed by the
output driver and corresponds to the level at which the
output PMOS device switches off. The output dynamic
range of the amplifier is therefore close to the maximum
full scale range of the ADC. In order to efficiently use the
dynamic range of the converter two solutions are possible.
The first option is to perform a voltage translation before
the ADC. The second one is to operate the converter with
a dual reference voltage, setting the terminal indicated as
VREF in fig. 5 to 1.9V and the terminal indicated as
"GND" to 0.5 V. Both configurations are possible in the
present chip.

All the signals needed to control the ADC as well as
the memory can be supplied either by the internal control
unit or by an external pattern generator.



145

III. EXPERIMENTAL RESULTS

In order to facilitate the tests, the building blocks in
one channel can be accessed directly, so that they can be
measured individually. At the time of writing the tests are
in a early phase and only preliminary results on these
circuits are available. The first measurements, however,
already demonstrate that important design goals have
been achieved.

A. Results on the amplifier
As we have seen in the previous section, one of the

critical aspects in the design of the amplifier was to
achieve an output swing adequate to exploit as much as
possible the dynamic range of the converter. The useful
output range of the amplifier is defined as the interval in
which the nonlinearity is less than 5% and is shown in fig.
6. As can be seen from this picture, the amplifier can
deliver a maximum signal in excess of 1.3 V, in good
agreement with Spice simulations.
TeK Run: l.oocs/s Sample

iW 50.0ns Chi \ -Womv s s e p 2ooo

200mV 50.0ns 14:17:24

Figure 6: Output dynamic range of the amplifier
The return to the baseline is fast and without

remarkable overshoots or tails also for the biggest signal.
This is an indication of the good performance of the pole-
zero cancellation network. The measured shaping time is
37 ns and the gain is 41mV/fC.

The baseline settles very close to the predicted value.
With a reference voltage of 1.9 V the simulated DC output
is 1.899 V. The measured values range in the interval
1.895 - 1.897 V. The spread is due to the offset in the
differential input stage of the low frequency
transconductor and can be reasonably understood on the
basis of matching considerations. An idea of the DC
behavior of the baseline is given in fig. 7, where the
output signal is DC coupled to the oscilloscope3. The zero
Volt is indicated by the marker in the lower part of the
figure. The two traces in fig. 7 correspond to the same
input signal measured with two different values (0 V and
IV) of the feedback voltage Vfeed (see fig. 1). As
expected, the big change in this bias voltage has only
minor effects on the output, since the feedback elements

are biased in current. First noise measurements show a
noise of 260 electrons rms at 3pF input capacitance.

All the measurements have been performed with the
nominal bias and hence the nominal power consumption
(1.8mW/channel).
TeK Run: LOOCS/s Sample

500mV 50.0ns

• " v 8 Sep 2000
14:26:46

Figure 7: Output of the amplifier for different values of Vfeed

B. Results on the ADC and the analog memory
The test strategy is to perform first a detailed

characterization of the ADC and then to measure the
analog memory through the converter itself. Hence, only
qualitative tests have been carried-out on the pipeline to
verify the basic functionality4 of the circuit.

The test set-up for the ADC is based on an arbitrary
waveform generator and a logic state analyzer. In the test
procedure, a full-scale sinewave has been sent to the
converter. The output data have been stored in a computer
and analyzed with the FFT method and the histogram
method. As an example, fig. 8 shows a typical DNL
pattern. In this case the input was a 5.5 kHz sinusoid and
the reference voltages were adjusted to 1.9V and 0.5 V.

Figure 8: Typical DNL pattern of the ADC.
The clock frequency was 30 MHz and the signal was

sampled at a rate of 1.5 Megasample/s, which would
allow to read the analog memory in 380 us.

The DNL is 0.6 LSB and the ADC has no missing
codes. The integral nonlinearity (INL) is 4 LSB or 0.4%

A unity gain commercial buffer is used to drive the
connection to the instrument.

By " basic functionality" we mean here that the pipeline
responds correctly to the control signals and the power
consumption is in the predicted range.
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of the full scale range. The measurements have been
performed with all the 16 ADCs working simultaneously.
The ADC provides a 10 bit resolution up to a frequency
of 35 MHz. Beyond this value, the last bit of the code
becomes non significant. However is not clear at the
moment if this degradation in performance is due to the
converter or to parasitic effects in the set-up (e.g.
inductive noise on the reference lines) which may come
into play at those frequencies.

IV. CONCLUSIONS

A complete front-end chip for the Silicon Drift
Detectors of the ALICE experiment has been designed
and produced. The ASIC has been implemented in a
commercial 0.25u.m CMOS process using a radiation
tolerant layout approach. In an area of 6 x 7 mm2 the chip
integrates 32 analogue channels (amplifiers + pipeline)
and 16 ADCs.

First tests on the individual building blocks have been
carried out and show that all the parts are functional.
More accurate measurements have been performed on the
front-end amplifier and on the analog to digital converter.

The amplifier features a peaking time of 37ns, an
output voltage swing of more than 1.3 V and an excellent
return to the baseline. The gain is 41 mV/fC.

The ADC exibits a 10 bit resolution up to a clock
frequency of 35 MHz, which allows to read-out the
memory in 380 ns.

The chip is powered from a single rail 2.5 V supply
and dissipates an average power of 4mW/channel.

Figure 9: Picture of the developed ASIC
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Abstract
The first prototypes for the front-end electronic of the

ALICE silicon drift detectors has been designed and tested.
The integrated circuits have been designed using state-of-
the-art technologies and, for the analog parts, with radiation-
tolerant design techiniques. In this paper the test results of the
building blocks of the PASCAL chip and the first prototype of
the AMBRA chip are presented. The prototypes fully respect
the ALICE requirements; owing to the use of deep-submicron
technologies togheter with radiation-tolerant layout
techniques, the prototypes have shown a tolerance to a
radiation dose much higher than the one foreseen for the
ALICE environment.

I. T H E ALICE S D D READOUT ARCHITECTURE

The SDD ( Silicon Drift Detectors ) are expected to
provide high detection efficiency over the whole detector
surface, a spatial precision of the order of 30 /urn, a two-track
separation down to 0(600) /Jtn.

In addition the detector should provide a charge resolution
such that the dE/dx resolution is dominated by Landau
fluctuation, from which the truncated mean of the four ITS
dE/dx samples is around 10% for M.I.P.

A. SDD readout requirements
The charge released by the minimum ionizing particle in an

SDD is about 4/C. For hits far from the anode pads the charge
collected by one is typically one-third to one-half of the 4/C;
thus the tails of the hit signal, essential for the position
determination, will consist of less than 1 fC.

The range of useful signals is limited between the noise
level (250 e~) and 28-32 fC, but higher signals (up to 160/Q
are possible.

The charge generated by a particle crossing the detector,
depending on the crossing point and therefore on the drift
time, can be collected by one anode as a fast gaussian signal
(a < 5 ns) or by several anodes (up to five) as a slower
gaussian signal (a = 30 ns), due to the diffusion during the
charge drift through the detector.

In order to obtain the required precision the signal has to be
sampled at quite high frequency (around 40 MHz); the
dynamic range is 10 bits while an 8 bit linearity is sufficient.

Due to the high sensitivity of the SDD to temperature
variations and the very stringent requirement on the material
budget which does not allow a very massive cooling system,
the allowed power consumption for the electronic readout is
very low (below 5 mW/channel).

Table 1 summarizes the SDD readout requirements.

Dynamic range

Max signal charge

a range

Noise

Sampling frequency

No. of bits

Max drift time

Max power per channel

0.04-32/C

160 fC

5-30 ns

250 e

40 MS/s

10

6 /js

5mW

Table 1 : SDD readout requirements



148

B. System architecture

The basic principle of the SDD readout scheme is to
amplify the signal coming from the detector, convert it locally
to a digital representation, and send the data directly to the
DAQ. This architecture offers two main advantages,
compared to schemes in which the analogue data are
transmitted far from the detector or to schemes with
distributed intelligence :

• Converting the signal into digital samples immediately
after the preamplifier avoids signal degradation during
data transmission.

• Sending data directly to the DAQ system, without online
data analysis, allows the use of more powerful and flexible
offline data-analysis tools. Moreover, early failure
detection is easier if raw data are directly sent outside the
experimental area.

In principle this architecture would require a low noise
preamplifier, a fast ADC and some data-formatting logic. In
practice the architecture is more complex, in order to cope
with the limited power and the material budget.

Detector anodes

PASCAL-
AMBRA-.

Figure 1: Front-end unit

The required sampling frequency is 40 Mhz. At this speed it
is extremely difficult to design an ADC with a power budget
of only 5 mW/channel; the adopted solution is based on an
analogue memory to store temporarily the samples. When a
trigger signal validates the data the analog memory content is
frozen (after an appropriate delay to account fot the total
detector drift time ) and the conversion process is started. In
this way the ADC is activated only when the data are valid
and can work at conversion rates lower than the sampling rate.
Of course the conversion time should be kept as low as
possible in order to minimize the dead time. The size of the
analog memory should be large enough to cover the detector
drift time, which is < 6 /us; at 25 ns sampling time 240 cells
are required. A number of 256 cells has been chosen to be
able to accommodate changes in the detector parameters.

The front-end readout unit, shown in fig. 1, is a hybrid
circuit containing four submodules of the preamplification,
analogue storage and ADC architecture and multi-event
buffer integrated circuit pair. The four submodules are
arranged in two ASICs :

• PASCAL : based on 64 acquisition channels ( preamplifier
plus a 256 cells analog memory ), 32 successive approxi-
mation A/D converters and a control and interface unit.

• AMBRA : basically 2x16 kbytes SRAM buffers, plus the
interface and arbitration logic.

II. PASCAL PROTOTYPES

PASCAL is the most complex ASIC of the SDD readout
chain. In order to prove the feasibility of the circuit, several
prototypes have been designed and tested.

C. Preamplifier prototypes
The first preamplifier prototype, designed in 0.8 pm

technology, has been tested both on a bench and in various
test beams attached to the detector. The architecture is a two
stage configuration based on the active feedback principle and
can exploit both linear and square root compression transfer
curve. Details on the circuit and on the test beams can be
found in [4] and [5].

The final version in a 0.25 y.m commercial technology is
currently under test. A leakage current compensation circuit
has been added to this version.

D. Analogue memory prototypes
The analogue memory final protoype, currently under test,

is an extension of a test chip designed for the CERN RD49
project.

storage capacitors

TTTT 14
-\ i-\ -\ :-\ . . +\ ^

Shift register read amplifier

Figure 2 : Analogue memory scheme

The memory architecture is shown in fig. 2 and is based
on a voltage-in, voltage-out architecture; during the write
phase the write switches are closed while the read switches are
open. The reset switch is also closed in order to maintain the
read amplifier in a closed loop configuration. The shift
register sequentially connects the analogue memory cells to
the input via minimum size switches; in order to avoid charge
sharing between adjacent cells a non-overlapping logic is
added on these control lines.
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In the read phase the write switches are open and the read
switches are closed; the memory cells are sequentially
connected to the read amplifier in a feedback configuration.
The readout of each cell is completed by the cell reset via the
reset switch.

A different clock frequency for write and read operation
can be selected through an internal multiplexer. The write and
read reference voltage are independent and can be used for
voltage translation.

Gate capacitance has been used as storage capacitance
because of its very high capacitance per unit area (5.5 fF/jjm2);
in order to increase the linearity in range of interest, an N+
poly in an N-well has been used.
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Figure 3 : Analogue memory non-linearity
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Figure 4 : Analogue memory pedestal variation

The test chip is designed in a 0.25 pan commercial
technology with radiation tolerant techniques. The write
frequency is 40 Mhz while the read frequency is 2 Mhz and is
limited by the settling time of the read amplifier. With a 600
fF storage capacitance the cell area is only 56.1x11.1 jjm2.

The 2x2 mm2 prototype chip contains eight 128-cells
channels and dissipates 31.6 mW. The linearity is better than
0.5% over a 2 V input range, while noise and pedestal
variation over the 128 cells are less than 1 mV.

Figure 3 and 4 shows the non linearity and the pedestal
variation of the test chip.

The effect of the capacitors non-linearity for low voltage
values is visible on the left part of fig. 3 while the sharp

transitions on the center and the right side are due to the
decreased resolution of the measurement system for higher
voltages.

Owing to the use of enclosed devices and guard rings, no
significant variations in the chip behaviour have been
observed after a 10 Mr ads irradiation.

E. ADC prototypes
The final A/D converter prototype, designed in a 0.25 /urn

technology with radiaton tolerant layout techniques, has been
tested. The converter is based on the successive
approximation technique; a switched capacitors net provides
both the DAC and the subtraction functions, so no operational
amplifiers are needed.

In this scheme the capacitive DAC size doubles for each
bit added to the converter resolution; in order to obtain 10 bit
in a reasonable area, a 8+2 scheme has been chosed. After a
first 8 bit conversion, the two LSBs are determined with a
capacitive sub-DAC attached to the main DAC termination
capacitance.

Biliary weighted capacitor array

J r HJ_

Offset compensated
comparator

Figure 5 : ADC scheme ( 2—bit subdac not shown )

The 2x2 mm2 test chip, designed in collaboration with the
CERN RD49 program, contains 2 ADCs and a copy of the
offset compensation comparator for test purposes. The single
converter size is 1x0.32 mm2.

For 500 ns conversion time, the FFT test gives a SNDR >
58 dB (Fig. 6) while the histogram test gives a INL between
—1.5 and 2 LSB (Fig. 7) with no missing codes and a DNL
between —0.8 and 1.5 LSB (Fig. 8). The ENOB is greater
than 9. The performances decrease as the conversion time is
reduced and for 250 ns the ENOB is around 8 bit.

25OE.-3 313E+:

Figure 6 : FFT for a 25 kHz input sinewave

HSPICE simulations suggest that the performance
degradation at clock frequency above 20 Mhz is related to the
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resistance of the reference lines. Preliminary tests on the new
version confirm the simulation results.

Tests under an X-ray source for total dose effects has
shown no significant changes in the behavior for doses up to
10 Mrads.

Figure 7 : INLfor a 25 kHz input sinewave

Figure 8 : DNLfor a 25 kHz input sinewave

III. AMBRA PROTOTYPE

The first version of the AMBRA chip has been designed in
a 0.35 /urn commercial technology and tested. The chip size is
3.8x4.4 mm2; the chip area is dominated by the RAMs.

The arbitration and interface logic works up to 100 Mhz,
while the RAM maximum frequency is limited to 50 Mhz,
well above the 40 Mhz required frequency.

data

rett j ,write

write acl

Write Counter 't

Write Unir

J
'" A

data out

Control Unit

it*"-'

_ ReadCoiuitejr

ReadVnil

trig_abort

Figure 9 : AMBRA scheme

The power consumption is negligible in idle state ( 600
JJW ), is 69 mW in write only state and 133 mW in read/write.

The testability of the circuit has been addressed in the
following way :

in terms of incoming tests a multiplexed flip-flop strategy
has been adopted

in terms of on-board testability a IEEE 1149.1 compliant
interface ( JTAG) has been integrated in the ASIC

The chip, designed with no radiation tolerant layout
techniques, has been tested under an X-ray source. After 300
krads and 1 Mrad the circuit was still working, while after a 5
Mrads dose memory fails were observed.

The memories used in the circuit were directly provided by
the silicon foundry; their early failure is probably due to some
more aggressive design rules used by the foundry for those
standard blocks.

300 Krad
200

175

150

125

100

75

50

25

0

• • • • • - «

y

0 25 50 75 100 125 150 175 200 225 250 275 300 325

Figure 10 : supply current during a 300 krad irradiation

A very fast increase of the leakage current has been
observed after 50-60 krads. The current increases of an order
of magnitude after 200 krads; after that the current slope
decreases.

Fig. 10 and 11 shows the supply current monitored during
irradiation. The irradiation rates were 10.65 Krad/min and
5.759 Krad/min, respectivly.

A partial recovery of the current has been observed few
hours after the irradiation; the final current, however, remains
2-3 times higher than the original one.
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Figure 11 : supply current during a 1 Mrad irradiation
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IV. CONCLUSIONS

The preamplifier, the analog memory and the A/D
converter prototypes fulfil the requirements for the ALICE
SDD readout and have been used as building blocks of the
first PASCAL prototype, currently under test.

The chosen quarter micron technology, combined with the
radiation tolerant layout techniques, provides a radiation
resistance much higher than the levels foreseen for the ALICE
environment.

The next step is the test of the mixed signal aspects in the
full chip.

The 0.35 pm CMOS version of the AMBRA chip fulfil the
specifications in term of functionality, clock frequency and
power consumption. Conservative considerations relative to

the leakage problem under irradiation suggests to design the
second version of the chip with a radiation tolerant library.

V. REFERENCES

[1] ALICE Inner Tracking System TDR, CERN/LHCC
99-12, p. 107-126

[2] Proceedings of the Fifth Workshop on Electronics for
LHC Experiments, CERN/LHCC 99-33, p. 138-142

[3] Nucl. Ph. A 661 (1999) 694c-697c

[4] Proceedings of the Fourth Workshop on Electronics for
LHC Experiments, CERN/LHCC 98-36, p. 499-502

[5] Nucl. Instr. and Meth. A 450 (2000) 338-342



152

PRODUCTION TESTS OF MICROSTRIP DETECTOR AND ELECTRONIC
FRONTEND MODULES FOR THE STAR AND ALICE TRACKERS

J.R. Lutz*, L. Arnold, J. Baudot, D. Bonnet,
J.P. Coffin, M. Germain, C. Gojak, M. Guedon, B. Hippolyte, C. Kuhn, C. Suire, A. Tarchini

Institut de Recherches Subatomiques - IReS - IN2P3/ CNRS - ULP
BP28, F 67037 Strasbourg Cedex 02 - France

D. Berst, A. Brogna, G. Clauss, C. Colledani, G. Deptuch, C. Hu
Laboratoire d'Electronique et de Physique des Systèmes Instrumentaux LEPSI - IN2P3/CNRS - ULP

BP28, F 67037 Strasbourg Cedex 02 - France

A. Boucham, S. Bouvier, C. Drancourt, B. Erazmus, G. Guilloux
Laboratoire de Physique Subatomique et des Technologies Associées SUBATECH

BP20722, F 44307 Nantes Cedex 03 - France

M. Janik, W. Peryt, S. Radomski, P. Szarwas
Warsaw University of Technology, Faculty of Physics, Warsaw - Poland

and the STAR collaboration, and the ALICE collaboration

* Contribution presented at LEB2000 in Krakow, Poland, by Jean-Robert.Lutz @ ires ,in2p3 .fr

Abstract

A compact front-end microstrip detector module has
been designed and prototyped. It includes a Double-Sided
(DS) Silicon Strip Detector (SSD) and the related Front
End Electronics (FEE) located on two hybrids, one for the
N side and one for the P side [1]. Bumpless Tape
Automated Bonding (TAB) [2], [3], [4] is used to connect
the detector to the dedicated ALICE128C FE chip [5], [6],
[7] located on the hybrids by means of microcables. These
microcables are bent in order to fold over the two hybrids
on the DS SSD. This module meets the specifications of
two experiments, ALICE (A Large Ion Collider
Experiment) at the LHC collider at CERN [8], [9] and
STAR (Solenoid Tracker At Rhic) at the RHIC collider at
BNL (Brookhaven National Laboratory) [10]. This self-
consistent FE module has been tested in the PS and SPS
beams at CERN for signal, noise and resolution and in
the Vivitron beam for radiation hardness. The related
results have been presented [1], [9], [11]. At present, the
production of these modules is starting for the STAR
experiment whereas the corresponding production for
ALICE belongs to a near future. Careful controls and tests
are essential at each production step as described in this
report.

1. INTRODUCTION

The STAR SSD layer overlaying the Silicon Vertex
Tracker (SVT) requires 320 working detector modules i.e.
the production of a total of 400 modules. The ALICE
Internal Tracker System (ITS) requires 1700 similar
modules i.e. the production of more than 1800. The very
low power consumption of these modules allows air-
cooling in STAR but water-cooling has been kept in

ALICE, representing the only significant technical
difference between the two applications.

Whereas the tested prototype modules have been mainly
manufactured inside the laboratory, production of more
than a few units must be transferred to industry.

Manufacturing such a module relates to three main
tasks: producing the components of the module,
assembling these components and testing each component
and subassembly after each step as displayed in figure 1.
All the test results are transferred to a production data base
which provides network access to the data for the whole
collaboration by means of any net browser at the web
address http://star.in2p3.fr and/or http://ssd.if.pw.edu.pl .

Fig. 1: Manufacturing and testing of a module.

Each module is a mechanically self-consistent assembly
of one DS SSD and two FEE hybrids, connected together
by TABed microcables.

Each of these FEE hybrids includes a flex cable, part of
the hybrid in charge of interconnecting active and passive
components on the hybrid, the stiffener supporting the
flex cable, the passive electronic SMD components, the
ALICE128C FE chips, the COSTAR control chip [12].
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2. DOUBLE SIDED SSD
The 75 x 42 x 0.3 mm DS SSD includes 768 AC

coupled strips on each side with a pitch of 95fim at a
stereoscopic angle of 35 mrad. Guard and bias rings are
all together < 1 mm wide.

Production specifications have been described in the
CCTP document [13]. The main features relate to a
unique operating voltage below 55 volts in between
depletion voltage and breakdown voltage, a biasing current
ibias < 2JAA, a guard ring leakage current iguard < 5piA,
and a number of dead coupling capacitors on each side
below or equal to 10.

More than 440 detectors have been delivered by Eurisys
and tested in our laboratory on a probe station in order to
select 400 detector working inside the specifications. The
test itself is done by mounting the bare detector in an
epoxy frame (figure 2) which enables handling,
identification, and connection to the test equipment for
biasing by means of two bonds on each side. This frame
and the related bonds are removed later before the module
assembling step. The test measurements are transferred
into the production data base.

0 10 20 30 40 50
Bias Voltage (V)

Fig. 3: Operating range of DS SSD STAR171.

The same detector has been assembled in a module and
connected to the front-end electronics. Noise
measurements of the strips provide also a good
information on the depletion. Figure 4 shows the
'total = f(V) graph in black squares and the RMS noise
graph in red dots. They all show the same plateau for the
same voltage range.

o 05! its readout electronics

Fig. 2: Measurement of a DS SSD in it's frame.

2.1 Operating voltage and current

The operating voltage Vop is derived from the operating
range defined between the depletion voltage Vd and the
breakdown voltage Vbd defined as the biasing voltage
corresponding to the maximum allowed current. Deep
investigation has been made in order to define those in a
reliable way. Depletion voltage Vd can be investigated by
measuring, as a function of biasing voltage, the bias
current ibias, the bulk capacitance Cbulk, the bulk resistivity
Pbuut and the interstrip capacitance C ^ ^ p , on the N side.
Figure 3 shows itotal = ibias + i?uard = f(V) in black,
l/C\uUc = f(V) in blue and pbuUc = f(V) in red.

The i,otal = f(V) graph shows a weak slope in the
plateau area due to the nominal guard ring leakage. The
1/Cjmersirip N = f(V) graph (not represented) shows the
same plateau as the i ^ = f(V) graph.

10 20 30 40

Fig. 4: Total current and noise as a function of voltage.

50
Bias voltage

So, it has been demonstrated that the only itota, = f(V)
measurement provides consistent and exhaustive
information on ibiM, i ^ , Vd, Vbd, and Vop.

Figure 5 represents the number of detectors as a
function of their possible operating voltage. This plot is
made by considering a detector as "1" inside the operating
range and as "0" outside this range and adding together
these values over the whole set of measured detectors.

This graph shows that about 75% of the detectors can
theoretically be operated with a unique common biasing
voltage of 53 volts. Once the Vop has been defined, one
can measure the corresponding operating total current ilot

whose mean value 1.65 juA appears in figure 6.
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Fig. 5: Sum of the operating ranges of 332 detectors.
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Fig. 6: Total current ilol: mean = 1.65JJA

2.2 Coupling capacitors
The FEE is located on two separate but identical hybrids,
one connected to the N side and one to the P side of the
detector by means of capacitors integrated on top of each
strip for AC coupling. Dielectric characteristics of the
insulation, i.e. leakage current and capacitance, are
obviously important for detection efficiency and data
consistency. Measuring both leakage current and
capacitance enables cross checking, the latter also
validating the contact quality. During these
measurements, a DC voltage of 100 V is applied across
the capacitor to check if it stands the operating voltage.
These parameters are measured for each strip by stepping
through the contact pads with a test probe. This option
avoids all the switching and probe card problems without
taking significant more time yet. The corresponding data
are registered in the data base. The related distributions are
presented on figure 7 left for the P side and right for the N
side. A capacitor is considered as dead if it leaks or if the
capacitance is out of range. The mean number of dead
capacitors is below 2 units on both sides. 85% of the DS
SSDs have at most 4 dead capacitors on both sides i.e.
less than about 0.5% of the 768 strips of each detector
side.

10 15 20 25 30 0 5 10 15 20 25 30
Numbtrofduditrlpi Numb«rotd«adslr1pi

Fig. 7: Dead capacitors on P side (left) and N side (right)

2.3 Detector quality
Compiling the results of these different measurements

provides a global information about the quality of the
produced detectors as presented on table 1.

Class
1
2
3
4
5
6
7

Quality
Perfect
Good
>10 dead strips/side
High currents
Dead
Vd>55V
To be tested again

Nb. of SSDs
258
74
20
14

20
13
1

%
65%
18%
5%
3%
5%
3%
1

Table 1: Quality of the 400 measured DS SSD.

2.4 Strip leakage current

For production, we consider that the
'total = 'bias + iguard = f(V) measurement described in 2.1
and the coupling capacitor measurement described in 2.2
are consistent to characterize a detector. We chose to avoid
any disturbance of the main detector by DC test pads. If
needed, it is possible to measure the strip leakage current
on a test structure located on the same wafer as the real
detector. It should be below 5 nA/strip. Furthermore, if
the number of leaking strips becomes significant, the
problem is detected by the measurement of ibias. So, the
strip leakage current is not measured in production,
mainly for throughput reasons.

3 . ALICE128C FRONT-END CHIP

Each detector module includes two FE hybrids
including each 6 FE ALICE128C chips [1], [3], [9]. So
producing 400 detector modules for STAR (320 on the
experiment + spares) requires 12x400=4800 working
chips. 6000 tested chips have been ordered at AMS, the
test being a rough test made on the wafer. After cutting,
sorting in boxes and TAB ing of these chips onto
microcables, they are measured again in our laboratory
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before sending for TABing onto the hybrids and detectors.
Testing of these chips has been made easy by integrating
inside the chip, from the design level, JTAG operated
remote access to all the digital and analog parameters and
also to a programmable on-chip pulse generator for each
analog channel [14].

3.1 Manufacturer production and test on wafer

From 6000 tested production chips ordered at AMS, we
got 5656 "good" chips, 5355 "bad" inked chips having
been rejected by the rough wafer tests.

3.2 The use of microcables

The TABed microcables, providing electrical connection
between the DS SSD and the FE chips and between the
FE chips and the hybrid, allow for a mechanical freedom
in the positioning of the hybrids supporting the FE chips
versus the detector. Au layered Cu microcables (17 fim
Cu on top of 70 jttm Kapton) are used for STAR [3]
whereas Al microcables (14 jttm Al on top of 12 fj,m
Kapton) will be used for ALICE [4]. Their use eases also
the chip test and avoids the use of the probe station.

3.3 Laboratory test of the TABed chips

The accurate testing of these chips is then made at the
laboratory after TAB ing of the chips onto microcables and
mounting them in a plastic tests frame for easy handling
and testing. So, the chip in its plastic carrier [3] plugs
easily into the test socket of the automated chip test
equipment presented in figure 8. The overall duration of
the automated test is below 5 minutes per chip. The test
results are recorded into the production database for later
use.

The test includes 7 main steps.
• Power the chip and check "+i" and "-i" which should

both be negligible.
• Test the digital part of the chip by means of JTAG.
• Bias the chip by sending via JTAG the 7 analog

operating parameters.
• Check again "+i" which should stay at about the

previous level and "-i" which should increase by
20 mA.

• By means of JTAG, switch one analog channel to
transparent mode, pulse it with the on-chip pulse
generator and register the sampled analog positive and
negative output.

• With "0" input, make acquisition of the 128 channels
for pedestal registration.

• With the on-chip pulse generator, pulse sequentially
each analog channel with positive and negative pulses
with values of +100, +250, -100 and -250 and
register the corresponding outputs.

The measurement of 87 TABed production chips
provided 83 good chips and 5 bad ones including 1 with
overcurrent, 1 with 24/128 dead channels 2 with 2 dead
channels and 1 with 1 dead channel. Plots of the other

parameters are not represented as they present a very
narrow dispersion around the nominal value. The 94%
yield after the wafer tests corresponds mainly to cutting,
handling and TABing.

Fig. 8: ALICE128C chip automated test equipment

4. COSTAR CONTROL CHIP

The COSTAR control chip has been designed for
remote JTAG monitoring and control of various analog
and digital parameters [15]. Basic feature includes on-chip
temperature measurement, which is especially important
for air-cooling, and on-chip power supply voltage
measurement. It includes also detector guard and bias
current monitoring. One COSTAR is located on each
STAR hybrid.

Testing of the COSTAR bare chip is performed on the
probe station by means of a probe card and an automated
test equipment. Calibrating of the on-chip temperature
sensor is performed during the same process. Results are
provided to the production data base. From 351 tested
chips, 311 are "good" and40 "ratherbad".

5. THE ASSEMBLED MODULE

The test of the 400 assembled modules for STAR and
1800 for ALICE requires automation and optimizing. The
basic aims are to get inside the data base, the operating
parameters and location of each channel of each module.
This includes an automated diagnosis of all the channels,
the identification and location of each disturbed channel
for any reason and the characteristics of the working
channels in terms of gain and also of on-chip pulse
generator calibration.

The defective channels can suffer from noise mainly
related to a leaking strip, they may be shorted together
with their neighbor, they may not be connected, they
may be connected to a strip with a dead coupling
capacitor, they correspond to a dead amplifier channel
either with a dead input (blocked channel) or with a dead
amplifying chain.

For diagnosis, one gets the inputs from the production
data base corresponding to the measurements made on the
components before assembling. One also pulses the
amplifiers for testing them "in-situ" by means of the
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JTAG operated on-chip programmable pulse generator. In
the test equipment developed at IReS, we systematically
pulse also the whole detector chain by means of a pulse
light source scanning the surface of the detector to
produced located calibrated charges inside the detector.

After deconvolution, the information coming from the
• components tests recovered from the data base,
• noise acquisitions,
• on-chip pulse generator acquisition and
• light pulse acquisition of the triggered detector
is cross-checked for a very accurate diagnosis of the
assembled detector modules and finally, the diagnosis
results are again stored into the data base. Figure 9 shows
this test equipment, the Device Under Test (DUT) being
inside the black box for protection against external light.

Fig. 9: The automated module test equipment.

To achieve this goal, full control and data acquisition
are required for the module as well as opto-insulation of
the electronics connected to the floating side and also
motion control of the light source.

6. CONCLUSION

The existing TABed DS SSD modules have been
previously validated for their main characteristics on
various beam tests, focused on geometric resolution,
signal to noise ratio [1], [9] and radiation hardness [11].
Now, for producing these modules, a set of automated test
benches has been developed for the various tests at the
different steps of assembling, of the components as well
as sub-assemblies, complete modules and soon complete
ladders supporting a number of modules. Their operation
efficiency has been demonstrated. They are now applied to
the STAR modules. On the ALICE detector modules,
slight changes have been made. The DS SSD strip angles
have been slightly changed to +7.5 and -27.7 mrad
instead of ±17.5 mrad to minimize the ambiguity
problem, a new HAL25 hardened FE chip has been
designed and the ALICE modules have to meet the water-
cooling requirements. Adapting the existing test
equipments to the ALICE detector module should imply
minor changes only.
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Abstract

This paper details design and simulation of a proto-
type of a 128 channel readout chip for the LHCb ex-
periment.

The chip named Beetle fulfills the requirements of
the silicon vertex detector, the inner tracker, the pile-
up veto trigger and the RICH detector1 of LHCb.

Section 1 summarizes the requirements on a LHCb
frontend chip. Section 2 presents an overview of the
chip's architecture and features. Section 3 describes
the various components and shows simulation results.
Section 4 gives an outlook on future plans.

I. INTRODUCTION

The requirements on a LHCb frontend chip are mainly
determined by the use in the silicon vertex detector
(table 1). The signal of a minimum ionizing particle
(MIP) in 150 nm silicon corresponds to 11,000 elec-
trons. This input signal has to be shaped with a peak-
ing time of less than 25 ns. The peak voltage is sampled
at 40 MHz. The L0 triggers occur at an average rate of
1 MHz, whereas consecutive triggers are possible. The
readout of a triggered event has to be performed in
less than 900 ns.

For the frontend chips a dose rate of more than
2Mrad per year is expected, which leads to a total
accumulated dose of more than 10 Mrad in 5 years of
operation [1].

II. CHIP ARCHITECTURE

The Beetle chip (fig. 1) is an analogue or binary
pipelined readout chip. It implements the RD20 fron-

Table 1: Requirements on a LHCb vertex detector
readout chip [1],

readout pitch
detector capacity

required S/N
irradiation dose

max. power consumption
peaking time

pulse spill-over
dynamic range

required linearity
L0 trigger rate

consecutive L0 triggers
multi event buffers

max. latency
readout time

40-60 /jm
lOpF
> 14

> 10Mrad
< 4 mW/channel

< 25 ns
<£ 30% after 25 ns
± 110,000 electrons

(± 10 MIP
in 150 fj.ni silicon)

< 5% up to lOMIPs
1MHz

yes
16

4/xs (160 x 25 ns)
< 900ns/event

'Email: baumeis@asic.uni-heidelberg.de
1In case multianode photomultipliers are used.

tend electronics architecture [2] and provides binary
signals for a trigger decision.

The chip integrates 128 channels. Each channel con-
sists of a low-noise charge-sensitive preamplifier and an
active RC-CR pulse shaper. The risetime of the shaped
pulse is 25 ns with a 30% remainder of the peak volt-
age after 25 ns. A comparator per channel provides a
binary signal. It features a configurable polarity and
an individual threshold level. Four neighbouring com-
parator channels are ORed together, latched, multi-
plexed by a factor of 2 and routed off the chip via low
voltage differential signal (LVDS) ports at 80 MHz.
Either the shaper or comparator output is sampled
with the LHC bunch-crossing frequency of 40 MHz
into an analogue pipeline with a programmable max-
imum latency of 160 sampling intervals and an inte-
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Figure 1: Schematic block diagram of the Beetle readout chip.

grated derandomizing buffer of 16 stages. The pipeline
cells are realized as NMOS gate-capacitances. The
stored charge is transfered to the multiplexer via a
resetable charge-sensitive amplifier. Different readout
modes have been implemented. Analogue data can
be multiplexed with up to 40 MHz onto 1 port or 4
ports. In binary readout mode multiplexing runs at
up to 80 MHz on two ports. The output of a dummy
channel (fig. 1) is subtracted from the analogue data
to compensate common mode effects. Current drivers
bring the serialized data off chip. The chip performs
deadtimeless readout in 900 ns at an average trig-
ger rate of 1 MHz. All amplifier stages are biased by
forced currents. On-chip digital to analogue converters
(DACs) with resolutions of 10 bits generate the bias
currents and voltages. For test and calibration pur-
poses a charge injector with adjustable pulse height
has been implemented for each channel. The bias set-
tings and various other parameters like the trigger la-
tency can be controlled via a standard I2C-interface.
All digital control and data signals (except for the I2C-
ports) are routed via LVDS ports.

The chip is fabricated in a 0.25 ̂ m standard CMOS
process. The die size is 6.1 x 5.5 mm2. The analogue
input pads have a pitch of 41.2/xm. If no comparator
outputs are required, pads on the top and bottom side
of the chip need not to be bonded. This allows an
overall pitch of 50/Lim putting the chips side by side.
Fig. 1 shows a schematic block diagram of the chip.
The layout of the Beetlel.O version is depicted in fig.2.

Fig. 3 shows the simulation result of the complete

Pipeline Readout
Amplifier

Frontend Comparators \ Multiplexer

Frontend Bias Generators

Interface Logic

Backend Bias
Generators

Figure 2: Layout of the Beetlel.O chip version. The die
size is (6.1 x 5.5) mm2.
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analogue chain. The total gain is 54 uA/MIP at 10 pF TeK Run: 2.00GS/S Average
load.

3-t

-500u

3 -700u

5> -900i

+ 10 MIP

-10M1P am s.
Ch3 200 mVfl

Figure 3: Simulation result of the complete analogue F i S u r e 4 : Measured transient response on a delta-
chain. Only one polarity of the differential output is s h a P e d s i S n a l o f l M I P ( n > 0 0 0 e " ) a t a capacitive load
shown. The total gain is 54/iA/MIP at lOpF load. o f 1 O p F '

Several design measures have been taken to with-
stand the radiation level [3]. The integration in a
0.25 fim process with a gate oxide thickness of 60 A re-
duces the threshold voltage shift under irradiation. En-
closed gate structures for NMOS transistors have been
used to suppress an increase in leakage current un-
der irradiation. A consistent use of guardrings should
minimize the rate of single event effects [4]. Forced
bias currents are used in all analogue stages instead of
fixed node voltages.

III. COMPONENTS

B. Comparator

The comparator circuit consists of an integrator, a
threshold generator and a discriminator (fig. 5). The
integrator extracts the DC-offset of the shaped pulse
with a time constant of 5 JJ,S. This offset varies from
channel to channel and is added to the threshold volt-
age. The threshold level is adjustable per channel with
a resolution of 3 bits. The discriminator itself consists
of 2 differential amplifiers. With a polarity signal the
comparator output can be inverted.

A. Frontend Amplifier

The frontend amplifier circuit consists of a low-noise,
low-power charge-sensitive amplifier, an active CR-
RC shaper and a source follower as output stage (see
fig.l).

This frontend has already been submitted and
tested on an earlier prototype chip [5]. Fig. 4 shows the
measured transient response on a delta-shaped signal
of 1 MIP (11,000e~). Therisetimeis 26ns with a30%
remainder of the peak voltage after 25 ns, achieving a
gain of 17.25 mV/MIP.

The equivalent noise charge (ENC) has been mea-
sured to be 303 e~ + 33.6 e~/pF at a bias current of
600(J,A. The total power consumption of the frontend
is 1.88W/channel.

Integrator Adder Discriminator

input signal from shaper

CompClk
@ 40 MHz

Polarity

Global
Threshold

Channel
Threshold

Figure 5: Schematic block diagram of the comparator.
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C. Analogue Pipeline and Pipeline-Readout-
Amplifier

The pipeline is an array of (129 x 186) analogue mem-
ory cells. The sampled voltage is stored on the gate-
capacitance of an edgless NMOS transistor of 1 pF.

In case of a trigger signal the stored charge is trans-
fered to the multiplexer's hold capacitance via a re-
setable charge-sensitive amplifier.

D. Multiplexer

The multiplexer is a simple sample- and hold-stage
with a source follower. It is structured into four (32:1)-
multiplexers, which can be grouped in order to realize
three different readout modes:

1. Analogue readout in 900 ns on 4 ports

2. Binary readout in 900 ns on 2 ports

3. Analogue readout on 1 port (for applications with
less demanding readout speed requirements).

E. Control Logic

The control logic has been functionally described in
Verilog HDL, synthesized with Synopsys, and placed
and routed with Silicon Ensemble using 3 metal layers.

The logic controlling the readout is essentially iden-
tical to that of Helixl28-3.1 2 [6].

The chip's slow control interface is a standard
mode I2C-slave device performing a transfer rate of
lOOkbit/s. The chip address, necessary to access a
single device via the I C-bus, is assigned in a self-
programming procedure on power-up. Therefore the
chips sharing one I2C bus line are in addition con-
nected in a daisy chain. All 33 registers are readable
via this interface.

The total number of flip-flops in the control circuitry
is 683 (readout part: 500, interface part: 183).

F. Bias Generators

The bias generators are divided into a frontend and
a backend bias block. All digital to analogue convert-
ers (DACs) have resolutions of 10 bits. The voltage
DACs use an R-2R resistor-ladder. The current DACs
use PMOS transistors as current sources. A current
source consisting of cascoded transistors with a 20 kfi
reference resistor provides a reference current.

The bias circuitry has been already submitted and
tested on an earlier prototype chip [5]. The current
sources on 20 tested prototype chips show a variation
of less than 5%.

IV. FUTURE PLANS

It is planned to do single event upset (SEU) measure-
ments with the Beetle 1.0 chip version at the tandem
accelerator of MPI for Nuclear Physics in Heidelberg.

At the beginning of 2001 it is intended to submit, a
version 1.1 of the readout chip which will additionally
feature

• a JTAG boundary scan architecture

• SEU detection and correction mechanisms

• the programmability via the trigger line

• mask registers for testpulse and comparator

• a fail safe token scheme for the daisy chain read-
out.

Status reports and further test results will be avail-
able under [7].

References

[1] T. Ruf, Vertex Front-End Electronics,
http://lhcb.cern.ch/vertexdetector/html/fee.htin

[2] R. Brenner et al., Nucl. Instr. and Meth. A339
(1994) 564

[3] 3rd RD49 Status Report, Study of Radiation Tol-
erance of ICs for LHCb, CERN/LHCC/2000-003
(2000)

[4] F. Faccio et al.. Total Dose and Single Event
Effects (SEE) in a 0.25/^m CMOS Technology,
CERN/LHCC/98-36 (1998)

[5] E. Sexauer et al., Design of a Prototype Frontend
and Bias Generator for a New Readout Chip for
LHCb, Proceedings of the 5th Workshop on Elec-
tronics for LHC Experiments, CERN/LHCC/99-
33 (1999) 167

[6] W. Fallot-Burghardt, A CMOS Mixed-Signal
Readout Chip for the Microstrip Detectors of
HERA-B, Ph.D. Thesis, Heidelberg 1998

[7] M. Feuerstack-Raible, A Readout Chip for LHCb,
http://wwwasic.kip.uni-heidelberg.de/lhcb/

2 Helixl28-3.1 is the latest member of the Helix readout chip
family used in the experiments HERA-B, ZEUS and HERMES
at HERA.



161

Implementation of the ASDBLR and DTMROC ASICS for the ATLAS TRT in
DMILL Technology.

N. Dressnandt, P.T. Keener, F.M. Newcomer, R.P. VanBerg, H.H. Williams

University of Pennsylvania, Philadelphia Pa.

Abstract
The ASDBLR and DTMROC chipset provide detector

mounted signal processing, time digitization, pipelining and
data sparsification for the ATLAS TRT (tracking and
transition radiation) detector subsystem. Due to high levels of
radiation in the detector environment, the radiation hardened
DMILL BiCMOS technology was chosen for fabrication. A
multi-institutional effort that included significant analog and
digital simulation led to the fabrication of two highly
successful designs in the fall of 1999. Test beam
measurements utilizing these ASIC's to readout detector
prototypes indicate that the chipset is capable of meeting the
design requirements of the TRT.

I. THE ATLAS TRT STRAW TUBE DETECTOR

The ATLAS Transition Radiation Tracker, TRT, will be
comprised of 424,000 straw sensors, with 4mm diameter and
a maximum length of 80cm. The straw tubes will use a
70%Xe+20%CF4+10%CO2 gas mixture to allow prompt
collection of the primary electrons and efficient conversion of
the higher energy Transition Radiation, TR, photons. They
will operate in the proportional region with an avalanche gain
of 2X104. The cathode (straw tube) will operate at negative
high voltage and wire anode will directly connected to the
input of the readout electronics. Table 1 lists the objectives
expected for the ATLAS TRT detector mounted electronics.

The straw signal is characterized by a fast initial current
pulse due to avalanche electrons attaching to the wire,
followed by a decaying current that lasts until the positive
ions created in the avalanche process contact the walls of the
straw, about 50|is later. The signal shape and amplitude vary
according to particle type, interaction mechanism and
trajectory. A charged particle will lose about 2keV in passing
through the straw resulting in a signal of about 20fC , but
thresholds as small as 2fC will be required to efficiently
trigger on the avalanche signal from the earliest clusters. On
the opposite end of the scale, neutron interactions or charged
particles with axial trajectories can result in signals as large as
several picocoulombs. At full luminosity we expect a trigger
rate of up to 20MHz in some straw tubes so an important
objective of the signal processing electronics is to remove the
long ion tail with high accuracy over a large dynamic range.
In an ideal high rate readout, only the first few nanoseconds
of signal are required to characterize point like energy
depositions such as gamma conversions. Track depositions
with extended primary ionization trails behave as
superimposed point ionizations so that the width of the

detection pulse may be as short as the sum of the point
ionisation response plus the time it takes to sweep out all the
primary electrons in the sensor.

For the TRT we find that an electronics peaking time of 7ns
offers an ideal trade-off signal to noise position resolution
and high rate performance. The point of closest approach to
the wire of a charged particle track can be determined to high
accuracy by recording the leading edge time with respect to
the beam crossing time. Our target position resolution of
150ĵ m can easily be achieved with Ins timing resolution.

Layers of polypropylene foils and fibers placed between
the straws form a transition radiation material. When
energetic electrons pass through this material TR photons
with a typical energy of about 6KeV are produced. Xenon in
the straw gas mixture is used to efficiently absorb these
photons converting them to primary drift electrons in the gas.
Excellent differentiation between track depositions and TR
photons is possible if the signal in the straw is integrated for
about 10ns, long enough to collect the direct and reflected
signal from the wire.

The ATLAS Level 1 trigger is a detector wide primary
filter for reducing the raw data acquisition rate. It's
maximum rate is 75KHz and minimum latency is 3|xs. The
TRT, detector mounted electronics will provide Level 1
sparsification of data from the detector with the ability to
examine data from several beam crossings.

In the ATLAS environment, radiation is a significant
factor in the design of detector mounted electronics. The
tolerance required to operate for 10 years is 1014 neutrons per
square centimer and 1.5Mrad ionizing radiation, well beyond
the capabilities of most present day commercial electronics.
Due to the relatively high radiation levels, Single Event
Upset, SEU, is a potential problem as well as long term
damage. This effect is caused when ionising radiation
traverses the active electronics region of integrated circuits,
disrupting the logic levels. Since no part of the circuit is
immune, data and control functions are equally susceptible.

Table 1. Objectives for the ATLAS TRT readout electronics

Maximum Straw Trigger Rate

Desired Position Resolution

Range of interest for signal

Desired Double Pulse Resolution

Level 1 Trigger Readout Rate

10 yr. Integrated radiation Levels

20MHz

150nm

lfC-120fC in 7.5ns

25ns

75KHz

~10'4Nandl.5Mrad

The ASDBLR and DTMROC application ASIC's have been
designed to provide all signal processing, time encoding and
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level 1 data sparsification functions for the ATLAS TRT.
These devices were fabricated in the radiation hardened
DMILL process in the fall of 1999. Both chips were fully
functional and have been tested both individually and together
in a high density readout. Test beam studies in the summer of
2000 showed that the combined chipset meets or exceeds all
basic design goals.

II. THE DMILL ASDBLR ASIC

The ASDBLR requires 36mW per channel and provides
the complete signal processing chain for eight straw tubes.
Figure 1 shows the block diagram for a single channel. The
low noise dual preamp provides a DC balanced signal to the
shaper stage with a gain 1.5mV/fC and peaking time of 1.5ns
for an impulse input. Dual inputs provide common mode
pickup rejection both on and off chip. The straw anode is
attached to one of the inputs resulting in a single active signal
and reference input to the shaper.

DUAL
KPREAMP

SHAPER
TAILCOMP
LIMITER

BASELINE
RESTORER!

Figure 1: Block Diagram of the ASDBLR

The shaper block is comprised of three fully differential
stages, each of which provides a 1.5ns integration along with
other stage specific functions. Taken with the preamp, the
shaper stage provides four equivalent 1.5ns poles of shaping
to produce a symmetric output pulse with ~5ns peaking time
for a straw point ionisation input. Stage specific functions are
as follows: The first stage converts the dual preamp output to
a differential signal with a gain of two. The second shaping
stage includes ion tail cancellation for either Xenon or more
conventional Argon based gases, selected externally. A full
scale range of 600fC with soft limiting is maintained through
this stage that the tail cancellation can be effective over a the
widest feasible range of charge depositions. The final shaping
stage cancels the short tail added by feedback components in
the preamp and limits maximum output response the shaper
at an effective input charge level of 120fC, the largest
expected threshold setting the TR discriminator.

The baseline restorer, BLR, acts as an output controlled
dynamic impedance C-R pass element. The differential signal
from the shaper is coupled directly to two 8pF capacitors from
input to the output buffers of the BLR. A bridge diode
network with dynamic current control is used as a variable
impedance between the differential outputs. Current in the
bridge determines the dynamic impedance and is dependent
on the polarity of the output. At baseline the time constant is
~4ns. The time constant increases as signals of the desired
polarity are passed on to the discriminator, and when the
shaper output returns to baseline, any overshoot due to

discharge of the coupling capacitors is quickly eliminated by
an increase in current in the bridge, lowering its impedance.

The Track discriminator adds 2.5ns to the peaking time in
the first stage and can register signals between 1 and lOfC.
The TR discriminator utilises the same basic configuration,
but has a 10:1 attenuation at its input and adds 5ns to the
shaping time to allow integration of the prompt and reflected
wire chamber signal for accurate detection of the TR photons.

The Track and TR discriminators switch separate 200LIA
current sources between shared differential outputs to form a
current sum of the combined discriminator outputs. This
ternary encoding scheme is based on the assumption that the
Track discriminator output is always present when the TR
discriminator is triggered due to its lower threshold.

The DMILL implementation of the ASDBLR has been
exposed to 1014 neutrons/square centimeter and 1014

protons/square centimeter, in the later case under power, and
no substantial performance shifts have been observed.

Testbeam studies with the TRT prototypes at CERN have
shown (See Figure 2) that this version of the ASDBLR is
offers performance that closely matches that of a carefully
tuned discrete component design with similar properties.

Spatial resolution for different background rates
2O0

10 12 U -|g 1fi 20

Hate. MHz

Figure 2: Summer 2000 test beam rate studies compared with
discrete readout electronics and the 1997 ASDBLR prototype.

The most important remaining issue for the development
of the ASDBLR is the parametric yield. Although the
functional yield, defined as all channels working, is high,
88%, when the design objectives for channel to channel
threshold offsets are applied, the acceptable yield is reduced
to ~40%. Investigations have located two design sensitivities
in the Track discriminator: an attenuation network
unnecessarily referenced to analog ground that may cause
offsets due to current flowing from the BLR buffer stage to
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ground and a larger than expected mismatch between the
DMILL NPN devices. These issues are being addressed in a
design revision to be submitted in the Fall of 2000.

III. THE DMILL DTMROC
The main functional blocks of the Digital Time

Measurement and Read Out Controller, DTMROC, are shown
in Figure 3. A multi-institutional design team was utilized to
meet the complex functional design requirements of this
mixed analog and digital ASIC within the short time frame
available for it's development.1

| iVJMBiHI^

1

Figure 3: Functional Blocks of the DMILL DTMROC

The DTMROC interfaces to two eight channel
ASDBLRs, time encodes their ternary outputs, stores the data
in a pipeline and supplies Level 1 sparsified data to the Read
Out Driver, ROD, located off detector. It uses the ATLAS
40MHz system clock (synchronous with the LHC beam
crossings) supplied as an LVDS level signal for time
reference markers for the DELAY LOCKED LOOP, DLL,
and system clock for the rest of the chip. ATLAS Level 1
trigger and chip control information is serialized by the ROD
onto a differential pair and sent as an LVDS level signal to the
DTMROC. After being translated to a CMOS level by the
LVDS receiver, the COMMAND DECODER checks the bit
stream for the presence of a Level 1 trigger command then
looks for commands for various resets, testpulse generation
and data to load into the DTMROC registers. Level 1
sparsified data from the readout controller is serialized and
sent over a dedicated line to the ROD by a dedicated LOW
LEVEL DRIVER.

A specially designed TERNARY RECEIVER with low
impedance inputs interprets the current step outputs from the
ASDBLR companion chips separating out the Track and TR
discriminator levels. Track discriminator level information for
each of the 16 channels is digitized in 8, 3.1ns time bins for
each 25ns beam crossing. A one bit indication of the state of
the TR discriminator output is added to make a 9 bit word
that is latched for each beam crossing and stored in the 144 bit
wide PIPELINE. The 3.1ns time bins are derived from the

ATLAS 40MHz system clock using an on-board DLL that
generates eight 40MHz clocks with equally phased delays.

The PIPELINE is clocked by the ATLAS system clock
and has 132 locations to match a 3.3jxs latency of the Level 1
trigger. On reception of a Level 1 trigger three 25ns intervals
of data are latched into the 13 event DERANDOMIZER.
Data are readout of the DERANDOMIZER and serialized by
the READOUT CONTROLLER then driven off chip by the
LOW LEVEL DRIVER at the 40MHz system clock rate.

The DTMROC provides four 8-bit DACs for the remote
programming of the two Track and TR discriminator
thresholds on the ASDBLR chips. Two shaped, test-pulse
outputs are provided for calibrating and commissioning of the
detector. The amplitude and delay of these test pulses are
programmable. An on-board band-gap voltage reference
provides for the DAC reference currents.

The DTMROC was fabricated in the DMILL process in
the Fall of 1999. The chip is fully functional and works well
above the system clock rate of 40MHz even after exposure to
high levels of ionizing radiation see Figure 4. The power
dissipation is 37mW per channel when clocked at 40MHz.

DTMROC maximum clock rate
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Figure 4: Tests of the DTMROC maximum clocking rate

The yield at about 40% is somewhat lower than expected and
at this point no one critical element has been identified as
having a significant yield problem. While not strictly a yield
issue, the four 8 bit threshold DACs on chip vary
unexpectedly by as much as 20% and an effort is being made
to understand why.

IV. TESTBEAM STUDIES ON A TRT PROTOTYE

The compatibility of the ASDBLR and DTMROC has
been successfully demonstrated on a 64 channel prototype
readout board used for studies of the TRT sector prototype in
the CERN test beam. With little effort and no serious
deficiencies a track position resolution of 135(xm was
achieved.

The following organizations and institutions were involved in the
design and testing of this chip: CERN, Manhattan Routing Inc.
(MRJ), and the Universities of Kracow, Geneva, Lund, Michigan,
and Pennsylvania.
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Abstract
In the ALICE TPC (Time Projection Chamber), the readout

chambers are conventional proportional chambers with cathode pad
readout. The pad signal has a rather complex shape, which depends
on the details of the chamber and the pad geometry, characterised by
a long tail due to the motion of the positive ions. Since the zero-
suppression has to be done before the data transfer, the high channel
occupancy calls for a very precise tail cancellation. In order to be
compatible with the required dE/dx resolution, a suppression to 0.1%
or better of the maximum pulse height, is required. We present a
digital implementation of a shortening digital filter based on the
approximation of the tail by the sum of exponential functions. The
hardware implementation of the filter is described and the results
analysed.

I. INTRODUCTION

The ALICE TPC [1], [5] is a gas detector, of cylindrical shape,
with a sensitive gas volume of about 80 m3 subdivided into drift
spaces by a central high voltage plane. A charged particle passing
through the gas volume creates electrons by ionisation. The electrons
drifting in the electrical field towards the readout chamber, where
they are amplified in the field of the sense wires. The signal is
coupled to the pads (570 000), which are at few mm distance behind
the sense wire-plane. The charge collected on each pad, integrated

and subsequently shaped, is sampled at 5.66MHz over the 88jO.s drift
time.

A single readout channel is comprised of three basic units: a
charge sensitive preamplifier/shaper (PASA); a 10-bit 5.66 MHz
low-power ADC; and an ASIC that contains a shortening digital for
the tail cancellation, the baseline subtraction and the zero-
suppression circuits [2]. The large granularity of the TPC (2.85xlO8

samples), leads to event sizes of 356Mbyte/event and a data volume
in the front-end electronics which is far beyond of present data-
handling techniques. To achieve the necessary rate capability -
about 200 events/s written to permanent storage - data has to be pre-
processed directly in the front-end before it is transferred to the
DAQ system. One way to compress the data stream is to discard
"zero" data. According to Montecarlo simulations the zero-
suppression in the front-end will reduce the data throughput by a
factor of 4. However, owing to the high channel occupancy (up to
40%), the traditional zero-suppression algorithms are very inefficient
due to pile-up effects. The minimisation of such effects requires a
very precise tail cancellation, l%o or better of maximum pulse
height, which implies the design of a very accurate digital filter.

A technique to cancel the tail was developed for a proportional
chamber and implemented in a analogue circuit based on discrete
components proposed in [3]. The same technique underlies the tail
cancellation scheme used in the preamplifier/shaper circuit
developed for the readout of the CERES TPC [4], The accuracy of a
shortening filter realised by discrete analogue network is limited by
the tolerance of the components. Owing to the poor precision in the
matching of the passive elements, provided by the current integrated
circuit technologies, an analogue filter would not reach the l%o
accuracy if it has to be built in an integrated circuit with no external
tuneable components. On the other hand, individual tuning would
not be feasible considering the number of circuits to be
implemented. A digital circuit allows better control of the

requirements by choosing the word length and type of arithmetic.
Flexibility is also given by the possibility of reconfiguring the digital
signal processing operations by changing programmable
coefficients. With a digital circuit, we can cope with different signal
shapes due to the chamber geometry and gas mixtures

In section II of this paper, the basic idea of approximating the
tail by the sum of three exponential functions will be addressed.
Section III describes the VLSI implementation of the circuit
performing the digital filtering operations and the comparison of
several structures according to area and error versus word length.
The results of such implementation for measured signals using two
different amplifiers are given on section IV. Section V concludes the
paper.

II. BASIC CONCEPT

The tail of the signal received from the TPC analogue readout,
is(t), can be approached by the sum of n exponential functions:

Where r(t) is a residual function due to the error of the
approximation. The sum of the gains A, should be one so that input
and output have the same height. The input signal can be expressed
in the Z domain as:

Is(z) = , A.

7^1-exp(77aT,.).z~

The signal is passed through a linear digital network that cancels
all but the fastest of the exponential terms. The n-1 pole-zero
network has a transfer function that expressed in the Z domain is:

=
(l-exp(r/OT2.z-1))..q-exp(77ory,.2-'))

The numerator of F(z) will perfectly cancel all the poles of Is(z)
except one. The constants LI, L2,..,Ln-l are chosen such that the
numerator of the expanded form of Is(z) disappears. The response of
this linear network to the incoming signal is the convolution in the
time of the impulse response function of the filter and the signal
itself:

fit) = /„ exp(-//<*0 fit)

OneOne can easily observe from this expression that the
performance of the tail cancellation is strongly related to ift). The
remaining fast exponential is a constraint of the system and can be
chosen such that:

exp(-f/afo)<O.l% t>\jis
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The Tail Cancellation scheme can be shown in a block diagram:

H(z) =
1-ctzr1 1 -pzr' 1-fT'

F(z)H(z) =
1-az1

ADC quantized
input signal

n exponential
aproximation

Pole-Zero Transfer
function in the Z-Domain

Output of the
Digital Filter

Result

Figure 1: The Tail Cancellation scheme

The digital signal from the ADC is approached by n exponential
functions. From the coefficients (gains and exponents), one can
derive the Z transform, H(z), impulse response function of the input
signal. The coefficients of the filter F(z) are chosen so that the
product of F(z) and H(z) is the Z transform of the fastest exponential.
It should be noted that as the coefficients of the filter depend on the
approximating exponential functions (gain and exponent), some sets
of parameters generate unstable filters. It is common on the cases
analysed that the filter poles tend to be quite close to the unit circle
and stability problems occur if care is not taken when coding the
coefficients [7].

III. HARDWARE IMPLEMENTATION

In case of the ALICE TPC signal shape, approximations with 3
and 4 exponential functions were considered, generating IIR filters
of order 2 and 3 respectively. There are numerous architectures for
implementing such filters [6], [8]. In this section three different
structures were analysed and compared in terms of area for a given
word length, and error as function of the number of bits. Both cases
use fixed-point arithmetic. Figure 2 shows the three different
structures analysed. Filter A is a Direct Form realisation, Filter B is a
Lattice-Ladder structure and Filter C two first order filters cascaded.
These filters were synthesised using a 0.35-micron CMOS process.
The comparison in terms of area is shown is table 1 for 18-bit filters.
Figure 3 shows the Error as function of the number of bits for the
three structures.

Table 1: Silicon area for Filter A, B and C for 18-bit

Figure 2: Filter A (top), B (middle) and C (bottom)

Area (mmA2)
Filter A
1.024

Filter B
1.901

Filter C
1.068

From these values, one concludes that Filter C reaches the
highest accuracy for a given number of bits. Its area is not
considerably higher than Filter A. When implementing Filter C, one
has access to the poles and zeros directly via the registers
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Figure3: Sum of the squared errors expressed in LSB as function of the
number of bits.

IV.RESULTS WITH MEASURED SIGNALS

Measurements were performed using a TPC prototype with the
same cathode plane layout as the ALICE TPC, operated with ArCH4
95% - CO2 5%. Two different analogue amplifiers were used: the
NA35/ALEPH and the NA49-FTPC Preamplifier/Shaping Amplifier
[9]. The two amplifiers produce signals with different shapes
therefor have to be treated using different approximations.
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A. NA35/ALEPHPreamplifier/Shaping Amplifier

The input of the Digital Filter is shown in figure 4. We can see
that this amplifier induces an initial undershoot before the beginning
of the tail itself at 1 microsecond. Figure 5 and figure 6 show
respectively the approximation with 3 and 4 exponential functions
and the error committed by each one of these fittings. Clearly the 4
exp. approximation fits best the tail. The coefficients (exponent and
gain) for each of the exp. were computed in such a way that before 1
microsecond the approximation is relatively rough, but quite
accurate afterwards. Such weighted least-mean square

approximation scheme allows the error to be within l%o after ljis.
The approximation can be decomposed in the elementary
exponential function. As an example, figure 7 shows the case for the
4 exponential approximation.

TPC sig.nal-10MHz:482 Ewnls

Exponentials Approximations

0 1000 2000 3000 4000 5000 6000 7000 8000 9000 10OO0
nanoseconds

Figure 4: The filter input signal (from NA35/ALEPH preamp/snaper)
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Figure 6: Error for 3 and 4 exponential functions
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Figure 1: The 4 exponential functions and their sum.

Two of the exponential functions have negative gain and one has
gain superior to one. This configuration is required in order to best
fit the initial undershoot. Performances for both filters, one of
second order and one of third order (3EXP and 4EXP) are shown in
table2 and figure8.

Table 2: Comparison between the input and the output of a 2nd order and
3rd order filters.

Figure 5: The Exponential Approximations

Time to 0.1% (us)
Max. Undershoot (%)

Input
40
0.5

3EXP
2

9.5

4EXP
3

4.5
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Digital filter Results from measured signals
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Figure 8: Input, output of the 2nd and 3rd order filter.

B. NA49/FTPC Preamplifier/Shaping Amplifier

Figure 9 shows the input signal, figure II and figure 10 present
the error of the approximation and the approximation itself. Figure
12 and table 3 show the output of both filters. This amplifier is
bipolar and a slight mismatch of poles and zeros on the analogue
circuit creates an undershoot. In this case the tail tends towards zero
from the negative values. For this reason the gain of two of the 4
exp. should be negative. The principle exposed in section II is
general enough and the tail cancellation is achieved after 1.2
microseconds. We can observe that the 4 exp. approximation is more
accurate before 1 microsecond and as good as the 3 Exp. afterwards.
In order to test the proposed filter Filter under more realistic
conditions, 20 different measured clusters were distributed in 50
microseconds according to the occupancy given by Montecarlo
simulations (table 4). The measured signals were taken at a rate of
10MHz, and 505 samples were collected for each single event in a
drift time of 50 microseconds. The Montecarlo statistics assumed a
5.66MHz sampling rate and a 80 microseconds drift time. The input
signal is shown in figure 13 and the results of a second order digital
filter in figure 14.

TPC signal-10MHz:347 Events

1000 2000 3000 4000 5000 6000 7000 8000 9000 10000
nanoseconds

Figure 9: The filter input signal (from NA49-FTPC preamp/shaper)

500 1000 1500
nanoseconds

2000 2500 300

Figure 10: The Exponential Approximations

The input signal was constructed using single measured events
(not the average). The input signal presents a downward baseline
shift that is clearly visible in the case of multi-cluster events. We can
observe that the filter cancels the baseline shift caused by the added
tail of each one of the events. The linearity of the system allows the
tail cancellation even in the very likely scenario of having
superimposed clusters, assuring, in such way, an efficient zero-
suppression.

Exponentials Approximations

+ 3 EXP mathcad error
O 4 EXP mathcad error

1000 1500 2000
nanoseconds

2500 3000

Figure 11: Error for 3 and 4 exponential functions

Table 3: Comparison between the input and the output of a 2nd order and
3rd order filters.

Time to 0.1% (us)
Max. Undershoot (%)

Input
35
2.5

3EXP
1.5
0

4EXP
1.2
0
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Digital filler Results from measured signals
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Figure 12: Input, output of the 2nd and 3rd order filter.

Table 4: Statistic data from Montecarlo simulations

Mean time between clusters
Samples/Pad
Clusters/Pad

3.3 microseconds
150
24

Input Signal

10 15 20 25 30 35 40 45 50

Figure 13: Input signal. 20 events in 50 microsecs randomly distributed.

Output of the Digital Filter

10 15 20 25 30 35 40 45 50

V. CONCLUSIONS

From the results presented, the proposed scheme can achieve the
desired precision of l%o within 1-3 Us by a manageable size Digital
Filter. The performance increases with the number of approximating
exponential functions, in other words, to the expanse of extra silicon.
If the input from the analogue electronics presents undershoots, the
performance decreases. This is due to the fact that it becomes more
difficult, with a limited number of exponential functions, to fit
bipolar signals. The Digital Filter can also perform under realistic
conditions with several events per pad, allowing a correct zero-
suppression. Different architectures of Digital Filters were simulated
and compared in terms of silicon area and error vs. number of bits.
All the circuits were synthesised using Synopsys and simulated with
Verilog. Other problems of filtering and shaping on the time domain
can be addressed using the method proposed here. Nowadays the
CMOS sub-micron processes allow arithmetic operations in
relatively small area and achieve an accuracy that could not be met
using analogue circuits. More measurements will be performed
allowing a better understanding of the physics and the correct tuning
of the coefficients of the Filter.

REFERENCES

[1] A Large Ion Collider Experiment, ALICE TPC -Technical
Design Report, Dec. 1999, ISBN 92-9083-155-3, Geneva,
Switzerland.

[2] L. Musa et al., Front_End Electronics for the ALICE-TPC
Detector, Proc. of the 4th Workshop on Electronics for
LHC Experiments, Rome, Sept. 21-25, 1998.

[3] R. A. Boie, A. T. Hrisoho, P. Rehak, Signal Shaping and
tail cancellation for gas proportional detectors at high
counting rates, Nucl.-Instmm.-and-Methods-in-Physics-
Research, vol.192, no.2-3, p.365-74, l,Feb. 1982..

[4] R. Baur et al. , Nucl. Instrum. Methods A409 (1998) 278
and in Proc. of the 3rd Workshop on Electronics for LHC
Experiments, CERN-LHCC-97-60.

[5] CERN/LHCC 95-71 LHCC/P3, A Large Ion Collider
Experiment, ALICE-Technical proposal, Dec. 1995, ISBN
92-9083-077-8, Geneva, Switzerland.

[6] Neil H. E. Weste, K. Eshraghian, Principles of CMOS
Design, A Systems Perspective, ISBN 0-201-53376-6,
Addison-Wesley Publishing Company.

[7] Blinchikoff, Zverev, Filtering in the Time and Frequency
Domains, ISBN 0-89874-952-2, Robert E. Publishing
Company, Malabar, Florida.

[8] J.G. Proakis, D. G. Manolakis, Digital Signal Processing,
Principles, Algorithms and Applications, 2nd ed., ISBN 0-
02-946378-5, Macmillan Publishing Company, New York.

[9] J.Bracinik et al., Status Report on the ALICE Prototype TPC with
Ring-Cathode Readout, ALICE/1999-48, Internal notes.

Figure 14: Output of the Digital Filter
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Abstract
A data driven multi-channel Time-to-Digital

Converter (TDC) circuit with programmable resolution
(25ps - 800ps bin) has been implemented in a 0.25um
CMOS technology. An on-chip PLL is used for clock
multiplication up to 320MHz from an external 40MHz
reference. A 32 element Delay Locked Loop (DLL)
performs time interpolation down to 98ps. Finally, finer
time interpolation is obtained using an on-chip R-C delay
line. Time measurements are processed and buffered in a
data driven architecture based on time tags. This results in
a highly flexible triggered or non-triggered TDC, which
can be used in many different applications.

I. INTRODUCTION

Time to Digital Converters are needed extensively in
high-energy physics experiments. In drift based tracking
detectors a time resolution of the order of Ins is normally
sufficient. In Time Of Flight (TOF) detectors a time
resolution of a few tens of Pico-seconds are often
required.

The microelectronics group at CERN has previously
developed several TDC's but these can unfortunately not
be produced currently, as the IC technologies used have
been phased out. The ALICE TOF and the CMS muon
detector both need a highly integrated multi-channel
TDC. The requirements from these two applications are
quite different, but it was decided to make one common
TDC. Significant savings can be obtained, when making
one common circuit, if all requirements are taken into
account from the beginning of the project. Savings in
prototyping, testing and qualification outweigh the
additional complications in the design. Merging the two
projects also increases the total production volume
(~20.000) giving a significant reduction in production
costs. The features required to support two so different
applications have resulted in a very flexible TDC which
can be used in many other applications.

II. REQUIREMENTS

The requirements were defined from the CMS/ALICE
needs plus an additional set of generally useful features.
The high flexibility will enable the function of the TDC to
be adopted to different working conditions and also ease
debugging and commissioning of detectors. A short form
summary of requirements is as follows:

• 1 ns - 25 ps resolution
• Self calibrating
• Reference: 40 MHz clock
• Dynamic range: up to one LHC machine cycle
• 32 channels low resolution

8 channel high resolution
• Leading and/or trailing edge or leading + width
• Hit rates: few hertz to few MHz
• Triggered and non triggered mode
• Programmable trigger latency
• Trigger rate up to 1 MHz
• Support for overlapping triggers
• Parallel and serial readout with token passing
• JTAG boundary scan + testing features
• SEU detection

III. ARCHITECTURE

Two completely different architectures have initially
been considered. In a pipelined TDC a time measurement
can be injected into a synchronous pipeline each clock
cycle. Such an architecture is conceptually quite simple,
but is not useful for non-triggered applications and has a
problem supporting overlapping triggers in large time
windows. The trigger latency is also limited directly by
the depth of the pipeline buffer. An advantage of this
architecture is its insensitivity to channel occupancy as it
can accept one hit per clock period.

25ns range/

Hit -

Clk-

Pipeline
(DPM)

O*— Trigger

FIFO

Figure 1: Pipelined TDC
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A data driven TDC only stores hits in a buffer when a
hit has been detected. This approach can be used in a
triggered and non-triggered mode. In the non-triggered
mode the buffer is used as a simple FIFO. In the triggered
mode, time measurements from the buffer are compared
to a trigger time tag and hits located inside a given time
window are extracted. Overlapping triggers can be
supported, by using a dual port RAM and a slightly
extended matching mechanism. The basic time
measurement must cover the complete dynamic range of
the TDC in contrast to the pipelined architecture that only
needs to cover one clock cycle. The maximum trigger
latency is given by the dynamic range, and not directly by
the buffer depth. The buffer occupancy must though be
carefully evaluated for the hit rates expected. In the data
driven architecture it is also possible to merge hit
measurements from several channels into one buffer
using channel derandomizer buffers.

Full dynamic range

Hit-

Time tag 1^-Trigger

Latency

Figure 2: Data driven TDC

A data driven architecture offers higher flexibility at
the cost of increased complexity. This makes it more
sensitive to failures caused by Single Event Upsets
(SEU). Buffer overflows in the data driven architecture
must also be handled carefully to prevent the loss of event
synchronisation in the system.

IV. HPTDC ARCHITECTURE

In the High Performance Time to Digital Converter
(HPTDC) a time measurement is performed by storing the
state of a clock synchronous counter and a 32 tap Delay
Locked Loop (DLL). The position of the rising edge of
the clock in the DLL gives an interpolation within the
clock cycle and is also used to resolve uncertainties from
the asynchronous sampling of the counter. By driving the
counter and the DLL from an on-chip PLL, running with
different frequencies, a time binning of 798ps/l 95ps/98ps
is obtained. An additional high-resolution mode is also

available (see later). Time measurements are stored in a
four deep asynchronous channel derandomizer buffer
before being merged into a common latency buffer,
shared by 8 channels. Measurements from four latency
buffers are optionally trigger matched to trigger time tags
from a 16 deep trigger FIFO before being passed to a 256
deep readout FIFO. Data is finally read out via a 32 bit
parallel, 8 bit parallel or a serial readout interface.
Merging event data from several TDC chips is handled by
a token passing mechanism.

Clock i

JTAG

Token in Read-out
Figure 3: HPTDC architecture

Token out

A. R-C interpolation

A 98ps binning from the DLL is limited by the
technology used. To obtain a 25 ps binning, a distributed
R-C delay line with four taps covering 98ps can be used
to drive four normal TDC channels as shown in Fig. 4. R-
C delay lines have large process variations, but can be
considered sufficiently stable over a temperature range of
+/- 20°C. Compensation for process variations is
performed with banks of capacitors that can be added as
additional loads. This scheme has previously been
demonstrated to give good results [1].

The PLL and the DLL are self-calibrating using the 40
MHz reference. The R-C delay line though requires
calibration. A simple calibration procedure is a code
density test with a sufficiently large population of random
hits. A histogram of the number of hits in each of the four
time bins from the R-C delay line is a direct measure of
their relative size. The hits used for calibration only need
to be random over a small time window covering the R-C
delay chain (lOOps) and can therefore in most cases be
performed directly on physics data. For very high
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precision measurements an additional option exists to
adjust the integral linearity of the DLL.

40MHz
160MHz-
320MHz

[H>y£>r£>r [>rP'-Lp I Coarse counter |

-\>-t

-O-4
23 ps

-O-4
25 p?

rhI
1

Figure 4: R-C delay line interpolation

B. SEU detection

For the applications in mind the total radiation dose is
assumed to be below lOkrad and a standard technology
and library can be used. Single event upsets must though
still be taken into account, especially for a data driven
architecture having rather complicated control logic. It
was considered sufficient to implement SEU detection, as
SEU immunity would carry a too large overhead. All
internal memories have parity check on data and all
programmable parameters have one common parity.
Finally all state machines have been implemented with a
one-hot encoding scheme, which allows the detection of
any illegal state transition.

C. JTAG
JTAG boundary scan is required to perform efficient

board testing. JTAG is also used to load programming
parameters and to perform extensive production testing.
The "raw" data from the time interpolation is accessible
to perform special timing tests. All internal memories
have BIST (Build In Self Test) controlled via JTAG. In a
special test mode all internal flip-flops in the TDC are
configured as a large shift register controlled from JTAG.
Detailed status information (errors, buffer occupancies,
etc.) can also be read via JTAG.

D. Architectural limitations

Merging measurements from 8 channels into one
latency buffer limits the hit rates that can be sustained.
The channel derandomizers together with a "fair"
arbitration insure the best possible use of the bandwidth
available (40MHz). For hit rates up to a few MHz per
channel the loss of hits are insignificant. Above this limit
the hit loss increases sharply as shown in Fig. 5. This is
illustrated in Fig. 6 for 1 MHz and 4 MHz hit rates. The
histograms show the number of hits in the individual
channel buffers (max 4) and in all channel buffers in a
group (max 8 x 4). If a channel buffer is full (4), when a
new hit arrives, it is simply ignored. Higher hit rates can

be accommodated if fewer channels per TDC are used.
The TDC also has the option of running the internal logic
with an 80 or 160 MHz clock from the PLL. This gives a
performance increase of a factor of 2 or 4 respectively, at
the cost of increased power consumption.

1e+00

ie-01

8 channels
uncorrelatad

Figure 5: Hit loss as friction of hit rate with (40 MHz clock).
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Figure 6: Derandomiser occupancies at 1 and 4 MHz hit rates.

In a data driven architecture, the effective trigger
latency that can be accommodated depends on the hit
rates. The average occupancy of the latency buffer can be
calculated from: number of channels (8) x hit rate x
trigger latency. To prevent buffer overflows from
statistical fluctuations, it is recommended to keep this
average below half the buffer size (256/2). The actual
buffer occupancy is shown in Fig. 7 for 1 MHz hit rates
and latencies of 10, 20 and 30 us. It is clearly seen that
the buffer overflows in the last case, as the distribution is
truncated at 256. The HPTDC handles this kind of
overflows by marking any event that has lost hits.
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Figure 7: Latency buffer occupancies at 1MHz hit rates.

E. Programmable features
As previously mentioned, a high level of flexibility

has been incorporated into the HPTDC. 700 bits of
programming data are required for a complete
configuration of the TDC. The main programmable
features are summarised below.

• Resolution
• Integral error correction

Channel offsets
Leading/trailing/pair
Channel enable/disable
LVDS/TLL hit inputs
Channel dead time (10 - 100ns)
Encoding of Triggers and resets
Trigger matching or
no trigger matching
Trigger latency
Matching window
Reject latency
Limiting number of hits per event
Readout FIFO size (<256)
Readout of buffer occupancies per event
Buffer back propagation scheme
Serial, byte or parallel readout
Readout via JTAG
Serial readout speed
Use of headers and trailers
Token passing scheme
Low power mode
Test modes

V. IMPLEMENTATION

The HPTDC has been implemented in a 0.25 urn
CMOS technology using a commercial standard-cell
library and a memory macro. The PLL, the DLL and the
channel buffers have been implemented as full custom, to
obtain the required timing performance.

The logic behaviour of the design has been
extensively verified at the register level. Simulations of
realistic conditions (and extreme conditions) for different
detector configurations, have shown that it is sufficiently
robust. The large number of programmable features has
required a significant effort to verify different
combinations of features. A special design verification
environment has allowed a large number of conditions
and options to be verified in an automated way on large
sets of hits with different statistical properties. The design
has finally been mapped into gates using logic synthesis
and the automated verifications have been re-executed to
confirm its correct function and performance. The final
design is 6.5 x 6.5 mm using ~1 million transistors and is
packaged in a 225 pin BGA.

Figure 8: Picture of HPTDC

VI. MEASUREMENTS

The HPTDC has just recently been received from
prototype production and is currently under test. The
logic part of the chip has been found fully functional. The
PLL and DLL have been found to be fully working with a
combined jitter below 20ps (limited by test setup). A first
preliminary measurement of the effective time resolution
has been performed with time sweeps generated by a
commercial IC tester with a timing resolution of 50ps. A
RMS resolution of 236ps, 74ps and 49ps have been
measured with the DLL running at 40 MHz, 160MHz and
320MHz respectively. This should be compared to the
best possible RMS resolutions of 231ps, 56ps and 28ps.
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For the high resolution modes the measurements are
limited by the time resolution of the IC tester. Improved
results are expected, when more accurate measurements,
using a motor controlled trombone, will be performed
shortly. The RC-delay line has been found to work, but
sufficiently precise time measurements are not yet
available to determine its detailed behaviour. As soon as
more detailed measurements are made, they will be
available on the web [2].
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Figure 9: Error histogram with DLL working at 40MHz.
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Figure 10: Error histogram with DLL working at 160MHz
(limited by test equipment used)
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Figure 11: Error histogram with DLL working at 320MHz
(limited by test equipment used).

VII. CONCLUSION

A highly flexible high-resolution TDC has been
implemented in a modern 0.25um CMOS process. The
use of a data driven architecture has given a TDC that can
be used in a large variety of high-energy physics
experiments.
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Abstract
Recent advances in electronics and counter construction

techniques have pushed the timing resolution of Resistive
Plate Chambers below 50 ps o, with a detection efficiency of
99% for MIPs. In this paper we describe a new front end
electronic chain for accurate time and charge measurement,
built in view of a possible application in ALICE'S To counter.

The circuit includes a fast (2.5 GHz) two-stage amplifier
based on MMICs that feeds a fixed threshold discriminator
followed by an external TDC. The amplified signal is also
buffered into an external ADC for charge digitisation. All
components aTe commercially available and their number is
rather reduced.

The system was tested with realistic detector-generated
test signals, yielding a timing resolution around lOpso for
signal charges above 100 fC and a charge resolution of 3.2 fC.

I. INTRODUCTION

The recent developments of timing Resistive Plate
Chambers (RPCs) opened the possibility to build large
high-resolution TOF arrays at a low cost per channel.
Previous work reached a timing accuracy below 50 ps o at
99% efficiency for single four-gap chambers fl] and an
average timing accuracy of 88 ps a at and average efficiency
of 97% for a 32 channel system [2]. It was shown that each
amplifying gap, of just 0,2 or 0,3 mm thickness, has a
detection efficiency of 75% and that the avalanche develops
under the influence of a strong space charge effect [3]. A
Monte-Carlo model of the avalanche development reproduced
well the observed data, confirming the dominant role of space
charge effects in these detectors [4].

In this paper we describe a new, streamlined, front-end
electronics chain for accurate time and charge measurement in
timing RPCs. The circuit was used in developments aimed to
extend the admissible detector area per readout channel and to
include a position sensitive readout, in view of a possible
application in ALICE'S To counter

The circuit is made uniquely of commercially available
and inexpensive integrated circuits, featuring a reduced
number of components. It includes a fast (2.5 GHz

bandwidth) two-stage amplifier that feeds a fixed threshold
discriminator followed by an external TDC. The amplified
signal is buffered into an external ADC for charge
digitisation.

II. INPUT SIGNAL

The theory of parallel-plate gaseous detectors (see for
instance [5]) states that a passing ionising particle will liberate
No electrons, creating an initial current, io=eNov/g, that
depends on the electron's drift velocity v and on the width g
of the gas gap. The gas avalanche process will immediately
amplify the initial current in time as (for sufficiently short
times)

i = ioe"h(t), (1)

where .s is a real positive parameter and h(t) the unit step
function. The exponential multiplication factor may reach
very large values, up to 108.

The output signal arising from the input current given by
Eq. 1 can be calculated by noting (see for instance [6]) that
the impulse response of a linear circuit can always be written
as

(2)

where Np is the number of circuit poles and OC/ the complex
frequency of each pole (stable circuits have Re(a,j)<0). The
output voltage will be given by the convolution integral

v(t)=[y(u)i(t-u)du = (3)

"h(t)

Since Re(a,)<0 the first term should remain small and
vanish with time, allowing the second term, driven by the
exponentially growing input current, to dominate by many
orders of magnitude:

v(t)~i0Z(s)esl. (3)

* Corresponding author: fonte@lipc.fis.uc.pt
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This feature, if true, would have important practical
consequences because it would imply that the nature of the
detector electrodes, coupling lines, amplifiers, etc, will affect
only the magnitude of the output signal through the combined
transimpedance Z(s), while leaving unaffected the time
development of the signal. The signal shape (exponential) will
be influenced only by the value of s, determined by the gas
avalanche process in the detector.

In order to experimentally verify Eq. 3 we note that, if two
discriminators set at different threshold voltages, Thj and Th2,
will sense the same output signal (as given by Eq. 3) one
should have

100

Thi=v0(s)e'\Th2=vB(s)e"\

and

\n(Thx/Th2)=s{tl-t2). (4)

This relation has two experimentally verifiable properties:
it states that ln(Th,/ Thj should depend linearly on trt2 with
a proportionality constant s and that trt2, for a given threshold
setting, should be independent of i0 (which fluctuates event by
event) and independent of the circuit properties (summarised
in Z(s)).

Thj

- T

Th2

-I

TDC

h

h

ADC

Q
Figure 1: Principle of measurement of the preamplifier's output
signal shape (Eq. 3).

The experimental data which can be seen in Figure 2, are
obtained using a 0.3 mm gap timing RPC irradiated by an
high energy pion beam. A very accurate logarithmic
dependence is evident in Figure 2a, in excellent agreement
with Eq. 4. An exponential fit to the data yields a value
5=8.9 GHz. In Figure 2b one can see that the time difference
is essentially independent of the final avalanche charge Q
(assumed to be proportional to i0), for not too small
avalanches, also in agreement with Eq. 4.

III. CIRCUIT DESIGN

Since the input signal has frequency components
extending up to the GHz range we have selected, following
earlier applications [7], integrated amplifiers whose
bandwidth extends up to this range (MMICs).
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Figure 2: a) Average time difference between both
discriminators for a given value of Th2 and fixed Th,. The
logarithmic dependence predicted in Eq. 4 is quite exactly
confirmed and a fit to the data yields a value of s=8.9 GHz.
b) Correlation plot between t,-t2 and the signal charge Q. It is
clear that these quantities are largely independent, in agreement
with Eq. 4.

The preamplifier (Figure 3) was based on the Agilent chip
INA-51063, featuring a 2.5 GHz bandwidth, 20 dB power
gain and a 3 dB noise figure. The 50 Qinput impedance has
proven to be quite convenient, allowing the input connection
to be made through a standard cable and being sufficiently
low to reasonably match the detector impedance.

The preamplifier was followed by an amplifier based on
the Agilent MSA-0786 chip (3 GHz bandwidth, 12 dB power
gain) that fed an AD9696 fast TTL comparator (see Figures 4
and 5). The amplified signal is externally accessible through a
MAX4178 buffer for monitoring and charge measurement
purposes. After an optional TTL delay line (NEWPORT
42A5251), convenient for signal synchronisation, the TTL
signal is converted to the fast-NIM standard and sent to a
TDC.
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Figure 3: Schematic drawing a) and PCB layout b) of the
preamplifier.

IV. TEST SETUP

The test set-up (Figure 6) included a single-gap RPC (with
a measured capacity of 10 pF) illuminated by a 90Sr

radioactive source, as a realistic signal generator, feeding in
parallel two front-end circuits. The time difference between
both channels was measured by a TDC constituted by an
ORTEC 286 TAC followed by a shaping amplifier whose
output was digitised by a LeCroy 2249B peak-sensing ADC.
The amplifier gain was adjusted such that the TDC had a
3 psbin width and a 6 ns timing range. The measured time
resolution of the TDC was 3.5 ps a.

OptionalTTL
Amplifii Comparator delay line

(AD9696) (5x50 ns)

INPUT

TTL-NIM
conversion

TDC

Outputbuffer || ADC
(MAX4178) I Power

regulators

Figure 4: Layout of the amplifier-discriminator board.

A LeCroy 2249W charge-sensitive ADC sensed the
analog outputs of both channels, the fast (electron) component
of the signal being selected by a 40 ns gate width. The system
was calibrated by injection of a set of known charge amounts
using one of the preamplifier's test inputs, yielding an
input-equivalent charge sensitivity of 2.1 fC per ADC bin, a
charge range of 4.2 pC and a charge resolution of 3.2 fC
(1.5 bins) a.

V. RESULTS

A detail of the measured fast charge distribution is shown in
Figure 7, for discriminator settings that correspond to
input-equivalent charge cut-off values of 10, 25 and 50 fC.
The sharp histogram edges (compatible with the measured
1.5 bin charge resolution) indicate a good correlation between
the measured charge and the signal amplitude seen by the
discriminator. This correlation is important because the
measured time must be corrected using the charge
information.

O.luF l - i O.luF

Figure 5: Schematic drawing of the amplifier-discriminator board.
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Figure 6: Simplified diagram of the timing resolution test circuit.

In order to measure the timing accuracy as a function of
the signal charge, the charge spectrum was partitioned in
conveniently sized regions and the timing accuracy calculated
for each region. The charge dependence of the measured time
was removed event-by-event via a linear correction:

tcorr = tineas - (a + b Q)

where a and b were obtained by a linear least-squares fit to
the data on each charge slice and Q is the measured signal
charge.

The results are shown in Figure 8 for three different settings
of the discriminating threshold, corresponding to the
histograms shown in Figure 7. Additionally, in one of the
curves the RPC was turned off, without disconnection, and a
rectangular pulse with 1 ns rise time was applied to the test
input of one of the preamplifiers.

1800

Q(fC)

Figure 7: Details of the measured fast charge distribution for
discriminator settings that correspond to an input-equivalent charge
cut-offset at 10, 25 and 50 fC.
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Figure 8: Measured time resolution as a function of signal charge
for three different settings of the discriminating threshold.
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Figure 9: Comparative test between an older preamplifier version
[1] and the present one. a) Simplified diagram of the test circuit,
b) Test results. Clearly the new design shows a marked advantage for
smaller pulses.

It can be seen that for signal charges larger than about
100 fC the timing accuracy is on the order of 10 ps.
Curiously, the chamber-generated signals yield a better
resolution than the pulser-generated ones, suggesting a steeper
signal slope in the former case.

To determine whether the present preamplifier provided
any improvement over older versions we tested it against a
previous design [1] based on the BFG520 transistor in a
common-emitter configuration. For this test (Figure 9a)- an
electronically generated voltage step with 1 ns risetime was
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injected in the preamplifier input through a 1 pF capacitor and
the time resolution, defined as the time jitter between the test
signal edge and the discriminator signal was measured by the
TDC described above. The results are shown in Figure 9b,
being clear that the new design has a marked advantage for
the smaller pulses.

It should be stressed that, for this type of purely electronic
test, the timing resolution is clearly better than 10 ps.

As an example of application, a 0.16 m2 chamber under
beam test was readout with only four electronic channels,
exhibiting a timing accuracy between 60 and 90 ps over 95%
of its active area [8].

VI. CONCLUSIONS

In this paper we describe a new front-end electronics chain
for accurate time and charge measurement in timing RPCs, in
view of a possible application in the To counter of the ALICE
experiment [9].

Following the basic theory of gaseous detectors and of
liner circuits it was hypothesised that the amplifier output
signal (sensed by the discriminator) should be of the form
v(t)~i0Z(s)es>, being i0 the initial current, Z(s) the

transimpedance of the circuit (chamber plus amplifier) and .s a
parameter related only to the gaseous amplification process in
the detector. This hypothesis was experimentally proven and a
value 5=8.9 GHz was obtained.

The circuit was built solely from commercially available
and inexpensive integrated circuits. The analog two-stage
amplifier, based on MMICs, had a bandwidth of 2.5 GHz and
a combined power gain of 32 dB. The amplified signal was
sensed by a fast comparator chip followed by and optional
TTL delay line and converted to the fast-NIM standard. The
signal was also made externally available via an analog
buffer, for monitoring and charge measurement purposes.

Tests with realistic signals from an RPC yielded a timing
resolution around 10 ps a for signal charges above 100 fC and
a charge resolution of 3.2 fC. The new design shows a much
improved resolution when compared with an older version,
particularly for the smaller signals.

A 0.16 m2 chamber readout with only 4 of the present
front-end chains has reached a timing accuracy between 60
and 90 ps over 95% of its active area.
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Abstract

Processing of analog information is always spoiled by
additional DC level and noise given by the sensors or
their additional readout electronic. The Dilogic-2 circuit
has been developed to process the data given by an
Analog to Digital Converter in order to eliminate the
empty channels, to subtract the base line (pedestal) and
store locally the true digitised information. The analog
information will be sent to the ADC by a set of three 16-
channel front-end analog processors, the GassiplexO7-3
[1], multiplexed on the same analog line.

I. INTRODUCTION

The Dilogic-2 can handle up to 64 channels by group
of 16, 32, 48 or 64 channels. The processing has to be
done in two steps, firstly pedestals and noise of each
channels have to be measured and stored on the chip, then
the normal operation can start, zeros will be eliminated
and the on-chip memories will be loaded with true value
information. The sparse data scan section is made of a
digital comparator and a subtracter; the pedestal field has
been limited to 8-bits while the data have 12-bits range.
These two elements are fed on one side by the digitised
information and on the other side by the contents of two
separate memories filled respectively for each channel by
the chosen level of comparison (threshold) and the
pedestal value. Calling PED(i) and SIG(i) the average and
r.m.s. values of a pedestal distribution, the operating
threshold of the channel (i) is defined as: TH(i) = PED(i)
+ N*SIG(i), where N is a selectable constant, usually >3.
Thresholds and pedestals are first measured and stored in
a memory, for every channel; the channel address allows
finding the right values of each channel during the
processing. A BIT-MAP memory (64w x 16-bits) is filled
with "1" for channels above threshold or "0" for channels
below the threshold. An analog data FIFO memory (512w
x 18-bits) is loaded with the digitised amplitude
information (12-bits) and the address of the selected
channels (6-bits). An End-Event word turns off the event
readout sequence; it contains the number of good
channels (7-bits) and the corresponding event number
(11-bits). A presettable almost-full flag indicates over-
writing the FIFO and an internal 4-bit controller allows to
choose the different front-end and back-end operations,
particularly one, which is used to test the functionality of
the chip.

Finally, the Dilogic-2 can be daisy-chained to allow the
readout of several hundreds of channels on the same bi-
directional data bus at a maximum speed of 20MHz with
a power consumption of 60mW.
The Dilogic2 is divided into three main parts: the front-
end that concerns the writing part of the circuit, the back-
end with the memories and the different flags and finally
the controller. Fig. 1 shows the layout and Fig. 11
describes the block diagram of the Dilogic2.
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ng . 1: Dilogic2 layout

II. CONTROLLER

There are two main operations that can be performed
simultaneously if necessary: the front-end operation and
the back-end operation.
The front-end operation reads digital information, in our
case from an ADC, makes the necessary calculations and
stores the data into the memories.
The back-end operation is connected to an external
processor through an 18-bits bi-directional bus.
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The controller can instruct the Dilogic2 to perform
several operations under the control of the external
processor. Table 1 shows the functions that have been
implemented and can be activated with a 4-bit code.

Table 1: 4-bit Function code

Function code

0000
0001
0010...0111
1000
1001
1010
1011
1100
1101
1110
1111

Description

Front-end test mode
Load "almost full" preset
No operation
Pattern readout
Pattern delete
Analog readout
Analog delete
Reset fifo pointers
Reset daisy chain
Configuration write
Configuration read

III. FRONT-END OPERATION

A. Data Acquisition

Trs

C l k

Fig. 2: Data acquisition timing diagram

Fig. 2 shows that, before starting the first acquisition of
data the front-end has to be cleared with Clr_N and the
back-end with Rst_N. Then the subtraction memory and
the threshold memory have to be filled respectively with
the pedestal value and the operating threshold of each
channel, namely PED(I) and TH(I) = PED(I) + N*SIG(I).
The SubCmp pin allows disabling the subtracter and the
comparator during the pedestals and the noise
measurements.
Every event starts with a pulse on Trg and a number of
clocks on Clk that will depend on the number of channels
to be processed by group of sixteen. It is defined by a 2-
bit code shown in Table 2.

Table 2: Write clocks Vs number of channels

NrofGx
00
01
10
11

Nb. of input data
16
32
48
64

Nb. of clocks
17
33
49
65

When the SubCmp is in the low state (disable), the
amplitude Ampl and channel address ChAddr are put in
the data fifo memory without subtraction of the offset.
When the SubCmp pin is high (enable) the data are only
stored if the amplitude is bigger than the threshold. The
data stored in the DfifoRam is the amplitude minus the
offset and the corresponding channel address.
The pattern word, in every event, can be 1, 2, 3 or 4
groups of 16 bits depending on the number of channels.
They are stored in the BIT-MAP memory. Every bit of
the pattern word indicates whether or not (1 or 0) a hit has
occured on that channel.
An extra clock cycle is necessary to store the end-event
word and turn off the readout of an event. The 18-bits of
the end-event word are the contents of 2 counters: 7-bits
from D00 to D06 give the number of channels above the
threshold and 11-bits (D07-D17) give the events
numbering. The end-event word is signalled in time by
the Mack-N output.

B. Test mode

Fig. 3 shows the test mode operation, which is similar to
the data acquisition sequence, but instead of asserting the
amplitude and channel address on the input pins, they
should be filled through the I/O bus, respectively with
ChAddr (5:0) onD17-D12 and Ampl (11:0) on D11-DO0.

FCode

Data

Trg

Clk

Clr_N

Ampl

ChAddr
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Fig. 3: Test mode timing diagram

IV. BACK-END OPERATION

Most of the operations defined by the function code
(Tablel) are made in the Back-End mode. We will
describe the main functions.

A. A Imost-Full preset load

FCode X

StrIn_N

Data

Fig. 4: Almost-full pre-set timing diagram
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The load pre-set operation (Fig. 4) loads a register in the
data fifo controller with a 9 bit value, D08-D00.
This number is used to compare the read and write
address counters. The pin AlmostFull_N goes low when
the write counter value reaches the read counter value
minus the loaded pre-set. This flag indicates that the data
fifo is almost full, and should be used to stop the trigger
flow in order to prevent overwriting. If the pre-set is not
loaded, the pre-set register defaults to 67 after reset of the
Dilogic2 chip.

B. Analog readout
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r

FCode
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EnIn_N

Data

EnOut_N

MAck_N

NoAData_N

Empty_N

Fig. 5: Analog readout timing diagram

The Dilogic2 chip is put in analog readout mode (Fig. 5)
when the function code is set to"1010" and EnIn_N is
low.
Successive StrIn_N cycles will cause all modules in the
chain to place their digitised data on the data bus one at a
time, starting with the first module in the chain. An
enable signal is passed from the EnOut_N pin to the
EnIn_N pin of the next chip when the module has
finished putting its analog data of one event on the data
bus.
The Mack_N pin indicates the occurrence of the end-
event on the data bus and marks the end of the analog
readout on that Dilogic2. At that moment the EnOut_N
pin is pulled low to start the readout of the next chip, and
Mack_N goes high again.
The analog readout operation is finished when the
EnOut_N of the last chip goes low.
All the Dilogic2 have to be reset by applying the reset
daisy chain code "1101" and an extra Strin_N strobe. This
will reset the EnOut_N pins of all chips in the chain,
otherwise they will stay in analog readout mode.
The analog data fifo has 2 flags: the Empty_N flag
indicates that the fifo is completely empty and the
NoAData_N indicates that there is no analog information
in the fifo, but only end-event words. This status occurs
when the Dilogic2 has received triggers with empty
events. The function code allows deleting the events in
the fifo, starting with the first event to be read.

C. Pattern readout

The Bit-Map memory stores the profile of an event by
writing " 1 " or "0" if the amplitude on the channels have
been bigger or not than the threshold.
Channels status is stored with words of 16 bits, thus one
word per 16 channels from D00 to D16.

FCode X 1 0 0 0
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EnIn_N

1 Gassiplex chip

Data

r

EnOut_N

2 Gassiplex chips

Data

r

EnOut_N

3 Gassiplex chips

Data

r

EnOutJJ

4 Gassiplex chips

Data

EnOut_N r
Fig. 6: Pattern readout timing diagram

To perform the pattern readout (Fig. 6), the function code
must be set to "1000" and EnIn_N must be low. The
patterns will appear on the data bus as long as StrIn_N
remains low.
The readout sequence will be the same as the analog
readout, it will be finished when the last module drives its
EnOut_N pin low. A reset daisy chain has to be applied to
turn off the EnOut_N pins.
As in the analog readout mode a pattern delete can be
performed.

D. Configuration write

The threshold and offset memory can be loaded (Fig. 7)
using the function code "1110", EnIn_N set to low and
StrIn_N cycles. The data should be stable on the data bus
at the rising edge of StrIn_N.
The first 64 cycles of StrIn_N are used to write the first
Dilogic, after which it asserts its EnOut_N low and enable
the next chip which will take the next 64 cycles to load its
data.
A reset daisy chain has to be applied at the end of the
operation.
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Fig. 7: Config. write timing diagram

E. Configuration read

The threshold and offset memory can be read back (Fig.
8) using the function code "1111", EnIn_N set to low and
StrIn_N cycles. The data will appear on the data bus after
the falling edge of StrIn_N and will stay stable until the
rising edge of StrIn_N. 64 StrIn_N cycles have to be
applied to read each Dilogic and the reset of daisy chain
has to be applied to end the operation.

FCode X 1 1 1 1

r
Fig. 8: Config. Read timing diagram

F. Resetfifo pointer

EnOut_N u

NoflData_N

Brapty_N

AlmostFull_N

Fig. 9: Reset fifo pointer timing diagram

When function code "1100" is applied (Fig. 9), the
address counters in the data fifo and bitmap fifo memories

are reset after a StrIn_N cycle is given. The result is a
memory clear.

G. Reset daisy chain

By applying "1101" or "Oxxx" to Fcode and a StrIn_N
cycle, the Dilogic2 will set the state machine that controls
the back-end, in the start state (Fig. 10).
It has to be used at the end of the following modes:
pattern readout, analog readout, configuration write,
configuration read.
The state of the following pins will change: EnOut_N will
be set high while Mack_N and the data bus will be put in
tri-state.

FCode

StrIn_N

Data u

EnOut_N u

MAck N —rr

Fig. 10: Reset daisy chain timing diagram

V. CONCLUSIONS

The Dilogic2 has been tested successfully by loading
random data on the front-end at a rate of 10MHz. No
errors have been detected after performing the sparse data
scan operation and readout of the analog memory and the
bit-map memory at the same clock cycle.
To simplify the analog front-end electronics by removing
the Digital to Amplitude Converters that were supposed
to adjust the offset between the Gassiplex, we have been
asked to increase the subtraction and threshold field to 9
bits instead of the present 8 bits. The new version will be
available in the beginning of 2001.
The Dilogic2 is an upgrade of the Dilogic 1 that had been
designed to be used with an 8-bits 4 ranges ADC. This
first chip had been the implementation in a full ASIC of
the sparse data scan part of a CAMAC module, the
DRAMS [2].
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Abstract
The 16-channel, 96-cell per channel switched

capacitor array (SCA) ASIC developed at UC Davis for
the cathode readout of the cathode strip chambers
(CSC) in the CMS endcap muon system is ready for
production.

For the final full-sized prototype, the Address
Decoder was re-designed and LVDS receivers were
incorporated into the chip package. Under precision
testing, the chip exhibits excellent linearity within the
IV design range and very low cell-to-cell pedestal
variation. Monitored samples of the production design
were subjected to exposure to a 63.3 MeV proton beam.
The performance of chips after exposures up to 100
krad was within tolerances of an unexposed part.1

I. INTRODUCTION

During the first level trigger latency period of
approximately 128 bunch crossing (3.2 us), signals
from the front-end electronics of sub-detectors in CMS
must be held in temporary storage before being passed
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Figure 1: Endcap muon front-end electronics schematic

to the DAQ system or rejected. The cathode readout of
the cathode strip chambers (CSC) of the endcap muon
system employs analogue storage centred on a switched
capacitor array.

The cathode strip chambers in each endcap are
arranged in four stations that are interleaved among the
steel disks of the flux return yoke. In order to provide
for both charged track reconstruction and triggering in
the forward region with its high charged particle fluxes,
each chamber has six layers of radial cathode strips (for

the precise position measurement in the bending plane)
and six layers of approximately azimuthal anode wires
(for the coarse radial position measurement and timing
for bunch crossing identification). Including the
innermost CSC (ME1/1), there are more than 266,000
cathode channels, thus data reduction electronics are
mounted directly on the detectors.

One cathode front-end board (CFEB) [1] reads out a
tower of 16 adjacent strips from each of the six layers.
The anode wires are ganged together in groups of ten to

1 This work is supported in part by grants from the U.S.
Department of Energy.

Figure 2: Block diagram of the cathode front-end board

twenty—depending on rapidity—before being connected
to an anode front-end board (AFEB). The data from the
front-end boards are sent to motherboards on an
external VME crate (Figure 1) that provide the links to
the main DAQ and the level-1 trigger of the experiment.

The anode wire signals are immediately
discriminated to provide the bunch-crossing time stamp,
so digital pipelining is used. However, full-wave
sampling and analogue storage of the precise cathode
measurement allows the charge on the cathode strips to
be recorded accurately for cluster reconstruction. The
switched capacitor array provides a higher level of
control over pileup and baseline shift than other
pipeline options.

II. CATHODE READOUT ELECTRONICS

The pulse from a cathode strip of a CSC is pre-
amplified and shaped (peaking time=100 ns), then is
split into two signals: one potentially to contribute to a
trigger primitive (called a Local Charged Track, or
LCT), the other to provide the strip charge
measurement (Figure 2). The latter is sampled by the
SCA at 20 MHz and the samples are stored awaiting the
trigger decision. The eight samples of a pulse that are
saved in the SCA enable the strip pulse to be
reconstructed to better than 1% accuracy, as required
for track fitting and identification of pileup events.
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The eight samples stored per pulse include two or
three (the number is programmable) leading samples
before the pulse that are available to be averaged offline
for an estimate of any baseline shift due to event pileup
or any other electronic effect. In this way the "pedestal"
is determined on an event-by-event basis, providing a
high level of control over baseline shifts.

One CFEB handles sixteen cathode strip channels
from each of the six layers of a CSC. Sixteen channels
are handled by one SCA, so there are six SCA chips per
CFEB. Fast-shaped pulses from one layer are combined
in a comparator network that locates the centroid of an
induced strip charge cluster with a resolution of half the
strip width, and marks its time. The cluster positions
from all layers in a tower are fed to the local charged
track (LCT) processor, which searches for a
coincidence of at least four out of six layers from a pre-
determined set of acceptable patterns. The time,
location and local angle of the LCT are passed via the
cathode LCT motherboard as trigger primitives for the
level-1 muon trigger.

Upon a delayed coincidence of the LCT associated
with a pulse and the level-1 trigger accept, the stored
voltage samplings in the SCA are digitised and stored in
memory to await transfer to the main DAQ via the
DAQ motherboard. The readout control chip controls
writing to and reading from the SCA, digitisation and
memory storage.

III. THE SWITCHED CAPACITOR ARRAY

The SCA analogue storage chip is subdivided into
16 parallel channels of 96 sample-and-hold cells
(capacitors) per channel. Approximately 64 of the cells
on one channel are required to cover the level-1 latency
period of the CMS global trigger, while the additional
cells provide a readout buffer. Each of the 16 channels
has a dedicated analogue input that is connected to a
bus distributing the input signal to the 96 cells.

Each sample-and-hold cell consists of a pair of
complementary CMOS transmission gates and a
double-polysilicon capacitor. An externally supplied
reference voltage is applied to the bottom plate of the
capacitor. The voltage stored on each sample-and-hold
capacitor then corresponds to the difference between
the input signal from a given channel at the time its
sample-and-hold switches are closed and the applied
reference voltage. The reference voltage can be adjusted
to shift the baseline to optimise level matching. During
readout, each capacitor is placed in the feedback path of
an op-amp with one op-amp per channel.

The SCA is an externally address analogue memory,
with addresses generated by the readout controller chip.
The cells may be addressed in any order, but on the
CFEB addresses are always generated in blocks of eight
in sequential order in grey code (see Ref. [1]). Charge
can be stored simultaneously in one capacitor while
being retrieved from a different capacitor in the same
channel. This ensures deadtime free operation of the
pipeline.

Switched capacitor arrays used in other high energy
physics applications have often relied upon a set of

calibration constants for each capacitor cell to achieve
the desired charge measurement resolution. The cathode
readout of the CMS endcap muon system (plus ME 1/1,
the innermost CSC and a Dubna responsibility) will
have more than 25.5 million capacitor cells among
16,632 SCA chips. Thus from the start of the project, a
major design goal has been for the cell-to-cell variation
within a channel to be small enough to make such a
calibration unnecessary.

A. SCA development
Beginning in 1994, a three-channel, 28-cell

development prototype ASIC[2] went through five
iterations in the HP 1.2 urn, double-metal process with
linear capacitors using the university consortium
MOSIS service at the University of Southern California.
The first full-sized prototype was produced in
November 1996. In 1998 the HP process (CMOS34)
was transferred to American Microsystems, Inc. (AMI)
of Pocatello, Idaho so the chip had to be partially
redesigned following new design rules.

The final production prototype in the AMI standard
CWL 0.8 urn process was received in September 1999.
It bears the appellation SCA-4A. The last major design
improvements include a redesigned address decoder so
that no NAND gate has more than three inputs for more
consistent throughput delay. In addition, to conserve
space on the CFEB, LVDS receivers (which were
originally in six separate chips per CFEB) were
incorporated into the SCA ASIC. Both of these changes
likely contributed to the reduced noise observed
compared to the previous iteration (SCA-3B).

The power consumption of SCA-4A is low, about
30 mA per 16-channel chip.

B. SCA performance testing

For bench testing the prototypes, a Tektronix 9200
Data Acquisition System (DAS) is used. A custom
designed test board with 12-bit ADC and DAC provides
the interface to the DAS under computer control and
readout. Under DAS control, typically a test pulse is
written into the SCA under test at 60 ns intervals2 and
read out at approximately 120 ns intervals. It is
important to note that at the sensitive level of testing
required, the test board itself has its own characteristics
(e.g. noise) that cannot always be isolated from those of
the SCA under test. Thus many tests yield only an
upper limit on SCA performance.

Among the parameters tested at UC Davis are the
following: gain, linearity (optimised over a 0-1V
range), pedestal variation (capacitor cell-to-cell), noise,
cross-talk and capacitor droop rate. The effect of the
latter two parameters was so negligible that the tests
were not repeated on the latest prototype. (Results for
an earlier prototype may be found in Ref. [3].)

2 In CMS the SCA will operate with a 50 ns Write
interval, however, the test setup only allows either 60 ns
or 40 ns intervals.
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Figure 3: Linearity measurements on one channel of an SCA

In actual operation, each channel of the SCA will be
a link in a readout chain connected to a CSC strip that
will be calibrated individually. To assess the linearity of
the SCA, the deviation from a linear fit is measured
(Figure 3). The figure shows an example of the linearity
measurement on one channel of a sample SCA. A
constant level was written into the channel over 0-2V
effective input voltage in 0.2V steps. The SCA output is
shown on the left scale of the figure plotted against the
input voltage. A linear fit was made over the 0-1V and
the deviation of the measured output levels from this fit
is plotted on the right scale. The RMS deviation from
linearity over 0-1V is less than 0.5 mV.
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Figure 4: RMS pedestal variation for selected channels of
an SCA and their averages

The design goal for pedestal variation among the
individual capacitors of an SCA channel is for the
average RMS variation to be <0.5 mV. A constant
voltage level is written into and read from each of the
96 cells in a channel eleven times. The RMS deviation
from the average output of all 1056 measurements is
calculated for each of the 16 channels (Figure 4). The
figure demonstrates a slight dependence on input
voltage: The average deviation for an effective input of
0V is 0.46 mV while for IV it is 0.62 mV, as shown in
the right column of the figure. Note that these figures
represent upper limits as they include an unknown
contribution from the test board.

Uncorrelated noise levels (Figure 5) exhibit no
dependence on input voltage. The average for input
voltages both OV and IV is 0.5 mV.

Recent SCA prototypes have also been tested in a
variety of other environments. At Ohio State University
where the cathode front-end board is being produced,
the chip was tested on CFEB prototypes with excellent
results. 36 SCA chips populated the six cathode boards
used to fully instrument full-size prototype cathode strip
chambers for beam tests at CERN in 1998 and 1999.
Some of these tests took place at the Gamma Irradiation
Facility (GIF), where a radioactive source is combined
with a muon beam to simulate the expected endcap
muon background environment at the LHC. Pedestal
analysis of GIF beam test data shows results similar to
bench tests of the SCA (average of 0.64 mV RMS
variation of cells within a channel [4]). Finally, the
SCA is part of cosmic ray tests of CSC prototypes at
Fermilab. In all these cases the SCA has performed well
within specifications.
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Figure 5: Uncorrelated noise measurements of selected
channels of an SCA and their averages

C. Radiation testing
As was mandated by the CMS administration, all

electronics must be certified against the radiation
exposure that might be anticipated during many years of
LHC running. Because the SCA, which is not produced
in a radiation-hard process, has no on-chip memory, it
needs to be tested only for total ionisation dose (TID)
and single event latch-up (SEL). Expected radiation
levels in CMS in the LHC environment have been
estimated using the simulation program FLUKA by M.
Huhtinen at CERN. Assuming 10 years of LHC running
at full luminosity (1034/cm /s) the largest estimated
exposure to any part of the endcap muon system was
still rather low: TID=1.8 krad/10 LHCy on the 50 cm of
ME1/1 closest to the beam line. For the remainder of
ME1/1 and the rest of the endcap muon system, no part
is to receive more than 0.8 krad/10 LHCy. A factor
three safety factor was chosen by the endcap muon
electronics community, so all EMU electronics must be
able to survive an exposure of 6 mrad.
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Figure 6: Proton beam profile at Crocker Nuclear Lab

Samples of SCA-4A were exposed to the 63.3 MeV
proton beam3 in the Radiation Effects Area at the
Crocker Nuclear Laboratory (CNL) on the campus of
UC Davis in March 2000. The CNL's 76-inch
isochronous cyclotron can provide a beam of protons
with a current from 2 pA (-3.4 x 105 p/cm2) up to 100
nA. Originally developed to perform radiation effects
measurements on photonic and electronic devices,
especially for aerospace applications, the Radiation
Effects Area has hosted the radiation testing of nearly
all the electronics that will be mounted on or near the
endcap muon system.4

The CNL proton beam profile (Figure 6) is almost
flat over a radius of ~35 mm, with 97% of maximum
available at 20 mm and 92% at 30mm. This allows
uniform radiation of even large chip carriers. The
sample SCA (size 14 mm x 20 mm) was mounted in a
Zero Insertion Force (ZIF) socket centred on the beam
that could be adjusted over a range of angles.

A number of SCA chips were tested under a variety
of conditions:

• both powered and un-powered;

• both ceramic (development) and plastic
(production) chip packages;

• at three angles with respect to the beam (5°, 45°
and 90°);

• at several radiation exposure levels from a few
krad up to a total single exposure of 1 Mrad.

3 Note that as dE/dx at 63.3 MeV is about six times that
at minimum ionising energies, 2 krads can be provided
by the CNL proton beam in a matter of seconds.
4 For example, see the paper by T.Y. Ling in these
Proceedings.

During exposure and for part of the annealing time that
followed, the chip under test was monitored with a PC
that recorded the following parameters:

• total power supply current draw (to test for
latch-up);

• output quiescent level (multiplexer baseline
output voltage);

• transistor threshold levels (Vbiasl) Vbias2).

Even at exposure levels up to 100 krad, the performance
of chips bench tested after irradiation was within
tolerances of an unexposed part.

In an attempt to irradiate a chip to the point of
failure, one SCA sample was exposed to a total of 1
Mrad. The exposure was accomplished in steps of TID
levels of 75, 225 and 1000 krads. After each step, the
chip was bench tested (Figure 7). The input signal was a
triangular IV pulse, timed so that it was sampled at 0V
by cell number 1 of the channel under test, peaking at
the middle, and coming back to 0V by cell number 96.
The output was compared to the output of a "standard"
channel on a non-radiated chip, and the difference is
shown in the figure. As the exposure level increased
there was an unimportant overall level shift, but no
other effect was observed until the maximum exposure
level of 1 Mrad. The curve in the set of measurements
associated with the 1 Mrad exposure indicates a change
in the gain of no more than 2 mV. There was also
evidence of a slight increase in noise.

IV. CONCLUSIONS AND PRODUCTION

PLANS

Innovative design features applied over years of
development have resulted in an SCA design with
excellent linearity and very low noise. Beam test data
analysis is also consistent with the conclusion that the
pedestal variation is so small that an elaborate cell-to-
cell calibration will not be necessary. Radiation testing
of the SCA has also shown its design to be remarkably
robust against radiation levels far above what is
expected during years of LHC operation at full
luminosity. Specifically, no SEL (latch-up) was
observed, and even at 1 Mrad exposure the SCA
continues to work with only about twice the low noise
level and a slight degradation in linearity.

With the passing of the final hurdle of radiation
tolerance certification, the procurement of 25,000 SCA
chips is underway. The wafers will be produced by
AMI. The vendor will also arrange packaging in
injection-moulded plastic and is also responsible for the
chip production yield. AMI has been supplied with a
description of the tests they are to perform on each chip
and a list of test vectors. In this way AMI will deliver
only working and tested parts so a yield estimation does
not have to be included in the production order.

After making the masks, but before mass
production begins, AMI will provide a number of
engineering samples of the SCA for local testing and
approval. Randomly chosen chips will also be tested as
production progresses.
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Abstract
The CARIOCA front-end is an amplifier discriminator
chip, using 0.25um CMOS technology, developed with a
very fast and low noise preamplifier. This prototype was
designed to have input impedance below 10Q.
Measurements showed a peaking time of 14ns and noise
of 450e at zero input capacitance, with a noise slope of
37.4 e/pF. The sensitivity of 8mV/fC remains almost
unchanged up to a detector capacitance of 120pF.

I. INTRODUCTION

The investigation of the characteristics of state-of-the-
art deep submicron CMOS technologies show that
analogue circuits with very good performance can be
designed using these processes. In particular, deep
submicron technologies are well suited for the design of
binary front-end systems. In these applications, the
limitation on the dynamic range imposed by the squeezed
power supplies is not the primary issue [1-3].

Current-mode architectures are an attractive
alternative to the more conventional voltage-mode ones
for very fast circuits. In the current mode approach, the
signal is processed in the current domain, thus avoiding
charging and discharging of the parasitic capacitance to
"high" voltage levels and keeping the internal nodes of
the circuit at low impedance values. Therefore,
combining current-mode techniques with the use of deep
submicron technologies provides the opportunity of
building analog circuits with high speed and low power
consumption.

The front-end CARIOCA has been designed in two
versions: one optimised for the readout of the Multi Wire
Proportional Chambers (MWPC) of the LHCb Muon
system [4] and the other for silicon strip detectors. This
paper presents only the requirements and results for the
LHCb muon chambers, which is the more challenging in
terms of detector capacitance up to 200pF. This work has
been done in the framework of the CERN RD49 project
[5].

II. FRONT - END REQUIREMENTS

The LHCb Muon System [6] is composed of five
muon detector stations, which provide muon
identification and Level-0 muon trigger formation. Each
station is required to have an efficiency above 99% within

a 20ns time window. This translates into a time resolution
of 3.5ns (rms) for the double gap MWPCs with a wire
spacing of 1.5mm.

The total number of MWPC is approximately 600,
which corresponds to 125K readout channels. High rates
of up to 800KHz per channel in some detector regions
require optimised tail cancellation and baseline
restoration circuits. The maximum integrated dose in the
Muon system is of lMrad requiring radiation hard
technology.

The capacitances of the MWPCs range from about
lOpF to 200pF. This capacitance together with the
preamplifier input resistance define a time constant,

Tin = Rin • Cin , that ultimately limits the front-end speed.

In addition, an amplifier input resistance below 50Q is
required in order to limit the capacitive crosstalk.

A good time resolution at a gas gain of about 2-105

requires a very low threshold combined with high speed
and low noise front-end for detector capacitances up to
200pF. Calculations [7] show that a peaking time of about
10ns is a good compromise in terms of time resolution
and stability of the signal discrimination.

III. CIRCUIT DESCRIPTION

Fast low noise pulse amplifiers are usually based on
charge or transimpedance circuits, and have limited
performance at large detector capacitance. This limitation
is due to the fact that the feedback network, which
converts the output voltage into an input current, must
have low impedance in order to keep the closed loop gain
small enough to get a high speed response. As a
consequence, the charge-to-voltage gain is smaller and
the noise performance reduced. The present front-end
uses a novel low noise current mode feedback circuit that
can amplify current signals of large detector capacitances
at very high speed without having significantly more
noise than a charge amplifier.

The prototype, shown in Figure 1, is a eight-channel
low noise amplifier discriminator binary front-end
developed in a 0.25 um CMOS technology, operating at
2.5V. The present version of the CARIOCA front-end has
been optimised for detector capacitances up to 120pF.

Each processing channel is formed by a current mode
preamplifier, a three-stage discriminator and a LVDS
driver. The overall chain is DC, allowing very high
counting rate readout operation without baseline shift
effects. Only one signal return path is used (ground) to be
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more robust on power supply rejection. Each channel has
an independent biasing and threshold circuit, which may
avoid crosstalk between channels. The analog structure of
a single channel is shown in Figure 2. The detailed circuit
schematic is described in [8].

Figure 1: Photo of the 2x2mm2 prototype with eight channels.

Figure 2: CARIOCA block diagram.

A. Preamplifier
The preamplifier, shown in Figure 3, is a n-channel

structure with an active feedback and a large input
transistor with W/L of 1600^m/0.7(am. The drain current
of 2mA is determined by a p-channel cascode current
source, with independent networks for the bias voltages.
A current mirror follows the first stage of amplification.
The transconductance ratio of the transistors N3 and
N4 gives the preamplifier current gain

'•OUT _

1 IN "«,V3

Figure 3: Simplified preamplifier schematic.

Due to the feedback, the input impedance is determined
by

N2j '

where RNl and RN2 are the resistances on the drain

nodes of the transistors 7V1 and N2. For medium
frequencies the input resistance stays at about 10Q.

B. Discriminator
The discriminator consists of 3 stages: a current

discriminator, a voltage sensing amplifier and a buffer
followed by a LVDS driver, as shown in Figure 4. A
baseline restoration based on a DC servo loop (not
shown) ensures both dynamic stability of the baseline and
offset cancellation necessary with the fully DC coupled
circuit.

: Buffed \ LVDS

- -f>—s ?"
1/ L_.....__j

Figure 4: Discriminator block diagram.

IV. MEASUREMENT RESULTS

Measurements have been done for the CARIOCA low
gain version, optimised for an input capacitance of 120pF.
Examples of analog and digital signals are shown in
Figure 5 and 6, at an input capacitance of 15pF. The
positive overshoot is due to the baseline restoration
circuit that produces a bipolar shape.

It is important to notice that all measurements were
performed using delta input with a rise time of 5ns that
may reduce the preamplifier speed and sensitivity.

Fiv-l"
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Figure 5: CARIOCA analog output signals for input pulses from
lOfC to 40fC, at an input capacitance of about 15pF.

B. Sensitivity
The sensitivity, shown in Figure 8, was measured for

different detector capacitances and showed good
uniformity up to 120pF within 5% error. The preamplifier
gain is about 8mV/fC using a delta input, as mentioned
before. Good agreement between the simulation and the
measurement was found.

CARIOCA IC

Figure 6: CARIOCA digital output signals for input pulses from
60l'C to 1001'C, ai an input capacitance of about 15pF.

A. Peaking time
Figure 7 shows the peaking time versus the detector

capacitance. The measurement shows a peaking time of
14ns at Cdcl=0pF and a weak dependence with the input
capacitance. The discrepancy with relation to the
simulation is of about 15%. If a delta input of Ins rise
time is considered, a 2ns reduction on the peaking time
can be obtained.

The expected peaking time for the preamplifier alone
is about 8ns. The deterioration of the preamplifier speed
is due to the increase of capacitance in the coupling with
the discriminator stage.

CARIOCA IC
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Figure 7: Preamplifier peaking time versus the input
capacitance for measurement (closed circle) and simulation

(open circle).
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Figure 8: Preamplifier sensitivity as a function of the input
capacitance. The measurements are shown as closed circle and

simulation as open circle.

C. Noise versus Detector Capacitance
The noise measurements were performed with a

drain current of 2mA at the input transistor and a peaking
time of 14ns. The results are show in Figure 9 together
with the calculations. A parallel noise of 450e" was
measured. The noise slope is about 37.4e"/pF for input
capacitance up to 50pF and 54.4e/pF for higher
capacitances. The noise slope difference for low and high
capacitance values is not fully understood. A brief
calculation has shown a parallel noise of 416e' with a
noise slope of 35.9e7pF and an equivalent input noise
voltage of 0.7nV/VHz. The flicker noise was estimated to
be 1.2e/pF. The noise calculation was performed
considering a weighting function with a bipolar shape, as
described in [9], and resulted in the following equations
for the parallel, serial and flicker noise, respectively:

AKT

R
'peak

o m peak
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K is the Boltzman constant, T the absolute temperature,
t ^ the signal peaking time and Cin the input capacitance.
The parallel input resistance Rp is about 50KQ and the
gate transconductance of the input transistor gm is 30mS.
The noise characteristics of 0.25um CMOS technology
[10], n, y and Af, were estimated to be 1.4, 0.6 and 4.10"14

V2/Hz, respectively.
For RC-CR filters of 25ns, normally used in

several LHC front-end circuits, the noise slope is
approximately 27e7pF for low input capacitances and
40.7e/pF for high capacitances.

CARIOCA IC

20 40 60 80 100 120

Detector Capacitance [pF]

Figure 9: Equivalent Noise Charge measured (closed circle) and
calculated (open circle) as a function of the detector capacitance

for a peaking time of 14ns. The slope obtained for low
capacitance is 37.4e7pF and for high capacitance 54.4eVpF.

Calculations showed a noise slope of 35.9e"/pF.

The total power consumption was measured to be
12mW per channel, including the discriminator and
LVDS driver.

The irradiation tests are not done yet, but previous
results using 0.25um CMOS technologies combined with
enclosed layout transistors and guard-rings have shown a
very good resistance to total dose radiation damage up to
30MRad[ l l ] .

V. CONCLUSIONS AND FUTURE PLANS

An eight-channel amplifier has been produced using
0.25(im CMOS technology. The tests of the four low gain
channels, optimised for 120pF of input capacitance, have
shown excellent agreement with the expected results from
simulations.

Noise measurements indicate an excellent
performance of the current mode feedback and agree with
noise calculations based on the models for 0.25 urn
CMOS technology.

A new prototype with 14-channels of each low and
high gain version will be produced to study channel
uniformity and crosstalk. A 16-channel amplifier with

shaper and baseline restoration circuits is under
development. The final goal is a circuit for both anode
and cathode readout, optimised for an input capacitance
of up to 200pF with a faster discriminator.
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Abstract
The on-detector electronics for the ATLAS

Cathode Strip Chamber (CSC) performs
amplification, analog buffering, and digitization of
the charge signals from individual cathode strips.
Working in a high-rate environment (strip hit rate up
to several hundred kHz) the system requires a signal-
to-noise ratio of 200:1 and a minimum dynamic
range of 10-bits. The implementation of the on-
chamber electronics to meet the CSC requirements is
described, along with a discussion of the proposed
system architecture and how it minimizes the
problem of radiation induced errors and failures.

I. Introduction
The CSC system forms the forward section of the

muon spectrometer of ATLAS. It consists of 64
chambers. Each chamber consists of four layers.
There are 768 precision (x) and 192 (y) strips per
chamber. The readout pitch is 5.547mm. Strip
capacitance is 20-50pF. Interpolation is performed
only on the precision strips. Front end electronics are
located on ASMI and ASMII boards within Faraday
shields along the narrow edges of each chamber, as

Rl*r O|»ic Link

Figure 1. CSC Chamber

shown in Figure 1. Each chamber consists of ten ASMI
assemblies and five ASMII assemblies. Transition boards
provide shielding and optimal mapping of signals between
the preamplifiers on the ASMI and the sampling and
digitizing functions on the ASMII. .

There are eight ASMI assemblies and four ASMII
assemblies dedicated to the precision strips. Two ASMI
assemblies and one ASMII assembly service the transverse
strips.

The outer skin of the chamber is ground. A continuous
strip of copper exists around the perimeter of the cathode
planes to connect to the skins. The purpose is to provide a
low impedance connection at all points on the chamber. The
Faraday shield is connected to the chamber by bolts. These
bolts also serve as ground connection point to the skin and
provide a connection within the Faraday shield to the circuit
boards. Low voltage, +6VDC is brought to the circuit boards
from a remote power supply via bulkhead terminals. Three
multimode fibers are connected to the ASMII via SC
bulkhead fiber connectors. Bulkhead connectors are used to
maximize the effectiveness of the Faraday shield.

The ASMI assembly consists of eight custom CMOS
preamplifier-shaper ICs [2] with 12 active channels and one
reference channel, for coherent noise reduction.
The ASMII assembly stores analog samples, digitizes the
samples to 12-bits then serializes the ADC data to two
gigabit optical links to the off-detector electronics. Control to
the sampling and digitizing circuitry is provided via fiber
optic link from the off chamber electronics.

II. System Architecture

The ATLAS CSC system architecture is illustrated in
Figure 2. Charge from ionized gas induced on the cathode
strips is amplified on the ASMI module by the preamp
shaper. Bipolar 7th - order shaping is performed. Twelve
active channels are used. The twelve signals along with a
reference signal are sent to the ASMII via the transition
board. These signals are connected directly to the a custom
CMOS switched-capacitor analog memory (SCA) [1]. The
SCA consists of an array of 12x144 storage cells with
simultaneous read-write capability. Control of the SCA is.
sent over an Agilent Technologies G-Link optical link
operating in the single frame mode with a 20-bit data field
operating at an 40MHz frame rate.
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Figure 2: CSC System Architecture
VME

Data is transmitted from the ASMII over two G-
Links to the off-chamber electronics at a rate of 640
Mbp/s per link or 1.28 Gbp/s total. The aggregate
chamber rate is 6.4 Gbp/s. There are two end-caps
with each end-cap consisting of 32 CSC chambers.
Total data rate per end-cap is 206 Gbp/s or 412 Gbp/s
for the entire CSC system. Each of the "downstream"
G-Link data links operate in the 16 bit single frame
mode with a frame rate of 40MHz. Only raw data is
transmitted from the chamber. When a trigger is
received the off-chamber electronics initializes the
SCA read, only at this time is meaningful data
transmitted. Between triggers the G-Link transmits
fill frames to maintain link synchronization.

III. Signals and Noise
Muons generate about 75 electron-ion pairs

(Landau peak). About 22% of charge is collected by
the precision cathode in 100ns. The average signal
size expected is 144fC where the central strip of the
cluster receives approximately half of the charge or
72fC. The electronics noise should not degrade the
position resolution of the system. The required input
referred noise as a function of the average charge is
calculated by the following expression:

S-d-ENC
(1)

Where d = strip pitch, ENC = equivalent input noise
charge, and Qx = total charge induced on cathode
plane. From this expression the the calculated
required noise limit is:

ENC < 0.5fC = 3 lOOe" <- Total input referred noise (2)

The required signal to noise ratio is calculated as:

_Qi.ce«,._ J 2 / C ,„<
nax strip ENC

(3)

The dynamic range required for a 98.5% efficiency is
calculated as follows:

=^->5, :.Qfs>SQx =725- ENC = 260 fC (4)
Qx

where Qfs is the full-scale charge. Preamp/shaper gain for
VFs (positive lobe of bipolar waveform) is defined as:

PIS Gain = -&- = 4.7mV/ fC
QFS

(5)

Quantization noise as a function of the full-scale charge and
total input referred noise can be calculated by:

QFS
•yNbits

«ENC :.Nbits»l.l (6)

To minimize the quantization noise of the ADC such that the
predominant noise source is the preamp/shaper an Analog
Devices AD9042 12-bit ADC has been selected. Concern
over gain and offset variations as well as exposure to
radiation was also a criterion for this selection.

IV. High Rate Performance

The ATLAS muon CSC is subject to a high background
rate environment. The overall background rate expected is
I07Hz per chamber. Background consists of 50% charged
particles, 50% neutron and y • Charged particle background is
rejected by a timing window around trigger or by pattern
recognition of non-projective tracks. Out-of-time background
suppression is performed off-chamber in the Sparsifier,
neutron rejection is performed off-chamber in the ROD or
offline.

Neutral particles produce short-range electrons that are
generally confined to only one layer. However, neutrals that
hit anywhere in the chamber induce charge on all strips by
anode-cathode crosstalk defined as:
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Q =—2£- n ^ in"
cross ^ ^anode — ' " (7)

where Cac is the capacitance from a strip to the anode
wire (~ 0.5 pF), and CflU is the high voltage filter
capacitance ( ~ 5 nF). Some of the neutrals can
produce very large charges:

• 50% of neutrals above QFS

• 1% of neutrals above 6 * QHS
The cumulative result of this induced charge on all
of the strips behaves like electronic parallel noise,
thereby degrading both the position resolution and
efficiency of the chambers

IV. Sampling
The number of waveform samples that can be

transmitted off detector is limited by the optical link
bandwidth. Because of the 35 ns maximum drift time
of the CSCs, it is impossible to select a set of four
samples at 40 MHz that guarantee inclusion of at
least one sample before and after the peak of the
preamplifier waveform (see Fig. 3 below).
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Figure 3. 40 MHz Sampling

The LI trigger incurs a latency that includes cable
delay and electronics processing by the TIM module
and the off-chamber back of crate cards. This latency
is estimated to be 98 bunch crossings. Additional
latency is incurred by signal propagation from off-
chamber to on-chamber electronics and the readout
latency of the SCA. An additional 27 bunch crossings
is estimated for this latency. The total estimated
latency is 125 bunch crossings. The worst-case
latency condition occurs for the maximum LI trigger
burst rate defined as eight consecutive triggers each
spaced at 125ns intervals. The SCA is read-out at a
rate of 6.67 MHz (150ns). Since 15 clock cycles are
required to readout one time sample the 8th trigger
arrives before the first time sample of the first trigger
is readout. Beam studies have indicated that four time
samples are adequate. The pipeline depth required for
eight triggers would then be 32 bunch crossings. The
pipeline depth of the SCA is 144 bunch crossings.
Since the LI trigger latency has been estimated as
125 bunch crossings and the required pipeline for an

eight trigger burst is 32 bunch crossings the SCA pipeline
depth of 144 bunch crossings is not adequate. To circumvent
this problem we have chosen to sample at a rate of one-half
the bunch crossing rate or 20 MHz. Figure 4 illustrates the
case of 20 MHz sampling. Again two waveforms are shown
to illustrate the maximum drift-time of 35ns; now the peak
and its neighbors are selected for the worst-case drift times.
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Figure 4. 20 MHz Sampling

The SCA pipeline depth is effectively doubled to 288 bunch
crossings. Studies of existing beam test data were analyzed by
decimating the 40 MHz sampled data by a factor of two.
Decimation was done for both even and odd samples. The
result of the analysis indicated no increase in inefficency.

V. Preamp/Shaper and ASMI
Each ASMI contains eight preamp/shapers supporting a

total of 96 channels per ASMI. Each ASMI contains edge
connectors that directly plug into cathode plane fingers that
protrude from the chamber. On each side of the chamber four
ASMI modules pick up two planes.

The Preamp/Shaper ASIC has been fabricated in a
0.5 fjm CMOS technology. Table 1 summarizes the measured
characteristics of the preamp/shaper ASIC [2].

Technology
Channels
Die size

Architecture

Intended Cdet

Input device

Noise

Gain

Max. linear charge

Class AB Output swing
Pulse shape

Pulse peaking time, 5% -100%
FW1%M

Max. output loading (3% distortion)

Crosstalk

Power supply
Power Dissipation

0.5 \xm CMOS
16
2.78 x 3.96 mm

Single-ended

20-100pF

NMOS W/L = 5000/0.6 urn,
Id = 4mA
1140+ 17.6 e-/pF

3.8 mV/fC
450 fC

To power supply - 250 mV
701 order complex Gaussian,
bipolar
73 ns
340 ns

500 n, 500 pF

0.8% adjacent, 0.5% non-
adjacent channel
Single +3.3V

32.5 mW/chan

Table 1. Preamp/Shaper Specifications
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Figure 5. ASMII

VI. ASMII
All on-chamber signal processing excluding pre-

amplification and shaping is performed on the
ASMII. Each ASMII is capable of processing 192
channels. There are four precision ASMEt's and one
transverse ASMII per chamber. Signals from the
preamp/shaper are sent to the ASMH from the ASMI
through a transition board. Each preamp transmits 12
channels and one reference channel to each SCA. The
purpose of the reference channel is to subtract
coherent front end noise at the output of the SCA.
The ATLAS LAr Calorimeter SCA has been
modified for use in the muon system. By applying the
correct voltage to a dedicated pin on the SCA
operates in muon mode where cell's are continuously
read-out to a dedicated ADC. The SCA outputs are
then quantized to 12-bits by Analog Devices AD9042
ADC's. Each 12-bit ADC output is split into two 6-
bit data streams that are converted to serial data at
40MHz bit rate. COTS shift registers will be used for
this application. Each ADC then occupies two data
lines of the G-Link serializer. The G-Link
transmitters are configured to operate with a 16-bit
input word in the single frame mode at a frame rate

of 40 MHz. There are two optical transmitter links,
each link supports data transmission of eight ADC's.
Four additional parameters are transmitted. Board ID
is a hard-coded address corresponding to the physical
location of each ASMII. Current sensing resistors
will monitor the ASMI +3.3VDC and ASMII
+5VDC supply currents. Temperature will be
monitored on the ASMII. Each of these parameters
are transmitted by streaming the digitized word of
into two unoccupied shift register bits.

An optical link is used to provide the control
signals to the SCA and calibration circuitry from the
off-chamber electronics. An HP-1024 has been
selected for this application. This approach removes
the burden of having a radiation hardened SCA
controller on-chamber.

VII. Radiation Tolerance
The approach to the development of the system

architecture described above is primarily a function
of the radiation conditions imposed on the CSC
chambers. The worst case radiation conditions are:
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ionizing dose of 4.4 krad/yr and neutron flux of
7-I012 n/cm2/yr. Development of the system
architecture centered on single event effects (SEU's)
of CMOS logic elements. The design approach
adapted to minimize this problem was to remove as
much digital hardware from the chamber as possible,
specifically the SCA controller. The trade-off is that
an optical receiver is required on-chamber to receive
control information. A test set is presently being
developed to characterize the optical PIN diode and
de-serializer when irradiated. Tests are expected to be
completed by 2001.

Multiplexing of ADC data to the G-Link
transmitters will be performed by COTS shift
registers. This decision was based on the NRE cost
to develop a rad-hard ASIC for this simple function.
COTS qualification based on the ATLAS policy will
be necessary. Other COTS items to qualify include an
AD8042 op-amp, AD9042 ADC and MC10H116
ECL differential receivers. These items are common
to the LAr FEB, and will be qualified with a joint
effort among the two detector groups.

Ionizing radiation studies of the preamp/shaper
have been completed. Four samples have been tested
at BNL to lMrad. Results shown below indicate no
significant effects from ionizing dose.

Figure 6. Pulse shape (offset subtracted)
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ABSTRACT

A 12 channel analog memory dedicated to the
readout of the Atlas liquid argon calorimeter has been
developed. Its main function is to sample, at a 40MHz rate,
the data coming from a three gain shaper, to store it, waiting
for the level-1 trigger decision, and then to send it more
slowly (5MHz) towards a 12 bit ADC. For each trigger, the
ADC will digitize 5 samples. As the system is supposed to
present minimum dead time, the write operations will be
unceasing even during the read phases. The chip can thus be
seen as a simultaneous double random access analog
memory array. The read and write addresses are generated
by a separate controller chip and sent together with other
control signals to the analog memory using low-voltage
swings.

In the ATLAS calorimetry, the electronics will
have to withstand a non negligible ionising dose over the 10
year lifetime. Thus the chip has been developed in DMELL
technology.

The presentation will highlight the amazing level of
performance achieved by this circuit whose dynamic range
is in excess of 13 bits even while performing simultaneous
write and read accesses.

- sample the signals at 40MHz after shaping.
- store data during the level 1 trigger latency (~ 2.5us).
- read 5 samples per event accepted by level 1 trigger (the
maximum rate should be 75 kHz and could raise up to 100
kHz) and perform the analog to digital conversion.
- format and transmit the data to DSP boards ("ROD")
which will provide on the fly feature and energy extractions
before sending data to the level 2 event buffers.
- operate fully simultaneous write and read operations and
deal with interleaved events.
- cover a dynamic range of 16 bits without degrading the
calorimeter resolution (0.7% for the biggest signals).
- feed the level 1 trigger system with analog sums of the
input signals.

The total number of channels to be equipped is
very high (200,000) and the electronics has to fit in a limited
volume with stringent constraints on power dissipation and
accessibility. Furthermore, the radiation level to deal with is
at the level of 50kRads for photons and 2 El3 N/cm2 for
neutrons, including the ATLAS standard safety margin for
calorimeter electronics.

2. SYSTEM DESIGN

1. REQUIREMENTS

The basic requirements for the whole liquid argon
calorimeter readout system are the following :
- amplify and shape the signal coming from the detector
with an optimisation of the signal relative to both electronics
and pile-up noise ratios.

The idea to design a 128 channel board raised at
the end of 1996. To fit the described above requirements,
we chose the following solutions (Fig. 1):
- the signal shape is bipolar with a rise time of 40ns what
optimises both pile-up and electronics noise.
- the detector signals dynamic range of 16 bits going out of
the preamplifiers is divided in three linear ranges of 12 bits.
This operation, performed by tri-gain shapers (gains of 1,
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10, 100), allows to split the dynamic range without
degrading the intrinsic detector resolution (~7 bits).
- the signal coming out of the shapers is sent to analog
memories. Inside each memory, the signal is sampled at
40MHz and stored until a level 1 trigger is received.

( Synopsis ol Atlas Calorimeter Front-end Bojrd

Fig. 1 : block diagram of the Front-end board

- then only the interesting data is converted by the ADC (1 %
of the total input rate) with all samples on the same gain and
sent serially to the output drivers. Thus the number of ADCs
and their speed are both divided by a factor 8.

One of the main difficulties to deal with is of course the
digital to analog potential crosstalk.

3. FRONT-END BOARD SPECIFICATIONS

This board treats the 128 channels coming from the
detector in 16 groups of 8 channels. Each block includes :

2 four channel preamps.
2 four channel shapers.
2 twelve channel analog memories or SCA (Switched
Capacitor Arrays).

- 1 12bit/5MHzADC.
There are also a lot of digital components to ensure all

the functionnalities:
8 Gain Selector Asics for gain selection and output data
formatting (each for 16 channels).
2 SCA controller Asics (each for 64 channels) which
provide write and read addresses to the SCA and the
synchronization for all the read operations.
a summation block for the first step of level 1 trigger
analog sums.
the TTC interface for the fast signals (CLK, LI,. . .) .

- the interface for the fast serial link (SPAC) [ref 9]
which allows the downloading of all electronics sited
on the detector.

The way the system chooses the right gain is the
following : after reception of a LI trigger, the SCA

controller sends the address of the peak sample (3) to all the
SCAs. The gain sequencer chooses the medium gain for
performing the comparison. Thus for each channel, the peak
sample on the medium gain is compared both to saturation
and to a low threshold. Depending on the result of the
comparison, the right gain ( high if small signal, low if large
signal, medium if intermediate) is chosen and stored. Then
the peak sample is read once again on the chosen gain, and
sent to the ADC. Finally all the four other samples are also
read on the same gain. The total time needed for reading a
group of 8 channels is thus 9us.

Event output data is formatted in a 47 word block
and sent serially on two lines (one for each byte) towards
the ROD board.
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Fig. 2 : output cabling for 8 SCA channels

On the Front-end board, a special care has been
taken to avoid as much as possible the crosstalk between the
digital part running either at 40 or at 5MHz and the analog
signals. This implied the use of common ground planes
covering the complete board, special routing of critical
signals, and high care of the numerous power supplies.
Moreover, the most perturbative digital lines are transmitted
in differential PECL or LVDS.

4. ANALOG MEMORY SPECIFICATIONS

After years of development in standard AMS and
HP technologies, the latest version of the analog memory
used on the Front-end board has been developed in the
DMILL 0.8um rad-hard technology [ref 6, 7]. Tab. 1
summarizes the main features of the chip.

The memory consists in a switched capacitor array
where the analog signal is sampled, stored, and read as a
voltage. This allows to be independent of the dispersion of
the cell capacitor values. Its global architecture is given on
Fig. 3.
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Nb of channels
Nb of cells per channel
Storage capacitor value

Sampling frequency
Input bandwidth

Output multiplexing rate
Power supply voltages

Power consumption
Chip size

Nb of transistors
Package

12 + 4 references
144
lpF

40MHz
50MHz
5MHz

-1.7V/+3.3V
300mW
30mm2
25000

PQFP100

Inpul ' " • " " b a l t "
Sift

from ulher channel.*

Tab. 1 : main features of SCA chip.

The chip contains 16 analog channels. 12 of them
are used to store the signal coming out from the shaper. The
remaining 4, equally spaced in the chip (Fig. 2), store a
reference level. During the read-out operation, an off-chip
amplifier subtracts the closest reference channel to each
signal channel. This pseudo-differential mode offers a
common mode noise rejection ratio improvement higher
than a factor 4 when the chip is used in simultaneous read
and write operation.

Fig. 4: channel block diagram

- Very good unity-gain stability, to avoid any signal
distortion.
- Less than 0.2% integral non linearity on a 4V range with
(VDD-VSS) =5V.
- 170 V/us slew-rate to limit distortion for high energy
pulses.
- Low noise (80uV rms in a lOOMhz bandwidth).
- Very low power consumption (6 mW).
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Fig. 5: pipeline amplifier schematics.

Fig. 3 : analog memory architecture.

Each of the 16 channels (Fig. 4) consists in 2 write
amplifiers, 128 storage cells, and a read-out amplifier

The write buffer is an O.T.A. type amplifier with
enhanced slew-rate capabilities (Fig. 5) used as a voltage
follower. The same structure with different transistors sizes
is used for all the other amplifiers of the chip. The purpose
of the write amplifier is to present a constant high
impedance to the shaper output and to avoid signal
distortion caused by high dl/dt in the bonding wires. Its
characteristics are the following :
- 50Mhz Gain-Bandwidth product in order to minimize the
contribution of the write amplifier to the filtering.

At each leading edge of the 40MHz clock, the write
address is decoded and one of the 128 write columns is
enabled and starts the following actions ( see Fig. 4):

- The SI and S2 switches connect the capacitor
between the output of the write amplifier and the return line
during one clock cycle.

- The SI switch is turned off one nanosecond
before S2, so that the injected charge and sampling time are
made independent of the input voltage. As SI is a minimum
size switch, the value and the cell-to-cell spreading of the
injected charge are kept small. A special care has been taken
in the layout of the clock and signal distribution to limit
both the sampling time jitter and the cell-to-cell sampling
time skew.
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Before each read-out operation, a residual charge
due to the non infinite open loop gain of the read amplifier
is stored on the parasitic capacitor Cb of the 'bottom' read
bus. So, when a read address is selected, this bus is
immediately reset (RST closed, R opened on Fig. 4). The
bottom RST switch must be quite big to allow a fast reset
time. Its high injected charge during its turn-off is
compensated by the correct sizing of R. This new reset
operation presents important advantages compared to the
conventional one [ref 4] :

- There is no risk of oscillations during reset.
- The noise sampled on Cb during the reset is low

(only kT/Cb due to RST), compared to the noise of the read-
out amplifier in a classical reset.

After this operation, S3 and S4 switches are turned
on, connecting the storage capacitor across the read
amplifier. Then the 12 channels are sequentially multiplexed
toward the 2 output buffers at the rate of 5Mhz. All the
digital inputs use differential PECL levels. To limit on-chip
D/A couplings, digital and analog parts are separated by
guard rings and have different power supplies. The switches
command busses may be vectors of digital to analog
pollution, via parasitic capacitors with analog busses or via
couplings through the analog switches themselves. Thus to
keep these signals noiseless, a extra set of power supplies is
provided especially for the command buffers.

5. SCA PERFORMANCES

The performances summarized on Tab. 2 have
been measured on the SCA dedicated test bench working in
a simultaneous 40MHz write/read operation, and with the
ADC continuously running at 5MHz. Fig. 6 gives an idea of
the noise performances (pedestal run on 100 events).
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Fig. 6: fixed sequence and noise distributions.

The performances of the chips are indeed
impressive, for instance a dynamic range in excess of 13
bits and a better than 50ps time resolution.

Min DC signal
Max DC signal

Noise
Fixed sequence noise

Dynamic range
DC gain

Cell-to-cell gain dispersion
Channel to channel offset dispersion

Cell leakage drift
Max DC input signal

-0.95V
+2.85V

300uV RMS
200uV RMS

13.3 bits
0.995

<0.02% peak-peak
lOmV RMS
<3mV/ms

5V
Tab 2.: DC performances of the SCA chip.

The fixed sequence noise is the fixed part of the
noise. There are two major contributions to it:
- the dispersion of the switch charge injection along the
cells,
- the position of the write pointer, but also other signals that
could have the same state every time you sample the signal
on a given capacitor.

Nevertheless, this part of the noise remains very
small (typically 0.2mV), thanks to the optimized structure,
and only has to be added in quadrature to other sources.

Max shaper signal
INL @ peak (shaper signal)

Sampling jitter
Cell-to-cell sampling time dispersion

Total sampling time dispersion
Cell-to-cell peak value dispersion

Input bandwidth
Input slew rate

-0.8V -> +2.7V
<0.1%

<45ps RMS
Lips/cell

150ps peak-peak
0.05% peak-peak

50MHz
170V/us

Tab 3. : transient performances of the SCA chip

The measured crosstalks are very small, thanks to
the absence of current flowing within the input bounding
wires, and to the order chosen for the input pinout (see Fig.
2 and 3) . The so called "DC crosstalk" is due to the fast
settling of a sampled signal on the top read bus during
readout.

DC channel to channel crosstalk
5MHz multiplexing residue

Transient crosstalk
Medium to high
High to medium

Others

<l/10000
=1/10000

1/4000
1/4000

<l/10000

Tab 4.: crosstalk performances of the SCA chip.

The chip has been irradiated both under gammas
and neutrons ( 300kRads for gammas, 4.5 E13 N/cm2 eq
lMeV for neutrons), which is far above the standard
ATLAS official levels for the calorimeter electronics. No
measurable change was observed after both types of
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irradiation. Moreover, the effects of the SEUs are negligible
as the SCA doesn't include any static register.

The yield of the successive runs was rather
irregular, with peaks at 90% and major difficulties during
the last year. There was indeed a problem of cell capacitor
leakage in the run of fall 1999, leading to a yield of only
10%, but the problem was fixed ( polysilicon filaments
within the trench oxyde), and the yield went back to 65%.

6. PRODUCTION TEST SETUP

50000 operational chips have to be mounted on the
front-end boards. Thus we'll have to produce and test
around 100000 of them. A dedicated fully automatic test
setup is being developed for this purpose. Fig. 7 shows a
diagram of this system. A computer driven robot tests and
sorts the chips, with the help of a software running of a
Power Macintosh. The time goal is less than 30s per chip,
which however leads to close to one year of intensive tests.
This setup takes advantage of the lOMbit/s serial bus
(SPAC) designed by the LAL for getting a fast block mode
access to the test board data.

PC <-> Macintosh
interface register SCA sockets

Fig. 7 : production test bench setup

All the types of measurements will be performed,
including noise, dynamic range, channel offset dispersion,
leakage currents, and scan of all the individual cells with
very short transient signal. The latter allows to ensure the
complete functionnality of the circuit.

Before the full production, this test bench will be
used for the pre-production run in the spring of 2001 ( ~
2000 circuits). This will allow to calculate all the thresholds
needed for the production tests, and to get a good idea of the
yield distributions. Most of those chip will be mounted on
the prototypes of the final front-end boards during the
summer of 2001.

7. CONCLUSION

We have been working on analog memories
developments since 1992. After having worked with AMS
and HP standard technologies, we switched to DMILL to
follow the radiation requirements due to the location of our
electronics on the ATLAS detector. Despite this technology
change, we were able to keep the huge dynamic range and
time precision already achieved. Moreover, our knowledge
of SCAs now allows us to envisage other applications at
much higher sampling speed and signal bandwidth.

The next major steps of the work are the pre-
production run, which should occur in October 2000, and
the full production at the end of 2001.

Those chips will also be used for the front-end
electronics of the CSC muon chambers of ATLAS.
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Abstract
The calibration chain of the HEC is described. A model
based on detailed studies of all individual parts is pre-
sented. The characteristics of the steering and data taking
system for both the test-beam runs and for the acceptance
tests of the HEC modules is summarized. The calibration
and signal reconstruction procedure is developed and re-
sults of the test-beam data are presented.

1 INTRODUCTION

The calibration of the electronics chain should

- equalize the gains and improve the possible response
nonlinearities of all channels, since any imperfection
will result in an increase of the constant term in the jet
energy resolution [1];

- keep track of timing stability and provide the correc-
tions in case of exceeding predefined level;

- ensure the transfer of energy calibration results from
the test beam setup to the real data taking environ-
ment.

The principle of the electronic calibration system for
the hadronic end-cap calorimeter in ATLAS closely fol-
lows the one used by end-cap EM calorimeter. The cali-
bration pulser developed in KoSice was tested during test-
beams with prototype modules and module-0 of HEC dur-
ing 1997-1998. It was proved that pulser fulfill all require-
ments, but because of unification of front-end electronics
for all liquid argon calorimeters in ATLAS, the decision of
implementing the unified calibration board [4] was taken.
Therefore in all test-beams in the 1999-2000 years this
board was used and all results presented here are from this
tests.

2 CALIBRATION

The detailed studies of the influence of the calibration accu-
racy on the jet energy resolution - one of the main tasks of
the HEC calorimeter - were made [1] as well. It turned out
that imperfections of the electronics are propagated only
to the constant term of the jet energy resolution formula.
Therefore, to reduce an influence of the calibration system
to a tolerable level, its accuracy must be better than 1 %.
This requirement is approximately four times less stringent

than that for the EM calorimeter. On the other hand the re-
quirements for measuring muons force the calibration sys-
tem to be able to work in the extremely low signal region
also.

2.1 General Layout

Longitudinally the readout cells of the HEC calorimeter are
combined into four sections in ratios 8:16:8:8 (Fig. 1). A
HEC calorimeter readout cell consists of two detector pads
(EST structures ??). Each signal from an energy deposit
in a readout cell is amplified by the preamplifier connected
to it. 8 preamplifiers are combined into one MPI GaAs
HEC chip. The signals of 4 or 8 preamplifiers resp. in
one longitudinal section are summed up by a "summing
amplifier", forming the signal of the readout channel.

r-i)> view

LS4L S 1 LS 2 LS 3

Figure 1: Layout of ATLAS HEC module

The voltage pulse of one generator is sent through high-
quality 50 Ohms coaxial cable to the strip line board lo-
cated close to the detector pads To reduce the number of
cables, one generator signal is splitted to three on the cali-
bration distribution board (CDB) at the back plane of each
module. Then each of these three signals pulses up to 32
readout cells (16 preamplifiers) through the correspond-
ing calibration resistors simultaneously. Such a calibration
scheme is sensitive to the attenuation of the signal in the
cables. The strip line board is mounted parallel to the beam
direction into the notch between two neighboring longitu-
dinal sections in pseudo rapidity.

In addition this solution requires very good uniformity
of the calibration signal distribution to the individual cali-
bration resistors. Special studies were devoted to this topic,
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Figure 2: Electronic chain used in ATLAS EEC test-beams

which resulted into a design of a calibration strip line ter-
minated by an adjusted termination resistor. The resulting
inhomogeneity over the whole length of one strip line is
less than 0.4 %.

2.2 Electronics chain

In order to meet all requirements and to understand the be-
havior of the full electronics chain, the special measure-
ments, as well as simulations was performed. The basic
elements of the chain (Fig. 2) are calibration pulser, split-
ting CDB, strip-line with calibration resistors, preampli-
fiers, preshapers, shapers, ADC's and of course various ca-
bles. All cables are final ATLAS length and type, so the
chain used is very close to the final which will be used in
ATLAS.

The parameters found for various part of chain are used
in the parameterization of response function (see section
Reconstruction). The signals form and dynamic range is
sketched on Fig. 3

3 STEERING AND DATA TAKING

The setup for steering and data taking used during tests in
H6 beam in North Area consist from two computers, VME
steering and DAQ modules and calibration board (Fig. 4).

The computers are VME based RAID 8235 computer
and EP-LX v.1.3 operating system, used as VME master
for steering all VME based modules and the VME based
HP 9000/743 computer, used for data storing and monitor-
ing tasks. The Orsay version of the Calibration Board has
big format for FE crate, holds 128 generators and commu-
nication is done via VME based SPAC module. Service
Module (SM) is VME based clock server and synchroniza-
tion module. It takes the external trigger requests (either

VME

JL IE

Cmlib

Clock 40MHz

Calibration Board
0-

Figure 4: Calibration setup in ATLAS HEC test-beams

particle or calibration) and optionally synchronizes them
with the clock. The output signals are

• the Start and Stop signals leading to the TDC module
for trigger timing measurement

• the calibration and FADC clock signals

• the FADC stop signal.

The phase between the trigger and clock signal, used
only during calibration running in asynchronous mode, is
measured by TDC module.

The software developed for test beam usage evolved
from old TGT[7] calibration steering to the present ver-
sion running under EP-LX real time Unix clone and HP-
UX operating systems. On Fig. 5 is sketched the software
skeleton. The description of various modules follows.
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The basic software module is the calibration steering
shell, called calsh. The main calsh tasks are:

• the interactive access to the hardware modules via
command line interface

• to store the measured calibration data either in local
file or send them out via TCP/IP connection

• the interpretation of the commands received from
monitoring tasks i.e. performing required measure-
ments and sending the results back

Calsh cooperates with the readout part of DAQ li-
brary and with the caltp and caltpmon modules, based on
CALTCP Network Programmer's Library [9].

The purpose of caltp module is to transform the mea-
sured data into network format and, using the TCP/IP con-
nection, transfer them to any machine where the caltpd dae-
mon is running. The caltpd daemon is simple task, receiv-
ing the data stream from the network, transforming it to
local format and storing it as binary file.

Another possibility is to drive the calibration runs re-
motely via network, which is used currently by monitoring
programs.

The calmon module is ROOT based [10] monitoring
module, which controls the basic parameters of electronics
(pedestal, noise and signal level, compares those with refer-
ence values, and allow interactively inspect various views
on the system. The module is using graphical user inter-
face and is based on Object-Oriented technologies. Calmon
use the services of caltpmon module to communicate with
calsh and to get back the measured data. Calmon version
which use the X-windows GUI, so called Xcalmon is used
for per day control of the system during the data-taking.

There exist also the extended batch version of moni-
toring program, which was used in 1998 for three-month
monitoring of cold electronics to meet the requirements for
PRR [8]. The batch version is without user interface, run-
ning autonomously, collecting the data, performing basic
analysis (shape fitting, gain computation) and storing the
results in database.

The concept of calibration steering is to be a shell-like
environment, to allow practically any type of measure-
ments, which are needed in the time of setting up and de-
bugging the electronics. The most typical measurements
are listed here.
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• continuously pulsing with defined signal level, with-
out read-out, for oscilloscope measurements

• noise measurement with switching off the calibration
generators and reading the software generated "ran-
dom triggers"

• signal time position finding by varying the delay of
calibration pulse and read-out timing

• cable-check with pulsing in sequence one by one all
the calibration generators, looking for the signal in all
channels, and comparing with cabling database

• quick signal check pulsing all the channels with con-
stant pulse level

• signal shape measurement by performing delay-scan
with fine delaying of calibration pulse through 25 ns
sampling time

• gain and nonlinearity measurement pulsing all the
channels with different pulse levels

• cross-talk measurements by pulsing one or few gener-
ators and reading all the neighboring channels

4 RECONSTRUCTION

Because the optimal filtering (OF) method for amplitude
reconstruction [5] is assumed to be used in ATLAS, a
knowledge of particle signal waveform is required. In or-
der to be able to use measured calibration waveform for
obtaining particle signal waveform, we have chosen to pa-
rameterize the impulse response of the read-out system.

The first choice, used for 1998 data, was based on the
response function, expressed as the sum of "elementary"
poles [6].

N,

n = 2

fn(t) =
tn - 1

-1)! rs-»W
That time our knoledge of the electronics chain was not
precise enough, so the calibration response was fitted with
free parameters dn. With JV/=8 the sufficient accuracy has
been achieved. The problem with this parametrization is
that the free parameters have no physical meaning and it
was very hard to keep the stability and reproduceability of
the fit. During 1998 and 1999 the detailed study of the
chain components has been done that gave the possibility to
fix many costants involved in 1. Following to the schemat-
ics on Fig. ??, the full expression of the calibration signal
in s-domain can be obtained:

. . 1 a + src 1 + srzc 1
S 1 + STC (1 + STpc)(l + SToc) l + STd

ST, STa

+ STps)(l + STOs) 1 + STi (1 + STa)3

1 1

which after symbolic Inverse Laplace Transform leads to
unreasonably long expression in time domain. There are
two possible simplifications: (i) to calculate coefficients
dn numerically from function 2 and (ii) to simplify expres-
sion 2 to some reasonable level and use complete analytical
expression in time domain. For the analysis of data 1999
the second approach was used. The simplified version of
function 2 is:

h(s) = - a + STC 8-Tz)
STc (1 + S • Tp)(l + S • To)

1 S -Ta

(3)

(JL + 8 • TD){1 + 8 S-T.)3

with free parameters rj and r s fitted in time domain on
calib. data. Results of fitting the calibration signals, with
the residual are on Fig. 6. We restricted the fitting region to
the interval where 5 samples for the OF are located.

1 + STdr 1 + STOa
(2)

Figure 6: Results of calibration signal fit by function 4

The main problems still remain at the signal beginning
and undershoot region, because of not taking into account
the effects of X-talk and still not fully described effect of
cables. Nevertheless the quality of shape fit is sufficient
to produce the optimal filter coefficients both for calibra-
tion and particle signals shape. The calibration ramp fitted,
together with fit residual, is on the Fig. 7

We see, that the largest residual, and still the main prob-
lem in the HEC calibration is the low signals region. Un-
fortunately, this is the region where the muon signal is ex-
pected, so it will be the main task in the near future to im-
prove the description and correct analysis of low signals.

The first improvement, which is now work out, will be
the developing of new procedure to obtain the particle sig-
nal shape "directly" from calibration shape, avoiding fit-
ting, which will be presented on the CALOR2000 con-
ference. The second improvement planned is the detailed
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study of low signals from calibration pulser and its appro-
priate description.
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Figure 8: Linearity of the electron signals

But the present calibration procedure is working for the
electrons well (see Fig. 8, triangles are calibrated ampli-
tudes), and for pions sufficiently. The effect of X-talk to
signal shape is shown on the Fig. 9, where shape when all
generators are working simultaneously (there is the signal
in all readout channels) is compared with the shape when
only one generator is working (there is no signal in neigh-
boring channels).

5 SUMMARY

The various tests of the full calibration chain for the AT-
LAS HEC was performed during last years both on site in
the H6 cryostat and in lab. and description of all parts was
found. Basically the system is well understood.

The procedure to obtain the particle signal shape from
the calibration one, based on fitting the data by simplified
version of response function (4) and to compute the optimal

50 100 150 200 250 300 350

Figure 9: X-talk influence on the signal shape

filter coefficients, was setted up. The results of test-beam
data analysis shows, that procedure is working for electrons
and pions well.

The improvement of this procedure is foreseen, mainly
for the low signals reconstruction procedure, new method
for computing the particle shape "directly" from calibration
one implementation, and X-talk effects taking into account.
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Abstract
The experience of large calorimeters, in passed and actual
experiments shows that the calibration is an extremely
long and methodic task, implying several redundant
methods in hardware and software as well. If, as expected
nowadays, the Higgs has a mass under 150 GeV, its
discovery in YY decay by LHC experiments will rely
heavily on the resolution of the ECAL. The precise
measurement of these two gammas will depend in
particular upon an accurate calibration (the constant term
is expected < 0.5% in CMS) and upon a precise y/e

energy scale. The knowledge and the mastering of the
calibration will play a major role. We describe here the
electronic system, that has been developed at LAPP to
update permanently the calibration of the electronic
readout chain of CMS-ECAL, during data taking.

1-The CMS ECAL and its read out
The target characteristics of CMS ECAL make this
project very challenging in terms of resolution, hadron
rejection, particles isolation etc...Its characteristics are
described in several publications [1,2,3] and I will only
remember the principles of its read-out.
As this crystal calorimeter is fully immerged in the
magnetic field of 4 Teslas, the choice was made to read
out the crystals by APD photodetectors. A very
aggressive R&D has been sent since 4 years and is being
concluded by the production of 120 000 of these
detectors. The first pre-production is actually under tests.
Each crystal will be equipped with 2 Hamamatsu APD's,
in parallel, and the read out is made by sets of 2 read out
cards, grouping 5 channels each.
On the read out card are implemented :
A/ 5 chips "FPPA", developed in Harris UHF1X process,
which are multi-gain shaping amplifiers (gains = 1, 4, 8,
32) with a specific logic to indicate the first amplifier that
does not saturates for the sampling (40 MHz) being made.
The chosen amplifier is marked by 2 bits, added
B/ 5 commercial flash ADC 12 bits (Analog Device AD
9042, previously developed for USAF, in Bipolar XFCB
Process), that digitize the amplitude every 25 ns.

C/ 5 serializers that convert the parallel 20 bits
words (40 MHz) to a serial stream out (0.8GB.s) for the
opto-coupler.

D/ One opto-coupler, developed in CHFET
ASGA process, that transmits the digital information
through a set of 3 fibers to the Read Out System ECAL
(ROSE) card that, in the control room, links the front
electronic to the general DAQ and to the trigger.

E/ One "Control Chip" (CTRL) developed in
DMILL BICMOS process, that receives, from the ROSE
card, through optical fibers, the adjustment parameters for
the readout. It deserializes and dispatch them to
individual chips.
Apart from the DAC, all the chips are full custom and
have been developed at CERN by Princeton group. The
final version of the whole system has been put in test
beam for the first time in August and the analysis is under
way.

2- The calibrations of ECAL
The task can be divided into 3 general topics [4]:
1. Before being mounted on the detector, all the super-

modules will be pre-calibrated on a dedicated
electron test beam to provide an initial precise set of
calibration coefficients for each channel.

2. During data taking, the day to day, channel to
channel calibration inside a same region will be
updated during sterile cycles of the machine by light
injection and charge injection. This calibration is
made by alignment of the response of individual
channels belonging to a same region. A region can be
defined as a group of channels sharing the same
bunch of fibers.

3. The medium and long range (in time) absolute
calibration of the whole detector will rely on W and
Z decay measurements.

The calibration of ECAL is then organized on several
partially redundant methods:
1. Injections at the inner edge of the crystals of light

pulses produced by two lasers and passing through a
fiber distribution system: This system will follow the
response of the ensemble crystal-readout chain to
light pulses along the time. The first pulse, at the
middle of the scintillation spectrum (420 nm) will
follow the shifts of the overall system (in particular
due to loss of transparency of crystals under
irradiation)[5,6]. The second one, at 600nm is almost
insensitive to transparency losses and will follow the
APD gain and electronic shifts.

2. An independent system of charge injection at the
input of the read-out chain will follow the shifts of
the readout chain and cross-calibrate the different
gains of the preamplifiers.

3. "In situ" calibration with physics events ; at low
energy, the isolated electrons will be measured
precisely by the tracker and their momentum
compared with the response of the calorimeter. At
medium energy (around 20 GeV), the W's and Z's
will provide an absolute calibration for the whole
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detector. According to luminosity, this "in situ"
calibration will need between a few days and a
month during which the local calibrations will have
to be adjusted.

3-The calibration bv Charge injection
The project consist of adding on the readout card a) one
Test Pulse Logical System (TPLS), implemented inside
the CTRL, b) one DAC, c) 5 injectors, producing on
request a current pulse at the input of each FPPA. These
pulses have a shape identical to the APD's one and their
common amplitude is proportional to the order given to
the DAC.
The system has been developed at LAPP (Annecy) in
DMILL process, with following requirements :
1. no perturbation of the characteristics of the chain (in

particular no add of correlated noise, no cross talk,
nor any deterioration of characteristics).

2. at least as precise and reliable as the readout chain
3 . robustness to eventual shifts due to irradiation

damages
4. Use of existing supplies (0/5V) and very low power

consumption

3.1 The Injector
The injector is the most critical part of this

system. It has to cover the total dynamic of the APD's
(pick current of 4mA, and a full-scale charge of 48 pC)
with a linearity better than 0.5 % ; It has to be radhard up
to 1014 n/cm2 and 3 Mrads in y (10 years of LHC
irradiation). The shape is a fast negative fall followed by
an exponential rise (x=15ns), with a technical dispersion
in amplitude and time lower than 10%. The PSRR (Power
Supply Rejection Ratio) against the supply and the DAC
line has to be as low as possible.

Since 1998, we have made 5 generations of prototypes ; a
first one in AMS to test the principle, then two in CMOS,
one in CMOS Bipolar and a last version integrating the 5
channels in one chip. In the final design, the injector is
made of 3 components :
1. The trigger part, that adapt the PECL window signal

(400ns width) received from the CTRL to levels
compatible with the pulse generator stage. The edge
of signals are also slightly reshaped to avoid the time
jitter in the trigger of calibration pulses.

2. The amplifier that translates the voltage level
produced by the DAC into a current level,
transmitted to the pulse generator stage

3. The pulse generator is mainly a two branch bipolar
circuit. The trigger splits the flowing current from
one branch to the other one and the capacity Cout

(60pF), previously charged is rapidly discharged and
then recharged through Rou[ (250 Q.) and the
preamplifier (Zi ~7 £2). The decay time of the pulse

is completely fixed by Rout * Cou, . For precision and
flexibility, the Coue has been placed outside the chip.

u

Figure 1
3.2 The DAC

Principle of the Injector

In a previous version, we have tested a
commercial circuit, Analog Device AD 85 82A in CB
CMOS technology. This DAC is a parallel input, 12 bits,
0/4Volts, 5mA output, supplied on 0/5Volts, its
dissipation is 5mW at rest. Its reference voltage level can
be measured on an output pad. This chip has been
extensively tested in lab and in irradiation beams. It
fulfills the calibration requirements .
In a second step, a 10 bits DMILL version has been
founded in view of assembling the whole project in one
chip. This DMILL DAC is still under investigations due
to process difficulties during foundry.

3.3 The control chip
The control chip first amplifies the amplitude of the
40MHz clock and of the data's received from the opto-
coupler; then it recognizes, interprets and dispatches the
orders to the different parts of the readout card.

4-The R&D
4.1 The tools
Figure 2 shows the chain that has been mounted at LAPP
to measure the linearity, the dispersion and the stability of
different components of the project. This chain is based
on a PC linked to a VME and CAMAC crates for charge
measurements. It is also linked to a Keithley Multimeter
2020 by GPIB link for levels measurements. An overall
monitor Labview® program makes systematic rampings
on the DAC with charge and levels measurements at each
step. The linearity of the injector has been measured in
tension (at the edges of Roul), which is the most precise
and in total integrated charge, after Cout In some runs, we
have also verified by on a LECROY 9361 linked by
GPIB that the shape was not affected.
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For irradiation tests, we moved an identical chain on the
different available sites.

4.2 The results
Measurements in laboratory
a/ On the digital electronics

Extensive tests have been made on TPLS in order to
insure a default rate <10"5.
b/ On the DAC AD8582 A
The fig 5 shows the residues in Lsb units to a linear fit
(lLsb = lmV). Despite the excellent results, a structure
due to high bit steps is clearly seen and the overall
dispersion is within ± .4 Lsb.
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Figure 4 Residues to linearity of the AD 8582

d On the injector
The figure 5 shows the residues to a linear fit in voltage
and charge, both in absolute value and %, for one of our
CMOS injectors.

ests d'irradiations : Sh6mas de Principe

Figures 3 : set up used for irradiation tests

After a preliminary test on the Nuclear plan Ulysses at
Saclay (IR1), we have used the SARA installation at
Grenoble (France) (IR 2) and after it's shut down, the
CERI installations at Orleans (IR 3,4 and 5), where the
irradiation facility had been moved. These beams [7,8]
produce neutrons by stripping of deutons on a thick
beryllium target. The average energy of these neutrons is
= 6 MeV and the FWHM is = 6 MeV. Theses beam have
a photon contamination that has been evaluated to
3.6 kGy for an integrated dose of 2*1014 n/cm2 . The
fluence depends on the distance to the target and can be
adjusted up to 1013 n/cm2/ hour. We have also used the
72 MeV proton beam of PSI (Villigen, Switzerland) (IR 6
and 7). The correction parameter for protons is = 2 and
the equivalent integrated dose for this irradiation was
4 1013 n/cm2. We have also used a photon Cobalt source
facility at PSI to irradiate an injector up to 400 Krads
(IR8).
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The noise and PSRR of the injector have been measured
with a spectrum analyzer HP3589A, the noise has been
found < 0.5 nV/VHz for the injector at rest and < 2.5
nV/VHz in active mode. The rejection (PSRR) on power
supply and on DAC line (9).is always better than 60 dB
up to 40 MHz (9).
The irradiation tests

A/ On TPLS
Extensive tests up to 5 1013 n/cm2 have been made on
TPLS and we have found the default rate < 10'6.

B/on DAC's
The DAC is mainly made of 3 parts : the band gap, the
divider and the output buffer. The figure 7 shows the
measurement of the shift of reference Voltage during the
irradiation of 2 different DAC's, which measure the band
gap hardness. The Vref shifts is < .2% for 10 LHC years.
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C/ On Injectors
The figures 10 and 11 show the effect of the irradiation
on the slope and on the offset of the injector.
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Figure 10 Variation of slope under irradiation
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Figure 11 Variation of the offset

Up to 1014 n/cm2 , the only effect is a shift in the offset.
This effect, even if existing in real experiment, by forcing
the trigger with DAC =0. After, (TR5), the dynamic range
of the injector is reduced up to a factor 3 at 1015 n/cm2

(1000 years of LHC !).

\
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5- Conclusions of this R&D
The technical conclusion of this R&D is that the DMILL
process is extremely robust to irradiation, certainly more
than we had expected. We have not been able to destroy
the injector by irradiation, even at 400 Krads and several
1015 n/cm2.
The calibration system that we have developed for ECAL
can be used on any read out chain working in an hostile
environment of temperature, high radiation rate,
inaccessibility, extreme reliability, low power
consumption etc...
For a complex detector, it is a radical help to understand,
debug, calibrate etc... It should be integrated from the
start as a major component of the readout system.
This is typically the situation the space complex detectors
and the actual conditions of foreseen experiments in
astrophysics and high-energy physics are becoming
identical. The electronic circuits need the same reliability
and redundancy since in both cases they are inaccessible
to human intervention.
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Abstract

The S8148 Avalanche Photo Diode (APD), developed by
Hamamatsu Photonics for CMS electromagnetic calorimeter
fits well to the detector specifications. The dedicated quality
assurance/control facility is installed at CERN by CMS
MINNEUPSI (Minnesota University + Northeastern
University + Paul Scherre Institute) collaboration, for APD
input control during the mass production.

I. INTRODUCTION
A high discovery potential of the CMS experiment should

be based on an excellent performance of all sub-detectors, in
particular the electromagnetic calorimeter (ECAL) [1]. This
detector will be made of two innovative materials never used
in calorimetry before: heavy and fast PbWO4 scintillating
crystal read out by the large area Avalanche Photo Diode. The
latest one was developed by Hamamatsu Photonics for CMS
ECAL following a very demanding specification: the best
possible parameters essential for the calorimeter performance,
like high quantum efficiency, low dark current etc., and very
good stability and reliability.

The R&D on APD optimisation is practically finished and
the current device parameters (see below) fit well to the CMS
ECAL specification. The reliability issue is becoming crucial
now, in particular the way of APD testing during the mass
production to ensure 10"4 fault rate required by specification.
To address this problem, the CMS collaboration has created
the APD Laboratory at CERN and has equipped it by several
computer controlled test benches dedicated to the APD
quality assurance and quality control during the mass
production.

II. APD STATUS

The electromagnetic calorimeter performance is usually
expressed in terms of the energy resolution, which is

parameterised as: = —, where the

related to the detector stability, uniformity and precision of
the calibration and the term c is the noise contribution due to
electronics, pile-up etc. The CMS ECAL design goal is :
a~3%, b~0.5% and c~200 MeV [1]. APD contributes to all
three terms: to the stochastic term a by photo statistics, in
particular by APD area and quantum efficiency and by the
excess noise factor F [2], which reflects the avalanche nature
of the photo multiplication by APD; to the constant term b by
the gain variation with bias voltage and temperature, ageing
and radiation damage effects; to the noise term c by the
capacitance as a series noise and the dark current as a parallel
noise. The goal of R&D was to maximise the 'useful'
parameters like APD area, quantum efficiency and minimise
the 'bad' parameters like excess noise factor, dark current,
capacitance and the slopes of the bias voltage and temperature
dependencies.

A. APD parameters

The final values of the essential APD parameters are
summarised in Table. 1

Table 1: Hamamatsu S8I48

Active area
Operating voltage(Vr)

Capacitance
Serial resistance

Dark Current
Quantum Efficiency
l/M"xdMydV(M=50)
l/MxdM/dT(M=50)

Excess Noise Factor (M=50)
Distance to breakdown (Vb-Vr)

Effective thickness
Gain range

APD parameters

5x5mm2

-380V
70pF
3Q

<10nA
~72%@420nm

3.3%
-2.3%

2
(30-40)V

~5uin
Up tp 1000

E y/E E
stochastic term a is due to the intrinsic shower fluctuation
combined with the photo statistics, the constant term b is

"M is a gain value, T-temperature

The typical APD gain curve is shown in Figure 1. It is
clear that the gains up to several hundreds can be used. The
gain dependence on the bias voltage and the temperature are
shown in Figure 2. The example of the capacitance, quantum
efficiency and excess noise factor curves are shown in figures
3,4 and 5 respectively.
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B. Stability

The critical parameters of the photo detector, scheduled to
run in the LHC experiment are the radiation hardness and the
long-term stability. First, because both neutron and photon
radiation levels will be rather high, second because the
detectors will have to work several years practically without
any maintenance and reparation.

The radiation hardness of APDs is tested in the 70 MeV
proton beam of PSI. The beam rate is 9xlO12 protons/cm2,
which is equivalent to 2xlO13 of lMeV neutrons/cm2, a 10
years fluence expected in CMS barrel [3]. The dark current
versus neutron flux for several APDs is shown in figure 6.
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Figure 6: Total current for APD under Vr vs. neutron flux.

The rise of the dark current to 10-15 (xA by 10 years will
not degrade very much the overall ECAL performance. The
breakdown voltage is decreased after irradiation by several
volts, which is not dangerous because the operating to
breakdown voltage distance is typically more than 30 volts.
Several percents of APD during irradiation go quickly to the
breakdown. This effect is under investigation now and is
supposed to be removed before the mass production start. A
new facility with a M2Cf source is currently setting up in
Minnesota University. Irradiation by "pure" neutrons at lower
rates will give a complimentary information, very important
for understanding of the nature of APD damage effects.

The long-term stability is tested during the accelerated
ageing: keeping APD at 80°C under the bias corresponding to
the gain=50 at this temperature. No significant degradation of
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the essential APD parameters was observed after 2 months
ageing, corresponding to 10 years of operation under CMS
ECAL running temperature of 18°C.

III. QUALITY ASSURANCE/CONTROL PROCEDURE

The scheme of the APD path from the Producer to the
final capsule mounting is presented in Figure 7.

HanumaUu Japan

Dflniructtvfl Tcsu

Figure 7: APD / capsule test

A small fraction of APD, 5 samples from each wafer, will
be first packaged and sent to CERN where all parameters will
be measured and after to PSI for the radiation hardness
acceptance test. In case of negative result the corresponding
wafer will be rejected. In case of positive - all APDs will be
packed and tested at the Hamamatsu test bench, similar to
ones installed at CERN and PSI. All APDs which meet the
specification will be delivered to CERN where a certain
fraction of them will be tested at the CERN APDlab test
benches. In case of the significant deviation from the desired
parameters, full lot or some wafers could be returned to
Hamamatsu. Some fraction of APD will be placed to the oven
for the accelerated ageing test.

A quality assurance facility installed at CERN APDlab is
equipped with six computer-controlled set-ups to measure:

gain as function of the bias voltage and temperature,

capacitance versus bias voltage

quantum efficiency and gain versus wavelength

noise and excess noise factor

timing response

accelerated ageing.

All set-ups can run in parallel. The gain and quantum
efficiency set-ups are equipped with the temperature
stabilisation systems.

C. Gain set-up

The sketch of the gain set-up is shown in figure 8. The set-
up includes the APD housing box, Keithley487
picoammeter/voltage source, Keithley7001 bipolar switch and
Keithley485 picoammeter. The APD housing box consists of

a water cooled aluminium plate to which a printed circuit
board with 20 APDs mounted in ZIF sockets is attached. The
plastic fibres of the light distribution system bring the light
from the blue LED (Nichia NSPB 500S) to the APDs front
window (figure 9).

B!ue LED tar 1h«GoinHdup
ORIELlOTip/manachromaiar

tariha CEcsiup

Figure 8: Sketch of the Gain measurement set-up

A PIN diode is mounted on one of fibres and is used to
monitor the light intensity. A water from the Neslab RTE-211
chillier is pumped through the Al plate allowing the APD
temperature to be held between 8 ant 80°C with 0.2°C
precision. The APDs temperature is measured by the AD590
sensor.

Figure 9: APD housing box of the Gain set-up

The APD bias and the current readout is provided by
Keithley487 picoammeter/voltage supply coupled to twenty
channel bipolar switch Keithley2001. The reference PIN
diode is read out by the Keithley485. A PC running Lab View
controls all devices via GPIB interface. The gain curves
measurement for 20 APDs is fully automatic and takes about
2 hours.

D. Capacitance set-up

The bench where capacitance and series resistance are
measured consists of a HP LCZmeter 428A, a Keithley2410
picoammeter/voltage source and a Keithley2000 switch. Both
parameters are measured as a function of bias voltage. The
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capacitance measurements are made at a frequency of
500kHz and take about 15 minutes per APD. The C(V) curves
provide an information on the APD doping profile, which
depend on the stability of the production technology and is an
important parameter for the quality control and assurance.

E. Quantum Efficiency set-up
The Quantum Efficiency set-up is similar to the Gain one,

except the light source is the ORIEL Na Lamp with the
Cornerstonel50 computer-controlled monochromator. It can
provide the light in the 300-1020nm range in several nano-
meters bin (depend on the output collimator width) with
0.5nm precision. The quantum efficiency is measured for the
wavelengths from 340nm to 800nm with lOnm step. The APD
bias is 10V(M=l). The measurement for 20 APD takes
3 hours.

F. Excess Noise Factor set-up

Noise, excess noise factor nuclear counter effect and
response APD to gamma-rays are measured in a set-up which
consist of the universal APD-housing box, the Ortecl42
preamplifier connected to the Ortec420 research amplifier.
Signal and noise amplitudes are measured by the LeCroy
2259 ADC and the LeCroy 2249W QADC or by the
Tektronix TDS 540 digital oscilloscope, which is used also
for the noise spectra analysis. A Sr'° source is used for the
nuclear counter effect measurement and the system is
calibrated with a Hamamatsu 200fj.m thick PIN diode. Gain
measurements are made with Fe55 and Am241 sources. All
measurement on this set-up are made for the single APD and
take, depending on the complexity, from 30 minutes to several
hours

G. Timing response set-up

APD timing response is measured using the Tektronix TDS
540 digital oscilloscope. A 3ns pulse from VSL-337 UV laser
is injected through a 200m long lOOjam diameter quartz fibre.
The APD response is measured directly at the 50Q. input of
the oscilloscope.

H. Accelerated ageing set-up

APD long term stability is tested at the accelerated ageing
set-up. The sketch of set-up is shown in figure 10.

The ageing set-up consists of two ovens, housing 5 printed
circuit boards (PCB) with 80 APDs in ZIF connectors each.
All boards are connected to the Keithley7002 switching
system with ten 7011-C switching cards. Each PCB has two
high voltage channels, connected to the CAEN SY-127 high
voltage system with A333 HV cards, hence 40 APDs are
biased by a single HV channel. APD current through the
100k£2 resistor is read out by the Keithely2000 voltmeter
through the Keithley7O02 switch. Two APDs are connected to
one readout channel. The bias voltage and temperature are
monitored using Keithley2000. PC running Lab View controls
the measurement procedure. APD currents are measured

periodically, usually once per hour, and recorded to the local
disk.

PCB „ M,
ZiF

Keith ley
7002
Swtah

CAEN SY-127
4033 HV cards

Kelthley
2000

Vahtneier

L

LabVIew

PC

Figure 10: Sketch of the ageing set-up

The ageing slightly change the breakdown voltage,
decreasing it for most of APDs by less than IV. The dark
current increases by about lna. No change of the quantum
efficiency, capacitance and other parameters where found.
The changes, although well visible, are not significant and the
accelerated ageing is considered as non-destructive.

Some APDs produced at the beginning of this year showed
a sharply rising dark current after several days of the
accelerated ageing at 80°C (figure 11). The problem,
connected to the production technology, in particular etching
of the groove, was localised and removed by Hamamatsu.
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Figure 11: Current during accelerated ageing for good and
bad APDs

IV. CONCLUSIONS
The Hamamatsu S8148 APD, developed for CMS ECAL

detector, is well suitable for use in this detector. The stability
and reliability issues are crucially important at the mass
production stage. To coop with this challenge, CMS
collaboration has defined an APD quality acceptance and test
procedure and set-up at CERN a dedicated quality
assurance/control facility. The facility consists of 6 computer
controlled test benches and is capable to test during the mass
APDs delivery to CERN:
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Gain, dM//dV, dM/dT 100% of APDs
Capacitance, serial resistance up to 20%
Quantum efficiency up to 30%
Noise, excess noise factor up to 5%

The big fraction of the tested APDs will be very useful at
the beginning of the mass production and will be decreased to
the foreseen by TDR 2-5% at the stable APD production
phase.
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Abstract
The Timing, Trigger and Control Receiver ASIC (TTCrx)

receives and distributes the clock, the trigger decision, and
other synchronisation signals. In this paper, the effects of
radiation on the chip, manufactured in the 0.8 um BiCMOS
DMILL technology, are discussed. The paper is divided into
three sections: In the first part, the architecture of the circuit is
described, where we concentrate on the measures taken to
increase robustness with respect to single event upset (SEU)
effects. In the second part, we will present measurements of
the circuit characteristics before and after irradiation with
gammas and neutrons. In the third part, we will then show
measurements of single event effects.

I. INTRODUCTION

In the Timing, Trigger and Control (TTC) system [1], the
LHC clock is transmitted together with the first level trigger
and control information over optical fibers using a bi-phase
mark encoding scheme. At the receiver side, the signal is
detected by a PIN-photodiode and fed into the TTC receiver
(TTCrx) ASIC, where clock and data are extracted and made
available to the connected detector electronics. If the circuit is
deployed in a radiation environment two groups of effects, i.e.
long-term cumulative effects on the one hand, and single-
event effects (SEEs) on the other hand, have to be
investigated. While cumulative effects have an influence on
the analog performance parameters of the circuit (in the case
of the TTCrx: clock jitter and clock deskewing linearity),
SEEs lead to a momentary malfunction of the device.

II. ARCHITECTURE

A block diagram of the TTCrx IC is shown in Fig. 1. In
the Limiting Amplifier (LA), the signal from the PIN-diode is
amplified and converted to CMOS levels. An internal phase-
locked loop (PLL) then recovers the clock and the serial data
stream, which is then de-multiplexed into two 40 Mbit/s
channels, denoted A and B. While channel A is reserved for
the trigger signal, channel B contains data in the form of
broadcast commands and individually addressed commands.
The original clock signal goes into two independent clock
deskewing units, where the clock phase can be selected with
programmable delay. The configuration and control registers,
the counters, and the status register are linked together via an
internal bus, which can be accessed via an I2C interface [2].

III. DESIGN MEASURES AGAINST SEU

In order to achieve robustness against single event upsets
(SEUs) several design measures were taken. The major
difficulty proved to be the limitation that the given package
did not allow a die size bigger than 5.2x5.2 mm. Hence the

chip area was very limited, forbidding extensive measures
such as the introduction of triple redundancy in all state
machines. Regarding these limitations, the goal was defined
that the TTCrx should, on the long term, maintain operation
without any system interaction. It was therefore found crucial
to protect the configuration registers, since they contain vital
data such as the values of the bias currents, the identification
number, and the mode of operation of the circuit.

As seen in Fig. 1, an SEU correction check machine is
connected to the registers via the internal bus. Every byte in
the configuration register is protected with four Hamming
check bits. The error correction machine cyclically monitors
the registers, and corrects it within lms in case that an SEU
has occurred. An SEU counter is increased when a bit was
corrected. This counter can be interrogated via the I2C bus.

In order to avoid that the chip gets stuck in an undefined
state, a watchdog circuit was added, which monitors the
correct operation of the circuit. If the PLL should lose lock
for more than 50ms, an automatic reset is performed. While
the configuration registers are then loaded with default values,
the register content of the control register and the fine and
coarse deskewing registers remain unchanged.

IV. CUMULATIVE EFFECTS DUE TO GAMMA AND
NEUTRON IRRADIATION

The following tests were made to assess the influence of
neutron and gamma irradiation on two important analog
parameters: clock jitter and clock deskewing linearity.

A. Clock jitter
The chip was irradiated with a 10 keV gamma source, and

long-term jitter with respect to the clock reference of the TTC
transmitter crate was measured as a function of the optical
input power. The data sent on the link was either the 0-1 idle
pattern, or, in the second case, random data in channel B
combined with triggers with a 220 kHz rate in channel A. All
measurements were performed using a PGA package for the
TTCrx and a Honeywell/Lytel HFD 8005 photodiode.

The results can be seen in Fig. 2 (rms jitter) and Fig. 3
(peak-to-peak jitter). The black curves show the pre-rad
situation, where the solid line corresponds to the idle pattern
and the dotted line to random data. The gray curves show the
situation after an 8 Mrad gamma irradiation. It is remarkable
that in the case of the idle pattern the irradiated chip shows
lower jitter for nearly the entire range of optical input power.
When random data is transmitted, the irradiated chip shows
better performance for high levels of optical input power,
whereas jitter is higher for smaller power levels.
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Figure 1: Block diagram of the TTCrx ASIC.

Figures 4 and 5 display the corresponding measurements
for the case of a 5x10 neutrons/cm2 irradiation, showing a
similar behavior.

To explain these results, the signal flow from the
photodiode to the PLL in the TTCrx chip, shown in Fig. 6,
has to be considered: Both, the pre-amplifier integrated with
the photodiode and the on-chip Limiting Amplifier (LA), can
be modeled as a low-pass filter, having a certain gain and cut-
off frequency. The signal is AC-coupled via coupling
capacitor C ^ , , thereby forming a high-pass filter together
with the input resistance Rjn of the LA. A (sinusoidal) signal
going through any filter experiences a frequency-dependent
delay

Ar ,
CO

with ( ) denoting the phase response of the filter as a function
of frequency. In a simplified model, the incoming biphase
encoded bitstream contains either 40 MHz or 80 MHz
components. (This corresponds to a steady bitstream of either
only zeroes or only ones.) The high-pass filter acts as a pre-
emphasis filter and partially equalizes the signal delay
difference stemming from the low-pass filter. By choosing the
coupling capacitance, the jitter behavior can be optimized.

The time constants of both the low-pass filter and the high-
pass filter change with irradiation, in the former case, caused
by a decrease in bandwidth due to the degradation of the
bipolar (3, in the latter case due to the change in the input
resistance of the LA, thereby shifting the pole of the HPF.
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Figure 2: RMS clock jitter as a function of optical input power, in
the pre-rad case and after a 8 Mrad gamma irradiation.
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Figure 3: Peak-to-peak clock jitter as a function of optical input
power, in the pre-rad case and after a 8 Mrad gamma
irradiation.
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Figure 4: RMS clock jitter as a function of optical input power, in
the pre-rad case and after neutron irradiation.
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Figure 5: Peak-peak clock jitter as a function of optical input power,
in the pre-rad case and after neutron irradiation.

PIN PREAMP
DIODE

Figure 6: Input signal path. Both the preamp and the Limiting
Amplifier can be modeled as a low-pass filter. The coupling
capacitance together with the imput impedance forms a high-
pass filter.

B. Clock deskewing linearity
The influence of irradiation on the clock deskewing

nonlinearity is shown in Figures 7 and 8 (close-up view). It
can be verified that the non-linearity does not substantially
degrade after gamma irradiation, and gets slightly better after
neutron irradiation. The results are summarized in Table 1.

Table 1: Clock Deskewing non-linearity.
Condition

Pre-rad

Gamma

Neutrons

Differential NL

cx[ps]

48

75

36

p-p [ps]

324

425

190

Integral NL

a[ps]

74

95

70

P-P [ps]

326

364

357

25

£ 20

•8
3 10

pre-rad
8 Mrad
Neutron

see Fig. 8

100 150 200
Delay tap #

Figure 7: Clock skewing non-linearity. The graph shows the
measured delay as a function of programmed delay tap.

V. SINGLE EVENT EFFECTS

To investigate SEU effects, the chip and the photodiode
were irradiated with heavy ions, protons and neutrons at the
Cyclone facility at Louvain-la-Neuve, Belgium. The
operation of the circuit was continuously monitored by
reading the whole register file via the I2C port, and logging
whenever a register content changed due to an SEU.
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Figure 8: Deskewing non-linearity. Magnified graph showing the
measured delay as a function of programmed delay.

Getting sufficient statistics for SEU measurements is
difficult in a custom chip, since not all SEUs can be easily
detected, as is the case in a dedicated SEU test chip which e.g.
contains a long shift register. In the TTCrx, the register file
proved to be a useful source for statistics. There are 10 eight
bit registers, each having a 4 bit wide Hamming check code,
resulting in a total of 120 Flip-flops. Any change in one of
those registers was detected and corrected by the Hamming
error correction machine, thereby incrementing the SEU
counter. Most SEUs in the SEU counter itself were detected
by noting that the counter value changed by a value of 2"
(n>=l). In addition, the 24 bits of the event counter were
monitored for SEUs.

A. SEU Cross section as function of particle LET
The chip was irradiated with various heavy ions of

different LET. Figure 9 shows the derived cross-section as a
function of LET of a DMILL flip-flop. Fitting a Weibull
curve results in a threshold LET of at least 7.5 MeV cm2/mg.
This value is however pessimistic, because due to the small
number of registers accessible, the statistics around LETth is
sparse.

B. On-Chip Single Event Effects due to Protons
and Neutrons

The chip was irradiated with 10" protons of an energy of
60 MeV. While powering the chip with a supply voltage of
5.0 V, no error was detected. At a supply voltage of 3.3 V, the
chip lost lock once. Assuming a threshold LET of 7.5 MeV
cm /mg, a total fluence of 10'4 60 MeV protons/cm2 (which
corresponds to the fluence found e.g. in the ATLAS silicon
tracker disk part), and a security factor of 10 leads to the
numbers of particular errors for one device listed in Table 2.

When irradiating the chip with 1.2x10'° neutrons/cm2

with an energy of 60 MeV, no SEU was noticed.

C. Single Event Effects due to irradiation of the
photodiode with Protons and Neutrons

In a second experiment, a proton beam was directed on the
PIN-photodiode. All measurements were done using a HFD
8005 Lytel diode packaged by Honeywell, and an optical
signal with -21 dBm input power. The result was that, due to
the particles traversing the photo diode, the chip loses lock

with a probability depending on the incident angle of the
beam and the input power of the optical signal. This can be
explained by direct ionization, as described in detail in Ref.
[4]. The charge which is generated by ionizing particles in the
photodiode causes an electrical current which adds to the
signal produced by electron-hole generation due to photons.
The PLL in the TTCrx requires the signal edges to occur
within a ± 3.125 ns window [3]. If a traversing particle
generates enough charge on the diode, the signal edge in the
original signal can be hidden, which eventually leads to a loss
oflockinthePLL.

Table 2: Estimated number of SEU events for a total fluence of
1014 60 MeV protons/cm^ and a security factor of 10.

Error description

Configuration register (corrected)

Event counter

Bunch counter

PLL loses lock

Double bit Transmission errors

False triggers

I2C interface lost

Total events

87

14

7

35

6

7

1

1.0E-06

1.0E-O7

o 1.0E-O8
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Figure 9: Cross section of a DMILL flip-flop as a function of LET.

The cross section for the "loss of lock" event for various
conditions is shown in Figure 10. The three leftmost bars
correspond to the case of a 60 MeV proton irradiation
showing different incident angles of the beam. The maximum
occurs at an angle of 0 degrees with the diode surface, in
which case the protons arrive in the direction of the p-n
junction. With 30 MeV protons and an angle of 0 degrees, no
single event effect was seen. This can be explained by the
shielding effect of the metal package.

The rightmost bar shows the result for the case of a
neutron beam at an angle of 0 degrees. It was verified in [4]
that, unlike the proton case, the upset rate does not show any
angle dependency for neutrons, due to the absence of direct
ionization. Assuming a total fluence of neutrons with an
energy > 20 MeV of 1013/cm2, and an LHC beam time of
108 s, this corresponds to one loss of lock event every 6000
seconds, and a false trigger at every 50000 seconds, which
was considered to be too high. The measurements in [4]



230

suggest that increasing the optical input power by 6 dB
reduces these rates by a factor of 10. The design was however
modified in order to make the chip less susceptible to this
problem: The PLL of the TTCrx now tolerates that an isolated
edge of the input signal is missing. The chip with this
modification was submitted to fabrication in July 2000.

o°
p(60M3V)

22,5°
p(60MaV)

45°
p(60MaV)

0°
p(30MsV)

0°
n(60MeV)

Figure 10: Cross section of "loss of lock" event for proton and
neutron irradiation for different energies and angle.

VI. CONCLUSIONS
In this paper we characterized the TTCrx with respect to

both cumulative and single event radiation effects. It was
shown that cumulative effects change the jitter characteristics
of the circuit due to a change in the frequency response of the
system.

Clock deskewing linearity was affected by both gamma
and neutron beams, where the former lead to a slight decrease
in performance, the latter to a slight improvement. The
degradation was however within reasonable bounds.

Concerning single event effects it was shown that the chip
itself is rather insensitive to SEUs. In addition, the Hamming

check machine successfully corrects occuring errors in the
configuration registers, such that they do not change then-
value for a long time. It must however be taken into account
that during a period of about lms these values can be wrong
(e.g. the clock fine deskewing parameters).

It was found that the biggest problem came from single
event effects on the photodiode making the chip lose lock. A
fix for this problem was incorporated into the final chip
design.
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Abstract
After a brief overview of the CMS EMU electronics

system, results on radiation induced Single Event Effects,
TID and Displacement Effects will be reported. These
results are obtained by irradiating the components on
electronics boards with 63 MeV protons and 1 MeV
neutrons. During the proton irradiation, the electronics
board was fully under power, all components on the board
were active and the data was readout in the same way as
designed for CMS. No deterioration of analog performance
for each the three CMOS ASIC's on the tested board was
observed, up to a dose of 10 kRads. Each of the tested
FPGA's survived beyond the dose of 30 kRads. No Single
Event Latch-up (SEL) was detected for the CMOS ASIC's
up to a proton fluence of 2 x 10'* per cm2. Single Event
Upsets (SEU) in FPGA's were detected and their cross
sections measured. SEU mitigation with triple module
redundancy and voting was implemented and tested.

I. INTRODUCTION

The CMS Endcap Muon (EMU) system [1] uses
Cathode Strip Chambers (CSC's). Each CSC module is
trapezoidal in shape and consists of 6-layers. A CSC layer
is basically a MWPC with one of the two cathode planes
segmented into strips. The CSC modules are arranged to
form vertical disks (called stations) and they are oriented so
that the anode wires are in the azimuthal direction and the
cathode strips are in the radial direction. Charged tracks are
bent by the endcap yoke magnetic field in the azimuthal
direction. The precise measurement of the azimuthal
coordinate of a hit is achieved by interpolation of charges
induced on neighboring cathode strips.

The CSC electronics performs two main functions: 1)
to acquire precise muon position and timing information
for offline analysis; and 2) to generate muon trigger
primitives for the Level-1 trigger system. The electronics
system [2] consists of boards mounted directly on the
chambers as well boards located in VME crates around the
peripheral of the iron disks.

This paper reports the results of radiation tests
performed on the Cathode Front-End Board (CFEB), one of
the on-chamber boards. In section II we briefly describe the
architecture and functions of the CFEB. The expected
radiation environment in the endcap region and our

radiation test plan are discussed in Sections HI and IV.
Results will be given in section V and a short conclusion in
the last section.

n. THE CATHODE FRONT-END BOARD (CFEB)
The CFEB [2] consists of 96 input channels per board.

Each front-end board is designed to read out a section of
the chamber 16 strips wide by 6 layers deep. Figure 1
shows the top side of the CFEB-99 prototype. The main
active components on the board are listed in Table 1.

The input signals from each of the strips are sent into
16-channel amplifier-shaper ASIC's (There are six such
ASIC's on the CFEB, three on the top side and three on the
bottom side of the board). Each input signal is amplified
and shaped into voltage pulses. The output of the shaper is
sampled every 50 ns and held in Switch Capacitor Arrays
(SCA ASIC's) during the Level-1 trigger latency. The SCA
write- and read- addresses are generated by the readout
control FPGA on the CFEB. When trigger conditions are
satisfied, the stored voltage samples are digitised,
multiplexed and sent by cable to the DAQ system.

ADC

Multiplexer-^
(XILINX XCS30XL)

Preamp-shaper
ASIC

SCA ASIC

Comparator
ASIC

Readout
Control
FPGA

(XIUNX XCS30XL)

Fast Control
CPLD

(XILINX XCS536XL)

Figure 1: The CSC Cathode Front-end Board Prototype CFEB-99

Another output of the shaper is connected to the trigger
path whose main component is a Comparator ASIC. The
comparator ASIC locates the centroids of the strip charge
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clusters in each chamber layer to an accuracy of half the
strip width and marks its time. The resulting information is
sent via cable to an off-chamber trigger board for trigger
primitive generation.

Table 1: Active components on the cathode front-end board.

Component Type
Preamp-Shaper (16 ch ASIC)
SCA(16chASIC)
Comparator (16 ch ASIC)
ADC (12 bits, 20 MHz)
Readout Controller FPGA
Multiplexer FPGA
Fast Control CPLD

Number per board
6
6
6
6
1
1
1

in. EMU RADIATION LEVELS

One of the primary requirements for EMU electronics
boards is that they must be able to withstand the LHC
radiation environment. The inner most CSC's (ME1/I
chambers) are subjected to the highest radiation levels. For
electronics located on these chambers, calculated [3]
neutron fluence above 100 KeV is 6x10" cm2 (Figure 2)
and Total Ionisation Dosage (TID) is 1.8 kRad, integrated
over 10 LHC years (5xl0's) at the designed luminosity of
10"cmV. The energy spectrum of the neutrons, shown in
figure 3 for ME1/1, is essentially flat and cuts off at about
1 GeV. The neutron energy spectra for other EMU
chambers have approximately the same shape.
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Figure 2: Neutron Fluence (for 10 LHC year) in CSC station 1.
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Figure 3: Neutron energy spectrum for the inner most CSC.

IV. RADIATION TEST PLAN

Radiation effects on micro-electronics circuits fall into
two categories: cumulative effects and Single Event Effects
(SEE).

Cumulative effects are caused by exposure to both
ionising radiation (TID) and to neutrons (Displacement
damage). TID can affect CMOS as well as bipolar devices
while displacement damage affects only bipolar or
biCMOS devices. Both TID and Displacement damage
degrade the analog performance of the chip. They could
lead to chip failure if the dosages are sufficiently high.

SEE's are caused by nuclear reaction of charged
hadrons and neutrons. Heavy ions produced in a hadronic
reaction can pass through sensitive regions of a chip,
causing destructive or hard errors like Single Event Latch-
ups (SEL) or static errors such as Single Event Upsets
(SEU). An SEL is due to radiation-induced turn-on of
parasitic transistors in a CMOS chip. When latch-up
occurs, the chip symptomatically draws a large current and
it can fail if power is not turned off quickly. An SEU is
due to an upset in the content of a memory cell in the chip.
SEU's can interrupt logic functions of an FPGA, for
example. SEU's are usually recoverable by rewrites or by
recycling the power.

Since the same cathode front-end board will be used for
all the CSC's in the EMU system, all the ASIC's and
COTS (Componets Off-The-Shelf) on the CFEB must be
able to tolerate the worst case neutron fluence and
ionisation dosage mentioned in the previous section. To
take into account the uncertainties in the calculation, the
tolerance of the CFEB will be tested up to three times the
calculated levels.

The goals of the radiation tests are thus the following:

• Measure the cross sections for Single Event Effects
(SEU and SEL). Use the measurements to predict SEE
rates for neutron fluence of 2xlO'2 cm'2.

• Measure the degradation of analog performances of
ASIC's due to TID effects up to a dose of 5-10 kRads.

• Measure degradation of analog performance due to
displacement damage of bipolar or biCMOS devices
for a neutron fluence of 2x 1012 cm"2.

Modelling and calculations done by Huhtinen and Faccio
[4] show that in the LHC radiation environment, SEU's are
caused primarily by high energy (>20 MeV) hadrons. They
also showed that at these energies the SEU cross section is
approximately independent of particle type and energy.
Therefore, our approach, summarized in Table 2, is to test
CMOS devices for SEU, SEL TID effects with a 63 MeV
proton beam (at UC Davis) and test bipolar devices with 1
MeV neutrons from a reactor (at The Ohio State
University).

Table 2: Radiation Test Plan

CMOS devices

Bipolar devices

63 MeV Protons

SEU, SEL, TID

SEU, SEL, TID

1 MeV Neutrons

Displacement
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V. RESULTS

A. Proton Irradiation Tests ofCFEB-99
The tests were carried out using 63 MeV Proton beams

at the UC Davis cyclotron facility. During the irradiation,
the CFEB-99 prototype board is positioned perpendicular
to the proton beam and the beam is collimated to irradiate
only one ASIC or COTS at a time. The beam profile is
approximately flat over the aperture (adjustable up to
50mm x 50mm). The CFEB-99 board is under power and
the test data is read out via an 8 m cable into the DAQ
Motherboard that transmits the data by optical links to a PC
interface board plugged into the PCI bus of a PC. This
readout set up is close to that for the final EMU electronics
system. The test results are summarized below.

1) Preamplifier-shaper ASIC

The preamplifier-shaper (Buckeye) ASIC is a 0.8 urn
CMOS chip with linear capacitors manufactured by AMI.
It was irradiated with a proton fluence of 2.28 x 10'2cm'2

for a total time of about 2 hours. The corresponding TID is
300 kRad. No SEL was observed. There were no shift
register errors. No change in amplifier-shaper noise was
observed from 0-30 kRad (see Figure 4 and Footnote 1).
The gain of the ASIC for each of the 16 channels was
observed to decrease with dose (Figure 5). Self-annealing -
recovery of the amplifier gain when the chip is not under
irradiation - was observed. For a dose of 5 kRads, the
decrease in gain is small. Furthermore, this dosage was
reached in less than 2 minutes during the test, while in
CMS the same dosage would be cumulated over 10 LHC-
years. Therefore with self-annealing, the decrease in gain
is completely negligible in the LHC environment.

2) Switched Capacitor Array (SCA) ASIC

The SCA ASIC is also a 0.8 ^m CMOS chip with linear
capacitors manufactured by AMI. The chip was irradiated
with a total proton fluence of 1.7 x 10'2cm'2 in two runs,
each lasting about an hour. No SEL was observed. There
was negligible change in noise and cell pedestals. During
the irradiation, test input pulses were sampled, stored in the
SCA and then digitised.

Digitized
Pulse peak

(ADC counts)

3380
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Figure 6: Performance of the SCA ASIC versus dose.

Figure 6 shows the digitised pulse peak versus dosage for
each of the 16 channels. The small decrease over dose is
due to the output amplifier gain drop. With self-annealing
this is also not a problem at LHC rates.

3) ADC (Analog Device 9225, 12 bit, 20 MHz)

The ADC was irradiated with a proton fluence of 2.7 x
1012 cm2. No SEL was observed. No degradation of the
ADC performance was observed up to 35 kRad.
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Figure 4: Noise of the Buckeye ASIC versus dose.
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4) Comparator ASIC

The comparator ASIC is manufactured by Alcatel-
Mietec using 0.7 (xm n-well technology. The chip was
irradiated with a proton fluence of 1.1 x 10'2cm"2. No SEL
was observed. The changes in discriminator threshold and
in comparator offsets for each of the 16 channels were
measured as a function of dose, as shown in Figure 7.
These changes are within ± 0.4 mV from 0 - 1 5 kRads, not
large enough to affect the performance of the ASIC.

OUset change Threshold change
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100 200
Dose (Krad)

Figure 5: Gain of the amplifier-shaper ASIC versus dose.

5 10 15
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Figure 7: Changes in discriminator thresholds and comparator
offsets versus radiation dose.
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5) Readout Control FPGA (XLINX Spartan XCS30XL)
The readout controller was irradiated with a total of 9.9

x 10'° cm"2 of protons (TID=13.4 kRads) in two runs. No
SEL was observed. During the irradiation, the SCA
read/write addresses generated by the controller were read
back and checked against predictions. A total of 27 SEU's
were detected. SEU's interrupt the functioning of the
FPGA. Once an SEU occurs, the FPGA must be reloaded
to recover from the error. The above measurement gives an
SEU cross section of 2.7 x 10"'°cm\ Configuration
memory errors were independently measured. We found
that only 6% of the configuration memory errors generate
real SEU's, while 30% of the detected SEU's had no
accompanying configuration memory error.

6) Multiplexer FPGA (XLINX Spartan XCS30XL)

The multiplexer was irradiated with a total of 2.9 x 10"
cm2 of protons (TID=38.1 kRads) in six runs. No SEL
was observed. During the irradiation, a total of 27 SEU's
were detected, corresponding to an SEU cross section of
1.2 x 101° cm2. All SEU's are recoverable by reloading the
FPGA. Additional configuration memory errors are also
observed, but they do not affect the operation of the chip.

7) Fast Control CPLD (XILINX XC9536XL)

The CPLD generates SCA sampling clock as well as
ADC clock. It also provides controls to the multiplexer.
Two CPLD chips were tested. Chip #1 was irradiated with
a proton fluence of 2.8 x 10" cm2 (TID=37.8 kRads) and
chip #2 with fluence of 3.1 x 10" cm"2 (TID=41.3 kRads).
No SEL was observed for either chips. During the
irradiation, a total of 106 SEU's were detected for chip #1
and 117 SEU's were detected for chip #2. The two sets of
data were consistent with each other, yielding an SEU
cross section of 3.8 x 10"'° cm2. All SEU's are recoverable
by reloading the CPLD.

8) LVDS Driver (SN90LV031), Receiver (SN90LV032)
Both are CMOS devices. Each chip was irradiated with

10 kRads of protons. No error was detected.

B. Proton Irradiation Tests ofCFEB-00
The total SEU cross section per board measured for

CFEB-99 is 7.1 x 10'° cm2, corresponding to a worst case
SEU rate of 105 per second (7.1xlO'°cm2 x 2xlO'2 n's cm"2/
5xl07 s) or 1 SEU per CFEB in about 30 hours. This is not
a small rate, since there are over 2000 CFEB's in the whole
detector, about 500 of these are on the ME1/1 chambers.

To reduce the SEU rate per board, a new prototype
CFEB was built (CFEB-00) which uses only one FPGA
(XILINX Virtex XCV50). All the functions previously
performed by the two XILINX Spartan FPGA's and by the
CPLD were consolidated and programmed into the
XILINX Virtex chip on the CFEB-00. For SEU mitigation,
triple module redundancy with voting was implemented for
key functions of the chip. The CFEB-00 was radiation
tested with protons. The results of new components tested
are summarized below.

1) Controller-Multiplexer (XILINX Virtex XCV50)

The chip received a total of 9.9 x 10'° cm2 of protons
(TID=12.5 kRads) in six runs. No SEL was observed.
During the irradiation, total of 16 SEU's were detected,
corresponding to an SEU cross section of 1.7 x 10'° cm2.
All SEU's are recoverable by reloading the FPGA. The
SEU rate per board is a factor of 4.5 lower than that on
CFEB-99. The SEU measurements for the various FPGA's
are summarized in Table 3.

2) ISPROM (XILINX XC1802)

The ISPROM is used on the CFEB to reload FPGA. It
is important to test their radiation tolerance. Two chips
were irradiated. Chip #1 received 1.92x10" p/cm2

(TID=26.1 kRads); chip #2 received 0.84x10" p/cm2 (TID
=11.3 kRads). There were two SEU's observed for chip #1
and 1 SEU observed for chip #2. None of the three errors
were related to the chip memory. During the last 30% of
exposure read back errors were observed on the ISPROM
yet the ISPROM loaded the Virtex FPGA properly and the
FPGA showed no memory errors.

3) Logic Device - AND/OR gates (74HC58)
This CMOS chip was irradiated with 10 kRads of

protons and showed no errors.

Table 3: Measured SEU Cross Sections for various XILINX FPGA's

Device (Function)

XILINX Spartan XCS30XL (Readout Control)

XILINX Spartan XCS30XL (MUX)
XILINX CPLD XC9536XL

XILINX Virtex XCV50 (Readout Control & MUX)

Proton Fluence
(10" cm2)

1.0

2.9

5.9

0.9

Dosage
(kRad)

13.4

38.1
79.1

12.5

Number
of SEU's

27
34

223

16

SEU Xection
(1010cm2)

2.7

1.2
3.8

1.7
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C. Proton Irradiation of Other Components

1) Channel Links

Channel links were radiation tested using a home made
test board. The board consists of a transmitter and a
receiver channel link pair plus an FPGA. Randomly
generated data is shifted through a short cable at 40 MHz.
Comparison of the transmitted and received data is done
inside the FPGA. The transmitter and receiver were each
irradiated with 1.48 x 1012 protons per cm2 (TID=200
kRads). There were 277 SEU's for the receiver and 1023
SEU's for the transmitter. The SEU's correspond to bit
errors in the data. Extrapolate to 10 LHC year operation,
the radiation induced bit errors in the data is a negligible
fraction of the total data bits transmitted.

2) CMOS Output Current OpAmp (AD8591)

This is a CMOS device. It is used to generate +2.5 V for
the Virtex chip. The chip showed no degradation after
receiving 10 kRads of proton irradiation.

3) Other Miscellaneous Components

The following COTS were each irradiated with 10
kRads of protons. No degradation of their performances
were observed.

• CMOS Buffer (IDT74ALT16244)

• Silicon Delay Chips

• Bus Multiplexer (IDT74ALV162268)

D. Neutron Irradiation of Bipolar Devices
The bipolar chips used on the CFEB are voltage

regulators, voltage references, current Feedback OpAmps,
and diode arrays. These components must be tested for
tolerance to displacement damage from low energy
neutrons. Tests were done at The Ohio State nuclear reactor
with 1 MeV neutrons. Special boards were made to test
samples of each of the components. They were each
irradiated with a fluence of 2 x 10ia neutrons per cm2.
During irradiation, the components were not under power.
The functions of the components were checked after they
were irradiated. The devices that pass the tests are listed
below.

• Adj ustable voltage regulator: LM 111 7-adj
• Voltage reference (2.5V, 5mA): LM4120-2.5
• Voltage reference (1.8V, 5mA) : LM4120-1.8
• Shunt voltage refernce : LM4041
• Diode array (reverse-biased): SDA321
• Current Feedback OpAmp: AD8011
• Thermisters

VI. CONCLUSIONS

The cathode front-end board to be used for CMS
endcap muon system has been tested for tolerance to 63
MeV protons as well as to 1 MeV neutrons. No

deterioration of analog performances for each the three
CMOS ASIC's and other CMOS COTS on the CFEB was
observed for TID up to 10 kRads. All tested FPGA's
survived beyond TID of 30 kRads. No SEL was detected
for each of the three ASIC's up to 2 x 1012 protons per cm2.
Bipolar devices tolerant to 1 MeV neutron radiation up to
2xlO'2 per cm2 were identified.

The only adverse effects found on the CFEB were
SEU's. They occur in the commercially available FPGA's
and Channel links. SEU's in Channel Links are not serious
problems as they only cause rare data bit errors. However,
SEU's induced in FPGA's interrupt their operation. Once
an SEU occurs, the FPGA must be reloaded to recover
from the error. We measured SEU cross sections for several
XILINX FPGA's using 63 MeV protons. The SEU rate per
CFEB is reduced significantly by using a single XILINX
Virtex FPGA per board implemented with triple module
redundancy voting. To recover from radiation induced
SEU's in CMS, we plan to periodically reload the FPGA's
on all the CFEB's. Based on our SEU cross section
measurement, the reloading frequency is estimated to be
about once every 20 minutes at peak LHC luminosity.
Since the reloading takes only 5 ms, the resulting deadtime
is negligible.

We conclude that the CFEB as currently designed is
tolerant to the predicted radiation environment in the
Endcap Muon region of CMS.
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Vin. FOOTNOTES

1. During the proton irradiation test, the CFEB could not
be properly grounded and shield. When the CFEB is
properly mounted on a CSC and shielded, the noise
level is about 1.25 mV instead of the 3 mV shown
here.
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Abstract
The Coincidence Matrix ASIC is the central part of the

ATLAS level-1 muon trigger in the barrel region; it performs
the trigger algorithm and data read-out. The ASIC will be
mounted on dedicated boards on the Resistive Plate Chamber
detectors. The chosen technology has to guarantee complete
functionality in the ATLAS RPC radiation environment.
Radiation tests have to satisfy the radiation tolerance criteria
proposed by the ATLAS Policy on Radiation Tolerant
Electronics. The ATLAS standard test methods has to be
followed in order to guarantee both total dose and single event
effects tolerance.

A frequency multiplier ASIC was used for technology
evaluation and radiation tests. The chip is a low jitter
programmable clock multiplier, realised in 0.25 urn CMOS
technology. This frequency multiplier is intended to be used
in the Coincidence Matrix ASIC as a macro, to perform the
internal clock frequency multiplication. Radiation test results
will be presented.

I. INTRODUCTION

The Coincidence Matrix ASIC (CMA) performs the
ATLAS barrel level-1 muon trigger algorithm and Resistive
Plate Chambers data read-out. -4000 CMA will be mounted
on dedicated boards on the RPC detectors. The CMA chip
executes the timing and digital shaping of the signals coming
from the RPC doublets, the high PT and low PT trigger
algorithm, the data storage during level-1 latency, the trigger
and data read-out generation, the storage of read-out data in
derandomizing memory and the serialisation of read-out data
[1] [2]. Figure 1 shows the trigger algorithm basic scheme.

The CMA is required to tag incoming hits with a time
resolution greater then the bunch crossing period, and has an
internal pipeline working at 320 MHz for this purpose. An
internal clock multiplier is so required to perform frequency
multiplication of the external 40 MHz clock.

The Fujitsu ULPM2 is a low jitter programmable clock
multiplier, realised in 0.25 um CMOS technology with triple
well. A delay locked loop (DLL) provides the chip clock
output, within a range between 40 MHz and 400 MHz. The
multiplying factor is programmable between 2 and 32. Power
supply is 2.5 V. The ULPM2 chip has been chosen as a

candidate for the CMA internal clock multiplier, and it is
intended to be used as a macro in the CMA chip, to perform
the 8x40 MHz internal frequency multiplication.

RPC 3 low pL high a
RPC 2 (pivot) y

5 10 15m

Figure 1: The high PT and low PT trigger scheme

Fujitsu released the macro for testing in a 120-pin QFP
plastic package. The tests were intended to be useful for
evaluating the Fujitsu technology, the radiation tolerance of
the process, and the ULPM2 frequency multiplier
functionality, so as to decide if the Fujitsu technology and the
ULPM2 could both be used for the CMA chip. In order to test
radiation tolerance of this deep submicron process, tests were
repeated after gamma and proton irradiation. The technology
has to guarantee complete functionality in the ATLAS RPC
radiation environment.

II. ULPM2 TEST

A test board for the ULPM2 chip has been developed in
Rome INFN lab. The ULPM2 input clock can be connected to
an external generator or to a on board oscillator. A few
switches select the macro control signals and initialisation
registers. A special output signal is provided in the chip to
monitor the status of the ULPM2 DLL lock.

A. Functionality test
The macro clock input has been connected to an external

pulse generator, in order to monitor the output clock as a
function of-the input one. Clock functional range has been
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first tested. The output clock working range, for all possible
multiplying factors, has been verified. In order to monitor the
DLL lock status, the ULPM2 lock signal has been connected
to a transformer/shaper and then to a pulse counter. The chip
has shown a correct functionality, in accord with the Fujitsu
ULPM2 datasheet values [3]. Maximum measured output
clock jitter is 25 ps RMS, 170 ps P-P.

In order to evaluate the frequency multiplier linearity,
output clock has been monitored for different values of the
input clock, in steps of 2 MHz, for a fixed multiplication
factor equal to 8. The measured integral and differential non-
linearity is less then 6%o. ULPM2 output frequency standard
deviation has been measured. RMS output frequency standard
deviation is less then 5%o the input frquency. No appreciable
difference has been observed between different tested chips.

B. Total Ionising Dose test
For this test, the ATLAS TID standard test method has

been followed [4]. Two chips have been tested. The ULPM2
chip has been irradiated with a Cobalt 60 y source. The
Gammacell 220 High Dose Rate Research Irradiator has been
used (facility from Istituto Superiore di Sanita, Rome). Dose
rate during irradiation has been 481 Rad/minute.

The ULPM2 chip has been irradiated up to a total dose of
-300 kRad. Chip functionality, output clock jitter, frequency
and amplitude has remained unchanged during irradiation.
Differential and integral non-linearity has been measured after
irradiation. Figure 2 and Figure 3 show differential and
integral non-linearity before and after irradiation. DNL and
INL measured values has not changed appreciably after
irradiation. Power consumption has been monitored during
irradiation, showing a final increase of -25%, as can be seen
in Figure 4. Annealing measurements have been done, for
simulating low dose effects. Measurements were done during
ten days at room temperature, and then during ten days at 80
°C. During annealing, the macro showed a correct
functionality. After ten days at room temperature, power
consumption was still 14% more than the one before
irradiation (see Figure 5). Then, after ten days at 80 °C, power
consumption decreased down to 8% the original value (ten
weeks at 80 °C are requested for coming back at original
values).

The radiation tolerance criteria proposed in the ATLAS
TID test method for the RPC is

RTQ,, = SRL,id • SFsim • SFldr • SF,ot • lOy

where:

SRLdd = 3.0 • 10'' Gy/y (RPC worst location);

SFsira = 3.5 (safety factor for simulation inaccuracies);

SF|dr = 1 (safety factor for low dose rate effects);

SF|O, = 4 (safety factor for different lot);

lOy = ten years of LHC working operation.

Using these values we obtain RTCud = 4.2 kRad, which is
-70 times less then the maximum total dose taken by the chip

during TID test. The calculated RTCtid clearly shows that TID
is not a problem in the RPC radiation environment.

X

Q

000

500

0

-500

ono

K

*

/ V

(

5 10 15

Input frequency step

20

Figure 2. Differential non-linearity before and after irradiation
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Figure 5: ULPM2 power consumption during annealing

C. Single Event Effects test
For this kind of test the ATLAS SEE standard test method

was followed.

Irradl proton facility at CERN Proton Synchrotron (PS)
was used. The proton beam forms a spot of (2x2) cm2, and has
an energy equal to 24 GeV. The proton flux at the centre of
the beam is (2-̂ -9) • 109 c tn 'V. In order to have a reduced
particle flux on the electronics to be tested, it is possible to
place the test board outside the beam centre. In this case the
total particle flux contribution comes from back-scattering
particles and from the 24 GeV proton beam halo. Figure 6
shows Irradl back-scattering energy spectrum (values from
FLUKA simulation). As can be seen from the histogram, the
energy of the back-scattered particles is high enough to
generate SEE in the irradiated chip.

The ULPM2 chip has been placed 10 cm far from beam
centre, in order to have on the chip ~ 1 % of the maximum flux
during irradiation. With this reduced error rate a more easy
error monitor and control is possible. Total irradiation time
has been 6 hours, obtaining a total fluency on the ASIC equal
to 1.38 • 10'2 h/cm2 (1.68 • 1014 h/cm2 at beam centre). No
hard or destructive errors have been detected. Only soft SEU
have been detected, coming from ULPM2 DLL loss of lock.
The DLL has been able to recover the lock within 4 clock
periods (100 ns), and so no reset has been necessary during
irradiation. Figure 7 shows the measured error time
distribution histogram.

Assuming that the effective cross-section for protons is
constant up to 24 GeV [5], the number of foreseen errors in
the ATLAS RPC radiation environment can be calculated
with the following formula:

soft SEUf = (soft SEUm/ ARL) • (SRLsee/ 5 • 107s) • SFsinl

where

• soft SEUr: foreseen rate of soft SEU in a given ATLAS
location [soft SEU/s];

• soft SEUm: total number of soft SEU measured during
proton irradiation;

• ARL: Applied Radiation Level (integrated flux of 60+200
MeV proton applied) [h/cm2];

• SRLsee: integrated flux of hadrons with energy > 20 MeV in
10 years [h/cm2];

• 5 • 107s: integrated beam time expected in 10 years of LHC
operation;

• SFsim: safety factor representing SRLsee inaccuracies.
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Figure 6: Irradl proton back-scattering energy spectrum
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Figure 7: Number of measured SEU during 280 min. of irradiation

Using the formula we obtain:

soft SEUf = 5.6 • 10"8 soft SEU/s = 4.8 • 10"3 soft SEU/day.

With this value we can calculate the foreseen dead time
induced in the Coincidence Matrix ASIC by the ULPM2 soft
SEU errors. Assuming to perform a CMA reset every fixed
reset period, we define CMA dead time as the time interval
between a soft SEU occur in the ULPM2 and the next CMA
reset (see Figure 8). Assuming an exponential distribution for
the time between two soft errors, the induced CMA dead time
will be:

where:

TD = dead time;

TR = trigger reset period;

X= soft SEU rate = 5.6-
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Figure 8: CMA dead time

We are so able to calculate the CMA dead time percentage
as a function of the reset time. Figure 9 shows that dead time
percentage values are acceptable for our purposes.
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Figure 9: Dead time percentage vs. reset period

III. CONCLUSIONS

Fujitsu technology evaluation, using the ULPM2 clock
multiplier has been successful.

Total Ionising Dose test, following the ATLAS standard
test method, has shown that the 0.25 um CMOS technology is
radiation tolerant enough for our purposes. Power
consumption increase, due to the total dose, in negligible for
the foreseen radiation values in the RFC region.

Single Event Effect test has shown that this technology is
not sensitive to destructive SEE, such as Single Event
Latchup or Single Event Burnout. Only soft SEU were
detected, coming from the ULPM2 DLL loss of lock. The
dead time introduced in the CMA from this kind of errors is
acceptable. Anyway, in order to keep low the CMA error rate,
redundancy to SEU will be introduced in the CMA main
control logic.
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Abstract
Neutron irradiation tests of the available electronics

for the CMS barrel muon detector were performed using
thermal and fast neutrons. The Single Event Upset rates
on static RAMs were measured, while upper limits are
derived for devices having experienced no failure. The
results are used to guess the mean time between failures
in the whole barrel muon detector.

I. INTRODUCTION

The LHC detectors will be working inside the highest
radiation field ever experienced in high energy physics.
Several studies were done in order to check the radiation
tolerance of the detector itself and investigations were
done in order to assess the tolerance of electronics.

The barrel muon chambers are a particular case within
the general scenario. The radiation dose absorbed after
ten years of operation at LHC is negligible (less than
0.2Gy). The expected neutron fluence is not high enough
to generate a relevant bulk damage (less than
2.5 x 1010n/cm2), nevertheless detector electronics could
still be disturbed or even damaged because of Single
Event Effects (SEE). Besides it will not be accessible,
since most of it is located within the cavern, lodged on the
chambers.

We expect therefore that most of the reliability of
these electronics will be associated to the probability of
occurrence of these rare Single Event Effects induced by
the interaction of the ionizing particles with the silicon.

II. NEUTRON BACKGROUND EXPECTATIONS

Muon chambers are shielded by the iron yoke against
the effects of charged low energy particles, and the
background particle flux will be dominated by neutrons
thermalizing within the cavern. Neutrons are produced all
around inside the cavern by beam halo interactions with
magnets on the LHC beam line and the detector itself.

Extensive simulation studies [1] were done to estimate
the rate of background particles at all positions inside
CMS. Some results of the simulation are shown in
Figure 1, where the energy spectra of neutrons at different
positions in the detector are reported. Although the

Montecarlo calculations for low energy neutrons are
usually affected by large errors, we have an indication of
the expected neutron rate. We see that the neutron
background is linearly decreasing with energy and is
naturally ending around 100 MeV in the outermost station
and at few hundred MeV in the innermost one, that is
suffering from high energy neutrons flooding through the
CMS calorimeters and coil. The fast and thermal neutron
fluence are expected to be each one around 500 n cm'V1.

10"° 1 0 ' 1<T 10'

Figure 1: Expected neutron fluence through the innermost
(MB 1) and the outermost (MB4) muon barrel stations.

III. SINGLE EVENT EFFECTS
PHENOMENOLOGY

The Single Event Effects are associated to individual
ionizing particles and their occurrence is given as a cross
section that provides the probability that a particle hitting
a squared centimetre of a silicon device produces a SEE.

The most likely effect is called Single Event Upset
(SEU) and affects all kinds of memory devices (SRAM,
DRAM and FLASH memories, microprocessors and
DSPs, FPGAs and logic programmable state machines,
etc.). It is detected as a modification of the memory state
and is usually recoverable by data rewriting. Memory
upset is caused by the deposition, inside a device sensitive
node, of a charge higher than a given threshold. This
charge value is dependent on both technology and device
layout [2]. Even system architecture plays a relevant role
in SEU sensitivity: critical data can be protected either
using less sensitive technologies or implementing
redundant logic. Occasionally the energy deposition
associated to the interacting particle can be the cause of a
latch-up (SEL) or a gate rupture (SEGR) or even a device
burnout (SEBO) [3]: these effects could be destructive
and generally cannot be recovered. Both SEL and SEBO
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effects can be reduced by system architecture design. As a
matter of fact, while the permanent damage associated to
SEL can be eliminated using power supply and input-
output overcurrent protection circuitry, the power device
burnout probability can be reduced to a safety level
limiting the operating voltage to a fraction of the
breakdown value.

All the measurements done until now confirm that the
SEU cross section is depending both on the technology
used for integrated circuits production and on the
processing chain actually used in the factory. The
associated technological parameters are usually not well
controlled since two orders of magnitude in the quoted
results are a typical variation.

Very recent tests [4] proved that thermal neutrons are
causing SEU. The responsible mechanism could be
neutron capture from the 10B isotope (19.9% of natural
boron), normally present in semiconductor technologies
as a dopant and in the glass passivation layer, followed by
nucleus de-excitation with a-particle emission through
the reaction 10B(n,a)7Li. Both the lithium nucleus and the
a-particle release locally enough energy to cause the
memory cell change of state [4,5].

Fast neutrons interact with 28Si atoms producing
relevant recoil energy already at neutron energy around
0.1 MeV, but only neutrons with an incident energy
higher than 3 MeV should contribute to the SEU cross
section: the relevant reactions are in fact 28Si(n,p)28Al
with a 4 MeV threshold and 28Si(n,a)25Mg with a
2.7 MeV threshold [5]. Published results claim that SEU
cross section has an energy threshold and is slowly
increasing with energy up to a saturation value at
100 MeV neutrons energy [6],

In this scenario, the whole existing literature agrees
that, if the neutron background is going to be a problem,
the existing data cannot be used directly to estimate SEU
probability of a device, unless you can tolerate large
safety margins. It is therefore recommended to get oneself
own measurements done .

IV. MEASUREMENTS SETUP

CMS barrel muon detector electronics will deal with a
wide spectrum of neutron energies. Our irradiation tests
aim to evaluate effects due to the fast neutrons below
100 MeV or the thermal portion of the neutron spectrum.

Low energy neutrons are copiously produced in the
nuclear laboratories by scattering of proton or deuteron
nuclei accelerators on low atomic mass nuclei targets.

The Van de Graaff accelerator at INFN laboratory of
Legnaro (LNL) produces neutrons through the reaction
9Be(d,n)I0B, with a maximum deuteron energy of 7 MeV.
The neutron rate is high enough to allow an easy
integration of ten LHC years in a short time. The emitted
neutron spectrum [7] is shown in Figure 2a for several

incident deuteron energies. The emitted neutron spectra
high-end is limited to about ED = 1 lMeV.
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Figure 2: Neutron energy spectra (a) at LNL and (b) at UCL

The UCL laboratory provides a facility for a wide
neutron spectrum using the reaction 9Be(p,n)9B, with a
maximum incident proton energy of 65 MeV optionally
cleaning the neutrons with a polyethylene/iron filter. The
spectrum in our test setup is shown in Figure 2b: the
neutron energy is roughly flat in the range 20-60 MeV.

Thermal neutrons were generated at LNL using the
deuteron beam. The moderator [8] is sketched in Figure 3.
The Beryllium target is enclosed in an heavy water tank
surrounded by very thick graphite walls. The fast
neutrons produced in the d-Be scattering are therefore
moderated by the heavy water and reflected from the
graphite, thermalizing and remaining inside the graphite.
The irradiation cavity is situated on top of the heavy
water tank in backward position with respect to the
beryllium target in order to minimize the residual fast
neutron content.

Irradiation cavity

Beryllium target

Figure 3: Sketch of the neutron moderator.

The devices ready to be tested were the first prototype
of the slow control board, the readout front-end board and
a prototype trigger board. The list of relevant integrated
circuits is shown in Table 1: in particular three control
boards were tested.

Device registers were initialized to a standard pattern,
verified by the readout system with a two seconds cycle.
Every time an alteration of the memory state was
detected, the time, the integrated current on the target, the
address and the datum were stored for data analysis.
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Table 1: List of tested components with relevant
characteristics of each device.

Device

Low Drop

Regulator

/JP

FLASH
SRAM
EPROM
Optical
transceiver
ASIC TSS
ASIC BTI
ASIC MAD

Productor/Type/Year

MICREL/29501-3.3BU/1997

MOTOROLA/MC68HC16/1994

ATMEL/AT29C101A-12PC/1996
SONY/CXK581000AM-70LL/1993
ATMEL/AT27C512R-15 JC/1995
HONEYWELL/HFM2600-1 /1998

ES2 0.7 nm 1TOP5 ceramic package/1997
ATMEL 0.5 ^m/LTCC substrate & in dies /1997
AMS 0.8 /zm/BiCMOS/1997

V. SEU CROSS SECTION EVALUATION

The tests aimed to the observation of Single Event
Upsets due to thermal or fast neutrons and to the
determination of the SEU cross section for every device.
The existence of thresholds and its dependence on
neutron energy was investigated as well as the uniformity
of behaviour among different pieces of the same device.

A. Thermal neutrons
The boards were irradiated with thermal neutrons on

four data taking periods. Since the neutron flux inside the
graphite is modified by the inserted boards, we had to get
the actual neutron flux measuring the activation of Indium
and Cadmium-Indium (to get non thermal contribution)
targets placed just in front of the integrated circuits.

After a total rate of ~7xlO10 n/cm2 the only device
experiencing SEU was one of the SRAMs. Figure 4
shows the plot of the SEU numbers versus the integrated
neutron flux for all the test periods. The fact that the
results are sitting on a line is an indication that there are
no total dose effects, i.e. no saturation due to device
degradation. The slope of the average line fitted in this
plot is a measurement of the SEU cross section of the
device. Results are collected and summarized in Table 3.
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Figure 4: SEU progressive number versus integrated neutron
flux in the thermal neutron run.

B. Threshold search
As we already stressed there is some evidence that an

energy threshold on fast neutrons induced SEU cross
section is existing. The known physics processes indicate
that this threshold should be in the few MeV region. As
evidenced by the energy spectra of Figure 2a, the
neutrons produced in the 9Be(d,n)I0B reaction were not
monochromatic. Measurements with the thick Beryllium
targets using different incident deuteron energy are
nonetheless useful to give an indication of the existence
of a threshold, since the fraction of neutrons with
E,, > lMeV in the production spectra is largely modified
as a function of the beam energy.
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Figure 5: Uncorrected SEU cross section evaluation on
SRAM # 1 as a function of the incident deuteron energy.

The SEU cross section as a function of the incident
deuteron energy evaluated considering an equal
contribution from all neutrons produced is shown in
Figure 5. Its behaviour is consistent with the existence of
a threshold around 3 MeV, as loosely determined folding
this distribution with the spectra of Figure 2a. This result
agrees with the opening thresholds of the 28Si(n,p)28Al
and 28Si(n,a)25Mg reactions in addition to the neutron
elastic scattering on silicon.

C. Fast neutrons at En < 11 MeV
A complete test was done only at Ed = 6.5 Mev

integrating a total rate of ~1012 n/cm2.

We used the MCNP Montecarlo code to determine the
neutrons flux expected through our devices with a careful
description of the test area in order to account for
neutrons scattering on the walls, the floor and on the
relevant devices inside the measurement area.

As expected after the thermal neutron test, we had a
large number of SEU from SRAM#1. The SEU number at
Ed = 6.5MeV is shown as a function of time in Figure 6.

With fast neutrons we could observe also SEU on
SRAM#2. Although this RAM is of the same type and
production lot, we obtained a SEU cross section two
orders of magnitude lower than SRAM#1 (4 SEU after
1.52xlO12 n/cm2 against 135 SEU after 0.75xl012 n/cm2).
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Figure 6: SEU progressive number on SRAM # 1 versus
integrated neutron flux at Ed = 6.5 MeV

Thus we experienced the effect reported in the
existing literature of big variations for the same device.

Results are collected in Table 3 assuming that only
neutrons with E,, > 3 MeV contribute to the cross section.

D. Fast neutrons at 10 <En<70 MeV

Another effect reported in literature is the dependence
of SEU cross section on neutron energy. The data taken
during the LNL test were limited to energies barely
exceeding the threshold and more than one order of
magnitude lower than the expected maximum neutron
energy at LHC. We completed this preliminary
investigation testing the devices at UCL using a 65 MeV
proton beam incident on a beryllium target. The
integrated neutron flux was again ~1012 n/cm2. Globally
we tested 6 SRAM of the same type and lot: results are
compared in Table 2.

Looking at the table we see that we have variation up
to two orders of magnitude for the SEU cross section of
the SEU cross section depending on the piece we
irradiated. Instead considering the same piece we found
an increase of the cross section of a factor -20 with
deuteron energy and therefore a clear important
dependence on neutron energy.

While none of the other devices underwent SEU on
the lowest energy run, at UCL we registered few of them
on the 1 kbyte microprocessor internal RAM. The cross
sections were 3.85xlOu cm2 and 1.25x10" cm2 for the
two tested pieces. Comparing the fault probability per bit
of the SRAM and the microprocessor (128 kbytes versus
1 kbyte) we find that the latter is of the same order of the

worst RAM ( ~10'15 cm2/bit).

E. SEU uniformity verification
It is interesting to check if there are more sensitive

positions inside the SRAM, or if the probability of a SEU
happening inside the chip is equally distributed: we
verified that the addresses were different and we found no
preferred bit flipping within the statistics precision.

Another interesting check is the verification if the bit
change from High ->• Low was more probable than the
one from Low -> High. Figure 7, taken from a thermal
neutron run, supports the understanding of an
homogeneity of the SEU cross section.
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Figure 7: SEU on SRAM # 1 divided by type of bit
modification

VI. SEE ON MUON FRONT-END

The readout front-end electronics is composed by a
charge integrator and a variable threshold discriminator.
Since the front-end circuit is a charge sensitive device, the
associated SEE is the detection of energy deposition
inside the circuit simulating a pulse over threshold.

Two prototypes were tested both on thermal and fast
neutrons. Since access to the boards was easy we
modified the threshold settings in order to verify that SEE
cross section was depending on the actual threshold.

Figure 8 reports the SEE cross section in the threshold
scan run for fast neutrons. In this case the quoted SEE
cross section assumes that all neutrons in the spectrum
have the same probability to induce a SEE. The
systematic errors cannot be estimated, but the result is
well below the input noise expected from interactions
inside the gas volume. Hence we can state that we don't

Table 2: Comparison of SEU cross sections for SRAMs of same type and lot in different test
conditions explained in the text. Errors (about 50%) are not included for sake of clarity.

SEU cross section (cm2) on SRAM

Thermal

LNL

UCL

#1

1.13X10"09

7.03x10"10

1.03xl003

#2

<1.38xl0-'°

4.28X10'12

8.99x10"

#3

-

6.28x10-"

-

#4

-

4.41xlO12

-

#5

-

-

1.50x10-'°

#6

-

-

1.70x10-'°
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expect problems with noise induced from SEE on the
front end readout electronics.

aoos-09

7OJE-09

6008-09

SOOB-09

400H-09

30OB-O9

2.D3B-09

I.00B-O9

OME'tX

Threihold(mV)

Figure 8: SEE on front end device as a function of discriminator

VII. RESULTS SUMMARY

Results of the various tests are collected in Table 3
considering only the worst result for each device. We
quote a 90% confidence level upper limit of the SEU
cross section for all the devices which experienced no
failure. The error in the SRAM SEU cross section is the
squared sum of statistical and systematical error. The
latter one is due to the uncertainty of the total neutron
flux and is dominating our calculation.

The Mean Time Between Failures is computed for the
whole barrel muon detector, considering the number of
pieces of each chip used in the electronics layout. We
considered 50000 BTI chips and few hundred pieces of
the other devices, using the neutron flux expected from
Montecarlo for each of the energy ranges we used. The
poor result for the BTI in the thermal run is due to the
large number of pieces, but the quite comfortable result of
the other tests suggests that no problem should arise.

VIII. RADIATION DAMAGE VERIFICATION

After the whole bunch of tests, each device was
irradiated with more than 2xlO12 n/cm2, equivalent to the

expected flux after much more than ten years of operation
at LHC. We therefore verified the status of each device
after irradiation to see if the neutrons had produced any
permanent damage. The only device showing a
deterioration was the Trigger Server ASIC (TSS), which
after ~1012 n/cm2 was drawing a standby current increased
by 10% with respect to the same current before the tests.
The technology used for this device is old and it will be
redone in the same 0.5 /tm technology of the BTI chip.
Besides none of the devices underwent a destructive SEE.

IX. CONCLUSIONS

We measured neutron induced SEE both in the fast
energy region below 70 MeV and in the thermal energy
region and gave a first measurement of SEU cross section
or derived upper limits for some devices to be used in the
muon barrel electronics. Some evidence of a threshold
and energy dependence of the cross section was found.
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Table 3: SEU cross section and expected mean lime between failures in the whole CMS muon barrel detector due to neutrons of
different energy. We considered 500 n/cm2 of thermal neutrons, 20 n/cm2 with 3<En<10 MeV and 30 n/cm2 with En>10 MeV .

Device

LDreg

FLASH

SRAM

EPROM

Optolink

ASIC TSS

ASIC BTI

SEU cross section (cm2)

Thermal

< 1.38x10'°

< 1.38x10-'°

< 1.38x10'°

(1.13±0.2)xl0'

< 1.38x10'°

< 1.38x10'°

<2.68xlO-'°

<1.75xl010

LNL

< 1.40x10"

< 1.40x10-"

< 1.46xlO12

(7.O3±3.7)xlO-10

< 1.61x10"

< 1.43x10""

< 9.46x1012

< 1.31x10"

UCL

< l.OOxlO'2

(3.85±2.3)xl0"

< l.OOxlO12

(1.03±0.6)xl08

< l.OOxlO-12

< l.OOxlO-'2

< l.OOxlO-12

Mean Time Between Failures (hours)

Thermal

<64

<385

<385

23.5

<385

<385

<33

<1.5

LNL

<15587

< 95340

<91101

1263

<83043

<93231

< 32225

<507

UCL

<147892

23088

< 474734

23

< 474734

< 474734

<4436
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Abstract
The sensitivity to SEU (Single Event Upset) is

presented for a rad-hard 80Mbit/s receiver developed for
the CMS Tracker digital optical link. Bit Error Rate
(BER) measurements were made while irradiating with
protons and neutrons, using different beam energies,
various incident angles, and a wide range of optical
power levels in the link.

As expected the photodiode is the most sensitive
element to SEU. The fake signal induced by direct
ionisation dominates the bit-error cross-section for
protons incident on the photodiode at large angles and
low levels of optical power. Comparison of the neutron
and proton bit-error cross-sections demonstrate that
nuclear interactions contribute significantly to the proton
induced SEU errors, particularly at higher levels of
optical power.

I. INTRODUCTION
The CMS Tracker timing, trigger and slow control

system[l] will use approximately 1000 digital optical
links transmitting binary data at 80Mbit/s. Over a
lifetime of 10 years, devices inside the CMS tracker will
be exposed to more than 10'4particles/cm2 and to ionising
doses of the order of 100kGy[2]. The optical receivers
inside the CMS tracker therefore have to be radiation
resistant.

Previous studies have demonstrated the radiation
hardness of InGaAs/InP photodiodes for this
application[3j. In addition, the receiver chip is an
ASIC[4] developed using a 0.25(a.m commercial CMOS
process employing radiation tolerant layout practices [5],
also achieving the required radiation tolerance[6].
Although both the photodiode and the ASIC satisfy the
radiation hardness requirements, in terms of total
ionising dose and particle fluence, no SEU test had yet
been made on the receiver.

In the CMS radiation environment, errors can be
introduced in the transmission of either the clock or the
data along the slow control transmission lines. Though
the error mechanism is not identical to a bit upset in a
digital circuit, we will refer to it as SEU since its net
effect is the corruption of one bit of digital information.
The impact of these errors on the CMS Tracker system

depends on their frequency: it is therefore important to
measure the SEU sensitivity of the optical receiver.

The optical receiver is shown schematically in Figure
1. The circuit features an Automatic Gain Control
(AGC) loop, allowing detection of input signals over a
wide dynamic range (-20dBm to -3dBm according to the
circuit specifications[l,4]) with minimum noise. The
AGC provides compensation for any radiation-induced
drop in quantum efficiency of the PIN photodiode, or
attenuation in the optical signal due to losses at the
various fibre connections. A second feedback loop
compensates for photodiode leakage current (up to
100|iA), and the circuit outputs an LVDS signal.

Figure 1: Schematic view of the optical receiver, which
includes the PIN diode and the receiver ASIC.

Similar previous studies by Marshall and co-
workers[7,8] showed that SEU in digital optical links
under proton radiation was caused by (direct) ionisation
in the photodiode. In our system the photodiode is again
expected to be the most sensitive element in terms of
SEU. This is due to its relatively large sensitive volume
for charge collection. Bit-errors can generally occur
during reception of a '0' input signal, if an incident
particle deposits enough energy to generate a current
greater than half the amplitude of the input signal
modulation.

In the present study, the use of both proton and
neutron irradiation allows the SEU contributions to the
bit-error-rate (BER) from both direct ionisation and
secondary ionisation (through nuclear scattering) to be
clearly distinguished. In operating environments where
incident particles can arrive from many directions, and
under particular operating conditions, both of these
mechanisms can be significant causes of SEU.

' corresponding author e-mail: Federico.Faccio@cern.ch
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II. EXPERIMENTAL DETAILS
The BER of the circuit was measured using the setup

shown in Figure 2. The optical power was modulated at
80Mbit/s with 3.2mW amplitude emitted from a 1.3|am
wavelength InGaAsP laser. The photodiode was a
Fermionics type FD8OS-8F InGaAs/InP detector with
80jj,m diameter and approximately 2\im thick active
InGaAs layer on an InP substrate. Using a variable
optical attenuator, different power levels into the
receiver could be selected. Transmission errors were
detected using a commercial bit-error-rate tester. The
bit-error cross-section, defined as the ratio between the
number of errors and the incident particle fluence, was
calculated for each exposure.

incident radiation

BlOnmlaser
transmitter

output
signal

Optical
attenuator

!

Optical
powermeter

V. J
single-mode
optical fibre

input
bit-error-rate tester signal

p-i-n receiver

Figure 2: Setup used to measure the bit-error-rate in the
laboratory and during proton and neutron irradiation.

The first measurements were made at CERN under
relatively noise-free laboratory conditions. The circuit
performed well within the nominal specifications of
BER<10"12[l] for optical power greater than -20dBm
(10uW).

The BER measurement was then repeated whilst the
photodiode and receiver chip were exposed together to
protons (59MeV), followed by neutrons (32MeV and
then 62MeV). The irradiation tests were made at the
CYCLONE facility in Louvain-la-Neuve[9]. The proton
and neutron beams were generated as pulses at a rate of
18.3MHz, with each pulse being approximately 7ns in
duration. The proton beam was monoenergetic with a
flux of l-4-10*cm'2s''. The neutron beam was 50%
monoenergetic[9], such that half the particles were
within ±2 MeV of the nominal value and the remainder
had energies distributed almost uniformly over lower
energies down to 2MeV. The neutron flux was
l.O-lOWY1 at an energy of 62MeV and 5.5-10scmV at
32MeV. Under these experimental conditions the cross-
section was not sensitive to the detailed time-structure of
the beam or the different fluxes used.

The sequence of tests made under different conditions
of irradiation (particle type and incident angle), and
ranges of optical power levels, are outlined in Table 1.
In order to be consistent with earlier studies[7,8] a beam
angle of 90c corresponds to particles incident in the
direction parallel to the diameter of the photodiode, with
0° being orthogonal to the diameter. This convention is
illustrated in Figure 3.

InGaAs PIN diode

sensitive region

90 deg 45 deg 20 deg

Beam

Figure 3: Sensitive region of the InGaAs photodiode, and its
orientation to the beam during the experiment.

Table 1: Summary of the BER measurements made at the CRC facility.

Particle type and flux

59MeV protons, l-4-108cmV

62MeV neutrons, LO-lO'cmV

32MeV neutrons, 5.010scmV

Test sequence

control BER measurement (beam off)
90° angle, Pop,=-20dBm, chip shielded
90° angle, Pop=-20dBm, photodiode shielded
90° angle, -30dBm< Pop, <-10dBm
45° angle, -30dBm< Popl <-10dBm
20° angle, -30dBm< Popl <-13dBm
80° angle, -30dBm< Pop, <-13dBm

control BER measurement
90° angle, P1)p=-20dBm
45° angle, Popl=-20dBm

90° angle, -28dBm< Pop, <-20dBm
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III. RESULTS AND DISCUSSION

A. Bit-error cross-section for protons
The data from the control sequence of BER

measurements outlined in Table 1 (together with CERN
lab measurements) are shown in Figure 4, where the
BER is plotted as a function of the optical power
amplitude at the photodiode. These control
measurements, made before the beams were switched
on, show that the BER was slightly greater in the
CYCLONE irradiation areas than in the laboratory at
CERN. This is expected to be due to additional noise
pick-up in the beam areas.

160nm\ which is close to the measured maximum cross-
section of 200u,m2.

DC
W
m

10"2

io-4
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—
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-e - at CERN
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!

° I , I T
-36 -32 -28 -24

signal amplitude (dBm)

Figure 4: Control measurement of BER performed in the
proton and neutron irradiation areas (with the beam off),
compared with the data measured at CERN.

The first measurements using the proton beam were
made with either the photodiode or the receiver circuit
shielded from the protons. We found that the BER was
dominated by upsets originating in the photodiode and
not in the receiver chip, consistent with earlier tests[7,8].
Subsequent exposures were then made without shielding.

Figure 5 shows the bit-error cross-section over a wide
range of optical power levels, measured with 59MeV.
protons at different angles of incidence.

Overall, the large bit-error cross-section under proton
irradiation at 90° incidence is consistent with direct
ionization from the protons in the InGaAs layer. The
path length for ionization in the active volume could be
up to 80|im, generating a charge of up to 10s electron-
hole pairs in the active region[8]. This figure has to be
compared with the photo-induced signal of 6300
electron-hole pairs per microwatt (at 1310nm
wavelength). Direct ionization therefore causes the
increase in the bit-error cross-section for optical power
levels <32 îW (-15dBm). The maximum error cross-
section for the proton data (at 90° incidence) is also
consistent with the geometrical cross-section of the
active InGaAs layer. At 90° incidence the photodiode
presents a target of cross-sectional area approximately

5 10"1

-25 -20 -15

signal amplitude (dBm)

-10

Figure 5: Cross-section measured with 59MeV protons for
various incident angles.

For the protons incident at lower angles a much
smaller bit-error cross-section was measured than at 90°.
This is because the particles traverse a much smaller
distance in the active layer of the photodiode for lower
incident angles. The charge generated by direct
ionization is reduced in proportion to the decrease in
path length in the active region. For example, at 45° the
path-length is approximately 3jim and the signal from
direct ionization is limited to -4000 electron-hole pairs.
Direct ionisation should therefore not contribute
significantly to the measured bit-error cross-section for
optical power greater than 1.3jiW (-29dBm), which is in
relatively good agreement with the data in Figure 5,
when energy loss fluctuations are taken into account.

For higher optical power levels, the mechanism
primarily responsible for SEU is nuclear scattering. The
energy deposited via secondary ionisation from a nuclear
recoil can be much greater (up to several MeV[10]) than
that produced by primary ionisation, giving rise to errors
even at high optical power levels. No strong angular
dependence is expected, explaining the convergence of
the data for protons (at any angle) at higher optical
power levels.

B. Simulation of proton induced SEU

Using a modified version of FLUKA code,
simulations of 60MeV proton interactions in the active
volume of the InGaAs photodiode have been made in
order to confirm our interpretation of the data. The
simulations were made in two parts in order to separate
the contribution due to direct ionization from the
secondary ionization due to the slowing down of heavy
recoiling atoms or nuclear fragments, generated by
nuclear interactions.

The first of these contributions was studied with the
FLUKA code, including production of 8-electrons down
to very low threshold. Fluctuations of the energy loss
and the spatial distribution of the energy deposition were
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included. The second part of the simulation consists of
the generation of the nuclear recoils and their transport.
The methodology for this part of the simulation is
described in detail in Ref. [10].

Figure 6 shows the simulated SEU cross-sections for
protons incident at different angles. The SEU cross
section was determined as being the probability of
having ionizing energy deposition above one half of the
optical signal amplitude.
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- 6 - 60MeV p 20°
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Figure 6: Bit-error cross-sections determined from simulation
of 60MeV protons incident at various incident angles.

For low levels of optical power, the direct ionization
component is dominant at all angles. The saturation
value of the cross-section at low power levels increases
with the angle and corresponds to the projected cross-
sectional area of the sensitive volume. The simulations
did not consider the different sensitivity of the circuit
when tranmitting a '1' or '0' therefore the agreement
between cross-section and projected area is exact.

The simulated direct ionization component, which
included detailed production and transport of delta-
electrons, then decreases at optical power levels above a
certain threshold. This is where the path length of the
proton in the active volume is insufficient to generate
enough ionization to cause an upset. Note that for angles
<90° this decrease in SEU rate is spread over a larger
range of optical power since fluctuations in the energy
deposition (straggling) have a greater relative
importance, compared to 90° incidence.

At higher optical power levels, the bit-error cross-
section is then dominated by secondary ionization from
heavy recoils due to inelastic nuclear scattering. There is
little angular dependence since the recoils are emitted
almost isotropically.

The simulation results therefore confirm our
interpretation of the measured bit-error cross-sections, in
terms of the contributions from both direct and
secondary ionization. There is however some
disagreement between the simulation and measured data,
which arises from the inaccuracy of the modeling
procedure. For example, the simulations did not include

the detailed time-response of the circuit to the pulses
generated by the incident particles.

Due to the AGC function, the preamplifier has a
widely varying bandwidth characteristic. When
operating with an input optical signal with 10u.W
modulation the circuit bandwidth is 100MHz. This is
compared to 850MHz when the input optical signal
modulation is 500u.W[4]. This gain-bandwidth variation
is expected to be the cause of the increase in SEU cross-
section in the 90° data (in Figure 5) as the optical power
decreases, in contrast to the saturation predicted by the
simulation. As the optical power decreases the current
pulses induced by the incident particles are more greatly
amplified (and are also of a longer duration). The circuit
therefore becomes much more sensitive to errors, with
multiple bit-errors (>1 consecutive bit-error) also being
possible. In addition, errors during transmission of '1'
level can also occur due to the undershoot following the
current pulse.

There are some other minor discrepancies in the
simulation results for direct ionization at 80° and 90°
incidence. These points also include the heavy recoils,
but for the sake of simplicity, the entire recoil energy is
deposited at the point of nuclear scattering. Non-ionizing
energy loss is therefore counted also as ionization,
leading to cross-section values in excess the actual
inelastic recoil contribution.

C. Bit-error cross-section for neutrons
The data from the sequence of BER measurements

outlined in Table 1 with 32MeV and 62MeV neutrons
are shown in Figure 7, compared with the data for
59MeV protons incident at 45°. The similarity between
the bit-error cross-sections for 60MeV neutrons and
59MeV protons (at 45°) confirms the contribution of
nuclear interactions to the proton BER. The interaction
cross-sections for nuclear scattering are very similar for
neutrons and protons at this energy, ~530mb according
to FLUKA code.
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Figure 7: Cross-section for 32MeV neutrons (at 90° angle) and
62MeV neutrons (at 45° and 90°) compared with 59MeV
protons at 45°.
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D. System implications
The particle flux foreseen in the CMS tracker where

the optical receiver will be installed can reach the level
of 106cmY'. This includes all hadrons above about
5MeV with pions and protons being the dominant
particles. Due to the high magnetic field in the inner
detector, only charged hadrons with energy above about
lOOMeV will arrive in the tracker volume where the
optical receiver will operate. The energy spectrum of the
charged hadrons in the tracker will be peaked around
200MeV, and at this energy, charged particles deposit
2.3 times less energy by direct ionisation than the
60MeV protons used in our experiments. Moreover, only
a small fraction of these charged hadrons have the
probability of crossing the photodiode at 90°. For these
reasons we expect that secondary ionization, and not
direct ionisation, will dominate the radiation-induced
errors in the optical receiver in the CMS tracker.

An estimate of the BER performance of the optical
receiver in the real environment can therefore be
obtained directly from the measurements presented in
the previous Sections. We have assumed that the data for
59MeV protons at 45° incidence is representative of the
contribution to SEU from all hadrons above 20MeV.
This is the same as assuming that the inelastic nuclear
interaction cross-sections for the various hadrons
encountered in the CMS Tracker are identical to that for
59MeV protons. This assumption has been validated, for
the case of particles incident on silicon, in recent
simulations[10].

Under conditions where the BER is dominated by
radiation-induced errors, the following relation applies,

(error cross-section)- (particle flux) ,
BER = -

transmission rate

LLJ
CD

1 0 " -

-30 -25 -20 -15

signal amplitude (dBm)

Figure 8: Estimated BER for optical receiver in the CMS
Tracker environment, represented as the combination of
measurements performed with 59 MeV protons at 45"
(normalized to a particle flux of 106 cmV) and the BER
measured in the lab in the absence of beam.

Figure 8 shows the expected performance of the
optical receiver in the CMS Tracker for an incident
particle flux of K/crrfV. The results suggest that
BER=4xlO" is achieved at -20dBm. The BER decreases
with increasing optical power and, under typical
operating conditions where the optical amplitude is at
least -lOdBm, the BER is <10"'2.

IV. CONCLUSION
The BER performance of the CMS Tracker digital

optical link receiver has been measured in the laboratory
and during irradiation of the receiver with 59MeV
protons and 32MeV and 62MeV neutrons with various
incident angles.

SEU was observed under irradiation in the form of bit-
errors (conversion of '0' to T), predominantly due to
ionization in the photodiode. This effect was due to
either direct ionization (for protons only) or secondary
ionization from the recoil of a struck nucleus (for both
protons and neutrons).

Direct ionization was most important for incident
protons with beam-angles close to 90° and secondary
ionization became important when the particles were
incident at lower angles or under conditions of high
optical power. The influence of secondary ionization
was confirmed by the similarity in the bit-error cross-
section for neutrons and protons.

In the CMS tracker environment, secondary ionisation
is expected to be the dominant cause of radiation-
induced transmission errors. A BER of 4x10" is
estimated for an optical signal amplitude of -20dBm, the
worst case in the receiver specifications.
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Abstract

The fast digital optical links for the ATLAS
Liquid Argon Calorimeter must survive in a high
radiation environment with a total fluence of 3xlO13

neutrons (lMeV Si)/cm2 and 10 kGy (Si). The links based
on Agilent Technologies Glink serializer/deserializer set,
show a total dose radiation resistance to neutrons and
gammas that would allow for 10 years of operation in the
ATLAS detector. We have observed, however, an
unacceptable rate of single event upsets (SEU) due to
neutrons interacting in the silicon-based serializer.

In order to solve this problem, we have
developed two link systems. The first one, Dual-Glink, is
based on a principle of redundancy: data are sent on two
independent links. On the reception side, data are
analyzed and error recovery is performed without dead
time. The second solution uses a GaAs
serializer/deserializer set from TriQuint. We observe a
very small number of SEU's. In addition, high speed of
2.5 Gb/s allows for transmission of the data twice during
one event period and for error recovery.

The design of the 3 types of links, their
performance in the laboratory and the results of the
radiation tests are presented for all systems.

I. SINGLE GLINK.

A fast digital optical link was developed for the
readout of the Front End Boards (FEB) of the ATLAS
Larg calorimeter. This link is based on the
serializer/deserializer set HDMP1022/1024 from Agilent
Technologies. The block diagram of the link is shown in
Fig.l.

We use a multiplexer to change the input data stream
of 32 bits @ 40.08 MHz coming from the FEBs into a 16

bits @ 80.16 MHz to accommodate the HDMP 1022 input
data bus requirement. The serializer working in a double
frame mode provides a 1.6 Gb/s differential output, which
is transformed into an optical signal by a Methode
transceiver (MDX19-4-1-S) that uses a 850nm VCSEL.
A 50/125 graded index optical fiber transfers the optical
signal 200 meters away to the counting room, where the
reception part of the link is located. On the reception side
we use the receiving part of a Methode transceiver to
recover the 1.6 Gb/s electrical signal. This signal is used
as input to a HDMP1024 deserializer. A demultiplexer
programmed in an ALTERA 7128 FPGA transforms the
16 bits @ 80.16 MHz output of the deserializer into the
32 bits @40.08 MHz stream identical to that coming from
FEB.

Dots 40.08 MHi

Dais 40.CM MHz

Figure 1: Single Glink Block Diagram.

The timing quality of the link is best described by the
eye diagram of the link shown in Fig.2. Several
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prototypes worked in the laboratory for extended periods
of time showing a Bit Error Rate to be better than 10"16.

Figure 2: Eye Diagram of the Single Glink. lOOps/div.

Since the transmission part of the link must
survive for 10 years in a high radiation environment with
a total fluence of 3xlO13 neutrons (lMeV Si )/cm2 and
lOkGy (Si) for photons, we have carried out neutron and
gamma radiation tests on the serializer, transceivers and
optical fibers with integrated doses exceeding those
expected at LHC. The multiplexer will be designed in
DMILL technology. It was not part of these tests. The
tests permitted to select and qualify the components of the
link: The Methode transceiver was selected for its
resistance to neutron radiation [1]. The Plasma Optics
fiber was selected for its resistance to gamma radiation.

A. Photon exposure

The Plasma Optics optical fiber survived lOkGy of
photon radiation with little change of attenuation
(<0.2dB/meter) [2]. Three Methode transceivers were
tested using Co-60 source with a high photon dose rate of
2.8 kGy/h, i.e, about 400,000 times greater than that
expected in ATLAS. They stopped sending light after a
total dose exposure ranging from 3.5 kGy to 13 kGy.
Since each transceiver contains both electronic
components and also a plastic lens covering the VCSEL,
we assign this problem as due to the darkening of the
plastic material of the lens. Such darkening anneals with
time due to the transmission of light at 850 nm during the
lower rate photon exposures. To test this, we continued
transceiver operations without external photon radiation.
The transceivers recovered completely after short period
of operations confirming our belief that the effect was due
to the rate and not due to the total dose effect. The Glink
serializers survived 45.3 kGy. No SEU was observed
during irradiation.

B. Neutron exposure

The transmission part of the link was tested in
neutron radiation. All the components survived the total
dose exposure, however we observed SEUs. Six neutron
radiation tests were carried out in 3 different facilities:

ISN, CERI and Chalmers. From the SEU rates recorded
during these tests, we extrapolated the SEU expected in
the ATLAS environment [3], This work took into account
the fact that the neutron spectrum used for the irradiation
tests is not the same as the neutron spectrum in ATLAS.
This spectrum is known only from simulations and is
subject to substantial uncertainty. Several types of errors
were observed during these tests: bit flips, clock
corruption, signal inversion, loss of frame and loss of
PLL. All of them affect the data transmission in different
ways. Data are transmitted from the FEB to the Read Out
Drivers (ROD) using a special ATLAS format [4]. The
transmission time for one event is about lOus. Thanks to
the structure of the ATLAS format and in particular due
to the parity information contained in each packet, it is
possible to detect almost every type of error by analysing
the data at the receiver part of the link. Each type of error
generates a dead time if we assume that we discard events
with corrupted transmission. Transitory errors such as bit
flips and missing clock pulses induce a dead time of
about lOus. This corresponds to one event only. We also
observed long lasting errors that are the dominant cause
of the overall dead time. These consist of losses of frames
and losses of PLL. When such errors occur the link is
blind during about 10 ms, which corresponds to about
1000 ATLAS events.

The detailed study of the extrapolation of the dead
time induced by SEU to a system of 1600 Glink in an
ATLAS environment is presented in [3]. The extrapolated
error rate is 0.65 error/link/hour and corresponds to a
dead time of about 10 hours over the 10 years of LHC
running. Due to the uncertainties of the extrapolation
procedure, this dead time is not negligible and two more
links were developed with the aim of significantly
reducing the dead time.

II. THE DUAL-GLINK DESIGN

A. CONCEPT AND DESCRIPTION

The "Double G-Link" concept is based on the
assumption that the neutron generated single event upsets
are distributed randomly in time and, therefore, the
probability of two SEU's occurring within the same event
is negligible given the neutron flux expected. Incoming
digitised parallel data stream of 32 lines at 40.08 MHz is
split inside the link front end multiplexer into two sets of
16 lines driven at 80.16 MHz. Information sent on those
two sets of lines is transmitted via two independent G-
links operating in a Double-Frame mode. At the receiving
board the output of the two receivers is fed into a FPGA
based switch selector which checks the parity of each of
the two transmissions, compares each to the parity
encoded in the data, checks the status of the control Bit 15
in each link and finally compares the two data streams to
each other. If the data from one of the two links are
corrupted, the switch will send out the data stream from
the second link. The output contains 8 additional flags
monitoring the quality of the data and the status of the
links. In the unlikely case of both links having
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transmission problems these output flags provide "invalid
data" information to the ROD. The only detectable but
unrecoverable type of error is due to simultaneous flip of
an even number of bits in the transmitted word giving the
same parity as encoded by the FEB. The block diagrams
of the transmission side and of the reception side of the
"Dual Glink" system are shown in Fig.3 and 4.

32 DATA (LVDS)
and 2 clocks (TTL)

from FEB
CLOCK40 1

80.16MHz_l

' 2 * 3 2 CLOCK10 2

DUAL MUX
DMILL

A6 16,

Glink
senaliser
HDMP

1022

Glink
serialiser
HDMP
1022

METHODE
Transceiver

80,16MHz 2

METHODE
Transceiver

FIBER FIBER

Figure 3: DUAL Glink Block Diagram. Transmission side.

for the design. We use an externally provided 40.08 MHz
ATLAS clock onto which we resynchronise the data
streams.

The switch uses dual-clock FIFOs as
derandomisers. Data are written into each FIFO using the
clock from the corresponding link. Data are read from the
FIFOs using the ATLAS clock. Synchronisation of the
two incoming data streams is performed thanks to the
ATLAS format used to code the data [4]. When the Start
Of Event is detected on one of the links, the authorisation
to write into the corresponding FIFO is set permanently.
As soon as both FIFOs received the Start Of Event, the
authorisation to read from both FIFOs is set permanently.
The links are now synchronised. An error occurring on
one link is detected in the module "ERROR
DETECTION/ATLAS FORMAT" that can be seen on the
switch block diagram presented in Fig.5. The output
switch first checks for errors on the other link and then
directs the data from this other link to the output. The
FIFOs are made deep enough to permit this switching to
be done before corrupted data arrive at the output of the
FIFO. The FIFO that belongs to the error side is then
cleared and writing into it is forbidden until a new Start of
Event is detected. This is the sign that the link came back
to normal operation. The link is thus automatically re-
synchronised. The switch program has been embedded
into an ALTERA Flexl0k50E. It uses 30% of the
available Embedded Array Blocks and less than 10% of
the usable memory. For a production though, we would
recommend the use of a component chosen among the
newer and cheaper ACEX family.
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Figure 4: DUAL Glink Block Diagram. Reception side.

The switch must take into account the fact that both
transmissions are not necessary in time (different lengths
of fibers, different delays in electronic devices, e t c . ) .
Furthermore, when a PLL type of error occurs on a link,
data and clock from that link are corrupted. The clock
may even be absent for a while. It means that none of the
clocks from the links can be used as the "master clock"
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Figure 5: Dual Glink SWITCH Block Diagram.

B. PERFORMANCE IN LABORATORY

The prototype Dual Glink link worked in
laboratory very well. In order to test the design, we
injected errors externally via a generator. Single bit flips,
clock corruption and frame and PLL losses were properly
recovered by the link even when injected with a
unrealistically high rate of several Hertz.
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C. PERFORMANCE UNDER RADIATION

A neutron radiation test was performed with the
Dual Glink. A custom Bit Error Tester was designed to
check the quality of the transmitted data bit by bit. As
expected, the SEUs occurring on both sides are not
correlated. The switch recovers almost all errors. The
residual rate of errors corresponding to even number of
bit flips, detected but not corrected, is extremely low.
Extrapolated to the ATLAS radiation environment, this
rate corresponds to a dead time of about 5 seconds over
10 years of operation for a system of 1600 links. We
consider it as negligible.

D. CONCLUSION

The Dual Glink system provides a satisfactory
answer to the problem of Single Event Upsets recorded
during neutron irradiation. Such system can recover even
higher SEU rates and provides a high safety margin in the
extrapolation to the ATLAS conditions. As a by-product,
it also provides a high level of immunity against single
point failures (dead lasers, broken fibers, failed chips). It
is a very robust design.
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Figure 6: TriQuint link Block Diagram.

III. THE TRIQUINT DESIGN

A. CONCEPT AND DESCRIPTION

The "TriQuint solution" is based on a GaAs
serializer-deserializer chips produced by the TriQuint
Semiconductor Company. This technology is radiation
resistant [5] and well suited for high speed electronics.
The TriQuint TQ8213 and TQ8223 chips are designed for
the SONET OC48 standard of about 2.48 Gb/s. Although
their nominal base frequency is 77.76 MHz, the set can
operate at a frequency that is 3% higher and equal to a
double of the ATLAS data transmission speed of 40.08
MHz. The chips provide simple serialization without
encoding, framing or DC balance. The only control
information provided by the reception chip is a flag that
indicates a loss of PLL.
The concept of the TriQuint link is to provide a framing
device at the interface of the parallel signals from FEB
and the link and then to send the data twice at high speed
over a link consisting of serializer, transceiver, and fiber.
On the receiving end the output of the deserializer is then
stripped off its frame in a programmable logic device and
one set of data is then sent to ROD. In order to maintain
DC balance of the serial stream, the data are sent once
normally and once inverted.

The block diagram of the link is shown on Fig.6.

For the laboratory prototype, the framer does not
have to be radiation tolerant. It is designed in an
ALTERA 7128 FPGA. For operation in ATLAS the
framer will be designed in DMILL technology. The
block diagram of the framer is shown on Fig.7.
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TQ8213 Input

/DATA<15.O>.DATA<15,.O> (

Followed by
/DATA<3I.16>.DATA<31..I6>

Figure 7: Framer for the TriQuint link.

The bandwidth-length product of the Plasma Optics fiber
allows it to also be used for this link. Since the
transceivers must operate at 2.5Gb/s, we selected the
MLC-25-7-1-TL 2.5Gb/s Methode transceiver. On the
reception side we use a 2.5Gb/s Finisar transceiver
FTRG-8519-1.

B. PERFORMANCE IN LABORATORY
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Several TriQuint links worked in laboratory. The Bit
Error Rate has been measured to be better than 2xlO~15.
The eye diagram of the link can be seen in Fig.8.

Figure 8: Eye Diagram for the TriQuint link.

extrapolated to ATLAS, is negligible (115 seconds over
10 years of operation). The design uses a custom designed
framer that would have to be ported in a DMILL
technology for operation in ATLAS. As a by-product, the
framer provides true error detection. No error recovery is
necessary. It is a valid option for the Front-End readout of
the ATLAS liquid Argon calorimeter.

IV. CONCLUSION

Both Dual Glink and TriQuint based links
provide an efficient answer to the problem raised by the
SEU that affect the Single Glink links in neutron
radiation. In both cases the dead time, extrapolated for 10
years of operation in ATLAS, is very low (5 seconds for
the Dual Glink and 115 seconds for the TriQuint link). In
both cases full error detection is provided. Error
correction is only provided by the Dual Glink solution.
Both solutions require the development of a DMILL
multiplexer or framer working at 80.16 MHz. Both
solutions can be considered to be valid options for the
Front-End readout of the ATLAS liquid Argon
calorimeter.

C. PERFORMANCE UNDER RADIATION

We did not have time to perform any gamma
radiation test on the TriQuint link so far. However, we are
confident that the link will not be affected by gamma
radiation. The serializer is expected to survive to at least
lOOkGy given irradiation data from a TriQuint report [5]
and the 2.5 Gb/s transceivers are expected to have similar
properties to the lower speed versions used for the Glink
links. This has been confirmed in the neutron case.

A neutron radiation test was performed on 3
boards equipped with TriQuint serializers and Methode
2.5 Gb/s transceivers. In absence of framer, only constant,
balanced data were sent and analysed on line at the
reception side. All 3 serializers and transceivers survived
total doses equivalent to up to 60 years of operation in
ATLAS. A small rate of SEU was observed. A board that
was exposed to a total fluence expected in 60 years at
ATLAS had a total of 2239 errors. We did not observe
any bit flips. All errors consisted of loss of frame for a
time varying between 25 and 30 us. Their origin is not yet
fully understood. Extrapolated to ATLAS, these errors
correspond to an integrated dead time of about 115
seconds over 10 years of operation for a system of 1600
links, which is negligible.
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D. CONCLUSION

The link designed with a GaAs
serializer/deserializer set was successfully tested and
provides another solution for the SEU problem. SEUs are
also observed, but the corresponding dead time, as
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Abstract
Measurements of irradiation damaging

on the analog front-end electronics of the
RPC detector for the CMS experiment have
been made. They were performed according
to the estimated neutron and gamma total
dose foreseen in the muon barrel and end-cap
region of the apparatus in the 10 years of
LHC operation. Test results are shown,
considering all the possible irradiation effects
on the custom RPC front-end chip, developed
in the 0.8 \xm Bi-CMOS technology from
AMS.

I. Introduction

We report on the results of some
irradiation tests made at different sites (Bari
University, Pavia Neutron Reactor, CERN-
GIF area, UCL Louvain-la-Neuve Cyclone)
during the last two years, on the RPC front-
end electronics. The goal was to collect data,
in different experimental conditions which
took into account as closest as possible, the
hostile working environment into which the
RPC front-end electronics will be operate in
CMS experiment.

II. The RPC front-end electronics
An analog full custom ASIC in the 0.8

|um BiCMOS technology from AMS has been
developed to amplify and discriminate RPC
signals for timing purposes and LHC bunch
crossings identification. The features and
performances of the RPC front-end chip have
been extensively described elsewhere [1,2].

In the following, some of them are
summarized.
The chip contains 8 channels over a total
silicon area of 10 mm2; it has a power
consumption of 50 mW/channel using a +5 V
powering and is encapsulated into a PQFP 80
pin package. Each channel contains a
cascoded common emitter transimpedance
preamplifier stage with input impedance of 15
£1 at the signal frequency (100-200 MHz). It
is followed by a gain stage, giving a non-
saturated response on the signal dynamic
range, in order to fully exploit the zero-
crossing timing. The amplifier overall charge
sensitivity is of about 2mV/fC for input
charges smaller than 100 fC and the total
ENC < 2 fC. The output signal amplitude
walk is reduced down to 0.7 ns and the
threshold uniformity is 1.5 fC rms over an
input threshold value ranging between 10 fC
to 500 fC.

The front-end boards used in these tests,
are equipped with two front-end chips and the
control electronics is designed using the
following off-the shelf components:

. one 10 bit DAC (AD5311) for threshold
setting;

• one 10 bit ADC including temperature
sensor (AD7417) for threshold read back
and temperature monitoring;

• one LVDS receiver (National
Semiconductor DS90C032);

• two voltage regulators (MIC29201).

1 Corresponding author: Antonio.Ranieri@ba.infh.it
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The performed tests were aimed also to
verify the performance of such components
during and after the irradiation.

III. Bari University gamma irradiation
measurements

Since 1998, a Gamma Irradiation
facility (GIF) was built at the Bari University
to expose both RPC and its related electronics
to a high gamma dose. The irradiation area,
built inside a telescope detector made by 8
RPCs and operated in streamer mode for
tracking purposes, was equipped with three
60Co sources, located inside a cylindrical lead
collimator, which could be remotely closed
and opened. The 60Co isotope emitted two
photons at an energy Ey of 1.17 and 1.33
MeV respectively in 100% of the decays with
a half-life of 5.27 years.

A RPC equipped with the front-end
electronics was placed at 1 meter from the y
sources. In order to evaluate the accumulated
dose, a detailed simulation of the source, the
collimator and the shielding geometry, was
performed using the MCNP-4b Monte Carlo
code [3]. The sources activity was equal to
4.4xlO8 Bq corresponding to an estimated
gamma fluxes of cpsjm =1.5xl05 cm'V1 at the
test location and equivalent to a dose rate of
1.5|AGy/s.

To spot possibly damaging effects, the
performance of the front-end boards has been
checked after an irradiation equivalent to 1.3
Gy and the entire functionality of the
electronics was preserved.

IV. CERN gamma irradiation
measurements

Another front-end board has been
mounted and irradiated on the first full size
prototype of the RB2 type RPC chamber for
CMS, at the CERN Gamma Irradiation
Facility (GIF) during the 1999 test beam. The
GIF is located downstream the final dump of
the X5 beam line at CERN. Inside the zone a
740 GBq 137Cs gamma source creates
background conditions similar to those
expected during the LHC operation. The
13 Cs isotope emits 661 KeV photons; a

system of lead filters, which can be moved in
front of the source, allows reducing the flux
up to a factor 10000. The tests were
performed with absorption 1 (i.e. source open
and no filters), absorption 5 (i.e. a factor 5
less the nominal absorption 1) and with
source off. For this test a discrimination
threshold of 80 fC was used.

The MCNP-4b Monte Carlo code has
been used to estimate a gamma flux of (pSim =
5.9 x 105 ± 0.5 % cm'V1 at a distance of 155
cm from the source, where the RPC and its
associated electronics was placed during the
test. An integrated dose of 1.7 Gy has been
accumulated over the total exposition time
period. Also in this case the full functionality
of the front-end boards after the irradiation
has been preserved.

V. Pavia-LENA Reactor irradiation
measurements

More extensive tests using neutrons was
started at the Pavia-LENA reactor, to study
the effect of those particles on the front-end
electronics. Two printed circuit boards having
four RPCs FE chips for a total of 32 channels
have been exposed to neutrons at the Pavia
Triga Mark II 250 kW reactor. The test was
aimed to measure the Single Event Upset
(SEU) rate using slow and fast neutrons (from
some hundredth of eV up to 10 MeV) and to
identify some damaging for displacement
effects or for accumulation dose.

The FE boards were put in the Thermal
Column of the Reactor at a distance of 15 cm
behind a boral window (used to deplete
thermal component) and two sets of
measurements were performed, with and
without the boral window. This allowed
taking into accounts both slow and fast
neutron effects. However the insertion of the
boral window gave a high gamma
contamination, the ratio of the gamma dose to
the neutron one being about 100. Considering
neutron in the energy range between 0.4 eV
and 10 MeV, we estimated a flux of 6xlO5

n/cm2s impinging our electronics. This
calculation was confirmed a posteriori
measuring the neutron flux with activated Au
target.
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Fig. 1 shows the effect of the insertion of the
boral window. In the empty curve the first bin
shows the big contribution (2xlO9 n/cm2s)
coming from the thermal component of the
total neutron spectrum, while in the dashed
curve only the fast part of the spectrum is
retained.

10"* 10"' 10 2 10 ' i(MeV)
Fig. 1: Neutron fluxes before (empty curve) and after

(shadowed curve) the Boral window.

In Fig. 2 a comparison between the
available fluxes at LENA (with Boral window
in) and those ones expected in CMS detector
in the MB1 barrel region, is shown.

. Pcvio- Reaclo'

NEUTRONS

v. •
• V

' — ' - ' —i •

10 3
 I0"

7 10 ' 10"
3 10 * 10"

J 10 S
 10"' 1 10 102

Fig.2: LENA and CMS neutron fluxes vs energy

Fig. 3 shows the Single Event Upset
(SEU) rate induced by Fast Neutrons (0.4 eV
-10 MeV) on the four FE chips. Due to the
very low noise inside the test location we
were able to lower the front-end threshold to

25 fC. The resulting rate per channel was in
average 2.5 10"3 Hz and constant as a function
of the fluence up to a value of about 1.6 x
1011 cm"2. This rate is about 8 orders of
magnitude lower than the maximum rate
expected per channel in the experiment.

0,012
0 5 10 15 20

Fast Neutron Fluence (x 1010cm-2)

Fig. 3: SEU rate measured on the four chips at LENA
reactor for a threshold of 50 mV.

VI. UCL-Cyclotron measurements

Other measurements have been
performed at the UCL (Louvain-la-Neuve)
cyclotron facility (Cyclone), where more
energetic neutrons are produced bombarding
a 17 mm thick beryllium target with a 65
MeV proton beam [5, 6].

The target is backed with an 8.5-mm
thick carbon shield to lower the y-component
and to reduce the low-energy component in
the neutron spectra. The neutron beam was
furthermore filtered with hydrogenous
materials to eliminate these low-energy
components. According to different filter set-
ups and different displacements from the
beam axis, different neutron fluence spectra
were obtained as shown in Fig. 4. Our
measurements were performed in the
conditions shown by curve 3 in the figure.
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Fig.4: UCL neutron spectra for p(65) on Be(40)

The maximum irradiation area outside the
collimator was 25x25 cm2 at about 180 cm
from the target. Two front-boards were put
just in that area and therefore uniformly
illuminated. In that position a neutron yield of
3.3xlO7 n/cm2/s, was obtained. A total
fluence of 1012 n/cra2 was accumulated; this
is similar to what will be expected in ME1/1
region of CMS during 10 years. A
corresponding dose of 70 Gy was so
accumulated during 8 hours of exposition.

The collected data are shown in Fig. 5
where the SEU rate, for a threshold of 60 fC,
is shown versus neutron fluence. The plotted
data show a rather flatness behaviour after a
fluence value of 0.5x10' \ where the neutron
current value was raised from the initial value
of 0.82 joA to the final value of 14.5 \xA
corresponding to the nominal value of
3.3xl07 n/cm2/s.

The mean SEU rate value is in this case
about 0.25 Hz/channel, which is 5-6 orders of
magnitude lower than the maximum rate
expected in the experiment.

The front-end boards contain also a circuit
to mitigate the effects of some undesired
over-currents, which could be induced by
latch-up events. If this occurs the power
supply is disconnected for about 100 ms; if
the failure persists a resettable fuse
intervenes. During the entire test the above-
mentioned circuit never intervened giving the
indication that no latch-up events occurred.

40 60 80 100

Neutron Fluence (x 1010 cm"2)

Fig.5: SEU rate vs neutron fluence at Louvain

Moreover, every 30 s the analog output of
both DACs and their pre-set digital code were
monitored showing that neither degradation
on the analog behaviour nor single events
with data corruption occurred.

After the irradiation test the charge
sensitivity and power consumption of the four
irradiated chips was measured and no
degradation were observed.

The difference between the propagation
time of the 32 channels before and after the
irradiation, injecting a charge of 800 fC and
using a threshold of 100 fC, has been plotted
in Fig. 6.

«• 0,1

6 11 16 21 26 31

Fig.6: Difference between delay time measured before and

after the irradiation
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Cyclone, Louvain-la-Neuve. Phys. Med. Biol.,
VII. Conclusions 1983, Vol. 28, No. 6, 685-691.

We have made an extensive study of the
possible radiation damaging effects which
could be experienced by the analog ASIC
designed for the RPC front-end in the 0.8|uim
BiCMOS technology by AMS. The various
tests have been made using gamma and
neutron particles reaching the estimated
fluence values expected in CMS in the muon
barrel and in the end-cap regions. We have
measured the SEU rate expected and it
resulted to be 5 orders of magnitude lower
than the expected rate in CMS, in the worst
case. Moreover no evidence of any possible
destructive events has been found,
demonstrating the reliability of the front-end
chip and the related control electronics, under
the CMS expected radiation environment.
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all 128 channels and a digital header. This header comprises an
error flag and an eight-bit address that indicates which one of
the 192 pipeline locations had been marked for readout by the
trigger pointer. Control of the various chip operation modes and
bias settings is achieved via a standard I2C serial bus link.

Abstract

The microstrip tracker for the CMS experiment at the LHC will
be read out using radiation hard APV chips. During high
luminosity running of the LHC the tracker will be exposed to
particle fluxes up to 107 cm"2 s"1, which introduces a concern
that the APV25 could occasionally suffer from Single Event
Upset (SEU). To evaluate the expected upset rate under these
circumstances the APV25 was run under controlled conditions
in a heavy ion beam. Upset cross-sections of the digital parts of
the chip have been measured at 13 values of incident Linear
Energy Transfer (LET). A theoretical prediction of both
threshold LET and cross-section is presented along with
experimental measurements. These data are used to predict the
upset rate for the APV25 in the CMS tracker.

I. INTRODUCTION

The high radiation environment of the LHC demands that the
electronics in the central regions of the CMS detector must be
designed to withstand large doses of ionizing radiation. One
result of such high rates is to introduce susceptibility to Single
Event Upset (SEU).

The CMS collaboration has adopted a readout system based
around the APV chip series[3]. During the research and design
phases of the APV chip, much care was taken to ensure a high
degree of total dose radiation tolerance. There are three
versions of the chip; the APV6, fabricated in the Harris AVLSI-
RA Bulk CMOS processfl], the APVD, fabricated in the
DMILL process[2] and the APV25, fabricated in a deep sub-
micron process[3]. Both the APV6 and APVD have feature
sizes of approximately 1.2 microns, with the APV25 much
smaller at 0.25 microns. Results of SEU tests on the APV6
have been presented[4]; results of the APV25 tests are in this
paper.

With a view to predicting the upset rate in the final CMS
Tracking system, a full evaluation of the digital circuits in the
APV25 has been performed by exposing the chip to a beam of
heavy ions in the SIRAD[9] irradiation facility at the 15-MV
Tandem accelerator of the INFN Laboratory of Legnaro, Italy.

A. TheAPV25
The APV25 front-end chip consists of 128 channels, each of
which made up of a pulse amplifier and shaper that feeds a 192
deep analogue pipeline capable of storing input pulses for up to
-4.8 u.s. On an external Tl trigger the data are retrieved from
the pipeline and then output, via a 128 : 1 multiplexer. The
output stream consists of a set of analogue levels retrieved from

The vulnerable parts of the chip are the digital circuits. In the
APV these comprise the digital pointers of the pipeline, the
FIFO address memory, the I2C control logic and data registers
and other main control logic. The upset cross-sections have
been measured for the pipeline logic, FIFO, Control logic and
the I2C data registers.

II. THEORY

A. The SEU Phenomenon in APV25 Circuits
SEU is a non-destructive phenomenon, which affects both
dynamic and static memory registers that temporarily store logic
states. It manifests itself as a soft error appearing in a device
and is caused by a large local deposition of charge, by an
ionizing particle, near to a sensitive circuit node[5].

Three types of digital memory element are used within the
APV25. They are the D Flip-Flop (DFF), D Flip-Flop with set
(DFF-set) and the D Flip-Flop with reset (DFF-reset) and have
been designed, using closed geometry transistors, at CERN[6].
Each of these circuits responds differently to deposited charge
with characteristic upset thresholds and cross-sections, but the
mechanisms by which SEU is manifested are identical in each
case. SEUs can be induced in both the master and slave
sections of each type of DFF, depending on whether the clock is
high or low. Since the bias registers in the APV25, which are
made up of simple DFFs, are normally un-clocked, we only
need to consider the slave of the DFF in order to predict the
behavior of this part of the APV25. Similar investigations have
been performed for master and slave in each of the three types
of DFF.

Figure 1 Schematic of slave section of a DFF memory cell

* Corresponding author, email jr.fulcher@ic.ac.uk
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There are three nodes in which charge collection can give rise to
an upset, these are labeled A, B and C in Figure 1. Each node
has two critical charges, one for each state transition, 1 to 0 and
0 to 1. For an upset to occur two basic criteria must be met: the
incident particle must provide a high enough LET1 (Linear
Energy Transfer) in order to create a charge deposit larger than
the critical charge Qcrjt. The particle must also strike a part of
the circuit that is capable of collecting ionized charge while also
providing an upset-inducing path for the charge to flow.

The sensitive parts of these nodes are the depletion regions
surrounding the highly doped n+ and p+ implants, which form
the drains and sources of the FETs. The n+ implants are capable
of collecting electrons, therefore charge collected here can only
cause an upset if the state of the node, to which the implant
belongs, is high. The opposite is true for the p+ implants. In
total there are 5 sensitive n and 5 sensitive p implants, which are
shared by the three nodes in the following way: nodes A and B
contain 2 of each, and node C contains one of each. The surface
area of each of these implants is known precisely, enabling an
estimate of the normal incidence upset cross-section to be made
by summing these areas in the correct way. Table 1 shows these
cross-sections, along with the simulated critical charge, for each
mode of upset, and the implant type in which the charge must be
collected.

SPICE simulations have been performed for all upset modes in
the three types of DFF, establishing the critical charges.
EVEREST[7] simulations have been performed in order to
investigate the charge collection efficiency of both the n and p
implants, and have shown that the p implants have -50% the
efficiency of the n implants. This work has also provided a
realistic charge pulse shape, which was comparable to the
simple piecewise linear current pulse used in the SPICE
simulations (50ps rise and lOOps fall). Ongoing work will
include more Spice simulations with a more realistic pulse
shape, but this should not affect the predicted critical charges to
a large degree. A full description of this work will be published
at a later date.

Table 1: Sensitive areas and critical charge for six modes in a DFF

Hit on A
Hit on B
Hit on C
Total

Upsets from 0-1

Qcrit
[PC]
442
638
274
-

n orp

P
P
n

0

fnm2l
9.94
4.73
0.65
15.32

Upsets from 1 -0

Qcrit
[fC]
206
319
592
-

norp

n
n
P

a
rMm2 i
7.7
1.3
in
11.77

Clearly, the lower charge collection efficiency increases the
critical charge for the 'p-modes'. If one converts the critical
charges into equivalent LET values for ions in silicon, it is
possible to predict the shape of the heavy ion upset cross-
section curves.

LET is a measure of a particle's rate of energy transfer in a particular

material and is given by LET _ d§_ J_, where p is the density of that
dx p

material. All values of LET in this paper refer to energy transfer in
silicon.

B. Total Sensitive Area of'APV25
By summing the sensitive areas in each of the DFFs, one can
make a rough estimate of the saturated upset cross-section.
Table 2 shows the total number of DFFs and an estimation of
the sensitive area, using an average of 14jim2 for each bit.

Table 2: Sensitive bits in APV25 and their cross-sections

No. of Flip-flops
Sensitive Area (cm2)

Pipeline
logic
768
1.1 e-4

FIFO

40
5.6e-6

I2C
Registers
109
1.5e-5

Control
logic
167
2.3e-5

The main contributor to the sensitive area is the pipeline logic.

C. Threshold LET
Using 3.6 eV per electron-hole pair, the critical energy required
is given by:

-x3.6 [ i ]

We can convert this value into a measure of LET using equation
2. The depth z is a variable and represents the sensitive depth of
the implants; this is the sum of the depletion region depth and
the ion impact resultant funnel length. This value can be
determined by fitting a theoretical curve to the data and
extracting the threshold LET. LET,), is the minimum LET for
which upsets of a particular mode can occur.

LETlh=-
zp

[2]

D. Upset Cross-section
The cross-section, o, for SEU's is defined at normal incidence
as in equation 3.

Where <J> is the total incident particle fluence, and Nevents is the
number of events (SEUs) counted during the test. If one
ignores the existence of modes with different upset thresholds, it
is reasonable to expect that a typical cross-section curve would
look like a Heavyside function, with a value of 0 for LETs
below the threshold and then a constant for all values after that,
assuming that we ignore any possible increase in o due to
charge collection around the edge of the sensitive volume as the
deposited charge density becomes larger. However,
experimental evidence to date shows that o increases up to a
plateau more slowly than would be expected. Various
explanations have been offered as to the reason for this, but the
overwhelming evidence from the work carried out in this test
suggests that the main reason for the slow increase is in fact
'switching on' of different modes of upset at different LET
thresholds. Previous studies have measured cr of a single
device, and some have even separated the results into upsets
from 1 to 0 and those from 0 to 1. However, it has not been
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possible to distinguish, any further, the exact mode that caused
the upset, since each mode has the same resultant digital effect.

By ignoring the existence of modes, it was assumed that there
was just one characteristic critical charge. Previous
measurements of a have been fitted with a smooth curve such as
the Weibull function[5], which gives the impression that o rises
slowly as the incident LET increases. From Table 1 it is clear
that there should be six distinct modes of upset each with a
different threshold LET. If we now go back to the initial
assumption of a more abrupt step-like function for each mode,
and take the threshold values directly from Table 1, using
equation 2 with a sensitive depth of 1 urn, a sensible estimate[5],
one can create the theoretical cross-section curves for upsets
from both 0 to 1 and 1 to 0, by summing o for each mode.

It is easy to see from Figure 2 that any steps in the experimental
curves, could quite easily be lost due to statistical errors, and
reproducing a curve like this, in practice, would require a very
thorough scan of incident LET, which is not a trivial thing to
achieve in an small amount of time. However, Figure 2 shows a
more distinctive step, which may provide us with a better
chance to see the structure experimentally.

5 10 15 20 25 30 35 40 45 50 55 60 65

LET (MeVcm2mg"']

IE ^Normal DFF 0_1 (e.g. I2C)|:

1 I—I—i—I 1 I n i—r
0 5 10 15 20 25 30 35, 4,0 45 50 55 60 65

LET [MeVcm mg' j

Figure 2: Theoretical cross-sections for simple DFF

Previously, by fitting the experimental data with a single
Weibull curve, it has been possible to use the fitted curve to
interpolate predictions of the upset rate for other forms of
radiation. In the case of the CMS tracker, the required
calculations are complicated since the incident particles are
typically of single charge and therefore only cause large enough

ionization by virtue of interactions with silicon lattice sites.
Monte-Carlo simulations are required and have been developed
at CERN[8]. If the experimental data exhibits the predicted
behavior, it would improve the accuracy of such calculations.
Using the same method one can predict a of the DFF-set, which
is used in the pipeline.

In this case, both the slave and the master sections of the circuit
have been included, assuming that each is sensitive for half of
the total time, thus halving a. The first three steps are all n-
modes with the initial mode at ~3xl0"5 cm2. The fourth step is
the first p-mode, which increases a to ~ 7xl0"5 cm2 an increase
of 4x1 (T cm2.
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Figure 3: Theoretical cross-section for pipeline logic

III. TESTING THE APV25

A. Hardware
The test beam setup was effectively identical to the APV
readout chain in the lab. Control was performed by a PC
running Lab VIEW, which communicated with the VME crate
via a PCI VME interface. The trigger sequence for the APV
was provided by a SEQSI sequencer, and control of the APV
performed by a VI2C slow control interface. The output from
the APV was digitized by a flash ADC.

PC PCI Interface

VME Crate

MX! Bus SEQSI
Sequencer

Figure 4: Schematic representation of the hardware

B. Software
The control and data acquisition was carried out by custom
designed software developed in LabVIEW. The main tasks
were to provide resets and triggers, via the SEQSI, to capture
the digitized APV output data frame, via the ADC, to perform
rudimentary on-line analysis and to save data to disk. The on-
line counting of events was necessary for fine-tuning of the
sensitive time in order to ensure that event counting was non-
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saturated (see section 3.5). Other on-line information included
an overall count of upsets and a total sensitive elapsed time
counter. The software also included I2C control for testing the
APV static registers.

C. Masking APV Sections
One of the requirements of the system was the ability to mask
off sections of the APV. The masks were precision engineered
to expose specific predetermined areas of the chip. With four
chips in the beam at the same time, it was possible to have four
different masks, which enabled selection without the necessity
to break the vacuum. Figure 5 shows the location of the four
digital parts of the APV25, which were isolated by the masks.

Figure 5: Location of tested circuits.

D. Seeing Upsets
In the event of an upset in the pipeline logic or FIFO, there are
two possible outcomes: either the error bit in the output data
frame is set, or the pipeline address in the output data frame is
corrupt. The error bit is set if an upset in the pointer logic
causes the latency of the trigger pointer to change. Only a small
proportion of upsets produce both outcomes simultaneously.

One can also test for events in the I2C registers by writing
defined values, reading out the values after a set period of time,
and comparing them with initial values. In this case it is
possible to detect the individual cells, which have been upset.
Upsets in the control logic block can have a more drastic effect,
These errors will be picked up by incorrect pipeline addresses,
loss of digital header, or loss of entire data frame. When
measuring upsets in the pipeline and FIFO, one only needs to
reset the chip using a soft 101 reset[3]. However, when
measuring upsets in the control logic one requires a hard power-
on reset, since upsets in the control logic can cause the chip to
lock up and subsequent data frames all exhibit errors, caused by
the original upset, thus making it impossible to distinguish
further upsets.

A power-on reset recovers the operation of the control logic.
Following this one must apply a soft reset and then readout. It

is important that the average number of upsets per time interval
is less than one (see section III-E). The running time per
measurement, when the chip is sensitive to upsets, is defined as
the sensitive time (ST). When measuring the upset rate,
following each ST there is a readout period, this is repeated
many times to measure a reasonable number of upsets. For the
pipeline, FIFO and control logic a typical run consists of
100,000 STs, and for the I2C, 100. In the case of the I2C test,
instead of a reset and trigger, one writes a simple pattern
followed by the ST and then a read. The pattern can be varied
to establish the cross-section for both 1 to 0 and 0 to 1.

Figure 6 shows the definition of ST and Tsensi,ive the total
sensitive time for one run.

Trigger Reset Trigger

ST n n ST
Reset

Jt - • Readout period JL
T = "NJ QT
1 sensitive 1Ntnggers • ° *

Figure 6: Definition of ST for the pipeline logic FIFO and control logic

E. Non-saturated Measurements of Upsets
One important issue is undercounting of events in the pipeline,
FIFO and control logic. Only one error can be detected within
each sensitive time interval, as more than one error would still
only produce symptoms consistent with one error. If we lose
events by undercounting then the measured upset rates begin to
saturate, hence one must ensure that the number of events is less
than half the number of sensitive time intervals. In order to
achieve this condition one can adjust the length of the sensitive
time interval.

F. Irradiation at the TANDEM Accelerator
Thirteen values of LET were provided, by a range of ions at
various energies. The irradiation was performed at room
temperature under a vacuum of 10"6 mbar. The typical beam
flux was in the range 104->105 cm"2 s"1. For each ion this value
was set to a constant.

IV. RESULTS AND CONCLUSIONS
Measurements were made for the SEU cross-section of the
pipeline, FIFO, control and I2C logic. The results in Figure 7
show the cross-sections for the I2C logic. As expected, it is
difficult to see any structure in the curve for upsets from 1 to 0.
However the overall shape is similar to expectations. The clear
steps that are visible in the second curve display a very close
likeness to the predicted curve.

Figure 8 shows the results for the pipeline logic. The statistics
gathered for this circuit were much better, because of the large
cross-section, and even though the steps in the curve are quite
small, it is possible to fit the experimental data to the theory.
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Figure 8: Cross-section with fitted curve

This fit is performed by varying four parameters: LETth and asat

for both n and p modes. The thresholds were extremely close to
those predicted. However a for the p modes was slightly lower
than expected. The first p-mode increases a to 5.5xl0"5 cm2, an
increase of 2xlO"s cm2, less than the expected 4x10 cm2.
Similar curves were measured for the FIFO and control logic,
all the extracted values of asat are shown in Table 3 along with
the geometrical predictions.

csat [cm2]

Predicted

Measured

Pipeline

1.5xlO"4

9x1 CT5

FIFO

8x10~6

2.5x10"6

I2C(l-0)

1.3xl0"5

2xlO"5

I2C(0-I)

1.7xlO-5

3x10"6

control

2.3xlO"5

8xlO"6

A. Effect on CMS
Table 4 gives a breakdown of the predicted upset rates in the
CMS tracker. These figures have been calculated using the
method described in [8], and summing the effect of the four
circuits to produce a prediction of the behavior of the whole
chip. These upset rates are very low and should pose no threat
to the operation of the tracker.

Table 4: Upset rates in the CMS tracker

Tacker
region

IB
OB
IE
FE

Total

No.
APVs
14400
29232
4416
30208
78256

No.
SEU/Layer/s

1.46xlO'2

4.1x10°
5.15xl0"J

8.58xl0J

3.24X10-1

Time per
SEU
68.6

243.7
194.2
116.5
30.9

No.
SEU/hour

5246
1477
1854
3090

116.67

Fraction
chips/hour

0.36%
0.05%
0.42%
0.10%
0.15%
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OVERVIEW OF ATLAS LAr RADIATION TOLERANCE

C. de LaTaille, LAL, Orsay, France (email: taille@lal.in2p3.fr)

Abstract

This document reviews the various developments
pursued by the liquid argon (LAr) community in order to
ensure the radiation tolerance of its front-end electronics.

1. INTRODUCTION
The LAr front-end electronics is located right on the

cryostat in dedicated front-end crates [1]. These house
four different species of boards :

• Front-end boards (FEB) which bear preamplifiers,
shapers, analog memories, ADCs and optical outputs.

• Calibration boards to generate 0.2% accuracy
calibration pulses

• Tower builder boards (TBB) which perform analog
summation and re-shaping for LVL1 trigger

• Controller boards which handle TTC and serial link
(SPAC) control signals

All these boards have been produced in several
exemplars in order to equip module 0 calorimeter and
extensively used in the testbeam for the last two years.
Their performance has met the requirements in terms of
signal, noise, density at the system level on several
thousands of channels [2], However, they make use of
many COTS, in particular FPGAs that are not radiation
tolerant.

Since then, several developments have been realised in
order to design the "final" ATLAS boards, based on the
same architecture but completely radiation tolerant. A
milestone has been set to get the first boards by mid-2001
and a full crate by the end of 2001. The full production
should be launched in 2002 (at least for the FEBs) and the
installation would take place in 2004.

The radiation levels anticipated at the Lar crate location
is 50 Gy in 10 years and 1.6 1013 N/cm2 [3]. Taking into

account the safety factors required by the rad-tol policy
[4] , they must be qualified up to 0.2-3 kGy (20-300 krad)
and 1-5 1013N/cm2, depending on the process as explained
in [5] of these proceedings.

These developments will now be exposed, board by
board, with a particular attention to the single event
effects (SEE), their impact at system level and their
mitigation.

2. FRONT-END BOARDS [6]
The various components used on the module front-end

boards (FEB0) are shown in Figure 1.

2.1 Preamplifiers and shapers

The preamplifiers (0T) are hybrids built around discrete
high FT bipolar transistors. They have been irradiated
several times (alone or with the shaper below) and have
not shown any change of performance after 2 kGy and
5.1013 N/cm2 [7]. For the hadronic end-cap, GaAs
monolithic preamps are used inside the LAr and have
withstood 1014N[8].

The shapers are monolithic 1.2 |̂ m BiCMOS circuits
for which the radiation tolerance has been attempted at the
design phase by using mostly the fast NPN transistors.
The MOS are used mainly as overdriven static switches
[9]. Notwithstanding, they have passed numerous
irradiation tests without experiencing changes in gain or
peaking time, as can be seen in Figure 2. The shaper also
incorporates a simple logic to deactivate noisy channels in
the trigger sums, for which SEU is not critical.
Furthermore, a possible sensitivity to latch-up was feared,
although never observed in 10 MeV neutrons tests at
CERI. For safety, an anti-latchup resistor has been added
in the logic power supply line.

Figure 1 : Synoptic diagram of the Front-end board used in module 0 test beam
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Date

May 97

Oct97

Jul98

Sept 98

M 9 9

Oct99

Dose

2 10uN

2kGy

1014N

2kGy

2kGy

2 1013N

Duration

2 days

4 days

1 day

4 days

2 months

2 days

# channels

2ch

2ch

8*3

16*3

32*3

32*3

1.05
Shaper 4-High Gain

I
en

0.95

26

25.5

25

124.5
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? 2A

\ 23.5
i

23

22.5
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Shaper 1 - High Gain

2 3 4 5 6
fluence (N/cm2)

Figure 2 : Shaper amplitude and peaking time under
gamma and neutron irradiation.

2.2 Switched Capacitor Arrays (SCA)

The analog pipelines (SCA) which follow the
shapers have been designed from the start in DMILL
radiation hard technology. They make use only of the
CMOS components and of full custom logic running at
40 MHz. Several prototypes have been realized in
DMILL in the last 3 years, as well as in radiation soft
technologies (AMS 0.8 jam, HP 0.6 um) with similar
electrical performance. These results and the irradiation
results can be found in these proceedings [10]. The
latest batch has suffered from a very low yield (10%)
due to a few randomly distributed leaky switches. This

process defect has subsequently been understood and
fixed in a later batch. The chip will undergo
preproduction run by the end of 2000.

2.3 SCA controller

The read and write addresses necessary to operate
the SCA with no dead time are generated by a SCA
controller. In module 0 FEB, these functions were
implemented in a XC4036 Xilinx, based on 0.35 Um
technology [11]. This component has been tested for
radiation tolerance and has shown a significant supply
current increase after 400 Gy, as shown in Figure 3.

50 60 70
Dose(krad(Si))

Figure 3: Supply current after gamma irradiation for
the Xilinx XC4036

It has then been decided to migrate this element into
DMILL. However, the chip complexity and critical
timings have turned out to be marginally achieved and
resulted in a very large chip area (100mm2) for which
the yield is likely to be rather small (20%). Besides,
due to the large area, it has not been possible to include
any error correction mechanism, leaving the SEU
problem open. For such chip, the SEU effects are
rather serious as read or write pointers could get
systematically wrong. A possible fallback in 0.25 um
technology is now being designed, including SEU error
correction logic.

2.4 ADC and gain selector

The SCA is followed by a 12 bit 5 MHz ADC. For
FEB0, AD9220 was used but has also failed total dose
tests. We therefore plan to use the AD9042, which has
been qualified by CMS [12].

Two ADCs feed a gain selector chip that chooses the
correct gain and formats the data for the subsequent
RODs. As the chip stores two thresholds per channel
for the gain selection, SEU have been mitigated with a
Hamming correction code. It results in a 20 mm2

ASIC, to be submitted to DMILL in September 2000.
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2.5 Optical output

The formatted digital data are sent out after LVL1
trigger through an optical fiber. Five samples of each
128 channels are multiplexed at 40 MHz, resulting in
2.6 Gbit/s output rate. The baseline option was using
HP Glink, but extensive irradiation studies [13] have
shown that although the link exhibited very good total
dose tolerance up to 43 kGy and 1013N, it was sensitive
to SEU, 0.05 error/link/hour with ATLAS spectrum. In
particular, energetic neutrons could induce
synchronization errors, bringing the link down up to 10
ms.

Several options have been studied in order to
circumvent this problem and can be found in these
proceedings [14], One consists in using two Glinks and
a "smart switch" at the receiving end, whereas another
is based on GaAs link and sending twice the data.
Slightly after the conference, the choice has been made
to stay with the single Glink for cost reasons.

Another digital chip (MUX) is then necessary to turn
the 32bit 40 MHz data into 16bit 80 MHz Glink input
format. This chip has been submitted in DMELL in may
2000.

3. CALIBRATION BOARD [15]

Figure 4 : Synoptic diagram of the calibration board used on Module 0 tests.

3.1 Low offset opamps and Mbit DAC

As shown in Figure 4, the precision current source is
built around a low offset opamp and a 0.1% precision 5
Ohm resistor. The opamp offset should not be larger
than the DAC LSB=16|iV. In previous prototypes,
OP07 were used and several similar opamps have been
tested [16] to 2 kGy and 2.1013 N/cm2, as shown in the
table below. None has been good enough to be
qualified for ATLAS.

Type

OP113
OP 177

AD 829
LT1097

OP 77
LT 1028
OP 27

OP 07

von before

7-60 HV

30 nV

60-200 nV

1-12 nV

10-20 nV

5-10 nV

1-10(iV

5-15 nV

vol f after

4-160 nV
4-160 M.V

130nV

1200 |iV

70-190 (IV

70-360 (iV
40-100nV

0.1-0.SmV

•bios before

0.35 HA
0.7 nA

3.5 nA
0.1 nA

1 nA

10-25 nA

1-50 nA

0.1-0.4 nA

lblI. after

2|iA
70-90 nA

4.5 nA
100 nA

100 nA

5-80 nA

0.7-0.9 nA

0.2-0.3 uA

It has therefore been decided to develop a full
custom rad-hard circuit to perform this function. Two
approaches have been pursued :

• A static low offset opamp based on centroid
bipolar transistors and fuse trimming

• An auto-zero opamp [17] in which the offset is
stored in a 10 nF capacitor.

Prototypes of each version have been realized in
AMS 0.8 ^m BiCMOS, before being translated into
DMILL. The static opamp has been submitted in may
2000, whereas the autozero could be submitted early
2001. The retained architecture will be chosen upon
irradiation test results.

A 16bit DAC with 10-bit accuracy is necessary to
cover the full dynamic range of ATLAS, but two COTS
tested have seen the offset rise to 5 mV after only 20
Gy. Therefore, a 16 bit R72R ladder DAC has been
made with 16 switched identical current mirrors and
external precision resistors (0.1%). To reduce the
sensitivity to Vbe mismatch and variations with
temperature the emitters of the current sources are
strongly degenerated. This ladder DAC has been
developed and tested successfully in AMS 0.8
BiCMOS and submitted to DMILL in may 2000, with
improved temperature stability (1 jxV/K).
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3.2 Control logic

The calibration boards used on module 0 were
controlled by an elaborate digital circuitry which
allowed to load on board a full calibration sequence
(ramping the DAC, changing patterns...)- Although
practical and very time efficient this circuitry was
based on memories and numerous FPGAs which would
not operate reliably in the high radiation environment.

4. TOWER BUILDER BOARD

It has thus been decided to simplify the control logic
and load through the SPAC serial bus the run
parameters (DAC value, delays, and pulsing patterns).
These parameters are decoded from I2C local bus and
stored in registers, which have again been designed in
DMILL. No particular SEU mitigation has been
included, as the calibration board is idle 99% of the
time and SEU results only in a wrong calibration pulse,
which can be discarded in the RODS.

Figure 5: Synoptic diagram of the tower builder board.

The tower builder board is used to perform the
analog sum of the different sampling depths of the
calorimeter in order to get the total energy in a 0.1x0.1
tower. This signal is then sent through shielded twisted
pairs to the LVL1 trigger processor. As the signals
from the calorimeter exhibit different shapes across the
calorimeter (due to different detector capacitance), a
pole-zero unit is used to compensate for it and to
uniformize the waveforms so that they can be summed.
Furthermore, an anlog delay line is used to align the
waveforms in time and compensate for different cable
lengths or particle time of flight.

An analog multiplexer is used in order to select the
correct tap on the delay line. Following negative tests
on previous commercial multiplexers (DG358) which
failed at 170 Gy, a DMILL chip has been developed in
1998. This chip called BiMUX includes 8 large CMOS
switches (200/0.8 \im) and a simple address decoder to
activate them. It has been fabricated in 1999 with a
yield of 85% and tested successfully, including to
radiation doses up to 2 kGy and 3 10'3 N/cm2.

Finally, the board makes use of commercial fast
opamps (HFA1135, AD8011) which have also been
tested successfully up to 2 kGy and 3 10" N/cm2, but
additional tests against SEE are foreseen.

5. CONTROLLER BOARD
Every half crate is controlled by a controller board

which receives optically the TTC signals (clock, LVL1,
BCR...) and the serial link (SPAC) to write and read
parameters on the various boards. These signals are
translated to electrical signals and distributed to all the
other boards, point to point for TTC and on a G10 bus
for the SPAC. For reliability all the SPAC lines are
doubled (including the incoming optical fibers) and the
selection of the active line is performed in the control
room.

On each board (including the controller) the SPAC
signals are decoded by a SPAC slave chip which has
also been realized in DMILL in may 2000. This chip is
described in these proceedings [18].
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6. CONCLUSION
The liquid argon calorimeter front-end electronics

has been finalized and tested successfully in test beam.
The analog front-end elements (preamp, shapers,
analog pipelines) have shown radiation tolerance in
excess of the ATLAS requirements, including the
safety factors. The digital circuits (FPGAs) have failed
such tests and have now been migrated into DMILL
ASICs. The use of this radiation hard technology will
largely alleviate the burden of the radiation tests. In
total, almost 10 new DMILL chips will be necessary, as
summarized in the table below :

Chip

SCA

SCA contr.

Gain select

Config contr

MUX

SPAC slave

Opamp

DAC

Delay

Calib logic

BiMUX

Area
(mm2)

30

100?

21

20

18

27

1.8

6.3

6.5

16

4.6

Number
needed

54,400

3,400

13,800

3,400

1,700

2,200

16,900

130

260

910

8,320

Number
produced

80,000

20,000

20,000

5,000

2,500

3,300

30,000

200

350

1500

11,000

Subm.
proto

98,99,00

Nov 00?

Sept 00

Sept 00

Sept 00

May 00

May 00

May 00

99

May 00

99

Among these chips, the SCA controller is now the
most critical and problematic in DMILL, a backup
solution in 0.25 urn is being considered.

Although avoided as much as possible, some COTS
remain necessary (fast opamps, ADCs) for which the
procurement plan and radiation qualification need to be
finalized to minimize the associated risks.

The goal is now to produce the first final (radiation
tolerant) ATLAS front-end board by mid 2001 and
have a full crate (all board types) by spring 2002.
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Abstract
The ATLAS sub-systems will integrate a very large

number and variety of electronic boards which will be
exposed to radiation ranging from a few krads and a few 1010

n/cm2 to more than 10 Mrads and 1014 n/cm2, and to energetic
particles capable of producing SEE (Single Event Effects).
The ATLAS technical co-ordination has developed a new
policy on radiation tolerant electronics in collaboration with
sub-systems. It provides guidelines for the pre-selection and
for the qualification of all the commercial electronic
components and all the radiation-hard ASICs that will be used
in ATLAS, in order to make sure they will resist to the
foreseen radiation constraints. This paper summarises the
organisation chosen by ATLAS to carry out the radiation
hardness assurance, the main guidelines given in the ATLAS
Policy on Radiation Tolerant Electronics, and the tools
available to apply this policy.

I. ORGANISATION

The Radiation Hardness Assurance Working Group
(RHA-WG) was organised in 1999 in the frame of the
ATLAS Technical Co-ordination, with the mission of
developing and operating a coherent plan for radiation
hardness assurance (RHA) in all the ATLAS sub-systems.
The members of this working group are:

- RHA leaders from each ATLAS sub-system;
- ATLAS RHA co-ordinator;
- ATLAS Front-End Electronics co-ordinator.

This working group meets every 3-4 months; its progress
reports are published in the ATLAS Radiation Hard
Electronics Web Page [1].

II. ATLAS POLICY ON RADIATION TOLERANT
ELECTRONICS

A. Goals
The first goal of this policy is the general safety of the ATLAS
materials and of the persons working on the experiment.
Therefore, all components or systems which can cause fire or
induce high and long-term radioactivity levels through
radiation effects are forbidden.

The second goal of this policy is to help ATLAS sub-systems
to build electronics that will resist the radiation level foreseen
during 10 years of operation. Therefore, this policy gives the
radiation tolerant criteria, the radiation test methods, and the
rules which apply for pre-selecting and for qualifying

radiation tolerant COTS components or radiation hard ASICs
before purchase.

The third goal of this policy is to help sub-systems to
anticipate radiation problems in order to build electronics
within the foreseen schedule.

B. Procurement Strategy
Table 1 summarises the main steps of the ATLAS strategy

for procurement of radiation tolerant COTS components or
radiation-hard ASICs.

Procurement Strategy for Radiation Tolerant COTS
Step 1
Step 2
Step 3
Step 4
Step 5

Determine the Simulated Radiation Level (SRL)
Calculate the Radiation Tolerance Criteria (RTC)
Pre-select the generic component (standard tests)
Qualify batches of components (standard tests)
Purchase qualified batches

Procurement Strategy for Radiation Hard ASICs
Step 1
Step 2
Step 3
Step 4
Step 5
Step 6

Determine the Simulated Radiation Level (SRL)
Calculate the Radiation Tolerance Criteria (RTC)
Select rad-hard technology (guaranteed features)
Develop a prototype ASIC
Qualify ASIC radiation hardness (standard tests)
Purchase batches of qualified ASICs

Table 1: Procurement Strategy for COTS and ASICs

C. Simulated Radiation Levels
The radiation constraints which will degrade electronic
devices in the LHC environment are:

- Total Ionising Dose (TID, unit: Gray), which is responsible
for oxide charge trapping producing threshold voltage shift
and leakage currents in CMOS devices and gain decrease
in bipolar devices;

- Non-Ionising Energy Loss (NIEL, unit: 1 MeV equivalent
neutron per cm2), which is responsible for displacement
damage producing gain decrease in bipolar devices,
threshold voltage shift in JFET, leakage current in PIN
diodes, etc.

- Total fluence of hadrons having an energy higher than 20
MeV (unit: hadron per cm2). These hadrons are responsible
for various Single Event Effects (SEE) such as Single
Event Upsets (SEU), Single Event Latch-up (SEL), Single
Event Burnout (SEB), Single Event Gate Rupture (SEGR),
etc.

These radiation constraints have been simulated using
GEANT CALOR, for the various locations of electronics in
each ATLAS sub-systems. The three types of Simulated
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Radiation Levels (SRL) are summarised in Table 2. Tables
giving SRL values are available on the Web [1].

Simulated Radiation Level

SRUd
SRLniel
SRLsee

Unit
Gray

1 Mev equiv. neutron/cm2

>20 MeV hadron/cm2

Table 2: Simulated Radiation Levels

D. Radiation Tolerance Criteria
Three Safety Factors (SF) must be applied to the raw
Simulated Radiation Levels to determine the Radiation
Tolerance Criteria (RTC). These are summarised in Table 3.
Tables giving SF values are available on the Web [1].

Safety Factor
SF s j ,n

SF ldr

SFbatch

Purpose
Represents inaccuracies in the simulations

Represents low dose rate effects
in TID tests

Represents variations of radiation tolerance
from batch to batch
and within batches

Table 3: Safety Factors

Inaccuracies in the simulations result from inaccuracies in
the event generation models, in the transport models and in the
physical description of the detector, and from limited statistics
(especially in the external regions of the detector).

Low dose rate effect is an increase of the damage produced
by TID on CMOS, JFET or bipolar devices when irradiation is
applied at low rate. This effect increases when the dose rate
decreases; it becomes significant for dose rates below about
0.01 rad/s, depending on the technology [2,3]. It concerns
potentially all the electronics of LHC experiments and of the
LHC machine, which will be irradiated at dose rates ranging
from a few 0.01 rad/s (inner detectors) to less than 0.1 mrad/s
(muon detectors).

Variation of radiation tolerance from batch to batch may
result from process or equipment changes which do not affect
the electrical features but which could degrade uncontrolled
parameters such as radiation tolerance in standard
technologies. Variation of radiation tolerance within batches
may result from fluctuations of some technological parameters
which are not under control in non radiation-hard
technologies.

For TID and NIEL, the Radiation Tolerance Criteria (RTC)
is obtained by multiplying SRL with the three safety factors:

x SFSjm x . x SFba l c h ;

X S F s j m X SFjdr X

For SEE, three types of Radiation Tolerance Criteria are
defined (table 4):

RTC

RTCsee.s
RTQee.h

RTCseed

Type of SEE
soft SEE
hard SEE

destructive SEE

RTC Unit
soft SEE / s
hard SEE / s

destructive SEE / s

Table 4: Radiation Tolerance Criteria for SEE

The values of these RTCsee must be defined by each
ATLAS sub-system for each electronic component. They
depend on the architecture in which the components are used
and on the system requirements.

To avoid fire risks, components which are sensitive to
destructive SEE are not allowed, unless a proven robust
architectural solution protects the system against thermal
destruction.

E. ATLAS Standard Radiation Test Methods
ATLAS standard test methods are derived from DOD or ESA
test methods [4-6] for CMOS devices and from ref. [7] for
bipolar or BiCMOS devices, with several adaptations that take
into account the specificities of the ATLAS radiation
environment.

Radiation test method for NIEL

Figure 1 and 2 summarise the test method for pre-selecting
generic components and for qualifying batches of components
that satisfy the NIEL Radiation Tolerance Criteria (RTCniei).

11 devices (10 for test, 1 for reference)
i

Electrical Measurements

Irradiation 10 test devices up to RTC
i

Electrical measurements

^—"All devices""--^^ N
< ^ p a s s RTCniel?^> Reject

Accept generic component

Figure 1: Pre-selection of generic components with respect to NIEL

11 devices (10 for test, 1 for reference)
i

Electrical Measurements

Irradiation 10 test devices up to RTC
l

Electrical measurements

•—̂ All devices -̂~-̂ ^ N
< ^ p a s s RTCniel?^> * Reject

Accept batch of components

Figure 2: Qualification of batches of components w.r. to NIEL
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Radiation test methods for TIP

Figures 3 and 4 summarise ATLAS standard test methods
for pre-selecting generic MOS devices and for qualifying
batches of MOS devices that satisfy the TID Radiation
Tolerance Criteria (RTCtid).

The pre-selection test method includes two optional steps.
The first one is the determination of the worst temperature,
i.e. the temperature at which the degradation of the
component under irradiation is the highest. This determination
is made by irradiating a few components at various elevated
temperatures.

11 devices (10 for test, 1 for reference)

Electrical Measurements
i

Irradiation 10 test devices up to RTC
i

Electrical measurements
i

Annealing 168h @ 20C
electrical measurements @24 & 168 h

l
Accelerated ageing 168 h 100C (*)

l
Electrical measurements

^^-"""All devices~~--~^ N
< ^ r a s s RTCtid?^-> Reject

Accept generic component

*) or use SFIdr = 5 instead ol 1 and skeep this step

Figure 3: Pre-selection of generic CMOS with respect to TID

11 devices (10 for test, 1 for reference)
l

Electrical Measurements
*

Irradiation 10 test devices up to RTC
i

Electrical measurements
I

Annealing 24h @ 20C
electrical measurements @24 h

1
Accelerated ageing 168 h 100C (*)

1
Electrical measurements

^—'AH devices"-—-̂ ^ N
<^pass RTCt id?-> Reject

Accept batch of components

(') or use SFIdr = 5 instead ol 1 and skeep this step

Figure 4: Qualification of CMOS batches with respect to TID

These test methods include an optional accelerated ageing
that simulates the increase in damage produced by TID
applied at low dose rate (such as in LHC experiments). This
accelerated ageing enables one to set ^YXis to 1 for RTC
computation. Otherwise, if this accelerated ageing is skipped,
SFldr must be set to 5 to represent low dose rate effects.

Figures 5 and 6 summarise ATLAS standard test methods
for pre-selecting generic bipolar devices and qualifying
batches of bipolar devices that satisfy the TID Radiation
Tolerance Criteria (RTCud).

11 devices (10 for test, 1 for reference)
plus extra devices for step 3

Electrical Measurements

Determination of the worst temperature
by irradiation ol extra devices (1)
at several elevated temperatures

Irradiation 10 test devices up to RTC
at the worst temperature (2)

Reject

Accept generic component

(1) or use SFIdr = 5 instead ol 1 and skeep this step
(2) or use SFIdr = 5 instead of 1 and irradiate at room temperature

Figure 5: Pre-selection of generic bipolar devices w.r. to TID

11 devices (10 for test, 1 for reference)

Electrical Measurements

Irradiation 10 test devices up to RTC
at the worst temperature (2)

1
Electrical measurements

^^—-"All devtees~^~^^ N
<^pass RTCt id?^> * Reject

Accept batch of component

(1) or use SFIdr = 5 instead of 1 and skeep this step
(2) or use SFIdr = 5 instead of 1 and irradiate at room temperature

Figure 6: Qualification of batches of bipolar devices w.r. to TID

The second optional step is the irradiation of a full set of
10 test devices at the worst temperature using a medium or
high dose rate. It simulates the effects of TTD expected at low
dose rate [7], When these two optional steps are used, SFldr

must be set to 1 for CRT computation. Otherwise, if these two
optional steps are skipped, test devices must be irradiated at
room temperature and SFIJ,. must be set to 5 to represent low
dose rate effects for RTC computations.
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Radiation test methods for SEE

Two standard test methods can be used for selecting and
qualifying integrated circuits that satisfy the SEE Radiation
Tolerance Criteria (RTCsee): one is based on proton irradiation
[6, 8], the other one is based on neutron irradiation [9]. We
summarise in figure 7 the main steps of the proton-based SEE
test method.

5 devices (4 for test, 1 for reference)

Electrical Measurements

Irradiation with constant proton flux (1);
on line measurement and record of
soft, hard & destructive SEE

_ L
Computation of SEE rates
foreseen in the targeted application

Reject

Accept generic component
No additional qualification required

(1) 60 MeV < E < 200 MeV to seek solt SEE
200 MeV < E < 500 MeV to seek hard or destructive SEE

(2) Acceptance criteria: computed SEE rate < RTCsee for trie 4 tested devices

Figure 7: Pre-selection and qualification of integrated circuits
with respect to SEEs

Protons with an energy comprised between 60 MeV and 200
MeV enable one to seek soft SEE as well as most of the hard
and destructive SEEs. However, an exhaustive search for soft,
hard and destructive SEEs requires protons with a higher
energy (energy between 200MeV and 500 MeV).

III. TOOLS FOR RADIATION HARDNESS
ASSURANCE

Several tools have been developed to help ATLAS sub-
systems to carry out the radiation hardness assurance for their
electronics:

- Two tutorial courses;

- Tables of simulated radiation levels and safety factors;

- ATLAS Policy on Radiation Tolerant Electronics;

- Lists of radiation test facilities;

- Agenda of ATLAS irradiation campaigns;

- ATLAS Radiation Tolerant Electronic Components Database;

- Templates of ATLAS Standard Radiation Test Reports;

- (...)
The tutorial courses are written to help ATLAS sub-

systems and other LHC collaborations share a clear and
common understanding of the effects of radiation on
electronic components and circuits [10,11]. These two 90-
minute courses are the first essential building blocks of the
radiation hardness assurance. They were given in 1999 and
2000 in several ATLAS-member Institutes, in ATLAS Front-

End Electronics meetings, and in a 3-day training on radiation
effects on electronics organised by CERN in spring 2000 [12],

The tables of simulated radiation levels, the tables of
safety factors and the document "ATLAS Policy on Radiation
Tolerant Electronics" available on the ATLAS Radiation Hard
Electronics Web Page are up to date and officially approved
by ATLAS. Previous tables and previous documents remain
available on the same web page as archive documents.

The lists of radiation facilities provide information on
numerous gamma, x-rays, neutrons, protons, pions, and heavy
ions facilities available for irradiation tests.

The agenda of ATLAS irradiation campaigns enables sub-
systems to announce their irradiation planning and hence to
co-ordinate their work together.

The ATLAS Radiation Tolerant Electronic Components
Database enables the ATLAS sub-systems to record and share
their radiation test results and hence to avoid any unnecessary
duplication of tests. This database also helps sub-systems to
standardise some electronic components. For each
component, this database provides a brief description of the
component, information on the manufacturer, on the
technology, on the package, and copies of electrical data
sheets and radiation test reports.

Templates of ATLAS Standard Radiation Test Reports
enable ATLAS sub-systems to summarise the most relevant
test results on a common form before entering them in the
database.

All these tools are available on the ATLAS Radiation
Hard Electronics Web Page [1].

IV. CONCLUSIONS

A Working Group was organised in the frame of ATLAS
Technical Co-ordination in order to co-ordinate the efforts in
the experiment and with other experiments (through RD49) in
the field of testing and procurement of radiation tolerant or
radiation hard components.

A tutorial course on radiation effects on electronic
components and circuits was given in several ATLAS
member Institutes and at CERN in order to share a clear and
common understanding in this domain,

A Policy on radiation tolerant and radiation hard
electronics was developed by ATLAS TC in collaboration
with sub-systems and was approved by the Executive board of
the experiment. It contains the ATLAS strategy for
procurement of electronic components as well as the radiation
test methods which are used for selecting and qualifying
components.

New simulations of the radiation environment have been
made to take into account recent changes in the detector.

A database for electronic components has been developed
in order to centralise all the present and future information
available on radiation hard or radiation tolerant devices.

A list of Radiation Facilities is available on the ATLAS
Radiation Hard Electronics Web Page, as well as other tools
mentioned above.
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ATLAS is now in a situation in which everyone in each
sub-systems speaks the same language, computes the
radiation levels in the same manner and perform tests in the
same way.

Sub-systems in collaboration with the RHA co-ordinator
are currently running irradiation campaigns in order to pre-
select radiation-hard and radiation-tolerant electronic
components. Results will be summarised in standard test
reports and shared within the experiment with the help of the
database.

The next step for the ATLAS Radiation Hardness
Assurance Working Group and for the sub-systems will be to
apply the Radiation Hardness Assurance Policy on a large
scale. The total number of components to be pre-selected and
qualified is very large, and some of the radiation tests are not
easy. It will be necessary to calibrate some radiation facilities,
then to co-ordinate the preparation, operation and
interpretation of the radiation tests within the sub-systems, to
make sure that all the tests are made carefully and without
error, and to decide together with the sub-systems when to
order the pre-series and series batches of all the electronic
components to be installed on the detector or in the cavern.
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Abstract
Instrumentation amplifiers and voltage controlled

current sources have been designed by using single
operational amplifiers (OPA124, TLE2071 and OPA627).
Their performance has been evaluated in the laboratory
and under neutron radiation. On line measurements of the
offset voltages, offset currents, closed loop gain, CMRR
and bias currents were performed on the amplifiers. The
current sources were set to a constant value and the
current was monitored on-line. The radiation tolerance of
commercial voltage references has also been investigated.

The radiation was performed out in ITN (Portugal)
research nuclear reactor. In comparison to previous
experimental campaigns the gamma radiation has been
reduced by a factor 15 for a given neutron dose. This is
achieved thanks to a recently constructed facility for
neutron beam extraction.

I. INTRODUCTION
The irradiations were performed using a dedicated

irradiation facility recently built at the Portuguese
Research Reactor. The components under test were
mounted on several PCBs, in a simple support placed
inside a cylindrical cavity created in one of the beam
tubes of the reactor. For these experiments, the reactor
was operated at the nominal power of 1 MW. The fluence
of 5-1013 n- cm2 in the central PCB was reached in about 5
days, with 14 hours operation + 1 0 hours stand-by per
day.

The thermal neutron component of the beam was cut
by a 0.7 cm thick boral shield and a 4 cm thick Pb shield
was used to reduce the total gamma dose below 1 kGy for
the central PCB. The neutron fission fluxes were
measured with Ni detectors placed at the center of the
boxes that contained the PCBs. Figure 1 shows the
measured flux distribution as a function of the distance
from each box to the support's face closest to the reactor
core.
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Figure 1: Neutron Flux distribution

A photodiode sensitive to neutrons was placed in
several boards, so that the neutron flux was monitored
online. A channel for monitoring the gamma radiation
was also implemented.

Integration dosimeters placed on the back of first and
last PCBs reveal, after completion of the tests, a total
gamma dose in the 0.3-1.2 kGy range. With the new set-
up the total gamma dose was reduced by a factor of 15
relatively to the irradiations previously reported [1] (for
the same neutron fluence), and zero background in
standby.

II. I N S T R U M E N T A T I O N A M P L I F I E R S

Two types of instrumentation amplifiers (Figures. 2 &
3) have been designed and exposed to neutron radiation
[6]. Two different operational amplifiers have been used
to implement the amplifiers in the first run, those tested in
earlier irradiation campaigns [1], OPA 124 (DiFET) and
TLE2071 (JFET), that survived to the total dose of 3.5
10" n-cm2, and OPA627 for the second round.

Ref

Figure 2: Three OpAmps I. Amplifier
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V,,

Figure 3: Two OpAmps I. Amplifier

All amplifiers suffered a high increment of the offset
voltage after irradiation. This effect is correlated with the
behaviour of the single operational amplifiers. The
differential gain is similar in all amplifiers. The CMRR is
higher in the structure with three single operational
amplifiers. This is only due to the better tuning property
of this structure. Finally the instrumentation amplifiers
with single DIFET operational amplifiers maintain a very
low bias and offset currents.

A. Two OPA 124 Instrumentation Amplifiers.
The total dose received was 7-10" n-cm \ and 1.4 kGy

for gamma radiation (figure 4). The differential gain
decreases slightly and the CMRR decreases from more
than 90 dB to 75 dB. It might be attributed to the decrease
of the open loop gains of Op Amp's.

The offset voltage varies between -5 y 15 mV, and
remains stable during the break period. The value is
similar to that of the single OPA 124, which means that is
the contribution of the OpAmp's under neutron and
gamma radiation.

The same can be said to the variation of the bias
current.

The offset current is insignificant and remains constant
during and after the irradiation process.

A small decrease in the differential gain is observed,
which could be attributed to a change in the open loop
gain of the single OpAmp's.

Small oscillations of the CMRR value take place, but
is always higher than 70 dB.

The offset voltage increases with the irradiation flux
up to a value as high as 40 mV. Also a slight annealing is
observed during the break periods.

The value of the bias current increases up to several
tens of nanoAmp, in a similar way as the single OpAmp's
under radiation.

The offset current is insignificant (with respect to the
bias current), and remains constant during and after the
irradiation process.
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Figure 5: Two TLE2071 Instrumentation Amplifier

C. Three OPA 124 Instrumentation Amplifiers.
The total dose received was 5.9-1013 n-cm2, and 1.4

kGy for gamma radiation (Figure 6). The differential gain
is about 95, and the CMRR decreases from 100 dB down
to 75 dB. It might be attributed to the decrease of the
open loop gains of OpAmp's.
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Figure 4: Two OPA124 Instrumentation Amplifier

B. Two TLE 2071 Instrumentation Amplifiers.
The total received dose was the same than the first one

(Figure 5).

BO 100 120

Time (Hours)

Figure 6: Three OPA124 Instrumentation Amplifier

The offset voltage decreases rapidly, down to -90 mV
at the end of the campaign, and a small annealing during
the break periods. The value is similar to that of the single
OpAmp's under neutron and gamma radiation.
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The bias current remains very small, after a short
initial increase.

The offset current is insignificant and remains constant
during and after the irradiation process.

D. Three TLE 2071 Instrumentation Amplifiers.
The total dose received was the same than the latter

(Figure 7).
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Figure 7: Three TLE2071 Instrumentation Amplifier

The CMRR value remains almost constant at high
values.

The offset voltage increases slightly, but no law in the
dependence with the irradiation flux can be deduced, as
with the single TLE 2071.

The value of the bias current increases with radiation
up to 100 nA.

The offset current is insignificant (with respect to the
bias current), and remains constant during and after the
irradiation process.

E. Three OPA627 Instrumentation Amplifier
The total received dose was 2.3 1013 n/cm2 and 400 Gy

(Figure 8). This is a broad band DIFET operational
amplifier.

to the fact that both neutron total dose and gamma
radiation was lower than other amplifiers in previous
campaigns, which means that the open loop gain did not
change.
There is a drift in the input offset voltage value even after
irradiation period. And also the bias current is very low,
never higher 150 pA, and the offset current is about to
zero.

III. CURRENT SOURCES
Associated with these two instrumentation amplifiers

structures, three constant current voltage controlled
sources for each amplifier structure have been tested [3]
(Figure 9). Positive and negative currents, of the same
absolute value, are measured during the irradiation
period.

V.

Figure 9: Constant current source

All sources survived the irradiation campaigns, but
there is a significant degradation in all of them (Figure
10), specially in the first round. In the second irradiation
run, where the gamma background radiation during the
standby periods was reduced to zero, all sources were
much more stable (Figure 11).

There is an abrupt increase in the output current, that
cannot be associated clearly to any cause, at the starting
up and stopping down of the reactor in all sources.

A small decrease of the average value of the current as
the exposure progresses is been observed. In this case it
may be associated to the open loop gain decrease of each
single Op Amp's [4],

The absolute values of positive and negative currents
are showed in the Figures 10 & 11 for the two rounds.
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Figure 8: Three OPA627 Instrumentation Amplifier

The gain remains stable during all irradiation campaign,
and CMRR is also constant about 100 dB. It has been due

so ioo i:
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Figure 10: Two Opamp's I. amplifier current source. 1
round
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S I-.3-

Figure 11: Three Opamp's I. amplifier current source.
2 round

From the data shown in the figures the structure of a
constant current source associated to an instrumentation
amplifier with 3 DiFET operational amplifiers (Fig 11) is
by far the most stable circuit, as far as the constancy of
their parameters, for radiation tolerant sources with
commercial devices.

Figures 12 and 13 show the evolution of parameters for
the Operational Amplifiers used in these structures.
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Figure 12: Evolution of parameters for all OPA124
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Figure 13: Evolution of parameters for all TLE2071

IV. VOLTAGE REFERENCES

Three Band Gap voltage references AD780 were tested
(Figure 14). They were polarized with a voltage supply

higher than 13 V. The output voltages and currents were
fixed to 3 V and 15 mA (50% of the nominal value),
respectively. The output voltages were stable until a total
dose of 5-1012 n/cm2 is reached. From that value up to
2-1013 n/cm2, accumulated dose, the voltage decreases
quickly down to zero. After an annealing interval, but in
the middle of an irradiation period (4.8-10" n/cm2), the
voltages rise up slightly and finally all devices are
destroyed.

3.00

| 150-

O 0.75-

0.00

Figure 14: AD780 output Voltage & total dose

The supply currents behave exactly equal to the output
voltages.

Three zener voltage References REF02 with an output
voltage of 5 V and a voltage supply higher than 13.5 V.
with an output current of 15 mA (50% of the nominal
value) were tested (Figure 15).

The output voltages are stable until a total dose of
1.3-1013 n/cm2 is received, and then there is a sudden drop
of the output voltages until a value slightly lower than 3.5
V. From that value the output voltages decrease gently
and when the total accumulated dose is about 5-5.5-103

n/cm2, the output voltages reach zero. Only one device
recovers the output value of 3 V during the standby
period but when the reactor starts up again goes to zero.

The supply currents behave like the output voltages.
But the decrease between 1.3-1013 y 5-1013 n/cm2 is higher
for the currents. All devices were destroyed.
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V. CONCLUSIONS
The new source built by 1TN allows to do fast neutron

irradiations with a decrease of the total gamma dose by a
factor of 15 related to the previous campaigns. During
stand-by time, the background radiation is reduced to zero
by moving away the reactor core.

It has been found that the structure of a three
Operational amplifiers Instrumentation amplifier is more
stable. The DiFET Opamp's give is more stable than any
other. However, the change of slew rate of these
amplifiers is not as uniform as the JFET's.

Buried zener references are better than band gap ones,
although no voltage reference survived after being
exposed to a total dose higher than 2-1013 n/cm2.
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Abstract

This is the final report of the RD48 collaboration to be
given in this workshop series. The emphasis is on the
more practical aspects of the obtained results directly
relevant for LHC applications. The report is based on the
comprehensive survey given in the 1999 status report [1],
a recent conference report [2] and some latest experi-
mental results. Additional data have been reported in the
last ROSE workshop [3]. A compilation of all RD48 in-
ternal reports and a full publication list can be found on
the RD48 homepage [4].

The success of the Oxygen enrichment of FZ-silicon
as a highly powerful defect engineering technique and its
optimisation with various commercial manufacturers are
reported. The focus is on the changes of the effective
doping concentration (depletion voltage). The RD48
model for the dependence of radiation effects on fluence,
temperature and operational time is verified; projections
to operational scenarios for main LHC experiments dem-
onstrate vital benefits. Progress in the microscopic under-
standing of damage effects as well as the application of
defect kinetics models and device modelling for the pre-
diction of the macroscopic behaviour has also been
achieved but will not be covered in detail.

I. DEFECT ENGINEERED SILICON

The key idea of the RD48 strategy had been to im-
prove the radiation tolerance of silicon by defect engi-
neering, involving the deliberate addition of impurities to
the bulk material in order to affect the damage induced
formation of electrically active defects and thus control
macroscopic device parameters. As it is well known that
Oxygen and Carbon are capturing the primary radiation
induced vacancies and interstitials in the silicon lattice
these impurities were singled out as most promising for
an improved radiation tolerance.

Various types of silicon had been investigated in the
past, covering most of the accessible phase space as to
both impurities. In contrast to Carbon a considerably in-
creased Oxygen content proved to be highly beneficial.
Hence the efforts had concentrated on that and finally,
based on earlier experiments at BNL [5], a method had

DOFZ process: diffusion oxygenation of bulk silicon

Figure 1: Oxygen depth profile as measured by SIMS

been adopted consisting on a high temperature diffusion
of Oxygen through the silicon bulk, using the silicon-
oxide layer as supply source. In the following this method

will be referred to as DOFZ (Diffusion Oxygenated Float
Zone silicon).

Oxygen depth profiles obtained by different diffusion
scenarios are displayed in Fig.l, as measured by SIMS
[6]. The DOFZ technology proved to be feasible and cost
effective, as it can be readily incorporated in the normal
manufacturing process. The basic technical development
had been performed by ITE [7]. It was meanwhile suc-
cessfully transferred to possible Si-detector vendors for
LHC (SINTEF, CiS, STMicroelectronics and Micron [8-
11]). All these companies are members of the RD48 col-
laboration. More details of the DOFZ method may be
found in [1].

II. THE OXYGEN EFFECT

The following three main macroscopic effects are seen
in silicon detectors after energetic hadron irradiation:

• Change of the doping concentration with severe con-
sequences for the needed operating voltage.

• Fluence proportional increase in the leakage current,
caused by creation of recombination/generation cen-
tres.

Q Deterioration of charge collection efficiency due to
charge carrier trapping with impact on the signal
height produced by mip's.

The volume generated current has been shown to be of
universal nature, both as to the absolute value and an-
nealing properties as function of time after irradiation. If
normalised to the sensitive volume and to the 1 MeV-
neutron equivalent hadron fluence, the effect is independ-
ent of any material property and manufacturing process
used [12],[13]. However cooling to an operating tem-
perature of about -10°C guarantees a sufficiently low
noise and dissipation power [14]. The trapping effect
looks also to be tolerable for ensuring the needed S/N ra-
tio for mip's [15]. The first effect is the most severe, as
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Figure 2: Influence of Carbon and Oxygen on V^

the operating voltage cannot be increased to very high
levels. The beneficial effect of oxygenation is clearly dis-
played in Fig.2. Here we have measured the combined
effect of successive irradiation and constant annealing
steps in between (4 min at 80 °C), which resemble the
yearly room temperature warm up periods during mainte-
nance in LHC experiments. Starting from the original n-
type material the effective donor concentration is reduced
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in the lower fluence range whereas the increasing genera-
tion of acceptor like defects leads eventually to type in-
version and an almost linear increase thereafter. The
measurements show clearly that the slope of that increase
depends largely on the Oxygen and Carbon concentration.
There is a factor of 3 gain in radiation hardness by high
[O] whereas high [C] leads to a worsening with respect to
standard silicon.

Unfortunately the gained improvement is only visible
after charged hadron irradiation (independent whether
produced by protons or pions) whereas for neutron in-
duced damage the DOFZ-effect leads only to benefits in
connection with low resistivity silicon [16].

It should be emphasised that the oxygenation tech-
nique does not have any adverse effect as to the normal
detector behaviour both regarding the bulk (diode char-
acteristic) and the surface related properties [17],[18].

III. MODELLING OF DAMAGE EFFECTS IN NEFF

The measurements referred to in the previous section
have proved to be extremely useful in surveying different
material as to their respective radiation tolerance. How-
ever these tests reveal only one of the relevant parameters
in the change of Neff resp. the depletion voltage, namely
the behaviour at or around the minimum of the annealing
function. For a full modelling of what will be expected
during operational scenarios in the 10 years LHC period,
one has to measure the combined effect of damage and its
subsequent annealing in more detail. Such an approach
had been taken by several groups [19-21]. The experi-
ments are performed using a full set of test diodes irradi-
ated at room temperature with different fluences. An-
nealing experiments are carried out at constant elevated
temperature (e.g. +60°C or 80°C) in order to accelerate the
effect of long term annealing and thus compress the 10
years effect at LHC into a time span of only weeks.

The principal components seen by such measurements

10 100 1000 10000

annealing time at 60pC [nin]

Figure 3: Different components of the Nirt annealing as
parameterised by the Hamburg model:
AN, = N.(cD, t(T)) + Nc(d>) + NY«E>, t(T))

are shown in Fig.3. With ANclr=Ncfw-Ncfr((i>,t,T) being the
change between the initial doping concentration of the
base material and its value after irradiation with fluence
<E> and after annealing during t at temperature T, one can

readily decompose the complex function into a short term
annealing Na with time constant x,, a time independent
term Nc (stable acceptor generation) and a long term or
"reverse" annealing Nv with time constant xY. It should be
noted that only the time constants are depending on the
annealing temperature whereas the amplitudes are only
functions of the fluence. The analysis of all three compo-
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Figure 4: Systematic measurements of Ntlr-annealing in DOFZ

silicon diodes after 24GeV/c-proton irradiation

nents as function of annealing temperature, annealing
time and fluence had then led to a description which is
referred to as the "Hamburg model" [19]. In Fig.4 exam-
ples are given for such annealing curves after proton irra-
diation up to lxlO15 p/cm2. The fits to the data are excel-
lent and thus the parameters extracted both for standard
(non oxygenated) and DOFZ (oxygenated) silicon diodes
are trusted to be reliable (see Fig.5). As was already obvi-
ous from Fig.2, the slope for the constant acceptor gen-
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Figure 5: Stable damage generation as observed in
standard and DOFZ silicon diodes
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Figure 6: Amplitude (left) and time constant (right) of reverse
annealing measured with standard and DOFZ silicon diodes
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eration gc is improved by more than a factor of 3 using O-
rich instead of standard silicon. Fig.6 shows an additional
and completely unexpected beneficial effect, as the am-
plitude for reverse annealing is not anymore increasing
proportionally to the fluence but strongly saturating. It is
important to notice that the temperature dependence is
governed by a single activation energy leading to an al-
most complete freezing of the reverse annealing during
the operational period [22]. The reverse annealing be-
comes however relevant during the annual maintenance
periods at room temperature. The saturating and delay
(Fig.6 left and right respectively) for O-rich silicon offers
therefore a substantial safety margin.

Using the parameters extracted from annealing ex-
periments with standard and O-rich silicon, the Hamburg
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Figure 7: Damage projections for the ATLAS pixel B-layer for
different LHC scenarios
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model had then been used for projections to full 10 years
LHC scenarios. Fig.7 gives an example for the ATLAS
pixel detector: B-layer, located at a radial distance of 4
cm and being subject to a total annual fluence of 3.5x10"
/cm2 (1 MeV neutron equivalent, consisting of 85%
charged hadrons). For standard material the depletion
voltage is surpassing the tolerated operational voltage al-
ready after the 3"1 LHC year whereas for the O-rich sili-
con the Pixel sensor may be really operable during the
whole LHC period. The difference between standard and
DOFZ silicon becomes even more pronounced if one
would have to increase the length of the maintenance pe-
riod from the foreseen scenario (3 days 20°C and 2 weeks
17°C) to larger times and higher temperatures.

Additional experiments had been performed, which
confirm the results given above (e.g. by the BNL group
[21], and include also irradiation under bias and at low
temperature (JSI-Ljubljana [20]).

IV. A CLOSER LOOK: CHARGE COLLECTION AND
DEPLETION VOLTAGE.

It has often been argued that the results described in
section III are primarily based on the measurements of the
depletion voltage using capacitance/voltage characteris-

tics, while what is really relevant for the LHC experi-
ments is the necessary operating voltage to ensure good
S/N ratio for mip's. In a number of experiments we have
therefore compared the results obtained from C/V meas-
urements with those done by charge collection, illumi-
nating the diode either with ultrashort infrared laser
pulses or performing experiments with minimum ionising
electrons from a beta source [15],[23- 27].

As an example, Fig.8 shows the time-resolved current
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Figure 8: Time resolved current pulses generated by

illumination with nsec IR laser pulses after damage with
1.65xl014p/crn2. measured after 8 min. annealing at 80°C

pulses as function of bias voltage for an annealing step
equivalent to a 4 weeks maintenance period at RT [28].
The double-peaking seen most pronouncedly after such
short annealing time is well known and documents that
the detector can no longer be regarded as an asymmetric
junction but rather displays junctions at both the front and
the rear side. Correspondingly electric fields penetrate
into the bulk material upon reverse biasing from both
sides. For larger annealing times this behaviour disap-
pears. The accumulated charge within a certain time win-
dow can be plotted as function of the bias voltage ena-
bling an independent way of extracting the depletion volt-
age. The comparison of both CCE/V (charge collection
efficiency vs. voltage) and C/V (capacitance vs. voltage)
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Figure 9: Annealing curves as measured from charge collection
(open symbols) and capacitance/voltage characteristics

results is given in Fig.9 revealing an excellent correspon-
dence of both methods. However due primarily to trap-
ping effects the operating voltage should always be larger



284

than the depletion voltage. The necessary overbias de-
pends on the fluence and state of annealing, but as rough
estimate a 100V safety margin should be added [29].

V. TRANSFER OF DOFZ TO MANUFACTURERS

As pointed out above, the DOFZ technology had
meanwhile been transferred to several manufacturing
companies. In this section examples are given for samples
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Figure 10: Reverse annealing for diodes from different
manufacturers; comparison of standard and DOFZ process

from SINTEF, CiS and STMicroelectronics [8-10]. Fig.10
shows a survey of results for the reverse annealing effect
and its correlation to SIMS measurements on the same

SIMS profiles of O-concentration
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Figure 11: depth profiles of Oxygen concentration measured by
SIMS for diodes used in the experiments of Figure 10 (see text)

wafers [30]. If measured in the full fluence range up to
lxlO'5p/cm2 the decrease of N/O for O-rich compared to
standard material becomes even more pronounced. A
saturation value for the most O-rich sample from STMi-
croelectronics of 9xlO12/cm3, amounting to only 250 V
increase of depletion bias for a 200 \aa thick pixel detec-
tor, is reached. This is even much better than assumed for
the simulation shown in Fig.7 and thus improve the life-
time of these components above present expectations.

Due to the differences in the individual processes for
the O-enrichment used by the involved companies there is
a certain variance in this saturation value, but compared
to the different average O-concentrations displayed in
Fig.ll, the scatter is surprisingly small. An optimum
could very well be in the order of a 24h diffusion at

1150°C, which can be readily performed by all compa-
nies. It is also evident from the comparison of Fig. 10 and
11 that even the standard process leads to individual dif-
ferences in the Oxygen depth profile. While the lowest O-
concentration (ST-process) leads to an almost linear de-
pendence of NY on fluence, the substantially higher O-
values in the SINTEF standard process shows already
some saturation at higher fluences. It cannot be ruled out
that the inhomogeneous Oxygen concentration in the sili-
con bulk and its dependence on the individual process is
partly responsible for the variance seen in the radiation
hardness of diodes manufactured using a standard process
and it could also be partly responsible for the double
junction effect. It should be emphasised that the results
obtained here with DOFZ produced diodes have mean-
while been confirmed by test experiments with ATLAS
strip and pixel detectors [14],[31]. We have also verified,
that these results are fully reproduced in damage studies
with pion irradiation [30].

VI. A BRIEF LOOK ON THE N-P-PUZZLE

The collaboration had done extensive investigations
on the details of defect formation and kinetics during an-
nealing, see the last status report and publications cited
there [1]. One point illuminating the effect of O-
enrichment and the differences seen between neutron and
charged hadron irradiation is worth mentioning here. Note
that this difference is present after proper NDEL scaling
and hence in contradiction to the widely used assumption
that all bulk damage is strictly proportional to the non
ionising energy loss. Due to this contradiction we refer to
it often as the n-p-puzzle.

On a microscopic scale the damage produced by ener-
getic hadron irradiation is composed of the generation of

I 3001
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•O- 2.2 Icficm, Oxygenated
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Figure 12: Effects of y-irradiation in standard andDOFZ
silicon diodes: constant V^ up to 400 Mrad for O-rich Si!

isolated point defects and a dense accumulation of dis-
placements generated at the end of primary recoil ranges,
usually referred to as defect clusters. The main difference
between MeV neutron damage and that produced by en-
ergetic protons or pions is then, that the total NIEL in n-
damage is governed predominantly by the production of
clusters, due to the average energetic recoil energies in
the primary hadronic interactions, whereas for charged
particles the additional Coulomb interaction leads to quite
low energy recoils. These are more likely to produce
point defects. In fact this notion had been verified by ex-
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periments (see [32]) and detailed simulations are under
way [33]. Present defect models attribute the O-effect es-
pecially to the point defects. Hence the observed radiation
hardening effect present in charged particle damage but
almost absent after neutron damage can be understood.

This is nicely confirmed by results from gamma irra-
diation, undertaken at BNL [34]. In this case the dis-
placement damage in the detector bulk is entirely due to
Coulomb interaction of electrons with silicon nuclei. The
average recoil energies are extremely low and thus the
damage is almost entirely due to point defects. Hence the
O-enrichment has an even larger effect than for hadron
irradiation (see Fig. 12). For O-enriched diodes, irrespec-
tive of the initial doping concentration the depletion volt-
age stays practically constant over a wide dose range
whereas for standard devices one gets type inversion
similar as seen in hadron irradiation.

Although a lot is needed to understand the damage ef-
fects in the macroscopic detector behaviour on the basis
of the microscopic results in a fully quantitative way, it is
fair to say, that qualitatively this correlation has become
quite clear. The details of these investigations can be
found in [1,2].

VII. CONCLUSIONS

The main results obtained by the RD48 collaboration
are summarised as follows:

• For charged hadron irradiation the damage induced
changes of the effective doping concentration, directly
correlating with depletion voltage can be substantially
improved by the oxygenation. A hardening effect by a
factor of 3 was established for the annealing inde-
pendent term.

In addition the reverse annealing amplitude saturates
at high fluences, amounting to a reduction factor of up
to 3 for DOFZ diodes. The involved time constant is
at least larger by a factor of 2. Thus both effects pro-
vide a substantial safety margin for the effects to be
expected during the warm up maintenance periods.

• Though for MeV neutron irradiation a radiation hard-
ening effect equivalent to that established for charged
hadrons is absent, it had been verified that the use of
low resistivity silicon is beneficial.

• The Hamburg model for parameterisation of the dam-
age and annealing behaviour is verified also for O-
enriched silicon. Simulations for the full 10 years
LHC operational scenario have been done both for the
ATLAS pixel and microstrip layers. It has been shown
that even the pixel sensor for the B-layer, (at r = 4
cm), if produced with DOFZ silicon, will withstand
the full 10 year LHC operational period.

• The DOFZ technology has proven to be both techno-
logically feasible and cost effective. The transfer to
major European detector manufacturers had been suc-
cessful. Diodes produced this way show superior ra-
diation hardness, fully confirming results which had
been obtained by RD48 in earlier tests.

• Up to now the ATLAS pixel and part of the ATLAS
SCT group have decided to use the DOFZ technology.
Recently also BTeV (at FermiLab) has approved of
using the ATLAS pixel design including the DOFZ
technique for detector production.
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Abstract

The development phase of the optical data transfer
system for the CMS tracker is now complete. This paper
presents the project status and reviews the preparation for
production. In particular, it focuses on the results of the
market surveys for front-end components, and on the
performance evaluation of a close-to-final readout chain.

I. INTRODUCTION

The -50000 uni-directional analogue links used to
read data out of the CMS tracker are based on edge-
emitting laser transmitters and pin photodiode receivers
operating at a wavelength of 1310nm. In every single-
mode fibre, 256 electrical channels are time-multiplexed
at a rate of 40MSamples/s. The individual fibres
originating from the transmitters are fanned-in, first to a
12-way ribbon, and then to an 8-ribbon cable carrying 96
fibres away from the detector to the counting room, via
two patch-panels. All system components situated inside
the detector volume (lasers, fibres and connectors) have
been shown to be radiation resistant [1] and are non-
magnetic [2].

The -1000 bi-directional digital links used for control
and timing distribution are based on almost identical
components as the analogue readout system, but with a
different modularity. The transceiver modules placed
inside the detector include radiation resistant photodiodes
and discriminating amplifiers (which are not needed in
the readout system), whereas the transceiver modules
located in the counting room are based on standard
commercial components.

A block diagram representing the CMS tracker
readout and control systems is shown in Fig. 1. Apart
from the custom designed electronics, all optical link
components are based on Commercial-Off-The-Shelf
products (COTS). Standard manufacturing processes will
be used throughout, unless specific functionality
requirements such as low back-reflection or
environmental constraints such as high magnetic field
require some degree of customisation. Section II
describes in more detail the optical link architecture and
the components intended to be used in the final system.

F r o n t - E n d B a c k - E n d

Figure 1: CMS-Tracker read-out and control system

Tests of readout and control chains are being
performed with close-to-final components and
architectures. The latest developments and experimental
results are presented in section III, including for the first
time an analogue opto-hybrid transmitter module and a
12-channel analogue receiver module.

Before orders can be placed to start production of
optical links in large quantities, potential suppliers must
be qualified in the framework of open market surveys. In
the case of the CMS tracker, optical component suppliers
have been grouped in four categories: manufacturers of
lasers, connectors, fibre/cables and receiver modules.
The status of the tendering process and the plans for
production are detailed in sections IV and V.

n. ARCHITECTURE

By its very nature, an optical link is a distributed
system. Its elements must adapt to different constraints
(size, modularity, environment) depending on their
positions in- or outside the detector. A careful
specification and selection of components is therefore
required to reach an optimal compromise between CMS-
tracker requirements and commercial availability.

A few baseline choices such as fibre type, transmitter
type or wavelength of operation were made early on [3] to
allow the development work to proceed. However, now
that industrial suppliers must be qualified and tenders
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issued, the link elements must be specified in every detail
with as few open options as possible.

Table 1 relates the basic components that must be
selected, and the assembled devices that will need to be
purchased from industry.

Table 1: Optical link components and assemblies

Components

Assemblies

#

Pigtailed
laser diode

Pigtailed pin
diode

Pre-
terminated
ribbon stack
(2 options)

Pre-
terminated
ribbon cable

Rx-Module

Laser
diode
chip

SM
fibre

•

•

lx
con-
nector

96x*

or
12x

12xSM
ribbon

8x4

or lx

8x*

12x
con-
nector

8x*

or lx

16x*

Pin
diode
chip

•

12x*

Rx
ASIC

•

Pigtailed laser diodes and pin diodes will consist of
individual semiconductor chips assembled on ceramic or
Si-submounts, coupled to single mode optical fibres and
terminated with small form factor connectors of type MU
(1.25mm ferrule). These assemblies will be radiation
resistant, low mass and non-magnetic; they will be
delivered pre-tested to the opto-hybrid assembly centres.

The ribbon stack and multi-ribbon cables will consist
of up to eight, 12-fibre ribbons grouped together. To
achieve the highest possible density inside the detector,
the ribbon stack will only be sheathed with a very thin
layer of polymer. It will be terminated on one side with
12-fibre connectors based on MT ferrules; on its other
side (laser transmitter pigtail side), each ribbon will be
fanned-out to 12 individual fibres and terminated with a
compact and simplified version of the MU connector.

The multi-ribbon cable will be a rugged, halogen-free
flame-retardant assembly running outside the detector to
the counting room. Its high density (less than lcm
diameter for 96 fibres) and flexibility (8cm bending
radius) are compatible with the CMS routing constraints.
It will be terminated at both ends with eight, 12-fibre
connectors. Both ribbon-stack and multi-ribbon cables
will be delivered pre-terminated and pre-tested by
industry.

In the new tracker layout adopted in the spring of
2000, the use of front-end detector hybrids with either 4
or 6 APVs is foreseen. This corresponds to either 2 or 3
lasers to read-out these hybrids. Accordingly, opto-
hybrids with a base-modularity of 3 lasers will be
designed. They will be populated with only 2 lasers in
cases where 4 APVs need to be read-out.

Whereas the laser transmitters and cables will be used
both for the analogue and digital links, the 12-channel Rx
module is specific to the read-out system and adapted to
the size requirements of the Front End Driver boards
(FED). It consists of a 12-channel pin-photodiode array
coupled to a 12-fibre connector. A custom designed 12-
channel current amplifier array directly converts the
photocurrents into levels compatible with the 10-bit
ADCs. The receiver modules will be delivered to the
FED assembly centres pre-tested by industry, ready to be
surface mounted.

The architecture of the readout system based on the
assemblies described above is schematically shown in
Fig. 2.

Pigtailed User diodes Ribbon slack Multi-ribbon Rx-module

CMS Tracker

Figure 2: Optical link architecture.

The three optical patch-panels are clearly visible. The
distributed patch-panel is based on single-fibre MU
connectors. It is positioned at the edge of the mechanical
structures carrying the detector modules (rods for the
barrel, petals for the forward) and allows easy testing and
maintenance of the optical front-end components at the
rod/petal level. Also, the use of single-fibre connectors
allows to optimise the 12-fibre ribbon usage with full
flexibility, since fibres originating from different hybrids
can be conveniently connected to a common ribbon.
Replacement or re-routing of individual channels is also
possible at this point.

The in-line patch panel is located between the CMS
magnet cryostat and the H-Cal end-cap. It is partitioned
in cassettes housing 480 optical connections each, based
on forty 12-channel MT ferrules. A small amount of
ribbon slack (~30cm) can be compensated for in the
cassette, and limited space is available if a faulty
connector needs to be repaired or a ribbon needs to be
fusion spliced. No repair or re-routing at the individual
channel level is possible however.

The digital control link architecture is expected to be
very similar to the one described above. The final details
of its implementation remain to be defined.
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III. FEASIBILITY

The feasibility of analogue and digital optical links
meeting the performance levels required from the CMS
tracker experiment has been demonstrated on several
occasions [4, 5], Over 50 prototype links have been
distributed to CMS users in the past two years and/or
installed in test-beams.

Compared to these early prototypes, recent
developments include: a) the design of analogue laser
driver and digital pin diode receiver chips in deep
submicron technology, b) the realisation and testing of
opto-hybrid prototypes, and c) the demonstration of 12-
channel receiver modules with integrated electronics.
More details are given below.

a) ASICs. Both laser driver and pin-receiver chips
produced in 0.25|J.m technology are currently being
evaluated. Only minor modifications were made to
previous designs [6,7], with one noteworthy exception
in the laser driver case, where multiple gains were
introduced. This improvement relaxes the tolerance
constraints on optical link components to acceptable
levels. Also, it maintains the freedom to optimise the
system dynamic range at a late stage. A first attempt
to simulate the effect of gain switching on system
performance is discussed in [8].

b) Optohvbrids. Thick film ceramic and FR4
optohybrids have been designed, produced, and
populated with lasers and driver ASICs. Functionality
has been verified, and new versions matching the
detector layout requirements are currently being
designed.

c) Receiver modules. The integration of the receiver
electronics with a pin-photodiode array into a 12-
channel module simplifies the interface between
optical link and FED: the receiver module can be
tested and screened independently, before being
surface mounted onto the FED boards. The receiver
module is currently at the market survey stage and no
final components have been designed or selected.
However, a prototype ASIC has been designed in
0.8|j.m BiCMOS technology and successfully
integrated into a commercial digital parallel optical
link module, thus demonstrating feasibility. The
ongoing test of 10 prototypes will give us the
necessary understanding to carry out a thorough
evaluation of the samples supplied in the market
survey framework.

The following three plots show the performance
obtained with a chain closely resembling the final system
sketched in Fig. 2. Two optohybrids, populated with 3
channels each, feed via three breakpoints a 12-channel
receiver module with integrated electronics. These results
are preliminary, and were obtained with a very limited
number of links. More devices will be needed to extract
typical performance levels.

Figure 3 shows the transfer characteristic of the 6
links under study. The mean link gain is 0.83V/V. The
typical operating range matches well the 600mV output
range of the APV chip.

-0.2 -0.1 0 01 0 2 0.3 0.4 OS 0.6 0.7

Figure 3: Static transfer function of 6 channel link
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Figure 4: Equivalent input noise characteristic of 6 channel link
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The equivalent input noise (EIN) of the full chain is
shown in Fig. 4. Over a OV to 0.6V input voltage range,
the average EIN value is 1.35mVrms. This noise
contribution translates to 350 electrons rms, given a front-
end chip output gain of 0.1V/MIP.

The integral non-linearity of all 6 channels is
illustrated in Fig. 5 (normalised to 600mV full-scale
input). The exact shape of the curves depends strongly on
the chosen operating range and fitting algorithm. In any
case a deviation of less than 2% can be expected from the
final system.

IV. TENDERING

Apart from the electronics (driver and receiving
amplifier ASICs) currently being custom designed at
CERN, all opto-electronic components will be procured
from industry, following standard CERN purchasing
procedures.

Market surveys for semiconductor lasers and optical
connectors were issued in 1999 and are now closed. They
were answered by 11 and 19 companies respectively.
Market surveys for optical fibre, ribbon and cable as well
as for receiver modules were issued in the first half of
2000 and are still ongoing. In all cases, evaluation
samples were requested from the companies interested in
tendering, and subjected to the standard test sequence
shown in Fig. 6. In the laser case, the irradiations
consisted of both gamma and neutron tests, while in the
connector and fibre/cable cases they consisted only of
gamma tests. No CERN-specific environmental tests will
be performed on the Rx modules, which will be operated
in the control room, away from radiation and magnetic
field.

Figure 6: Validation programme work-flow

In order to be technically qualified, companies must
meet a well-defined set of criteria encompassing

production capacity, quality control, compliance to the
specifications and of course positive validation tests.

As was shown in Table I, the assemblies, which will
need to be purchased from industry, are composed of
several surveyed components. The strategy intended to
be adopted during the call for tender phase is as follows:
first, suppliers of fibre, ribbon and cables will be invited
to tender. In a second step, connector manufacturers will
be asked to submit offers to assemble their connectors on
a fibre/cable delivered by the CERN appointed supplier.
Finally, laser and photo-diode suppliers will be invited to
mount their components with a pigtail manufactured by
the CERN appointed supplier. The first call for tender
(fibre, ribbon and cables) is expected to be sent out before
the end of 2000. The others will follow in a sequence
estimated to last until approximately mid 2001.

V. TOWARDS PRODUCTION

The CMS tracker will require ~50000 optical links to
operate its analogue readout and digital control systems.
The tens of prototypes evaluated during the feasibility
phase and market survey tests give confidence that
specifications will be met by the final system. This
quantity is however clearly insufficient to assure quality
during production, and a full qualification phase must be
envisaged. However, as industrial products evolve on a
much shorter time-scale than the LHC project, a
meaningful qualification can only start once
specifications are frozen and orders have been placed.

The first step towards production is thus to agree on
the interfaces with the front-end electronics and the DAQ
system, and to freeze specifications at the components
level. Interfaces for the CMS-tracker optical link were
agreed in May 2000 and specifications are currently being
finalised.

Once orders will have been placed, pre-production
will immediately follow. These pre-series will form the
basis for the qualification of the manufacturing process.
In the case of the front-end components, the pre-series
will need to be built from wafers and fibre-preforms
validated for radiation hardness. These advanced
validation tests are required since the optical link
components are based on commercial off the shelf
products (COTS) sold with no radiation hardness
guarantee whatsoever. Ideally, validated wafers and fibre
pre-forms will be stored and subsequently used
throughout the production period.

Once the production processes of pigtailed lasers and
pin-diodes, terminated ribbons and cables, as well as
receiver modules have been qualified, full scale
production will start in industry, and products will be
delivered pre-tested by the manufacturers. Only a
fraction (typ. 5%) of these deliveries will be re-tested at
CERN on a lot by lot basis, to monitor the stability of the
process. The definition of this test procedure is currently
under way, and more details can be found in [9, 10].
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The pre-production of front-end assemblies will start
in 2001, while the back-end modules will lag
approximately one year behind.

VI. CONCLUSIONS

The CMS-tracker optical link project is entering its
production phase. Feasibility has been demonstrated with
close to final components, and specifications are being
finalised. Market surveys covering all elements in the
chain have been issued, and qualified manufacturers of
lasers and connectors have been short-listed. Market
surveys for optical fibre, ribbon and cables, as well as for
receiver modules are still open, and validation tests are
ongoing.

Four calls for tender will be launched between
October 00 and June 01. Only then will we know the
exact composition and cost of the system.
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Abstract
The radiation hard opto-electronic links being

developed for the ATLAS Semiconductor Tracker (SCT)
and Pixel detectors are described. The results of the
radiation tests on all the on-detector components are
reviewed. Results of environmental tests of irradiated
opto-packages are mentioned. New results on Single
Event Upset Studies are presented and the implications
for ATLAS operation are discussed

Two versions of the ATLAS SCT style on-detector
opto-package are described. The performance of these
packages are compared to the ATLAS specifications.
These packages have been integrated into the SCT system
and extensive system tests have been performed. The
experience with the assembly of the first larger scale
integration is discussed.

I. INTRODUCTION

Optical links will be used for the readout of the
ATLAS SCT and Pixel detectors[l]. The specifications
for the links are summarised briefly in section II, The
status of the radiation testing of the components and a
discussion of the new results on Single Event Upsets is
given in section III. The description and performance of
two versions of the on-detector opto-packages is given in
section IV. Experience with the first attempts to assemble
an opto-harness is discussed in section V. Conclusions
and outlook are given in section VI.

II. LINKS SPECIFICATIONS

The SCT links transfer digital data from the SCT
modules to the off-detector electronics (RODs) at a rate
of 40 Mbits/s. Optical links are also used to transfer
Timing, Trigger and Control (TTC) data from the RODs
to the SCT modules. Biphase mark encoding is used to
send the 40 Mbit/s control data for a module on the same
fibre as the 40 MHz bunch crossing clock. The
architecture illustrated in Figure 1 below, contains
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immunity to single point failure to maximise the system
robustness[2].
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radiation hard DMILL CMOS technology. The pure silica
core, fluorine spike doped fibre has been demonstrated to
be extremely radiation hard[7].

The operation of the links in simulated LHC radiation
environments has been studied to determine the
sensitivity to Single Event Upsets (SEU). The SEU
studies were performed with MIPs from a Sr90 source, 14
MeV neutrons and pions and protons in the momentum
range 300 to 500 MeV/c. The SEU effects were studied
by measuring the Bit Error Rates of the links as a function
of the current in the PIN diode, IPJN. The BER was found
to decrease rapidly with increasing IPiN,

VCSE
array

m

PPB1 PPB2 ROD
rack

Figure 1 SCT links architcture.

The pixel detector will use a similar architecture but
with only one data link per module for the two outer
layers.

The radiation hardness requirements[3] are
summarised in Table 1 below.

Table 1 Radiation specifications.

Requirement

Ionising dose (kGy)

Neutron fluence for Si
devices (1 MeV n^ cm"2)

Neutron fluences for GaAs
devices (1 MeV n^ cm"2)

SCT

105

2 1014

1.2 1O1S

Pixels

5 105

10'5

6.4 1015

III. RADIATION TESTS

Tests have demonstrated the radiation hardness of the
PIN diodes up to the Pixel levels[4]. The VCSELs have
been demonstrated to be sufficiently radiation hard for the
SCT[5] and tests are continuing to evaluate their use in
the Pixel detector. The VDC and DORIC4 ASICs used
for the SCT system have been fabricated in a non-
radiation hard technology but a sufficiently radiation
tolerant design has been achieved for the use in the
SCT[6]. More radiation hard versions of these ASICs for
use in the Pixel detector are being designed in the

tGCE15

ftGE16
e

IGTE17

1CE18
0 S ) 1 G D 1 S ) 2 D 2 D 3 D 3 E D 4 D

Figure 2 Measured SEU cross sections as a function
of IPIN.

showing that the errors were occurring in the TTC links.
The errors probably occur due to nuclear interactions
giving large energy depositions in the active volume of
the PIN diode. The larger cross section at a momentum of
300 MeV/c could be due to the Delta resonance. A
pessimistic estimation of the induced BER rate for the
SCT was performed by taking the cross section at a
momentum of 300 MeV/c, the minimum optical signal
expected and the maximum flux expected of 2 106 c m ' V
This gave a BER of approximately 6 10"'° which is within
the system specifications.

IV. ON-DETECTOR OPTO-PACKAGES

Two versions of the on-detector opto-package have
been successfully constructed and the results are
described below. Both versions use VCSELs and epitaxial
silicon PIN diodes, operating at 850 nm, which have been
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demonstrated to be very radiation hard (see Section III).
The ATLAS SCT style opto-package contains two
VCSELs and one PIN diode. The packaging contains
non-magnetic, low Z materials.

Marconi Package Construction
These packages' are based on silicon v-groove
technology for passive alignment of the fibres to the
VCSEL2s and PINs3. The package is divided into a base
with the opto-electronics and a silicon lid containing the
fibres (see Figure 3 below).

= 0

<

5.5

Figure 3 Schematic view of the Marconi opto-
package.

The VCSELs are mounted on an A1N sub-mount. Only
VCSELs which survive 100 hours of burn-in tests are
used in the assembly. The PIN diodes are mounted on the
alumina base board. The PIN responsivity is measured on
the base board and only good PINs are used in the
susbequent assembly. The three fibres are placed in the v-
grooves in the silicon lid which can then be inserted into
the base. An aluminised silicon mirror is used to reflect
the light from (to) the VCSELs(PINs) into the fibre. A
reference lid can be used to make a temporary connection
to perform measurements before the actual lid is glued in
place.

Marconi Package Tests.
A batch of 66 of these packages was assembled of which
60 satisfied the ATLAS specifications. The mean
responsivity of the PIN diodes was 0.49 A/W, The
average total power of the VCSELs after burn-in, when
driven at 10 mA was 1.18 mW. The mean coupling
efficiency into the fibre was 61%. The distribution of

1 Produced by Marconi Materials Technolgy, Caswell,
Towcester, U.K.
2 MITEL 1A444 VCSELs.
3 Centronic APEX 10, epitaxial Si PIN diodes.

fibre coupled power is shown in Figure 4 below. The
mean coupled power was 0.72 mW. There is a very large
spread in values, mainly due to the variation in the
VCSELs, however the resulting yield for devices to
satisfy the ATLAS requirement (300 jiW at 10 mA) is
very high.

\CSEL output power (after burHr}

02 Q4 Q6 (18 1 12 1.4 1.6 13 2 trae

power (rrt/V)

Figure 4 Distribution of fibre coupled power for
VCSELs driven at 10 mA in the Marconi otpo-
package.

Some of the packages have been integrated into the SCT
system and their performance evaluated. They were glued
onto the SCT Cu/kapton "dog-leg" cables and bonded out
to the VDC and DORIC4 ASICs. Extensive BER testing
was performed on these packages using the system
described in ref[2]. One of the possible critical problems
with this design is the cross-talk between the emitters and
the nearby receivers. This was minimised by the use of
ground areas on the base plate which separated the PIN
diode from the VCSELs. The effects of cross-talk were
studied by measuring the BER for the TTC link, with and
without simultaneous pulsing of the VCSELs at their
maximum current of 20 mA, at a frequency of 20 MHz
(corresponding to the maximum frequency for 40 Mbits/s
NRZ data). No difference was detected in the BER when
the VCSELs were pulsed from which one can conclude
that the effects of cross-talk are negligible. A scan of
BER as a function of the mean PIN diode current is
shown in Figure 4 below. The BER can be seen to fall
below the ATLAS specifications for a PIN current below
the minimum current specified for DORIC4 operation (30
(xA).At higher currents no errors were observed and the
resulting 90% c.l. upper limits are well below the ATLAS
specification for the BER of less than 10"9. In ATLAS
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operation at high luminosity the BER is expected to be
dominated by the SEU effects discussed in Section III.

Two of these opto-packages were irradiated to a fluence
of 3 1014 24 GeV protons at the CERN PS and both
VCSELs and PINs performed within ATLAS
specifications.. Tests were also performed of these
packages at the lower temperatures expected during
ATLAS operation. The PIN diodes showed an increased
full depletion voltage and a decreased responsivity. The
VCSELs showed an increase in the threshold current but
most of this could be annealed by operating at 20 raA for
a few hours. However the performance of both PINs and
VCSELs remained within the ATLAS specifications.

couple the light from (to) the VCSELs (PINs) into (from)
the fibre as illustrated in Fig 6 below.

S 3 Stare

1CE12
0 3) t D 19D 200 20 3D 3ED

Figure 6 Taiwan opto-package assembly.

The fibres are illuminated by a red laser and an x-y stage
is used to move the fibre until the light spot is centred on
the active region of the VCSEL or the PIN. The fibres are
then glued into place.

Taiwan Package Tests
Several batches of these type of opto-packages have been
assmbled. From a batch of 25 packages assembled using
50 VCSELs and 25 PINs the mean total power of the
VCSELs when driven at 10 mA was 1540 ]XW. The mean
coupling efficiency was 58% . The mean fibre coupled
power was 890 \JLW. The distribution of fibre coupled
power is shown in Fig 6 below. This shows a very broad
distribution but the yield for devices satisfying the
ATLAS specifications is also very high.

Copied FbwEr

Figure 5 BER for the Marconi opto-package integrated
into the SCT system as a function of the mean PIN diode

Taiwan Package Construction
Similar functionality ATLAS style opto-packages
containing 2 VCSELs and one PIN diode have also been
assembled in Taiwan4. Opto-packages have been
assembled using the same VCSELs and PINs as used for
the Marconi opto-packages. The same packaging style has
also been used with VCSELs and epitaxial silicon PIN
diodes from Truelight5. The concept for the package is
based on mounting the VCSELs and PINs on simple (and
cheap) PCBs, then using 45° angle polished fibre to

4 Radientech, Taipiei.Taiwan.
5 Truelight, Taipei, Taiwan.
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Figure 7 Distribution of the fibre coupled power for
VCSELs driven at 10 mA in the Taiwan opto-
package.
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of cross-talk were studied in the same way and again
there was no efidence for any significant cross-talk. The
BER for the TTC link was measured as a function of the
mean PIN diode current and the results shown in Fig 7
below.

The BER falls is lower than the ATLAS specification of
10"9 for a PIN current of 30 \iA corresponding to the
minimum specified for DORIC4 operation. At higher
values of the PIN current, no errors were observed and
the resulting 90% c.l. upper limits, are well below the
ATLAS specification.
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Figure 8 BER versus the mean PIN current for
the Taiwan Opto-package.

V. OPTO-HARNESS

For the barrel SCT the opto-electronics and electrical
services for six modules will be combined into one opto-
harness. This consists of 6 low mass aluminium on
kapton power tapes, 6 copper/kapton "dog-leg" cables
and the associated fibre. Each dog-leg cable has an opto-
package and associated DORIC4 and VDC ASICs.

Many problems were encountered with the first
prototype harness. These were mainly due to the quality
control of PIN diodes and the methods used for joining
the fibres from the pig-tailed packages to the ribbon
fibres. A further harness will be assembled using Taiwan
opto-packages with improved procedures based on the
lessons learnt from the first harness.

A second harness is now being assembled using Marconi
otpo-packages. The base of the opto-packages and the
ASICs were mounted and bonded on "dog-leg" cables.
These were tested individually using a temporary
insertion of a silicon lid with 3 fibres.

All 6 dog-legs performed according to ATLAS
specifications. And

VI. CONCLUSIONS
Radiation hard opto-electronics has been successfully

developed for the read out of the ATLAS SCT and Pixel
detectors. The radiation testing for the SCT is nearly
complete but some higher fluence studies are still
required to verify the use of the VCSELs in the Pixel
detetcor. SEU studies have shown that there will be a
measurable BER during ATLAS operation, but that the
rate can be managed. Two versions of a low mass, non-
magnetic, radiation-hard on-detector opto-package have
been developed. Both versions have been integrated into
the SCT system and demonstrated to meet the ATLAS
SCT specifications. The first attempts at integration of a
larger part of the SCT system have shown that there is
still more work to do before production can start.
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Abstract

The first prototype of the 80Mbit/s optical receiver
ASIC for the CMS digital optical link has been
manufactured in a 0.25um commercial CMOS process. The
circuit design has been made using radiation tolerant
layout techniques. Its performance satisfies the low
power, wide dynamic range, sensitivity and speed
specifications. The radiation hardness of the receiver has
been verified irradiating the diode with 6MeV neutrons
(up to 6.5-)0u n/cm2) and the receiver circuit with lOKeV
X-rays (up to 20 Mrad). A second prototype has been
submitted for fabrication; in the same commercial CMOS

process.

I. INTRODUCTION

The CMS tracker control system will use approximately
1000 digital optical links for the transmission of timing,
trigger and control signals [1]. These digital signals,
transmitted serially at a birrate of 40 Mbit/s (80 Mbit/s for
the clock signal), will be converted into electrical signals
by an optical receiver. One of the transmission channel
ends will sit inside the detector, in the radiation
environment of the tracker: its components need therefore
to be radiation hard.

The envisaged solution is the use of a selected
commercial PIN photodiode able to stand the high particle
fluence expected, coupled to a radiation-tolerant ASIC.
The exigency of developing an ASIC comes from the lack
of a commercial radiation-tolerant circuit satisfying the
specifications in terms of low-power, speed and
sensitivity.

An extensive irradiation work has been performed to
select commercial photodiodes for the radiation
environment of the CMS tracker [2]. The principal
candidate for the time being is the Fermionics FD80S-8F,
an InGaAs/InP detector with 80(xm diameter and
approximately 2\im active InGaAs layer thickness on an
InP substrate. The radiation hardness of this photodiode
type has been demonstrated up to a neutron fluence in
excess of 6.5-10M n/cm2 [2].

The ASIC has been developed in a commercial quarter
micron process using radiation tolerant layout techniques
to achieve the required radiation hardness of 10 Mrad.
This design approach is now attractive because of the
decreasing thickness of the gate oxide in present day
submicron CMOS technologies. Since the eary 80's, it has
been demonstrated that radiation effects decrease

dramatically for oxides thinner than about 10 nm [3]. Such
critical thickness has been reached for commercial CMOS
processes already a few technological generations ago,
and the increase of the radiation tolerance with down-
scaling has been verified in several works since [4, 5].

The radiation tolerant layout approach used in the
optical receiver design is based on the use of enclosed
shapes for the NMOS transistors and of guardrings. This
technique prevents the opening of any leakage current
path due to radiation-induced charge trapping in the still
thick field oxide, and has been demonstrated on simple
devices and complex mixed-signal circuits up to multi-
Mrad total dose levels [6]. Additionally, the use of
guardrings is an effective tool to decrease the sensitivity
to Single Event Latchup (SEL) [7].

The design of the optical receiver ASIC has already
been described in details in [8]. In this paper, we present
the measurement of the performance of the first circuit
prototype. Irradiation results that verify the radiation
hardness of the circuit are also included. Finally, we
describe the slightly modified version of the ASIC that
has been submitted for the final prototype.

II. THE OPTICAL RECEIVER

The global architecture of the optical receiver is shown
in Figure 1, and its details are described in \S]. The main
specifications for the receiver are summarised in Table 1.
The PIN diode is connected to the receiver circuit, which
is mainly composed of four blocks: a transresistance
preamplifier, a chain of limiting gain amplifiers, an LVDS
driver and a block to detect and generate the reset signal.
The PIN diode is DC coupled to the preamplifier, which
also supplies the bias voltage to the photodiode (about
1.8 V). This solution also allows for an easy integration of
a feedback loop to sink the radiation-induced leakage
current of the photodiode.

Another feedback loop in the preamplifier controls the
value of the variable transresistance. This sort of
Automatic Gain Control (AGC) is necessary to cope with
the large dynamic range required for the amplifier and
optimises the noise performance: maximum gain (maximum
transresistance), hence minimum noise, is used for small
signals.
Both feedback loops need to be slow so as to be
negligible at the signal frequency as they have to
compensate for the slow radiation-induced damage in the
PIN photodiodes. The quantum efficiency of the diode will
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in fact decrease, and its leakage current will increase, during the whole LHC life cycle (10 years).

reset
!

PIN I
diode!

i

B.F. Reset
block

LA^-LA^Msf out

Figure 1: Global architecture of the amplifier circuit, DC connected to the external PIN diode. The transresistance
preamplifier is followed by a chain of limiting amplifiers (L.A.), where a Balancing Feedback (B.F.) block ensures that the
average of the two differential signals is identical.

Table 1: Main specifications for the optical receiver.

DC input current
(PIN diode leakage current)
AC input signal amplitude
Bandwidth
Output voltage level
Supply voltage
Power consumption
Bit Error Rate
Sensitivity

<100uA

-20 dBm -s- -3 dBm
> 80 MHz

LVDS
2.5 V

< 300 mW/channel
io-12

< -20 dBm after irrad.

The limiting amplifier chain performs an amplification of
the signal and limits it to a pre-fixed peak-to-peak value,
preparing it for optimum input to the LVDS driver. The
LVDS driver has been designed as a differential amplifier
with load resistors, and its speed performance is well
above the required 80 Mbit/s.

Figure 2: Two channels of the ASIC are bonded to two
Fermionics photodiodes in the test board.

At the time of the first prototype design, the
transmission protocol foresaw a reset signal coded as
missing pulses for a long time period on the data line (2 jos
or more) [9]. The amplifier circuit is required to detect the
transmission of the reset and respond to it by changing
the status of a flag on a dedicated output line. To perform
this task, we have integrated a reset block in the amplifier,

connected to one of the differential outputs of the limiting
gain amplifier chain as shown in Figure 1. The reset
transmission has since been differently coded, as missing
signal for 20 clock cycles, and the design modifications to
cope with this requirement will be described later.

The prototype ASIC includes 4 amplifier channels, each
occupying an active area of 0.5x0.25 mm2. The distance
amongst the pads has been chosen to be compatible with
wire-bonding and low cost bump-bonding techniques.
The circuit was fabricated, then mounted on a dedicated
test board bonding two channels to two Fermionics PIN
photodiodes, as shown in Figure 2. One of the two diodes
had been previously irradiated with neutrons (mean
energy 6 MeV) to a level of 6.5101" cm"2, whilst the other
was new.

III. OPTICAL RECEIVER PERFORMANCE

A. Measurement of the circuit functionality
The chip has been measured and the performance is

well within all specifications. The current consumption for
the full chip is about 50 mA, which for the operating
voltage of 2.5 V corresponds to a power consumption of
125 mW, or approximately 32 mW/channel. We could test
the functionality of the AGC over a wide input signal
range Up to +2.8 dBm (1.9 mA) without observing any sign
of saturation: a dynamic range of more than 30 dB is
therefore achieved. Increasing the DC level of the input
signal to simulate the radiation-induced photodiode
leakage current, we could test with success the
functionality of the leakage compensation feedback loop
up to 200 uA. The circuit performance is not affected by a
change of the power supply voltage of ±20% around the
nominal value of 2.5 V. Figure 3 shows an example eye
diagram measured at the output of one of the receiver
channels for an input signal modulation amplitude of -
20 dBm at 80 MHz. In the lower picture, it is possible to
appreciate the increase of the noise in presence of a diode
leakage current of about 130 \iA.
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B. Bit Error Rate (BER) measurements
The most complete way to assess the transmission

quality of a digital optical link is to measure its Bit Error
Rate (BER), defined as the ratio of incorrectly received bits
to the total number of bits received. We performed this
measurement at a bitrate of 80 Mbit/s.

Figure 3: Eye diagram measured at the output of the
receiver circuit (input signal = 10 uA at 80 MHz).
Measurements performed without (top) and with (bottom)
an input DC current of 130 uA. X-axis: 50 mV/divison. Y-
axis: 2 ns/division.

We measured the BER of one optical channel of the
receiver (the channel where the new photodiode was
mounted) and evaluated the impact of the channel-to-
channel crosstalk and of noise on the power supply line.
The result is shown in Figure 4. We first measured the
BER of the optical channel while keeping the other
channel silent ("no crosstalk"). As in the application two
channels will operate at the same time, this measurement is
only representative of the "absolute" channel
performance. Then, an uncorrelated signal of maximum
amplitude (-3 dBm) was applied to the neighbour channel,
and the measurement was repeated ("crosstalk"). This
measurement, which is representative of the application,
shows that the specified BER of 10'12 is achieved for an
input optical power of about —27 dBm. Finally, this last
measurement was repeated while ' simultaneously
introducing a 20 mV peak-to-peak signal on the 2.5 V
power supply ("crosstalk + noise on PS") to evaluate the
Power Supply Rejection Ratio (PSRR) of the circuit. Even
in this severe condition, the knee of the BER curve is
around -24 dBm. The same set of measurements was
repeated with very similar results on the channel where
the irradiated photodiode was bonded. The diode was
actually irradiated with neutrons several months before
this measurement, and the damage from the neutron
irradiation was very limited: the efficiency decreased by
about 10% and the leakage current rose to less than 5\iA
[2].

In presence of a leakage current from the photodiode,
we expect the BER performance to degrade. This current is

sunk to ground by an NMOS transistor whose drain is
connected to the preamplifier input, introducing an
additional noise source. We measured the performance
degradation repeating the BER measurement in the
"crosstalk" condition, and simulating the diode leakage
current by increasing the input signal DC level. The
comparison with the absence of leakage current in shows
that the performance penalty is less than 1 dB for the
highest current of 96 uA.
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Figure 4: BER measured on one of the optical channels in
different conditions.
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Figure 5: Influence of increasing levels of DC input current
on the BER. The measurements were made in the
"crosstalk" condition and simulate the effect of radiation-
induced leakage current in the diode.

A final BER measurement was made to evaluate the
receiver performance in the real operational condition, that
is when both the clock and the data pattern are
transmitted through the optical link. The two optical
channels were therefore used, one to transmit the 80 MHz
clock (signal amplitude: -3.46 dBm; DC current: 100 uA)
and the other for the data pattern (signal amplitude:
-18.5 dBm; DC input current: 96 uA). This represent a
condition which is very close to the worse possible
according to the design specification, with the additional
use of an irradiated photodiode for the optical line where
data were transmitted. In these conditions, the
transmission line run without any error for 15 days and 14
hours, which indicates a BER below 9.27-10'l5.



302

;
i

:
•

C. Detection of the reset
At the time of designing the first ASIC prototype, the

reset signal was foreseen to be transmitted through the
data line as missing signal for more than 2 us. The block to
detect the reset was designed to comply with this scheme,
and actually proved to work correctly. In Figure 6, the
reset output from the ASIC is enabled (signal "high")
about 2.45 us after the stop of the input signal, and
disabled when the signal is transmitted again.

Chonl
2\is .1 v
output signal

Chan 2
2 we .2 V
reset signal

Figure 6: The reset signal (bottom plot) is enabled about
2.45 us after the input signal (top plot) is stopped.

This scheme has proven in the measurement not to be
very reliable. In particular, in the absence of input signal
for a time longer than about 20 us (which can happen
when the transmission line is down for any reason), the
gain of the preamplifier is set to its maximum value by the
AGC. In this condition, noise at the preamplifier input can
be amplified up to generate a full-swing signal at the
output of the limiting amplifier chain. This in turn induces
the reset output to randomly switch from high to low, and
no clear reset signal is produced.

It is therefore preferable to change to a scheme where
the reset can be transmitted in a time much shorter than
the time constant of the AGC feedback loop. Since it does
not affect the equilibrium point of the two slow loops, this
scheme allows the transmission of valid data immediately
after the transmission of the reset.

IV. IRRADIATION RESULTS

The receiver circuit has been irradiated with X-rays at
our SEIFERT RP-149 irradiation system, which produces a
spectrum peaked at about 10 keV. The irradiation took
place at room temperature up to a total dose of
20 Mrad(SiO2), at a dose rate of about 18.4 krad(SiO2)/min.
The functional test performed after irradiation showed that
a 6% increase of the power consumption was the only
measurable effect. To more precisely evaluate the impact
of the irradiation, we repeated the BER measurement, then
put the chip in the oven for an annealing at high
temperature for 168 hours. Due to the presence of
materials possibly damageable on the test board, we did

not apply the standard 100°C [10] during the annealing,
but we limited the temperature to 80°C. After annealing,
the BER measurement was repeated again. Since no
difference was observed in both the power consumption
and the BER performance immediately after irradiation and
after the annealing, only the after-annealing results are
shown.

The radiation-induced performance degradation is
observable in the BER curve measured on one optical
channel while the other channel is kept silent. In that case,
the shift of the knee towards bigger signal is limited to
about 1 dB, as shown in Figure 7.
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Figure 7: Shift in the BER curve induced by an irradiation
up to 20Mrad(SiO2).
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Figure 8: BER before and after irradiation in the "crosstalk"
condition (representative of the application).

When the measurement is repeated in the 'crosstalk"
condition, that is with the neighbour channel operational,
the BER curve superposes to the one measured before
irradiation. Moreover, Figure 8 shows that no difference is
observed between the two optical channels, even though
one of them actually mounts an irradiated photodiode.
Also in the presence of noise injected on the power
supply, the BER performance is not affected by the
irradiation.

V. DESIGN MODIFICATIONS

The first design modification has been introduced to
agree with an upgrade of the circuit specifications
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requiring an increase of the maximum DC input current up
to at least 300 \iA. This has been achieved by increasing
the size of the NMOS transistor whose drain is connected
to the preamplifier input to sink the photodiode leakage
current. Simultaneously, the DC current in the input
branch has been increased and the size of the transistor in
parallel to the preamplifier feedback resistance has been
decreased.

As anticipated in 3.3, the scheme for the transmission of
the reset has been changed. The new scheme requires the
consecutive transmission of zeros on the data line for
20 clock cycles (500 ns). The reset detection block in the
first prototype has been replaced by another block
sensing the output of the first limiting gain amplifier of the
chain. In the new block, a RC circuit fixes the time
constant for the reset detection: in case of transmission of
zeros for a longer time, the reset signal is enabled at the
circuit output. The duration of this reset signal is
determined by the time constant of another RC, and has
been chosen to be about 8|is. Also the polarity of the
reset signal at the ASIC output has been changed: the
reset is now active for an output "low".

In 3.3 we pointed out that, in the absence of input
signal for a long time, the noise at the preamplifier input
could generate full-swing random signals at the receiver
output. To prevent this undesirable effect, the new
prototype has been modified so as to disconnect the
LVDS output from the input for signals smaller than about
-22 dBm. In this case, the LVDS output is stable and the
reset output is enabled. Of course, this means that the
dynamic range of the receiver has been cut in the new
prototype and that no signal below -22 dBm can be
received correctly.

Finally, to enable to test the functionality of the ASIC
without the need to bond it to the photodiode, an
injection block has been implemented to simulate both the
DC and AC input signals. This feature will be very useful
to discard the bad dices at the moment of the series
production of the circuit.

VI. CONCLUSION

The first prototype of the optical receiver developed for
the digital optical link of the CMS tracker has been
fabricated in a commercial quarter micron CMOS
technology. The thin gate oxide of such deep submicron
process, together with the systematic use of enclosed
NMOS transistors and guardrings in a radiation tolerant
design approach, allow to achieve the multi-Mrad
radiation tolerance required for the CMS tracker
electronics.

The measured performance of the optical receiver is well
within specifications: a dynamic range of more than 30 dB
is achieved thanks to the use of AGC in the preamplifier,
and the 80 MHz bandwidth is easily reached. The leakage
current control feedback loop works beyond the required
100 uA to compensate the radiation-induced photodiode

leakage current. All these characteristics are unaffected by
an X-ray irradiation up to 20 M rad(SiO2). The power
consumption of the four-channel chip amounts to about
125 mW, and increases by only about 6% after irradiation.

We measured the BER of two adjacent optical channels,
and found that the required level of 10'12 is reached for an
optical power of the input signal modulation of about -
28 dBm. Also the BER curve measured in these conditions
was not affected by the irradiation, confirming the
excellent hardness achieved using the radiation tolerant
design approach.

A slightly modified version of the receiver circuit has
been submitted for fabrication in the same CMOS
technology. The modification to the previous design were
required to cope with a change in the specification for
what concerns the maximum DC input power. Moreover, a
change in the detection of the reset signal was necessary
to ensure a better reliability in the transmission of the
system reset.
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I. BEYOND BIGGER, FASTER, CHEAPER

Field-programmable logic started out as glue logic
between "real ICs." Over the past decade, however,
progress in IC technology has made it possible to
implement "real" functions in FPGAs. Now, bigger and
faster FPGAs are becoming system platforms that
combine several "real" systems functions on a single
chip, even microprocessors and memories.

"Bigger" means several million gates, and up to a
million bits of RAM, in packages with up to 1156 pins
(balls), increasing to 1517 balls in early 2001.

"Faster" means system clock rates of up to 200 MHz
and I/O speeds of up to 622 Mbps (800 Mbps and higher
in 2001).

"Cheaper" means rapidly decreasing prices. The
incremental cost of a Logic Cell (4-input look-up table
plus flip-flop) is between 0.4 cent and 3 cents, depending
on part type and purchasing volume.

Now that FPGAs can implement complete functions,
they must offer not only raw logic in the form of logic
cells plus interconnect, but also important system features
like on-chip RAM, fast arithmetic (adders and
multipliers), sophisticated clock management, and a
variety of I/O standards.

The following pages describe features in the presently
available Virtex-E devices, and mention some important
features of the upcoming (early 2001) Virtex-II devices.

1000x

100x -Capacity
[-•-Speed
i—-Price

10x

1/91 1/92 1/93 1/94 1/95 1/96 1/97 1/98 1/99 1/00 1/01
Year

A. On-chip RAM
One FPGA contains up to 65,000 four-input LUTs,

each of which can be used as a 16-bit RAM or 16-bit shift
register, implementing register files, FIFOs, or
dynamically changing look-up tables.

There are also up to 280 larger blocks of dual-ported
RAM, each 4096 bits, configurable for different depths
and widths. RAM access time is <2 ns, permitting
>200 MHz operation, In Virtex-II devices, each
BlockRAM will be 18K bits to permit parity-bit storage.

These dual-ported RAMs are ideal for large FIFOs,
but can also be used as dual-ported ROMs, implementing
state machines, counters (including decimal counters) and
code converters. See the Xilinx Application Note
XAPP191:

www.xilinx.com/xapp/xappl 91 .pdf

Using one RAM as a dual Gray-code address
generator, a 256-deep FIFO can operate at up to 200 MHz
with independent, synchronous or asynchronous, write
and read clocks. See the Xilinx Application Note
XAPP244:

www.xilinx.com/xapp/xapp244.pdf

The fast I/Os support large external RAMs at a data
transfer rate of up to 260 Mbps per pin.

B. Efficient Arithmetic
A dedicated carry structure supports adders,

accumulators, and counters with an incremental carry
delay of <50 picoseconds per bit. 32-bit circuits can thus
run at > 150 MHz.

Traditionally, multipliers have been costly and slow in
FPGAs, but the upcoming Virtex-II devices provide
dozens, or even hundreds, of 18 x 18 combinatorial 2's-
complement multipliers with through-delays of <4 ns
(<2 ns for 8 x 8 operation). Since these multipliers are so
fast and abundant, they can even be used as efficient
barrel shifters.

C. Clock Management
On big chips, clock distribution might easily have

become a speed bottleneck, but on-chip digital Delay-
Locked Loops (DLLs) solve this problem. They
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effectively eliminate the on-chip clock distribution delay,
and can also be used to eliminate pc-board clock delay.

The clock frequency can be multiplied or divided,
generating phase-coherent clock outputs. Slower, phase-
aligned clocks can be used to reduce the total clock power
budget.

The totally-digital implementation of these DLLs
assures robust performance, requires no dedicated power
connections or special decoupling, and guarantees <50 ps
clock jitter, worst case.

D. Multi-Standard I/O
Xilinx FPGAs come in packages with I/O-counts from

60 to >1000. The proliferation of supply voltages and the
increasing emphasis on circuit speed has led to a large
number of interface standards. Also, at transition times
below 1 ns, interconnect lines as short as 7 cm must be
treated as transmission lines that need to be properly
terminated, either at the source, at the destination, or both.

Although dedicated level converters and transceivers
are available, their use would defeat the main purpose of
high-end FPGAs, to reduce pc-board area and maximize
performance. For FPGAs with hundreds of signal pins,
there is no alternative to direct interfacing.

Virtex-E device pins can be programmed to be
compatible with 20 different I/O standards including:

• 3.3V-LVTTL, 2.5V-LVCMOS, and I.8V-LVCMOS
for logic interfaces

• 3.3V SSTL and 2.5V-SSTL to drive series or parallel
terminated lines

• 1.5V-HSTL I, III, and IV to drive terminated lines in
memory interfaces

• GTL and GTL+ with high sink current and open
drain can drive double-terminated lines with 50-Q
pull-ups on both ends

• LVDS and LVPECL differential standards for
driving and receiving terminated transmission lines at
very high speed

In addition, Virtex devices support double-data-rate
interfaces, clocking data on both clock edges.

E. Next Generation
The next-generation Virtex family will use a 0.13\i

eight-layer metal copper CMOS process, increase the
logic capacity up to 10 million gates, with many 1 8 x 1 8
multipliers for high DSP performance, and embedded
PowerPC CPUs for distributed processing. System clock
rates of >200 MHz and 1 Gbps I/O will be supported.

F. Development Software
New Software offers more than just faster compile

time, ease-of-use, and a wider range of alternatives.

New software is also being released to support DSP.
FPGAs can achieve superior performance through
massive parallelism, but this requires a different design
methodology: DSP designers prefer C++ instead of
VHDL, and are usually not familiar with FPGA
architecture and design flow.

System Generator (to be released September 2000)
bridges this gap. It uses MATLAB libraries, and Simulink
for modeling and simulation.

Xilinx Blockset (XBS) offers a library of
parameterizable DSP functions, visual data flow, system-
level abstraction of FPGA circuits, and automatic FPGA
code generation.

II. LOW-POWER TECHNIQUES

There are two good reasons for lowering power
consumption:

• extend the battery life in battery-powered equipment

• reduce the chip temperature in plug-in-the-wall
equipment:

For reliable operation, the maximum junction
temperature is 125° in plastic packages, and 150° in
ceramic packages, and performance degrades above 85°.
The best available packages have 10°C/W thermal
resistance without a heatsink or high airflow.

FPGA manufacturers cannot guarantee performance at
a specific ambient temperature, because power dissipation
(and thus junction temperature) is completely dependent
on the user's design and clock frequency.

A, Low-Power Design Recommendations

In many designs, power is almost evenly divided
among clocks, internal logic, and outputs.

• Reduce clock power by minimizing the number of
flip-flops driven by a fast clock. Using Clock
Enable/Disable does not reduce clock power. Clock
gating does help, but can cause hold-time problems.

• Use fast, full-swing input signal transitions to
minimize input-buffer current. Avoid floating inputs;
one floating input can add 15 raA !

• Control Vcc. Power is proportional to Vcc2.

• Minimize the number of flip-flop transitions in
counters. Gray or Johnson counters are best. Binary
counters have twice as many transitions, and LFSR
counters have even more.

• Minimize the capacitance of internal nodes by
optimizing the design for the highest possible clock
frequency. Use aggressive timespecs to force the
software to create a tight design with low
interconnect capacitance, and thus the lowest power
consumption at any clock frequency.
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B. Low-Power Design Methodology:
A 400-MHz Frequency Counter

This section describes a full-featured, single chip
frequency counter that operates at up to 400 MHz,
consumes only 130 mW at the maximum input frequency,
and occupies 90% of the smallest XC4000 family
member, the XC4002XL, or 60% of the newer
XCS05XLFPGA device.

The heart of the design is a six-digit decade counter
that is driven by a programmable pre-scaler. This pre-
scaler is gated by a half-second pulse, and the frequency
is determined from the number of input cycles counted in
this period.

The time base for the counter is created from a
standard 32,768-Hz crystal oscillator. Its output is divided
to provide the half-second gating pulse. In a short interval
between the gating pulses, the contents of the decade
counter are decoded for the 7-segment displays, and the
segment states are captures.

The frequency counter has a three-decade auto-
ranging capability. At the end of each half-second period,
the count value is examined to determine if it is in range.
If it is not, the amount of pre-scaling is adjusted for the
next half-second period. Hysteresis is built into the auto-
ranging circuits to stop any display hunting when the
input frequency is at a range boundary.

When the input frequency falls below the auto-range
capacity, the display of leading zeros is suppressed. The
outputs to the liquid-crystal display are modulated at 128
Hz to provide AC drive directly to the LCD.

A. Semi-synchronous Design
The design uses a cascade of synchronous 2-bit state

machines, with each stage clocking the next
asynchronously.

Typically, the 2-bit state machine is a modified
Johnson counter. The 4-input function generator that
precedes each of the flip-flops has three uncommitted
inputs that can be used to modify the state sequence.

B. Detailed Design Description
The first stage of the counter is the most critical. At

400 MHz, it is operating at the maximum possible toggle
frequency, and the design must, therefore, be kept as s
imple as possible.

Consequently, the first stage is an unconditional
divide-by-2. The clock-to-setup delay of 2.44 ns permits
400-MHz operation even under worst-case conditions.
The flip-flop is located in the leftmost column of CLBs.
This location gave the shortest route from the IOB, just
1.1ns.

C. Fixed Divide-by-5 Stage

The residual pre-scaler in the lowest frequency range
is divide-by-5. This is in conflict with having the first
stage by an unconditional divide-by-2; since five is an
odd number.

The solution is a divide-by-2/divide-by-3 counter
followed by a toggle flip-flop. This flip-flop is then fed
back to control the modulus of the counter, alternating it
between divide-by-2 and divide-by-3. The result is that
the flip-flop toggles at one-fifth of the input clock with a
2:3 mark-space ratio.

In this case, however, the output is taken directly from
the counter. When combined with the first stage, this
gives a division ratio that alternates between four and six.
This averages to divide-by-5, but with a variable mark-
space ratio. Over two-periods, the mark-space ratio is
2:2:2:4. Two clock edges are produced every ten input
clocks, and the division ratio is correct.

The count sequence was selected to allow the
feedback signal more time to set-up. The control input is
"don't care" except at the second clock edge after the
toggle-flip-flop is clocked. Thus there are two clock
cycles for the feedback path to settle. With a 400-MHz
input, 10 ns is available which is more than adequate.

D. Decade Counters
The decade-counter design, is based on the divide-by-

5 pre-scaler. The non-binary sequence is not a problem,
because LUTs are used as decoders for the 7-segment
displays, and any mapping is possible.

E. Results
Using a 3.6-V NiCad battery, the counter operates

reliably at 420MHz. As the input frequency varies, the
supply current changes from 2 mA with no input to 40
mA at 400 MHz. At idle, the current draw is dominated
by the time-base crystal oscillator..

F. Observations
The design is somewhat unconventional in the rate at

which its frequency requirements reduce as one moves
away from the input. However, it is not that unusual to
find small regions of high frequency operation in an
otherwise moderate frequency design. The frequency
counter demonstrates that, with only a minor amount of
manual effort devoted to the high-speed regions, the
whole design can easily be implemented in an FPGA.

The complete description of this design may be
obtained at:

www.xilinx.com/xcell/xl32/xl32_47.pdf
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III. RADIATION CHARACTERIZATION, AND

SEU MITIGATION, OF VIRTEX F P G A S

A. Introduction
Field programmable SRAM-based gate arrays

(FPGAs) are usually the chosen platform for real-time
reconfigurable computing. This technology is driven by
the commercial sector, so devices intended for the space
environment must be adapted from commercial products.

To evaluate the on-orbit radiation performance
expected from FPGAs, total ionizing dose, heavy ion and
proton characterizations have been performed on Virtex
devices fabricated using epitaxial silicon. The dominant
risk is Single Event Upset (SEU), so upset detection and
mitigation schemes have also been tested for
effectiveness.

This section discusses the radiation performance of
Virtex devices, and covers TID, SEL, and SEU. Static
and dynamic SEU characterization has been done with
both heavy-ion and proton radiation.

B. Technology Considerations
The Virtex FPGA is an SRAM based device that

supports a range of configurable gates from 50k to 1M. It
is fabricated on thin-epitaxial silicon wafers using a
commercial mask set and the Xilinx 0.22u CMOS process
with 5 metal layers.

SEU risks dominate in most applications. In
particular, the reprogrammable nature of the device
presents a new sensitivity due to the configuration
memory. The function of the device is determined when a
bitstream is downloaded into the device. Changing the
bitstream changes the design's function.

While this provides the benefit of adaptability, it is
also an upset risk. A configuration upset may result in a
functional upset. User logic can also upset in the same
fashion seen in fixed logic devices. These two upset
domains are referred to as configuration upsets and user-
logic upsets.

Two features of the Virtex architecture help overcome
upset problems. Firstly, the configuration bitstream can
be read back from the part while it is in operation,
allowing continuous monitoring for an upset. Secondly,
partial reconfiguration shortens the upset recovery time.

C. Radiation Testing
The space radiation effects of most importance for this

work are tolerance to total ionizing dose and single event
effects including latch-up and upset. The XQVR300,
300,000-gate Virtex device, was used for testing. Because
this technology scales in complexity like SRAMS, it is
typical of the entire family.

I). Total Ionizing Dose Tolerance

Total dose testing has demonstrated tolerance in the
range of 80 to 100 krads(Si). Testing was done at both
high and low dose rates using 60Co sources.

In-situ power supply current measurements were
made throughout the course of the radiation exposure.
Figure 1 below shows the power supply current monitor
traces indicating the onset of TID degradation. Over this
range of dose there were no significant changes noted in
either AC (timing) or DC parameters, indicating relative
stability of the surface MOS thresholds.

XQVR300 TTD @ 50 rads(Si)/sec
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Figure 1: High dose rate performance.

2). Heavy Ion Static SEU & SEL Characterization

Heavy ion characterization was conducted using the
cyclotron facility at Texas A&M. Latch-up testing
showed immunity to latch-up at an LET of 125MeV-
cm2/mg using gold ions with a fluence of 108 ions/cm2

indicating no risk of latch up.

Upset testing at the bit level was measured with the
resulting cross-section indicated in Figure 2.

Static SEt Cross Section for the Xilku Virtci XQVR300

0.0 100 200 300 400 50.0 600 700 BO.O 900 I0O.O 110.0 120.0

Figure 2: Static heavy ion bit upset cross-section vs. LET



311

The capability to write and read back the
configuration bit stream allowed each routing bit, logic
block flip-flop, memory cell, and other storage locations
of the device to be individually monitored for static upset
sensitivity.

The observed LET threshold was between 8 and 16
MeV-cm2/mg and only occurred if the fluence exceeded
105 ions/cm2. Therefore, the device cross-section for this
upset mode is very low (<1 E-5 cm2) relative to the total
cross-section of the part and there is a very small
probability of occurrence on-orbit.

3). Proton- Induced SEU Testing

Because of the low threshold LET, proton upsets are
possible and a similar static bit characterization was
performed using the proton beam at UC Davis. The bit
cross-section is presented in Figure 3.

Figure 3: Static proton induced bit upset cross-section vs. proton
energy for the Virtex FPGA

4). Discussion of Upset Modes

Upsets in this FPGA can be grouped into three
categories: configuration upsets, user logic upsets, and
architectural upsets. The physics is the same for all, of
course, but the observability and consequences vary.

Configuration upsets occur in the configuration
memory and can be detected by readback. The likelihood
of failure depends on which bit is upset, and the specific
design utilization of the device resources.

Most static bits in the device are accessible via
readback. In the case of the XQVR300, there are 1.465M
bits in the configuration bits stored, and the cross-section
per bit for heavy ions and protons is indicated in Figure 2.
Accordingly the static bit cross-section for the part is
equal to the product of the number of bits and the cross-
section per bit. Of course, the actual cross-section will be
less because not every bit upset will be significant in a
given design.

The user logic contains elements that are not directly
testable for upset through the bitstream. Although most of

these elements are accessible through the bitstream, their
contents are subject to change due to normal logic
operation. These elements include block RAM (BRAM),
logic-block flip-flops (CLB-FF), and I/O-block flip-flops
(IOB-FF).

Operational upsets can only be mitigated with
redundancy in the user's logic design. Observability is
limited unless the user design can capture an event.
Accordingly, several designs need to be tested to develop
useful metrics for these.

Architectural upsets occur in the control elements of
the FPGA (e.g. configuration circuits, JTAG TAP
controller, reset control, etc). SEUs in these elements are
often only detectable indirectly by observing an upset
"signature" and associating it with a control element
function.

There are two main objectives behind understanding
the upset rate and the contribution of these different
categories. Firstly, one wants to understand all the
possible mechanisms that introduce functional errors.
Secondly, to assess the severity of the upset problem, one
needs to understand its the frequency and its
consequences. These factors determine the cost of
mitigation measures and where they are most effectively
directed.

D. Mitigation of Single Event Upsets
Two techniques can be used to mitigate SEUs: triple

module redundancy and bitstream repair. Triple module
redundancy inserts redundant logic into the design to vote
out an upset as it occurs in the configuration or even in
the user logic.

Bitstream repair uses the fact that configuration
readback does not interfere with device operation. Any
detected error can be repaired by rewriting the complete
configuration, or by using partial reconfiguration.

The paper referenced below describes these methods
and their testing in detail

E. Summary & Conclusions

The results of this radiation characterization program
show that the Virtex FPGA meets TID and SEL
requirements for many orbital applications.

The utility of the device for orbital remote sensing
data processing will depend on the mission requirements.
The processing performance and survivability of the
device are encouraging, but more work is needed to find
the source of the dynamic cross-section remaining after
mitigation.

For more detailed information, see the paper Radiation
Characterization, and SEU Mitigation, of the Virtex
FPGA for Space-Based Reconfigurable Computing by
Fuller, Caffrey, Salazar, Carmichael, Fabula.

This paper may be obtained at:
www.xilinx.com/appnotes/NSREC-2000XPaper.pdf
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Abstract
At the LHC the 40.079 MHz bunch crossing clock

and 11.246 kHz machine orbit signal must be distributed
from the Prevessin Control Room (PCR) to the TTC
systems of the 4 LHC experiments, to the test beam
facilities in the West and North areas and to beam
instrumentation around the ring.

To achieve this, a single high-power laser transmitter
with optical fanout to all the destinations has been
installed at the PCR. A standard TTC machine interface
(TTCmi) has been developed which receives the signals
and can deliver very low jitter timing signals to LHC
experiment TTC distribution systems with multiple
trigger partitions.

I. INTRODUCTION

The timing, trigger and control (TTC) distribution
systems [1] to be installed at the LHC experiments must
be synchronized with the bunch crossings in the machine
and the orbit of the circulating beams. In collaboration
with CERN SL Division HRF and CO Groups, RD12 [2]
has implemented a system which allows the timing
signals to be broadcast with the required precision from
the Prevessin Control Room (PCR) to the experimental
areas over optical fibres.

The system has first been used for broadcasting the
timing for the LHC-structured extracted beams which were
provided by the SPS for test purposes in May 2000. For
this special run, the signals were transmitted to the X5
and X7 test beam areas in the West Hall and H2, H4 and
H8 in the North Hall. Satisfactory results were achieved
by the ATLAS, CMS and LHCb teams running in these
areas [3].

II. ARCHITECTURE

The overall architecture of the timing distribution
system is indicated in the simplified block diagram
Fig. 1. The 40.079 MHz bunch clock, 11.246 kHz
(pseudo-) LHC orbit signal and 43.375 kHz SPS orbit
signal generated by the synthesisers in the BA3 Faraday
Cage are transmitted to the PCR by low-loss coaxial
cable links with galvanic isolation.

At the PCR, a PLL with low-noise VCXO is used to
reduce the jitter of the received bunch clock to about 7 ps
rms and the clock and selected orbit signal are biphase

mark encoded. The encoded signal modulates a high-
power 1310 nm laser diode, the output of which is fanned
out by a 1x32 passive optical tree coupler and broadcast
over a singlemode optical fibre distribution network.
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Figure 1: Overall block diagram of TTC distribution

At the experimental areas, the optical signals are
received by a TTC machine interface (TTCmi) which
monitors and decodes them, cleans up the bunch clock and
adjusts the global phase of the orbit signal. The TTCmi
then distributes the timing signals to up to 40 local TTC
distribution systems for the different trigger partitions of
the experiment.

in. DISTRIBUTION FIBRE

Preliminary tests were carried out over singlemode and
multimode fibre loops which were installed between the
PCR and Building 4. Although the line of sight distance
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is only about 2.5 km, the optical fibres follow the SPS
ring via BA2 and BA1 and are routed through patchboards
in several surface buildings and the basement of the
CERN telephone exchange, resulting in a one-way path
length of 6.5 km. The round-trip B4-PCR-B4 distance
of 13 km somewhat exceeds the estimated length of the
optical fibre link from the PCR to the remotest
experiment area (CMS at Point 5), which it is planned to
install during the course of 2000.

Round-trip tests with a co-sited transmitter and
receiver allowed the jitter of the recovered clock at the
receiver to be measured relative to the clock input to the
transmitter. They also allowed the slow variations in the
transmission path delay caused by temperature changes to
be observed.

is also a certain cost advantage for other components such
as optical fibre connectors and coupling bushings.

Figure 2: OTDRPCR-B4

Fig. 2 indicates the results of OTDR measurements on
these fibres. The RD12 TTC system uses high-power
Fabry-Perot lasers operating in multiple longitudinal
modes, which are less sensitive to reflections than DFB
types. Including the additional connector and patchcord
losses at the PCR, the round-trip attenuations are about
17 dB and 23 dB for the singlemode and multimode fibres
respectively.

Fig. 3 shows the performance of the multimode and
singlemode fibres for the transmission of a 40.079 MHz
square wave over the 13 km loop. In these tests the
signal was received by a low-noise modular optoelectronic
receiver since the use of a TTCrx would have masked the
effects of fibre dispersion to some degree.

The jitter of the received signal was found to be about
11 ps rms over the singlemode fibre and 50 ps rms over
the multimode fibre loop. The system operates at
1310 nm, at which the chromatic dispersion of the fibre
is negligible for narrow spectrum laser sources.

Multimode fibre has been chosen for the distribution
of the TTC signals at the experiments because the
multimode dispersion is low over the short distances
involved (typically less than 100m). Multimode optical
tree couplers, which will be required in large numbers for
these networks, are substantially cheaper (by a factor of
about three) than equivalent singlemode devices and there

MMF SMF

Figure 3: Bunch clock transmission over 13 km fibre

On the other hand for the longer links from the PCR
transmitter to the LHC experiment areas the tests
indicated that the improved performance of singlemode
fibre is significant and since only a single 1x32 optical
tree coupler is required at the transmitter its higher cost is
less important.

IV. PCR TRANSMITTER

The optimum optical input signal level for the present
versions of the PIN/Preamp and TTCrx is about -20 dBm.
High signal levels may cause pulse width distortion,
whereas low signal levels result in higher clock jitter and
(although the actual rate is too low to be measured) a
greater probability of error.

To cope with the attenuation of the longest links, the
PCR transmitter has been designed to provide multiple
outputs at a level of -3 dBm. This has been achieved
using an OL364A-40 laser diode with a nominal output at
1310 nm of 40 mW (+16 dBm), feeding directly a 1x32
singlemode tree coupler with an insertion loss of 19 dB
per port (15 dB splitting loss plus 4 dB excess loss). For
stable operation and long life the laser temperature is
regulated within ±0.1°C by a 3-term controller.

The transmitter, which is a singlemode version of an
initial development model that has already been supplied
to several users, is shown in Fig. 4. The SPS orbit
signal is only broadcast for the special LHC-structured
SPS test beam runs. As the frequency of this signal
swings about 29 Hz during acceleration, it is synchronized
at the transmitter to avoid any metastability. Tests were
carried out to verify that the signals transmitted by the
coaxial cable links from the Faraday Cage are not
perturbed by the ramping of the SPS magnets.

Using a new TTCtx compact laser transmitter module
(described later), an additional 14 outputs can be provided
from the present PCR transmitter crate should the need
arise. Additional TTCtx modules can be housed in a
second crate should further expansion become necessary at
some future date. A maximum of 280 singlemode
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outputs at 0 dBm could be supplied per crate. The optical
power delivered to the TTCmi receiver at each experiment
area is adjusted to the optimum level by inserting fixed
singlemode optical attenuators of appropriate value.

Figure 4: PCR transmitter

The PCR transmitter has been running continuously
since February 2000. Because the correct functioning of
the transmitter is necessary for the running of all the LHC
experiments, a spare unit should be installed at a future
date so that a backup is immediately available. There are
sufficient outputs to drive duplicate fibre links from the
PCR to each LHC experiment area if this redundancy is
desired.

The transmitter crate incorporates an LHCrx module
(described later) which provides facilities for monitoring
either the encoded optical output signal or the bunch
crossing and orbit clocks extracted from it. The optical
fibre to Building 4 has been left in place so that at any
time the output from the PCR transmitter can be
monitored with the communications signal analyser there
for diagnostic purposes.

V. PHASE STABILITY

The initial set up of the deskew parameters in all the
TTCrxs of each subdetector will be done from a database
of computed delays and test pulse generator
measurements. When LHC beams are available, the
timing will be fine tuned by procedures such as
crosscorrelation of the event occurrence pattern with the
known LHC bunch structure, consecutive signal sample
amplitude comparison or possibly online track fitting.
These procedures can be implemented in automatic
feedback control loops concurrently with normal data-
taking [4].

Any slow variation in the phase of the 40.079 MHz
clock delivered by the TTC system relative to the actual
LHC bunch crossings will thus be automatically
compensated for within these control loops. However, it

is very desirable that any such phase wander be as small
as possible.

As a preliminary test of the phase stability of the
transmitter and the long distribution fibre from the PCR,
measurements were made at intervals during a period of a
few days of continuous running via the 13 km loop. A
repetitive pattern was observed in which the path delay
varied between a minimum in the early morning and a
maximum at the end of the afternoon. The total diurnal
variation was less than 100 ps and no longer-term drift of
the mean was observed.

This is a remarkably small variation. It is attributed
to the fact that since the optical fibre is largely
underground only small sections of it are subject to
significant diurnal changes in temperature.

VI. TTCMI MACHINE INTERFACE

In the initial phase, RD12 developed the system
components required to broadcast TTC signals to the
electronics controllers within a single trigger partition of
an experiment. In this context a partition is defined as a
distribution zone which, at least at times, must operate
with Level-1 trigger accepts and other broadcast signals
which differ from those in other zones. This implies that
each partition has its own TTCvi [5], optical transmitter
and fibre distribution network.

A TTC machine interface (TTCmi) [6] has been
developed which receives the optical timing signals
broadcast by the PCR transmitter and distributes the
bunch clock and suitably phased orbit clock to the TTCvi
modules and TTC transmitters for many such trigger
partitions. The complete TTCmi is shown in Fig. 5.

Figure 5: TTCmi minicrate

A simplified block diagram of the TTCmi is shown in
Fig. 6. It is based on the TTC minicrate which was
supplied to many users during the development phase of
the project, with the addition of a new LHCrx module and
a variable number of TTCcf clocks fanout modules.

The development of the TTCmi was funded directly by
equal contributions from the LHC collaborations and one
TTCmi has been constructed for each experiment. It is
also possible to upgrade a TTC transmitter minicrate to a
TTCmi and this has been done for the CMS Tracker
Group.

A. LHCrx
The LHCrx replaces the simple Monitor Rx module in

the TTC minicrate but it retains the optical signal
monitor facility which is useful for diagnostic purposes.
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It uses a TTCrx ASIC [7,8] to extract the bunch and orbit
clocks from the encoded optical input and provides ECL
outputs for further processing. The bunch clock output is
an AC-coupled 40.079 MHz square wave while the orbit
output is a DC-coupled negative-going pulse train of
duration 1 jis and period 88.924 jxs. These are the signal
characteristics for which the transmitter encoder clock and
TTCvi orbit input circuits were designed.

633.sw ' •: :
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Figure 6: TTCmi block diagram

The TTCrx internal coarse deskew circuit provides for
phase adjustment over a range of 16 bunch-crossing
intervals (about 400 ns). This is sufficient to compensate
for the differences in time-of-flight and optical fibre path
length between different destinations at one experiment
but not for the phase differences in the orbit signal
received from the PCR at different points around the LHC
ring.

The LHCrx incorporates a global digital phase
adjustment for the orbit signal which allows it to be set
throughout the 88.924 |xs period in 3564 steps of the
bunch-crossing interval of about 25 ns. The master orbit
signal phase is set by rotary switches inside the LHCrx
which should not require adjustment after being set up for
a particular experiment location.

The 40.079 MHz bunch clock output from the LHCrx
has a jitter of about 80 ps rms, which is too high for the
master clock for an LHC experiment. This signal is
therefore used as the reference phase for a 160.316 MHz
VCXO/PLL in the TTCmi. The VCXO has very low
internal noise, which allows it to be used with a narrow
loop bandwidth so that the output jitter is determined by
the sub-harmonic feedthrough from the fundamental
oscillator rather than the noise on the reference signal.

3 . '3l3n s • a ! v

Trace A: Biphase mark encoded output from PCR
transmitter. The central transitions represent
the LHC orbit signal, occurring once per 3564
bunch clock periods.

Trace B: 200 ps/div window on bunch clock recovered
by the TTCrx.

Trace C; Recovered bunch clock after cleanup by PLL
in TTCmi.

Trace D: 200 ps/div window on Trace C (40.079 MHz
bunch clock).

Histogram E: Jitter of recovered bunch clock after PLL
cleanup. (7 ps rms).

Figure 7: TTCmi performance (13 km fibre)

The +4 output from the VCXO, which has an rms
jitter of about 7 ps, is the master 40.079 MHz clock
which drives the TTC distribution systems of the
experiment. This bunch clock, together with the master
orbit clock, is distributed by short coaxial cables to the
optical transmitters and TTCvi modules of each of the
TTC partitions by TTCcf modules in the TTCmi.

Fig. 7 indicates the performance of the TTCmi when
receiving the signal from the PCR transmitter via the
13 km fibre loop. Jitter measurements of the recovered
clocks are relative to the clock input to the transmitter,
which triggers the analyser.

B. TTCcf

In order to choose the configuration of the electrical
fanout of the bunch and orbit clocks from the TTCmi, the
LHC experiment collaborations were asked to estimate the
number of TTC partitions foreseen. The preliminary
ATLAS model [9] has a total of 35 partitions and CMS
currently foresees about 32. To allow some spares the
TTCmi was designed to provide over 40 outputs each of
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the bunch and orbit clocks when it is equipped with 5
TTCcf modules.

Each TTCcf module comprises two independent 1x9
sections, one of which would normally be used for the
bunch clock and the other for the orbit clock fanout. In
some experiments, such as LHCb, there is a need in the
control room to supply more equipment with the bunch
clock than the orbit clock. Both sections of each TTCcf
have DC-coupled ECL inputs and outputs and they can be
used interchangeably for either signal to match such a
requirement.

It is expected that for trigger latency reasons the TTC
transmitters for all the partitions will be grouped together
in the vicinity of the central trigger processor so that the
coaxial cables by which they receive the clock signals
from the TTCmi will be short. For longer distances low-
loss coaxial must be used with adapters, rather than the
miniature solid dielectric type.

C. TTCmx
For even longer distance transmission, or where

ground offsets are troublesome, TTCmx laser transmitters
can be plugged into the TTCmi crate in place of some of
the TTCcf modules.

Figure 8: TTCmx laser transmitter

The TTCmx module (see Fig. 8) provides 4 optical
outputs at a level of 0 dBm, each of which can be fanned
out by a 1x32 tree coupler to broadcast to a total of 128
destinations. A low-jitter electrical output is provided to
allow TTCmx modules to be daisy-chained to broadcast to
larger partitions. The transmitters can be used to send
either the 40.079 MHz bunch clock alone, or the
composite encoded TTC signal. In the latter case a
TTCrx with PIN/Preamp is required at the receiving end.

The TTCmx uses multi-sourced InGaAsP low-
threshold MQW hermetic-package Fabry-Perot lasers with
temperature-compensated bias current and automatic power
control by rear facet monitor.

VII. OPTICAL TREE COUPLERS

Fused biconic taper (FBT) fabrication remains the
technology of choice for optical tree couplers for TTC
distribution networks. Although bare couplers can be
integrated in custom detector electronics and used for inter-
module distribution within crates, additional protective
packaging is required for mounting them in standard
distribution racks.

A number of enclosures for optical tree couplers have
been developed. Fig. 9 shows a 1x32 coupler mounted in
a 1U rack tray. Industrial cable breakout enclosures of
this size generally provide for 24 outputs.

-w .4 •»'

Figure 9: 1x32 multimode optical tree coupler

Figure 10: Cassette-mounted 1x32 singlemode tree coupler

Fig. 10 shows the cassette enclosure which was
developed for the singlemode 1x32 coupler for the PCR
transmitter. Whereas 1x32 multimode couplers can be
created in a single fusion, the maximum fanout possible
with singlemode fibre is 1x4. Accordingly this 1x32
coupler is formed of a tree composed of eight 1x4
couplers spliced to two intermediate 1x4 couplers fed by
one 1x2 coupler at the root.

The assembly of such a configuration is quite delicate
but the finished packaged coupler is robust. The total
spread in the optical output power delivered by the 32
ports is less than 1.9 dB.

VIII. LASER TRANSMITTERS

In addition to the TTCmx, two new types of laser
transmitter module have been developed by RD12 for
TTC signal distribution at the experiments [10]. The
modules are single-width 6U VME size and use only
standard VMEbus power supplies. They can be employed
separately or in combination to match the requirements of
a variety of different TTC distribution architectures.

The TTCex module provides 10 optical outputs at a
level of 0 dBm, each of which can be fanned out by a
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1x32 optical tree coupler to broadcast to a total of 320
destinations. The module contains 2 biphase mark
encoders driven by a common internal VCXO/PLL with
very low jitter. It can be operated as a single unit, or in
independent halves to feed 2 small partitions of up to 160
destinations each. Outputs from the encoders are provided
to drive extension TTCtx modules for larger partitions, or
a readout supervisor switch (LHCb).

Figure 11: TTCex and TTCtx laser transmitters

The TTCtx module is similar to the TTCex but has
14 optical outputs instead of 10 and does not contain any
encoders. It can be operated in independent halves to feed
2 small partitions of up to 224 destinations each, or as a
single unit to feed a total of 448 destinations. An
electrical output is provided to allow several TTCtx
modules to be daisy-chained to broadcast to even larger
partitions. Since TTCtx modules do not contain encoders
they must be driven by a TTCex module (or by the
encoder in a TTCmi, TTC minicrate, TTC high power
transmitter crate, TTCvx, or the output of a readout
supervisor switch).

TTCex, TTCtx and TTCmx modules are Class 1 laser
products per CDRH 21 CFR 1040 and IEC 60825 [11],
and they are ITU-T G.957 compliant except for the higher
mean launched power. They are equipped with a manual
disable switch, laser emission indicator and warning labels
and external interlock for the VMEbus modules is
possible through the SYSFAIL line.

DC. LHC BEAM INSTRUMENTATION

For the LHC beam instrumentation the machine
timing signals and synchronous commands must be
broadcast to several hundred front-end equipment and beam

instrumentation control crates [12]. There are 24 primary
BI nodes around the ring, located at the 8 access points
plus 16 alcoves.

Tests are currently being conducted by CERN SL/BI
Group [13] to determine whether the system which has
been installed for distributing the LHC machine timing to
the experiments can also be used for this purpose. Apart
from the cost saving there could be operational and
maintenance advantages in having a single CERN-wide
system for the distribution of the same timing signals.
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Abstract

The principal features of the ALICE Central Trigger
Processor are presented, as described in the draft User
Requirement Document currently under discussion.

1. INTRODUCTION

The Alice Central Trigger Processor design must be
completed and the electronics built within a short time
from now. Many sub-detectors are now developing their
front-end electronics, so it is necessary to define fully the
interfaces between the Central Trigger Processor (CTP)
and each of the sub-systems with which it interacts. This
has been done following the guidelines of ISO 9001 as
adapted by CERN. At present a User Requirement
Document (URD) [1] incorporating earlier ideas has been
written and is under review. Work is beginning on a
Technical Specification, though this cannot proceed far
until the URD has been frozen.

The ALICE experiment [2] aims to measure all the
signatures currently being considered for the production of
the Quark-Gluon Plasma. It will be the first time that all
the signatures have been studied in a single experiment,
and the requirement makes a number of important
constraints on the system. In particular, the cross sections
for different processes to be measured differ by several
orders of magnitude, and therefore special action must be
taken to allow simultaneous measurement of all of them.

The other principal challenge for the ALICE
experiment comes from the very high multiplicities to be
expected in Pb-Pb collisions at LHC energies. ALICE is
designed to cope with a maximum rapidity density dN/dy
of 8000, since there is a great uncertainty as to the
expected rapidity density at LHC energies. This
requirement has motivated the choice of a collection of
detectors having very different properties as regards
sensitive windows and readout times. These differ by more
than two orders of magnitude between different sub-
detectors. We have learnt that at RHIC the measured
multiplicities have come out at the bottom end of the

expected range (dN/dy of 555 ± 12 ± 35 at Vs = 130 A
GeV) [3], but this does not tell us very much about
ALICE conditions, as a quite different part of the nucleon
structure function is explored in the collision.

2. FUNCTIONS OF THE CENTRAL
TRIGGER PROCESSOR

The principal functions of the CTP are summarized in
the context diagram shown in figure 1.

FRONT-END SYSTEMS

TRIGGER DETECTORS

Trigger Inputs

FRONT-END SYSTEMS

ALL DETECTORS

BUSY

Calibration Requests

RUN
CONTROL

Control

J 1
CENTRAL
TRIGGER

PROCESSOR

DAQ (RORC)

Trigger Inputs

TTC

Trigger Outputs

Fig. 1 ALICE CTP context diagram

The CTP is controlled by the ALICE run control. It
receives trigger signals from a subset of (triggering) sub-
detectors, and BUSY signals from all detectors. On the
basis of this information, it sends to all the sub-detectors
trigger signals which control the stages in the sub-detector
readout. At the same time, monitoring information is
collected and sent to the DAQ, both in the form of sealer
information and in the form of more detailed information
bundled into special "trigger event" records. In addition to
the different types of physics triggers, the CTP also
controls calibration triggers; these are submitted as
requests to the CTP, which then sends the detector a
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special calibration sequence, while protecting the detector
from any competing physics triggers till the calibration
sequence is completed.

Trigger information is checked and a decision made for
each bunch crossing, i.e. at 25 ns intervals. In the case of
ion running, where bunch crossings are separated by 125
ns [4], a mask can be applied to ensure that only filled
LHC clock cycles are considered.

3. TRIGGER INPUTS AND LEVELS

The ALICE trigger system is currently organized into
three trigger levels: level 0 (LO), which acts after 1.2 (is
and sends an early strobe to the front-end systems; level
1 (LI) receives further information, and allows a re-
classification of the trigger class at 5.5 fis; level 2 (L2)
awaits the end of the longest detector sensitive period to
determine whether the event should be rejected because of
pile-up (see below for more details).

A third trigger level (L3), allowing partial
reconstruction of events online in a PC farm, is being
considered, but is beyond the scope of the present
discussion.

The trigger inputs contributing to LO and LI are
grouped according to their latencies. All and only signals
which can be transmitted to the CTP electronics in under
900 ns from the time of the interaction are considered for
LO. The LI trigger receives all signals which are (i) too
late for LO and (it) can be delivered in under ~5 [is, in
order to deliver the signal to all sub-detectors in under 5.5
u.s. The maximum numbers of inputs for each level,
allowing for a possible expansion during the life-time of
the experiment, have been fixed to the values shown in
Table 1.

Table 1: Trigger inputs for each trigger level.

Level

LO
LI
L2

Number of Trigger
inputs

16
12
4

The trigger inputs themselves are sent as signals in
NRZ format (i.e. they retain their value throughout the
full bunch crossing cycle.)

The CTP treats these inputs in three different ways.
Inputs may be definitely required, explicitly not required,
or ignored. The purpose of the "explicit no" is to veto

inputs rapidly. It is expected to be useful during setting-
up of the experiment in order to check the complements
of trigger conditions.

A sub-detector receiving a LO trigger sets a BUSY
immediately, and holds it until it is ready to read the next
event. Note that in ALICE the sub-detector dead times are
all independent.

4. TRIGGER CLASSES

The input and output sides of the ALICE trigger are
logically linked through trigger classes. In order to define
a trigger class, a collection of input and output
requirements must be specified. For the input side, the
status of the trigger inputs at each of the three trigger
levels (according to the three-input-state description given
above), must be specified. On the output side, the required
sub-detector set for the class is to be specified. For a
trigger to be issued, all the sub-detectors in its list must
be ready, and all must be clear of pile-up. This is
determined by specifying a past-future protection window
for each sub-detector. The past-future protection window
for a given class is defined to be the longest past-future
protection for any detector in the class.

The protection interval specified for the trigger class
then serves to determine the future of that class. If, after
an event has taken place, a second event arrives within the
protection interval for a class, the class is rendered invalid.

It is possible for an interaction to satisfy the input
trigger conditions for more than one trigger class at the
same time. In this case all the relevant trigger classes
become active. Some may be eliminated subsequently if
further interactions occur before the expiry of their
protection intervals. The final (level 2) trigger is then sent
to all the detectors listed in the surviving trigger classes.

A further refinement of this idea is required in the
case of pp interactions. Here the lower multiplicities
mean that some degree of pile-up can be tolerated in the
detectors. In order to accommodate this, past-future
protection circuits keep track of how many interactions
occur within a given time-window centred on the triggered
interaction, and flag a rejection if a pre-specified
maximum is exceeded.

The use of trigger classes may be illustrated by the
example shown in figures 2 and 3. For simplicity, only
level 0 trigger inputs are considered. Figure 2 shows (top)
a set of trigger inputs, which may be matched against the
requirements for a number of trigger classes. If all the
required inputs are found, and none is contra-indicated, the
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class is accepted. On output, the sub-detector lists for a
given class are matched against the BUSY/protection
status of the detector. In the'example given in figure 3,
two detectors (the CPV and the TPC) are found to be
BUSY. Comparison with the lists for three different

FMD

M P

trigger classes shows that only in one case (class 2) are all
the required sub-detectors ready. In this example, trigger
class 2 is selected on input, and all its sub-detector
requirements are met, so a trigger is issued to each of the
detectors in the class 2 list.

Busy Status
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Trigger Class 1 (CENTRAL) NO

Trigger Class 2 (DIMUON) YES

Trigger Class 3 (DIELECTRON) NO

Fig. 2-3 Examples of trigger classes on input and output.

5. CALIBRATION TRIGGERS

All sub-detectors require calibration triggers, but
these are relatively infrequent compared with physics
triggers. The ALICE CTP always generates calibration
triggers inside the "long gap" of 3.17 \is inside each
LHC orbit. A sub-detector requests a calibration trigger
via software. A program arbitrates in case of
simultaneous requests and the trigger is performed
during the first available calibration slot.

The sequence of signals sent to a sub-detector in
the case of a calibration trigger is as follows: first, a
pre-pulse is sent, which can be used by the sub-
detector, for example, to activate its calibration circuit;
a fixed time later, the usual L0-L1-L2 sequence is
initiated.

All the calibration requests share a single
reconfigurable trigger class, in which such parameters
as the detector set to be read out and the past-future
protection conditions to be applied can be specified for
each new calibration. Note that the past-future
protection conditions, if applied, mean that the success
of a calibration trigger cannot be guaranteed. That is to
say, as a result of the past-future protection conditions
specified for a calibration trigger, the L0-L1-L2
sequence following the pre-pulse may be missing or
truncated. The CTP does not report failed calibration
triggers. Instead, at sub-detector level, two courses of
action are possible. It may be sufficient to account for
failed calibration triggers on a statistical basis simply
by increasing the number of triggers required.
Alternatively, if a strict count of calibration triggers is
required, the condition can be readily monitored in the
Local Trigger Crate (see below) since the pre-pulse
which flags the calibration sequence is always delivered.
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6. MONITORING

Monitoring of the CTP will proceed via two main
methods: recording of sealers and the production of
snapshots.

The normal operation of the trigger is performed
by counting, using sealers, all the inputs and outputs
of the CTP and by timing all the BUSY contributions.
These are read out at regular intervals on a "round-
robin" basis, and thus in general not simultaneously.
However, in order to trap specific errors, it is possible
to start and stop the sealers at fixed points, and thus
force a correlated count.

A listing of bunch crossings containing
interactions is issued for every orbit. This is done in
order to allow the offline reconstruction software to
compute the positions of "ghost" vertices from pile-up
interactions in the case of pp interactions.

The other major monitoring tool is the "snapshot".
For a period of a few milliseconds, the trigger data from
each bunch crossing are recorded, whether a trigger was
issued or not. This allows the trigger algorithms to be
checked offline and gives an indication of the
backgrounds behind accepted triggers.

The backgrounds to accepted triggers can also be
monitored by the use of random triggers, which can be
issued at any time and for which all inputs and outputs
are recorded. A special trigger class is reserved for
random triggers. In this case, detectors are also read out,
giving further information as to how the backgrounds
are caused.

7. TRIGGER OUTPUTS AND THE TTC
SYSTEM

The basic output of the trigger system is the set of
trigger pulses for levels 0, 1 and 2. Because of the
critical latency for level 0, fast coaxial cables (4 ns m1)
are used. The other levels are sent using the TTC
system [5]. The level 1 trigger uses the TTC channel
"A" [6]. As this level has a precise latency, the bunch
crossing in which it arrives can be used to label the
event. In ALICE each detector receives a different
stream of triggers, depending on the classes for which it
is included. This makes event labelling by orbit and
bunch number an easier choice to implement than
labelling by trigger number, as done in other
experiments.

The level 2 triggers and the calibration trigger pre-
pulse are carried by the TTC channel "B", as is the
orbit reset signal. The orbit reset and calibration pre-
pulse signals come at fixed points in the orbit cycle and
they do not overlap. They use the highest priority TTC
inputs B-Go<0> and B-Go<l>. The level 2 trigger
must be sent with lower priority, and for this reason
cannot be guaranteed to have a fixed latency. (Separate
signals are sent for L2 accept and L2 reject, using B-
Go<2> and B-Go<3>.) The level 2 trigger may jitter
by up to a few microseconds if it collides with a higher
priority signal. ALICE makes a fairly heavy use of the
TTC facilities. The system is currently under
evaluation.

In addition to these pulses, a certain amount of
digital information is sent. In principle, the TTC
system broadcasts an event number following every
level 1 (channel "A") trigger; in the ALICE case this
can be modified to be the orbit number, though in
practice it is proposed that the number be counted
locally at the TTCrx receiver by an associated FPGA,
as this reduces the load on the "B" channel
transmissions. In addition, eight further bits can be
sent to define a trigger type. This is discussed in the
following section.

8. LOCAL TRIGGER CRATE

The use of the "trigger type" bits is currently under
discussion. They may be used to control the front-end
operations, such as the suspension of zero suppression.
In general, the actions for each sub-detector may be
different, and for this reason, an interface is required to
adapt the trigger commands appropriately. In principle,
the maximum information available from the CTP at
level 1 is the full set of active trigger classes. This
information, together with any local information
available to the sub-detector, can be used to determine
which trigger type bits should be sent on the local TTC
system. In order to do this, an additional board, Local
Trigger Unit (LTU), can be placed in a VME crate
assigned to each sub-detector, which translates the CTP
information into the signals to be transmitted by the
TTCvi. The transfer of signals between the CTP and
the LTU is shown schematically in figure 4. Additional
applications of the Local Trigger Crate, such as its use
in monitoring the status of calibration triggers, are
being considered.
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Fig. 4 Connections between CTP and Local Trigger Crate.

A useful by-product of the Local Trigger Unit is that
it allows the sub-detector to be operated in stand-alone
mode. Using simple logic, the LTU can be driven by a
locally produced set of pulses, and these allow the sub-
detector to operate independently. In this way, the sub-
detector can be tested, using a standard environment,
well before it is installed in the experimental area.

9. SUMMARY

The ALICE experiment uses a variety of detectors
having significantly different sensitive windows and
readout times. This leads to a trigger logic in which
past-future protection is important, and where the
proposed mode of operation involves independent dead
times for each sub-detector. A draft User Requirement
Document describing the Central Trigger Processor
functions has been issued, and is under discussion. A
Technical Specification is in preparation.
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Abstract
A first prototype of the front-end ASIC dedicated to

the trigger detector of the dimuon arm of ALICE has been
designed and tested.

This note introduces the new discrimination technique
implanted in the chip in order to improve the time
resolution of the Resistive Plate Chambers (RPC) in the
streamer mode. The electronic design is then described
and the test results are presented.

sent in differential mode through 20m long cables to the
trigger electronics. A sampling at the LHC clock
frequency (40 MHz) is performed at this level before the
dimuon trigger decision is issued.

Using conventional discrimination techniques, the
time resolution is better when using RPC in avalanche
mode (commonly Ins), unless the RPC is operated in
streamer mode at quite high running voltages that is not
suitable [1]. In order to improve the time resolution in
streamer mode, a new discrimination technique called
"ADULT" has been studied.

I. INTRODUCTION
II. THE "ADULT" DISCRIMINATION

TECHNIQUE

The trigger system of the dimuon arm of the
ALICE/LHC detector has to select events containing two
muons from the decay of heavy resonances like J/*F or T,
amongst all background sources. The set up is composed
of 72 Resistive Plate Chambers, a gaseous detector where
the electrical charge produced by the crossing of a
charged particle is collected on 1-4 cm wide, 35-70 cm
long, strip lines. About 21000 readout channels are
necessary to cover the whole detector area.

Pb TAD Pl>
Streamer pulse

2ns
Logical signal

J/¥

Figure 1: signal processing from detectors to trigger electronics

RPCs are operated in streamer mode in ALICE and no
amplification of the analog signals picked up on the strips
is needed. These signals are discriminated and then
converted into a logical signal with a width of about 20 ns
(figure 1). The resulting 21 000 channels "bit pattern" is

This technique is described in details in [2]. Cosmic
ray tests results are exposed. A 50x50cm2 RPC, with 2mm
wide gas gap and electrode resistivity of a few 10'°£2.cm
is used. Pulses are shown for a running high voltage of
9200V in streamer mode (figure 2).

The observation of the shape of these pulses indicates
that the streamer signal itself is preceded by a smaller
signal, called "avalanche precursor" . The streamer signal
exhibits important time fluctuations while the avalanche
precursor is almost steady.

The "ADULT" technique (A DUaL Threshold) makes
the most of this particular pulse shapes. It is based on the
use of two discriminators, one with a low threshold
(typically 10mV/50£J) at the level of the avalanche
precursor and the other with a high threshold (typically 80
mV/5O£2) at the level of the streamer. A coincidence of
the two out coming signals is then performed. The one
corresponding to the low threshold gives the time
reference. The second one, outputted by the high threshold
discriminator, is indispensable to keep all the advantages
of the streamer mode (better signal-to-noise ratio, cluster
size,...)-
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Figure 2: RPC pulse shape examples

in. DESIGN OF THE CHIP

A. General description

This dedicated discrimination technique has been
implanted in the front-end chip developed at the
"Laboratoire de Physique Corpusculaire" of Clermont-

Ferrand. The chosen technology is AMS BiCMOS 0.8um,
well adapted to the design of fast comparators with low
input offset voltage.

The prototype chip has only one channel. The
"ADULT" discriminator stage is built with two fast
comparators, and a delay followed by an "AND" gate
(figure 3). The output signal of the low threshold
comparator is delayed by 10ns, and then a coincidence
with the high threshold one is done. This delay value has
been chosen during cosmic ray tests [2], because it is not
likely, in normal function condition, that the avalanche
precursor comes earlier than 10ns relatively to the
streamer. So the coincidence output is in time with the
latest of the two input signals, namely the low threshold
signal, as long as the delay between the precursor and the
streamer is shorter than the 10ns delay value.

Additional functions are also implemented in the chip.

- An "one-shot" system prevents any channel from re-
triggering during 100ns. When the high threshold
comparator detects a streamer, its output activates a
monostable. The monostable output state changes
immediately and this level is held during about 100ns. The
two comparators are blind during this time.

- A remote control delay, up to 50ns, common for a
whole chip (i.e. eight channels in the final design) is tuned
by an external DC voltage. It allows to adjust, if needed,
the output timing of the signal.

- The signal is converted into a 20ns logical ECL level
in order to drive a 20m twisted pair cable.

Low Thrd.

Strip lin«

"ADULT" stage

Figure 3: single channel block diagram
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B. Comparators
The comparators are made of two differential

amplification stages (figure 4), with a total gain of about
700 (57dB). The transistors chosen for this input stage are
bipolar because of their relatively low threshold voltage
dispersion comparatively to the MOS ones. The input
noise has been studied. It is dominated by the thermal
noise of the input transistors Ql and Q2. The input noise
voltage is lower than lOOfiV rms for the total frequency
bandwidth.

The power consumption of each comparator is about
12mW.

OUT

Figure 4: schematic diagram of the comparator

The amplifier is followed by a shaper in order to
obtain a logical pulse well-matched to the next stage.

C. "Delay", "oneshot" and "shaper" stages
All these stages are built with simple monostables. A

capacitor C is charged with a constant current Io (figure 5)
until the voltage Vc reaches a DC threshold value (Vth).
A pulse with a fixed width (function of the capacitor,
current and threshold values) is outputted and can be used
to realize the 10ns delay, the 100ns "oneshot" protection
or the 20ns wide ECL signal. The capacitor is discharged
with a PMOS transistor (Q) connected to the ground. The
adjustable delay stage is obtained with an external control
of the DC threshold value Vth.

GND

VEE

Figure 5: schematic diagram of a monostable stage

IV. LABORATORY TEST RESULTS

Five packaged chips were delivered in May 2000. The
tests in laboratory were made with a pulse generator to
simulate RPC signals, and with an oscilloscope
differential probe (500MHz) connected to the output pins.
They have shown that each stage of the chip works
perfectly, as illustrated by the figures 6 to 9. The power
consumption is still a little bit high (140mW per channel)
but will be decreased in the future by replacing the ECL
driver by a LVDS one.

The low threshold discriminator gives the time
reference (figure 6) as long as the delay between the
avalanche precursor and the streamer signals is less than
10ns, as explained previously. The high threshold
discriminator selects only the big enough streamer pulses
(figure 7).

The ECL output signal can be delayed in a range of
about 60 ns (figure 9) and the "one-shot" protection
(figure 8) is effective even though it is longer (138 ns)
than the required value.

rft:K1
18 ne
1881*

Figure 6: timing of the two output signals corresponding to a
prompt streamer and a streamer preceded by an avalanche

precursor.
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Figure 7: output signals for a pulse height respectively below
and above the high threshold.
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Figure 8: illustration of the "oneshot" protection.
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Figure 9: illustration of the possibility of delaying the output
signal.

V. PRELIMINARY BEAM TEST RESULTS

A. The experimental set up

A RPC equipped with eight of these prototype chips
has been tested at the CERN/PS beam area at the
beginning of My 2000. A 50x50cm2 RPC, with 2mm
wide gas gap and electrode resistivity of a few 10'Q.cm
was used. It was fluxed with a special gas mixture of Ar/i-
C4H10/C2H2F4/SF6 in the respectively percentages of
44/7/40/4 which has been optimised in cosmic ray tests
for out purpose.

The time resolution obtained with the "ADULT"
technique has been compared to the one in case of single
threshold discriminator. Sixteen vertical strips signals
were discriminated by fast ECL comparators, with a
single threshold fixed to the High Threshold value. The
eight central horizontal strips of the same detector were
equipped with the eight ASIC.

The time resolution is measured with three eight
channels TDC (Time to Digital Converter) Camac

modules (lOOps resolution) installed in the control room.
A coincidence between a scintillators (Sc.) hodoscope (3
vertical Sc. and 4 horizontal Sc.) positioned after the RPC
and a "wide" Sc. placed before, provided the time
reference called TRIGGER. This TRIGGER signal is
used as the COMMON START pulse for the TDC
modules. Three tracking chambers with a resolution of
2mm were also positioned on the beam axis, before and
after the RPC. The "central flux" on the RPC was
monitored by a coincidence of two scintillators (called
"cross") covering an area of 4cm2 where the incident flux
is maximum.

B. Preliminary results
Figure 10 displays examples of time distribution

obtained with the new chip (thresholds [lOmV, 80mV])
(top plots) and with a single threshold [80mV]
discriminator (bottom plots).

Two running HV values are considered: 9200V (left
plots), where the RPC has a good efficiency (>98%) and
8600V (right plots) where the efficiency drops to about
60%. All the histograms are normalized to 1000 entries.

We observe a wide, double time structure with the
single threshold discriminator. As expected, the time
distribution with the "ADULT" ASIC does not exhibit this
double structure at the running HV value (9200V). We
obtain a very narrow time peak (ar

pMk < Ins). The insert in
logarithmic vertical scale shows the small proportion of
events in the tail (-2%).

At 8600V, the delay time between the avalanche
precursor and the streamer signals may exceed 10ns. In
this case, the time reference of the coincidence in the
"ADULT" chip is given by the high threshold signal. This
is the reason why a second peak appears in the time
distribution at the right side of the first one. We note that
this case occurs where the detector is not fully efficient
which validates our choice of a delay of 10ns.

But the best way to compare the time resolution of the
two electronics is to plot the efficiency curves for several
time windows. The efficiency must be to its maximum
when the signals from front end electronics are sampled at
the LHC period of 25ns, including all possible time jitters,
which requires better performances on a single channel.
The right part of figure 11 gives the efficiency curves for
a flux of 15Hz/cm2. Two time windows have been
considered: 25ns as previously and 8ns. For "ADULT",
the efficiency is still good with the 8ns window which
evidences the excellent time resolution and small time
jitter versus HV. The situation is obviously different with
a single threshold discriminator as indicated by the
picture. It is also illustrated with the right plot of the
figure 12, where the time resolutions are compared (aT

rms in a 25ns window).

The efficiency curve in a 25ns window as a function
of the local flux is summarized in the left part of the
figure 11. The efficiency of the detector is still good for a
local flux of 450Hz/cm2 (the requirement is below
50Hz/cm2inALICE[3]).
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The cluster size distribution versus HV is plotted in
figure 12 (left plot) for 2cm wide, 50cm long strips, and
15Hz/cm2 local flux. As expected, exactly the same curve
is obtained with single threshQld discriminators set at the
high threshold value. The results satisfy the requirements
in ALICE [3].

80

T(ns)

Figure 10: examples of time distribution with "ADULT" (top
plots) compared with a single threshold discriminator
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Figure 11: efficiency curve with "ADULT" at three flux (left
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Figure 12: cluster size distribution (left plot) and time resolution
(right plot)

VI. CONCLUSIONS

We have designed, prototyped and fully tested the first
BiCMOS front-end ASIC prototype for the Resistive Plate
Chambers of the dimuon arm in ALICE. As expected, the
time resolution of the RPC in streamer mode is
considerably improved with this enhanced electronics.

A new prototype has already been designed and will
be tested in laboratory at the beginning of autumn 2000.
The ECL output driver has been replaced by a LVDS one
in order to reduce the power consumption to less than
lOOmW per channel. The final chip prototype with eight
channels has to be designed during winter 2000. The full
production (3000 chips) will be carry out during the year
2002.
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Abstract

The first-level endcap muon trigger system have been de-
signed for ATLAS experiment. The system has the main
tasks which are to identify bunch crossings and to make
trigger decisions for high transverse-momentum muon can-
didates. There are various requirements for trigger elec-
tronics to be satisfied, and several implementations using
ASICs and FPGAs satisfy the requirement. We present
the trigger scheme and overall of the system design.

I INTRODUCTION

The ATLAS trigger and data-acquisition system consists
of three stages of online event selection. The first-level
(LVL1) trigger system [1] receives the information on
events at an interaction rate ~ 1 GHz from 40 MHz of
bunch-crossing rate, and has to reduce the selected-event
rate up to ~ 75 kHz (upgradable to 100 kHz). The ATLAS
LVL1 trigger system uses signals from both the calorime-
ters and muon detectors. Independent, pipelined trigger
processors run for both the sub-systems at the bunch-
crossing rate; the results of these systems are combined
to generate the final LVL1 trigger decision.

This paper will describe the design of LVL1 endcap
muon trigger system. The muon trigger system uses sig-
nals from only the trigger chambers, which are fast and
finely segmented detectors.

The endcap system employs Thin Gap Chambers
(TGCs) [2], which are similar to multi-wire proportional
chambers, and have 320K channels of anode wire-groups
and orthogonal readout strips. Signal efficiency is > 99%
for 25-nsec gate; thus each bunch crossing is identified.
Combinations of hits in TGCs are utilized to make trigger
decisions for high transverse-momentum (p?) muon candi-
dates. The trigger system has been designed with fulfilling
several requirements for trigger electronics.

II REQUIREMENTS

A detailed study has been made of the requirements for
the LVL1 muon trigger [3]. Main requirements for trigger"
electronics are shown as follows:

• The trigger system has to be operated with wide px
threshold, 6-35 GeV, with >90% efficiency. This wide
range covers not only search physics requiring higher
PT muons at high luminosity, but B physics requir-
ing inclusive muons at low luminosity. Six different
thresholds are required.

• An average acceptance of >90% in the pseudorapidity
range r¡ < 2.40.

• The endcap region is divided into totally 144 trigger
sectors. The two highest-pT tracks have to be selected
in each trigger sector.
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• The latency of trigger decisions at front-end electron-
ics is required to be less than 2.5 /jsec, including 0.5
/isec for contingency.

Ill TRIGGER SCHEME

A Trigger Chamber Layout

The LVL1 muon trigger is generated with the trigger de-
tectors: Resistive Plate Chambers (RPCs) in the barrel
(77 < 1.05) and TGCs in the endcaps (1.05 < JJ < 2.70).
These chambers are arranged as shown in Figure 1. The
TGCs are arranged spokewise in three different planes
(Ml, M2, M3 and EI/FI in the figure) in each side at
\z\ ~ 14 m and one more inner plane (EI/FI) at \z\ ~ 6.9
m. Ml consists of triplets which are units with three wire-
layers and two strip-layers; M2, M3 and EI/FI consists
of doublets which are units with two of wire-strip layers.
Each plane is divided into forward (inner) and endcap
(outer) regions at 77 = 1.92. Anode wires of TGCs are
laid in the azimuthal direction and provide signals for r
information; orthogonal cathode strips provide signals for

RPC3
lOWPr hIghPt/TGCMl

RPC2 \ f

MPT / /

3h p^roc ]

T'GC M 2 -

/ MUI y / I 1/ Toroidal Field

TGC M3

lowp,.

high pT

15 m

Figure 1: Chamber layout and trigger scheme

B Main Scheme

The trigger is based on the measurements of muon tra-
jectories through these layers. The ATLAS has air-core
toroidal magnets creating magnetic fields for muon detec-
tion. As shown in Figure 1, a muon is bent in the fields;
the information on its charge and momentum is extracted
from the deviation of the bending path with respect to the
non-bending projection toward the interaction point (IP).
The trigger plane farthest from the IP (M3) is called the
pivot plane and the straight line from the IP to the hit
on the plane is referred as the path of infinite-momentum
particle. The larger a muon momentum, the smaller the
deviation of the muon track and the track hits are closer

to this straight line. High-pr muons therefore can be se-
lected by setting the maximum deviation. The maximum
deviation corresponds to the trigger threshold.

The two different lever arms from M3 to Ml and M2
provides the different measurements of deviations. They
allow the thresholds to cover a wide range of momenta:
M2 and M3 cover a lower-momentum range; additional
Ml allows a higher-momentum range.

A muon track is identified by requiring coincidence cri-
teria for hits in layers. In the first stage, the following
local criteria are required:

1. For wire hits in M2 and M3, it is required to satisfy 3-
out-of-4 coincidence around the straight path within
a certain deviation.

2. For wire hits in Ml, it is required to satisfy 2-out-of-3
coincidence around the same path.

3. For strip signals, same as Condition 1 except the dif-
ferent limit of deviation.

4. For strip hits in Ml, it is required to satisfy l-out-of-2
(OR) coincidence around the same path.

In the second stage, decisions on Condition 1 (3) and 2
(4) are combined and two-fold coincidence is required for
wire (strip) hits to obtain the higher-momentum tracks.

These coincidence operations are performed for r and
cj) independently. In the third stage, the results from the
operation are combined as shown in Figure 2. The trigger
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Figure 2: r-<t> coincidence

windows are formed in r-<j> space and py thresholds are
determined by the sizes of the windows. Six different sizes
are provided for six different threshold.

In the final stage, the results of the r-<j> coincidence
and the information from EI/FI are combined to eliminate
charged particles with momentum ~ 100 MeV (so-called
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"100 MeV" background [4]), which have potential to cross
the trigger planes and fire the trigger. The final trigger
decision in the endcap system is made by selecting two
highest-pr tracks in each trigger sector.

C Chamber Boundaries

In order to accomplish a good acceptance, TGCs are ar-
ranged so that they overlap with the neighbors and cover
gaps between them. The overlaps are made only enough
to cover the bending for the muons with momentum in the
required range.

The overlaps may cause double-counting of single
muons. The following techniques are introduced to mini-
mize double counting.

Wire overlaps in r: On the pivot plane, wire-groups
overlapped are OR'ed together. As a result, TGCs work
as if they are combined into a single virtual chamber in r
and a track makes a unique hit there.

Strip overlaps in r: Fake strip hits caused by double
counting are eliminated in r-<j> coincidence since the wire
overlaps are already solved.

Strip overlaps in 4>: On the pivot plane, the strip over-
laps are masked to avoid double counting. The mask-
ing is programmable to optimize the trigger efficiency and
double-counting rate.

Wire overlaps in <j>: Fake wire-group hits caused by dou-
ble counting are eliminated with the information on strip
hits whose double counting is already solved.

These techniques are common for both within forward
region and within endcap. Overlaps should be considered
between forward and endcap, and endcap and barrel re-
gions. The edges of strips of the pivot chambers in the
forward region are cut away to eliminate double counting
between forward and endcap regions. Double counting be-
tween endcap and barrel regions is eliminated by the Muon
CTP Interface (MUCTPI).

D System Segmentation

TGC trigger system is divided into 48 endcap sectors and
24 forward sectors in each side. Each endcap sector con-
tains 148 (37 TJ by 4 <ft) Regions of Interest (Rols); forward
sectors contains 64 (16 77 by 4 0) Rols. Each Rol contains
8 wire-group channels by 8 strip channels.

System segmentation is different between the detector
and trigger logic since the chamber layout shown is not
projective toward the IP. Hence the virtual pivot plane
is divided into projective segments for wire-groups. Strips
segmentation can be succeeded for trigger system.

IV SYSTEM DESIGN

The system design to perform the trigger scheme is de-
scribed here.

Figure 4 shows an overview of the TGC trigger system.
The system is broken down into several parts based on the
trigger stages shown above.

Signals from wire-groups and strips are processed
on Amplifier-Shaper-Discriminator (ASD) Boards [5] at-
tached to TGCs. Each ASD Board handles 16 channels of
signals.

Digitized signals from ASD Boards via LVDS links are
then received by Patch Panels (PPs) to identify bunch
crossing. OR'ing and system segmentation for the trigger
logic is also performed by communicating with adjacent
boards. PPs have the other functions as backplanes for
ASD Boards and following Slave Boards (SLBs).

SLBs perform local coincidence operations. Five kinds
of coincidence logic are necessary. Information on local
hit positions r, <j>, and deviations Ar, A<f> are encoded and
sent in LVDS level.

SLBs are directly connected to the corresponding PPs,
forming a unit package, called P-S Pack. P-S Packs are sit
on the outer surfaces of TGC wheels, Ml, M3 and EI/FI.
The sizes are approximately 50 cm x 300 cm for Ml and
50 cm x 475 cm for M3.

Output signals from the Ml and M3 SLBs via ~ 15-
meter LVDS links are fed into a High-px Board (HPB)
to be combined for higher-momentum tracks. In order to
perform the coincidence operation for projective segments,
two triplets and three doublets are fed into a coincidence
matrix for wire, while OR logic is implemented for strip.
Hit information is encoded and serialized using G-link pro-
tocol. HPBs are placed as 9U-VME boards in crates on the
outer rim of Ml. Output signals from the HPBs are sent
to the following Sector Logic (SL) Boards via 90-meter
optical links

SL Boards perform R-<j> coincidence operations. Output
signals from EI/FI SLBs are also fed into the SL for final
trigger decision. Finally two highest-pr tracks are selected
in each trigger sector. SL Boards (9U VME) are located
outside the cavern, in USA15.

The result from SL is sent to the MUCTPI to be com-
bined with the information on barrel muon trigger system.
The result from MUCTPI is sent to the Central Trigger
Processor (CTP) and combined with the information on
calorimeter system. The CTP finally generate a LVL1 Ac-
cept (L1A) signal. The L1A is sent to the Timing Trigger
and Control (TTC) system to be distributed to the front-
end readout electronics.

At each trigger stage, the track/hit multiplicity allowed
in the system is limited to minimize the logic size, number
of connections and costs. The rules of the constraints are
summarized in Figure 3. Ranges of Ar and A(j> are large
enough to cover the momentum range and are fixed as
shown in the figure. Local coincidences at every stage
are programmable to provide tighter conditions for more
efficient trigger and background robustness.

The major functions of PP, SLB and HPB, including
the selection rules shown above, are implemented using
full-custom ASICs. SL is implemented using FPGAs and
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Figure 3: Constraints on track/hit multiplicity of the trigger
logic

SRAM look-up tables so that the r-cj) coincidence is fully
programmable.

V DEVELOPMENT STATUS

We are prototyping three kinds of ASICs as summarized
in Table 2. Details on prototyping are presented in this
conference [6]. SL is also being designed as prototype-
0 using Vertex series FPGAs. We also have begun the
board layouts, crate and backplane designs.

IC
PP
SLB
HPB

Spec. Process Scale (#gates) Ready By
fixed Rohm 0.6 ^
not fixed Rohm 0.35 fx
fixed Hitachi 0.35

10k Octoer
350k 2001
20k 2001

Table 1: Summary of full-custom CMOS prototype-0

VI PERFORMANCE

The total latency of the system has been estimated by
considering the local simulations of logic, measurements
using partial prototypes and knowledge of cable lengths.
The breakdowns are summarized in Table 2. The total is

Stage
TOF to TGC
TGC to ASD
ASD to PP
PP to SLB
SLB to HPB
HPB to SL
SL to MUCTPI
Total

Logic

1
1
2
4
5
8

21

Propagation
3

2

3
18

1
27

Sub-Total
3
1
3
2
7

23
9

48

Table 2: Contributions to the estimated latency up to
MUCTPI (in bunch-crossings)

estimated to be 1.2 /jsec including 0.6 jusec of propagation
time. Additional 0.8 ^sec for MUCTPI up to front-end

read-out electronics gives a total latency of muon trigger
system 2.0 /xsec, satisfying the requirement.

Trigger performance, such as efficiencies, trigger rates,
etc., has been checked with simulation. New object-
oriented simulation is in preparation to confirm the de-
tailed trigger logic.

VII SUMMARY

We have designed the first-level endcap muon trigger sys-
tem for ATLAS. The system is designed to perform bunch-
crossing identification and trigger decisions for high-px
muon candidates. The system is designed to meet the
requirements for trigger electronics and will perform with
pr threshold grater than 6 GeV using programmable co-
incidence windows. Main logic is implemented using full-
custom ASICs and FPGAs. Prototyping of ASICs is in
progress; details are presented in another presentation.
We also have begun the board layouts, crate and back-
plane designs. A slice of the full system using prototype
components will be tested in 2001.
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Abstract

This paper presents an evaluation of the proposed LVDS
serial data transmission scheme for the ATLAS level-l
calorimeter trigger. Approximately 7000 high-bandwidth links
are required to carry data into the level-l algorithmic processors
from the Preprocessor crates. National Semiconductor's
Bus LVDS serialiser/deserialiser chipsets offer low power
consumption at low cost and synchronous data transmission
with minimal latency. Test systems have been built to
measure real-time bit-error rates using pseudo-random binary
sequences. Results show that acceptable error rates better
than 10~13 per link can be achieved through compact cable
connector assemblies over distances up to 20 m.

I. INTRODUCTION

The ATLAS level-l calorimeter trigger [1] requires
approximately 7000 high-bandwidth serial links to transfer
data from the Preprocessor into the algorithmic processor
systems. Each processor module must receive data in excess
of 4 GByte/s over these links, with minimal latency and a bit-
error rate (BER) better than 10"10 for each link.

Serial data transmission has been chosen because the large
data volume (about 800 bits/event per module) makes parallel
transmission unfeasible. The serial links must be able to accept
and transmit data arriving at 40 MHz, which is the LHC bunch-
crossing (b.c.) rate. The trigger data fit most efficiently in 20-
bit words, so a serial link chipset with either 10 or 20-bit frame
width is preferred to avoid wasted bandwidth.

II. REQUIREMENTS ON SERIAL LINK CHIPSETS
AND CABLES

A. Requirements on serial link chipsets

It was originally proposed to use Agilent (HP) HDMP-
1022/1024 G-link chipsets [2], which have performed well in
tests, but their very high power consumption gave cause for
concern over crate power and cooling issues. LVDS links offer
much lower power consumption, and the National Bus LVDS
serialiser/deserialiser DS92LV1021/LV1212 and LV1023/1224
chipsets [3] are easily interfaced to the trigger system while
transmitting data synchronously with minimal latency. An
overview of advantages and disadvantages of the two chipsets
is shown in Table 1. The Agilent HDMP-1032/1034 chipset
is ruled out because of its 16-bit frame size, though it has
improved power consumption. The transmitting chip will
be situated inside a Multi-Chip Module, therefore it must be
available in die form. The package size must also be compact,
since the receiving modules are populated with up to 96 link
receivers.

B. Requirements on cable assemblies
The processor modules will share data via a high-speed

backplane, and the LVDS links will be connected through
this backplane rather then the front-panel in order to allow
easy installation and replacement of modules. Compact cable
assemblies are needed because of the high channel count per
module: up to 96 LVDS channels per module are required and
each 9U processor module requires up to 830 backplane pins. A
Compact PCI-type connector series has been chosen to match
those requirements, therefore cable assemblies need to have
matching connectors. The tests focused on the following cable
types, which are all halogen-free:
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Table 1
Comparison of serial link chipsets. Advantages are shown in bold.

Frame Size
at 40 MHz
Device Power
Consumption
Supply Voltage
Total Power
per Module
Cost/Tower
(May 2000)
Specified
Frame Rate
Connection
Methods

Agilent (HP)
HDMP-1022/1024

20/21 bits
(800 Mbit/s)

2.5 W

5V
100 W

«$170Tx+Rx

7.5-75 MHz

DC, AC, Optical
Single or diff.

National Sem.
DS92LV1201/1212

10 bits
(400 Mbits/s)

0.15 W

3.3 V
12 W

w $30 Tx+Rx
(x2 for 20 bits)

16-40 MHz

DC diff.

• Kerpen Megaline 726 flex AWG 26 ethernet patch cable
[4]

• Detwyler Uninet flex 4P 600 MHz ethernet cable [5]

• AMP 1370754-1 AWG28 cable assembly with 2 mm Z-
pack connectors. [6]

Both the Kerpen and Detwyler cables contain four
individually-shielded twisted pairs, are relatively stiff, and are
fitted with bulky connectors. The AMP assembly contains
four individually-shielded parallel pairs, is more flexible, and is
fitted with compact 2 mm connectors matching the connectors
chosen for the system backplane.

The final installation within ATLAS requires inter-crate
links over distances of 10-15 m, and a low bit-error rate is
crucial for these links in order to minimise false triggers. In
order to have a significant safety margin, the tests were run
using cable lengths of up to 20 m.

For minimum latency, only error detection, not correction,
is possible. To minimise the error rates, the cable assemblies
being considered require some form of equalisation for the
attenuation at high frequencies, as the raw data rate on each
link is 480 MBaud. Both active and passive pre-compensation
techniques at the transmitter have been investigated.

III. LVDS LINK TEST SETUPS

Three separate test systems were produced at Birmingham,
Heidelberg and Mainz. These involved up to eight channels in
parallel, and measured bit-error rates for differing combinations
of precompensation, cable length and cable type. Test systems
were designed to transmit and check pseudo-random and
repetitive data patterns in real time in order to achieve the
statistics required for measurements of very low bit-error rates.

In order to do full speed tests with high statistics, the data
patterns transmitted via the serial link have to be checked for
bit errors on-board, which is done using programmable logic
devices (FPGAs) on the test modules. Error counters are

implemented for long-time link stability tests: one per link
channel counts every mismatch of the expected bit pattern and
the data word actually received, and a second one counts all
link breaks, which can be detected by a rise of the LOCK pin
on the LVDS deserialiser.

A. LVDS Link Tests with TTC clock at Birmingham
The LVDS Link evaluation setup at Birmingham (see Figure

1) used Data Source and Sink (DSS) VME modules [7] fitted
with LVDS Serialiser and Deserialiser Common Mezzanine
Cards (CMC). The DSS+LVDS combination was clocked from
a TTC test system, using the TTCrx ASIC [8]. Up to eight
LVDS link channels have been tested running simultaneously.
Xilinx FPGAs on the DSS modules were used to generate
pseudo-random bit patterns and detect bit errors within the
data words after transmission over the LVDS link. A passive
precompensation circuit shown in Figure 2 is used to equalize
for the cable impedance at long lengths greater than 10 m and
high frequencies.
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Figure 1: LVDS test setup using DSS motherboard, clocked from
TTC system.
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Figure 2: Precompensation method using LR (lOOmH, 51 U).

Initial results showed the original LVDS deserialiser
DS92LV1210, when run at its maximum frequency of 40 MHz,
had little tolerance to power-supply noise and clock jitter.
Although most links could be run with error rates less than
10~13, some showed errors at levels of about 10~12 even with
significant power-supply filtering. These parts could only be
used provided that:

• Transmitters were fed from a high-stability clock source,

• Receiver supplies were heavily filtered, and
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• Cable HF loss was over-compensated.

A faster LVDS chip set has recently been released, and the
LVDS link tests were repeated using the faster deserialiser part
DS92LV1224. This device has an improved timing margin on
incoming data compared with the original part, and showed
much better tolerance to power supply noise. A comparison
of those two chipsets is given in Table 2.

FWtlon2 - 216.* xVolt.
TlMt>««> - Z.H rw/dlv

O f l l l l - 31.5S »UoH»

Functlon2 • 21*.« mtloH
- 2.H nt/iiy Otliy

• 31.54 nVolt
• 38.S3M m

Figure 3: Stream of pseudo-random patterns after 15 m Detwyler
ethernet cable at receiving end (LV1212). Top: no precompensation,

bottom: with precompensation using LR.

Table 2
Comparison of serial-link chipsets when operated at 40 MHz.

Parameter

Timing Margin
Receiver
Threshold (max)
Power
Consumption
Latency

Original devices
(LV1210/LV1212)

100 ps
100 mV

145 mW

1.75 b.c.

New devices
(LV1212A/LV1224)

450 ps
50 mV

191 mW

1.75 b.c.

No errors were found after several overnight tests on various
cable assemblies, including 15 m of high-density AMP cable
and 20 m of Datwyler ethernet cable. A total of 3x 1013 bits
were sent without error over each link. These faster parts
no longer need a high-stability 40 MHz clock source feeding
the transmitter. The cable equalisation circuit is less critical,
with circuit values now covering a much larger range of cable
lengths.

B. LVDS Link Tests at Heidelberg

The LVDS link test setup at Heidelberg shown in Figure 4
used two VME motherboards of the Modular VME Test System
(described in [9]) as carrier for two CMC daughter-boards. Two
CMC cards were designed: a sender daughter-board carrying
two LVDS serialisers (DS92LV1021) and a receiver daughter-
board with two LVDS deserialisers (DS92LV1212). Cables by

TiantmUMr CMC

K£BP£N MagilMl 728 1 U-1

Figure 4: LVDS link test setup at Heidelberg.

Kerpen and AMP already described above were used for serial
data transmission at lengths of both 15 m and 20 m.

Bit-error rate measurements are performed using a Xilinx
FPGA and a dual-port memory sited on the motherboard, and
which are programmable from a host computer via VME.
Various patterns can be tested, either pseudo-random bit
patterns, or repetitive patterns which might be critical for link
stability.

Several sets of measurements were performed in order to
test data integrity across the transmission assembly. Passive
precompensation for the cable on the transmitting side of the
data-link has been incorporated, using an inductance (10 nH)
in series with a resistor (100 fi) between the differential
pair carrying the serial data stream. In Figure 5, a pseudo-
random stream is shown at the transmitting and receiving
end. A significant loss of average signal amplitude has been
observed due to the additional resistor across the differential
pair. However, the inductance led to a sharpening of the leading
edges for each transition, compensating for the integrating
effect of the cable itself.

The beneficial effect of the precompensation can be
determined best by examination of the data stream at the
receiving end after the cable, as shown in the bottom part
of Figure 5. There is a loss of average amplitude with
precompensation. But the cleaner and wider open eye-pattern
for every data-bit is also clearly recognizable. The net result is
safer operation of the data-link in terms of bit-error rates. The
input sensitivity of the LVDS receiver is 100 mV in amplitude,
which is only about one-half of the vertical opening of the bit
eye-pattern. Reliability of data transmission is not only secured
by sufficient amplitude, but also by sufficient width on the time-
scale.

C. LVDS Link Tests at Mainz

The LVDS link test setup at Mainz, shown in Figure 6,
included a modified version of the Jet/Energy-sum Module
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Figure 5: LVDS link signals: effect of cable length. Top: a
transmitting end (LV1021), bottom: at receiving end (LV1212) after
20 m cable (AMP assembly with 2 mm connectors); also shown: 40

MHz crystal oscillator.
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Figure 6: LVDS link test setup at Mainz.

technology demonstrator (JEM '-2') equipped with two
LV1021 serialiser parts as LVDS link sources. A programmable
logic device (Xilinx FPGA) on the board is used to provide
clock strobes and generate the bit pattern. The JEM '-2'
includes 55 cm of differential onboard tracks (Z=100 ft). The
LVDS Data Sink Board receives the data using two LV1212
deserialisers. A Xilinx Virtex FPGA does bit-error checks and

monitors the stability of the link lock. The LVDS data sink
board has 11 cm of on-board tracks (micro-striplines).

An active precompensation circuit has been added at the
transmitting end, which is shown in Figure 7. An RC circuit
and an ECL driver (EL 89) are used with reference voltage
adapted to LVDS signal levels. Cables by Kerpen and AMP

Precompensation circuit

Vee Vee=V<x-5V
On-boaril regulalors

Figure 7: Active precompensation with RC using ECL driver.

already described were used for serial data transmission, at
lengths of both 15 m and 20 m. The Data Source and the Data
Sink modules were installed in two different VME crates, both
constantly accessed from host computers via VME in order
to test the system for stability against noise produced by such
activity.

In order to generate a signal load similar to the final system
on the module on both the serial and parallel side of the links,
a circuit was built to supply all eight LVDS deserialisers,
with one receiving valid data, and the other seven used as
'noise generators'. It was also found that the Xilinx Virtex
FPGA series needs heavily-filtered power supplies (see [10]),
otherwise the noise generated by those devices can cause bit
errors on the LVDS link.

A bit error rate of 10 ~13 on one channel using 20 m of
AMP cable was reached, which was limited only by the time
of the test run. It was observed that long on-board tracklines
cause attenuation of the LVDS signals similar to long cables.
Without the precompensation circuit the maximum cable length
without bit errors decreased significantly when using the on-
board tracks for transmission. This effect, however, was not
seen again when precompensation was used. It was concluded
that the length of the tracklines from the cable connector to
the link deserialiser should be minimized on future modules
in order to optimize the signal quality at the receiving end,
therefore improving link stability.

IV. TEST RESULTS

The National Bus LVDS serialiser/deserialiser chipsets
(DS92LV1021/LV1212 and LV1023/LV1224) are easily
interfaced to the trigger system while transmitting data
synchronously with minimal latency. BERs better than 10 ~13

per link have been achieved with cable lengths from 10 m to
20 m even with simple and straightforward LR equalisation.

Experience with the first-generation chipset
(LV1021/LV1212) showed that use of these parts was
not straightforward, operating as they are at the limit of their
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specified data rate. The causes of power supply noise must be
kept to a minimum, and board layout is critical. In particular,
it is important to ensure that the transmitter clock has a low
level of jitter. However, the problems encountered have been
understood and solutions found.

However, the later version of the deserializer
(LV1224/LV1212A) device was found to be much less
sensitive to clock jitter and needs less power supply
decoupling. Therefore, those devices were chosen for the
prototype modules. Also, this latest chipset has higher
operating frequencies (40-66 MHz), which allows it to run
at the lower end of its rate specification in the level-1 trigger
system.

Regarding the choice of cables, it was found that the AMP
assembly matches the requirements of the system best, both
electrically and mechanically. It is flexible and is fitted with
compact 2 mm connectors, which can be easily fitted to the
backplane of the processor systems

V. CONCLUSION

In conclusion, the LVDS links form a viable scheme for
transfer of large volumes of data, having the advantages of
low latency, low power and low cost. They also offer high-
density connectivity, which is essential for compact cable
plant. Prototype processors are now being designed that will
incorporate a large number of such links.
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CMS REGIONAL CALORIMETER TRIGGER HIGH SPEED ASICs

W. H. Smith, P. Chumney, S. Dasu, M. Jaworski, J. Lackey

Physics Department, University of Wisconsin, Madison, WI53706 USA

Abstract

The CMS regional calorimeter trigger system detects
signatures of electrons/photons, taus, jets, and missing
and total transverse energy in a deadtimeless pipelined
architecture. This system contains 20 crates of custom-
built electronics. Much of the processing in this system is
performed by five types of 160 MHz digital ASICs. These
ASICs have been designed in the Vitesse submicron high-
integration gallium arsenide gate array technology. The
five ASICs perform data synchronization and error
checking, implement board level boundary scan, sort
ranked trigger objects, identify electron/photon candidates
and sum trigger energies. The design and status of these
ASICs are presented.

l . CMS CALORIMETER Ll TRIGGER

The CMS level 1 trigger decision is based in part upon
local information from the level 1 calorimeter trigger
about the presence of physics objects such as photons,
electrons, and jets, as well as global sums of E,- and
missing Ef (to find neutrinos) [1].

For most of the CMS ECAL, a 5 x 5 array of PbWO4
crystals is mapped into trigger towers. In the rest of the
ECAL there is somewhat lower granularity of crystals
within a trigger tower. There is a 1:1 correspondence
between the HCAL and ECAL trigger towers. The trigger
tower size is equivalent to the HCAL physical towers,
.087 x .087 in T) x (|). The <]> size remains constant in A<)>
and the r| size remains constant in At) out to an J\ of 2.1,
beyond which the T) size increases.

The electron/photon trigger uses a 3x3 trigger tower
sliding window technique which spans the complete
coverage of the CMS electromagnetic calorimeter [2].
Two independent streams are considered, non-isolated and
isolated electron/photons. The non-isolated identification
requires a large energy deposit in one or two adjacent
ECAL trigger cells, a narrow lateral shower profile (the
energy spread in r| strips of 5 crystals in the central ECAL
cell of 3x3 trigger tower window) and small H/E in the
central trigger cell of 3x3 window. The isolated
electron/photons additionally require small energy in
ECAL cells surrounding the central cell of 3x3 window
and small energy in HCAL cells surrounding the central
cell of 3x3 window.

The jet trigger uses the transverse energy sums (ECAL
+ HCAL) computed in calorimeter regions (4x4 trigger
towers). Jets and xs are characterized by the transverse
energy E,- in 3x3 calorimeter regions (12x12 trigger
towers. For each calorimeter region a x-veto bit is set if
there are more than two active ECAL or HCAL towers in
the 4x4 region. A jet is defined as 'tau-like' if none of the
9 calorimeter region T-veto bits are set.

2 . CALORIMETER TRIGGER HARDWARE

The calorimeter level 1 trigger system, shown in
Figure 1, receives digital trigger sums from the front-end
electronics system, which transmits energy on an eight bit
compressed scale. The data for two trigger towers is sent
on a single link with eight bits apiece, accompanied by
five bits of error detection code and a "fine- grain" bit for
each trigger tower characterizing the energies summed into
it, i.e. isolated energy for the ECAL or an energy deposit
consistent with a minimum ionizing particle for the
HCAL.

Global Trigger Processor

Muon Global Trigger
Isol. Muon Minion Tag

Minion Tag
for each
4$ x 4t|
region

Lumi-
nosity
Monitor Sums

Cal. Global Trigger
Sorting, E,1*", ZE,

Copper
40 MHz Parallel
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Lumi-
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t4 Highest isol. E, e/y
4 Highest non-isol. E, e/y
4 Highest jets, taus

from each crate

Calorimeter
Regional
Trigger
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Data Receiver
Electron Isolation

Jet/Sumrnary

72 <> x 56 T]
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1 Gb/s serial Cu links with:
2 x (8 bits EM or HAC Energy
plus 1 bit "fine structure")
+ 5 bits error detection code

Calorimeter Frontend Electronics

Figure 1. Overview of Level 1 Calorimeter Trigger

The calorimeter regional crate system uses 20 regional
processor crates covering the full detector. Eighteen crates
are dedicated to the barrel and two endcaps. These crates
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cover the region |T||<3. One special crate covers both HF
Calorimeters that extend missing E,- and jet finding
coverage to |T| |<5. The remaining crate collects regional
information from these 19 trigger crates and clusters their
regions to find jets and taus. It also continues the
summation tree to provide sums of Ej in various §
regions.

Each calorimeter regional crate transmits to the
calorimeter global trigger processor its 4 highest-ranked
isolated and non-isolated electrons. The cluster crate sends
its 9x4 highest energy central and forward jets and tau
candidates along with information about their location and
sum E,- for the 18 (|) regions covered by it. The global
calorimeter trigger then forms Ex and Ey using look-up
tables and sums the energies, separately sorts the
electrons, jets and taus, and sends the top four calorimeter-
wide candidates, as well as the total calorimeter missing
and sum Ej. to the CMS global trigger. The muon
isolation and identification bits formed using the HCAL
information are passed to the global muon crates via the
global calorimeter trigger.

Eighteen crates of the Calorimeter Regional Trigger use
three custom board designs that are dedicated to receiving
and processing data from the barrel and endcap
calorimeters. In these crates there are seven rear mounted
Receiver cards, seven front-mounted Electron Isolation
cards, and one front-mounted Jet Summary card for a total
of 15 processor cards per crate. These cards and an
additional clock and control card are plugged into custom
"backplane" which provides 160 MHz point-to-point links
between the cards. A VME bus is also provided to these
cards using high-density connectors in the top 3U section
of the backplane. In addition there are two slots with
standard VME backplane connectors for crate processor and
monitoring cards.

The 19th crate covering the forward calorimeter houses
special cards that use portions of circuitry of the Receiver
and Jet Summary cards to drive the signals out for
forming jets and Ej. sums. The 20th cluster crate is
similar to the 18 barrel and endcap crates but uses a
different backplane and a set of cluster processor cards that
implement the jet and tau finding algorithms and Ej-
sums. These cards and backplane are based on the same
technology used in the other crates.

The regional calorimeter trigger crate, shown
schematically in Figure 2, has a height of 9U and a depth
approximately of 700 mm [3]. The front section of the
crate is designed to accommodate 280-mm deep cards,
leaving the major portion of the volume for 400 mm deep
rear mounted cards

The Receiver Card synchronizes the input data and
passes it through look-up tables to separately linearize the
energies into the number of bits needed for electron
identification and energy triggers. Data in parallel form is
shared with the neighboring crates at 80 MHz. The entire
system operates in lock step after this stage at 160 MHz.
The energies are then summed in 4 x 4 trigger tower
regions.

The data for the electron identification logic, which
includes both that received on the serial cables and that
received on inter-crate cables, are transferred to the
Electron Identification cards plugged into the front side of
the backplane. The 4 x 4 sums are transferred to the
Jet/Summary card plugged into the center of backplane on
the front-side of the crate.

Receiver Card
Electron Identification Ca
Jet Summary Can

Backplane

Figure 2. Schematic view of a typical Calorimeter
Level 1 Regional crate.

The Electron Isolation card implements its algorithm in
the Isolation ASIC. The candidate electrons are ranked and
top candidates are passed to the Jet/Summary card. The
Jet/Summary card sorts the electron and jet candidates in
the crate to output the top four candidates of each kind on
a cable to the global trigger. It also calculates sums of Ex,
Ey and E, for transmission to the Global Calorimeter
Trigger (GCT) cards. The GCT sorts objects and sums
energies to obtain the final output of the calorimeter
trigger which is used by the Global Trigger together with
the muon trigger data to provide the final trigger decision.

3. DIGITAL ASICS

The five digital ASICs developed for the regional
calorimeter trigger are, Phase ASIC, the Adder ASIC
Boundary Scan ASIC, Sort ASIC and Isolation ASIC.
They were produced in Vitesse FX™ and GLX™ gate
arrays utilizing their sub-micron high integration Gallium
Arsenide MESFET technology. Except for the 120 MHz
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TTL input to the Phase ASIC, all ASIC I/O is at 160
MHz ECL.

The Phase ASIC is designed to receive four channels of
parallel data from a Vitesse 7216 4-channel Serial to
Parallel 1.2 GBaud copper receiver. Each channel of data
arrives at 120 MHz eight bits wide in 3 cycles for each 25
ns bunch crossing. This provides a 24-bit frame at 40
MHz that contains the 18 bits of data described above and
5 bits of error detection code, with one bit in reserve. A
block level diagram of the ASIC is shown in Figure 3.
The single clock for four channels is derived from the
Vitesse Receiver. Data is transmitted from each Receiver
channel along with two status bits and an error bit. The
status can be used to determine whether the link is in
setup mode or data transmission mode. The input stage of
the Phase ASIC is a 44 bit wide FIFO that is six frames
deep. The FIFO accommodates minor phase shifts
between the transmitter and local clocks.

DIN(0:1) CLK

Do.,(0:3) ERR(1:4) Dour!*7)

Figure 3. Block level diagram of the Phase ASIC.

The FIFO is followed by a circuit, which set's the
proper phase between the incoming data and the local
bunch-crossing clock. This circuit makes use of status
information from the VSC7216 to set the final phase.
Once properly phased, the data and error bits can be
separated into 18 bits of data (two channels) and 5 bits of
Hamming code. The Hamming code is recomputed from
the data and compared with the received Hamming code
bits. This Hamming code catches all single and double bit
errors and most other multi-bit errors. The data leave the
Phase ASIC at 160 MHz in two data channels with 9 bits
apiece, and one error channel, also 9 bits. The error bits
are made up of the transmitted EDC along with a subset

of the status bits from the VSC7216 and an overall error
indicator. The status bits from the VSC7216 provide
sufficient information to determine the state of the serial
links at any point in time

As we have four input channels, each handling two
towers per crossing, the two output channels produce four
towers of information per crossing. The outputs are
clocked at 160MHz.

The last storage element of the Phase ASIC is
implemented as a loadable counter. During normal
operation the counter will be loaded with data each 6.25ns.
During testing the counter can be reset and enabled to
count synchronously with the rest of Phase ASIC
outputs. The counter outputs will address the look-up
tables just as detector data would. The combination of
these counters and look-up tables can be used to provide
any data pattern necessary to test the remainder of the
Trigger Processor system. The error outputs will be idle
during testing.

The Phase ASIC has a JTAG controller and scan cells
on all the outputs. The data on link errors is zeroed so that
loss of individual links does not inhibit data taking. The
broken links will be re-synchronised periodically.
However, link error flags from the Phase ASICs are
counted and the counts are readable by VME by the local
crate processor for monitoring.

The Adder ASIC is designed to add 8 11-bit numbers
(including the sign) in 25 nsec, while providing bits for
arithmetic and input overflows. Vitesse has produced it in
0.6 u.H-GaAs technology. The Adder ASIC consists of
approximately 11,000 cells, uses 4 W and has been tested
to 200 MHz, considerably above the 160 MHz
requirement.

The Adder ASIC provides a 4-stage pipeline with eight
input operands and 1 output operand. There are three
stages of adder tree, with an extra level of storage added to
ensure chip processing is isolated from the I/O. The ASIC
uses 4 bit adder macro cells to implement twelve bit wide
adders. Eleven bits are wired, left justified, to each operand
of an adder. The LSB of each adder is internally set to
ZERO. The MSB is treated as a sign bit. Therefore,
although the adder tree may be constructed from three 4 bit
adders, the width of the operand data paths has been
limited to eleven bits. An Adder ASIC chip is designated
as "master" if it is in the top rank of the adder tree and as
"slave" if it is further down. Masters can generate Tower
overflow (TOV), but slaves can only propagate TOV.
Both masters and slaves can generate and propagate
arithmetic overflow/underflow (AOV). these bits are
appended to each input and output operand, making all
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operands 13 bits wide. TOV becomes the twelfth bit of
the output result and AOV the thirteenth bit.

A block diagram of the Adder ASIC is shown in Figure
4. The top of the adder tree is composed of four 12-bit
adders and includes the logic required to detect and
propagate TOV and AOV. All eight of the TOV bits are
ORed together and all four of the AOV bits are ORed
together to form two separate overflow bits that are
forwarded with the data in the pipeline.
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Figure 4. Adder ASIC.

The second stage contains two more 12-bit adders and
includes the logic needed to propagate TOV and to detect
and propagate AOV. From this point on, TOV is
forwarded down the pipeline from register to register.
AOV is generated in the same manner as in the first stage
and the resulting two bits are ORed with the AOV from
the previous stage.

The third stage contains the final adder as well as a
continuation of the TOV/AOV circuitry. The register at
this level is the last storage element before the ASIC
output. TOV and AOV are stored along with the operand.
The last register is presented to one input of a 2:1
multiplexer before leaving the chip through the boundary
scan cells and pads. The other side of the multiplexer is
fed by an 8:1 multiplexer which passes any one of the
eight input operands, less the two overflow bits, to the
output of the ASIC.

The Boundary Scan ASIC has several functions.
Firstly, it provides control for board level boundary scan
functions. Secondly, it provides drivers for sending data
over the point-to-point links on the backplane and inter-
crate cables. Thirdly, it provides simple algorithms needed
for manipulating data, e.g., to reduce the corner tower data

from 7 bits to 3 bits while ensuring that the setting of
any upper bits in input saturates the 3-bit scale.

The Isolation ASIC, shown in Figure 5, handles four
electromagnetic energies on a 7-bit scale along with the
corresponding Veto bit, every 6.25 ns. Nearest neighbors
are also included in the data flow. During the first cycle of
every crossing the four neighboring energies from the
adjacent 4 x 4 region are also be strobed into the ASIC.
The neighbors along either edge of the 4 x 4 region are
also included, two at a time during each 6.25 ns period.
Finally, the last cycle strobes in the four neighboring
towers of the bottom edge. Thus, in one bunch crossing
time, a total of 36 towers are clocked into the Isolation
ASIC.

Figure 5. Isolation ASIC logic

The main data flow of the Isolation ASIC processes the
data through three separate blocks. The purpose of the first
of these, the Input Staging, is to receive the data at the
time when it is available and change the time relationship
to one suitable for the processing that follows. At the
beginning of a crossing, the first row of the 4 x 4 array is
available, along with the top edge. The signal Cycle I
selects the Top Edge input on the right hand multiplexer.
After the first 6.25 ns clock, the first rank of registers
contain one of the towers in the 4 x 4 array (a reference
tower) along with its top neighbor. The left most register
in the top rank is undefined at the beginning of the
sequence. After a second clock cycle, the reference tower is
in the middle register of the bottom rank of registers and
its top neighbor is in the right hand register. The left-
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most register in the bottom rank contains the next
successive reference tower, as does the middle register in
the top rank. This value is the bottom nearest neighbor
for the first reference tower. The sequence continues
through to the cycle where the last reference tower in a
column of 4 towers is clocked into the middle register in
the bottom rank. During the same cycle the Bottom Edge
data is available from the neighboring card. It is clocked
into the bottom left register during Cycle 1 at the
beginning of the next sequence.

The Input Staging block places each reference tower and
its neighbors in the same time frame. The remaining
blocks in the chip can now handle the processing in
parallel. The function of the Add/Compare block is to
form four sums between a reference tower and its top,
bottom, left and right neighbors. At the same time the
sums are being formed, four compares are made to
determine for each pair of towers whether the reference
tower is larger than or equal to its neighbor (equality
check). When a reference tower and its neighbor satisfy the
equality check the sum of the pair is enabled to the Find
Max block. When the sum is disabled, a value of zero is
passed on to the next block.

The next to last stage in processing the electromagnetic
information is the Find Max block. The four sums are
presented, in parallel, to two comparators. The outputs of
these comparators are used to select the maximum of each
pair, which are placed in intermediate storage. These two
maxima are presented to a single comparator during the
next clock cycle. The output of this comparator is the
maximum two-tower sum for an individual reference
tower. The single maximum from the original four values
is stored in a register. The Veto bits are stored with each
of these sums. A final stage of logic sorts through all 16
maxima generated over a bunch crossing time and places
that value, along with its Vetoes, on the outputs of the
ASIC. The total latency for the electromagnetic data path
is 12 x 6.25 ns or 3.0 bunch crossing times.

The Sort ASIC finds the four largest of eight 6-bit
values. Six bits is sufficient to handle both the E,. sums
and the electron candidates. Figure 6 is an illustration of
the major functional blocks that make up the ASIC.
Rather than try to design an ASIC that handles eight 6-bit
operands in parallel, it was decided to shift the data in,
four operands at a time, over two 6.25 ns cycles.

The algorithm implemented within the Sort ASIC is
based on a simple rotation of operands. The eight operands
are divided into two groups of four. The operands are
compared in pairs between the two groups, with the larger
of the two taking over the position of the left-hand
member of the pair. This comparison is performed in four
stages with a rotation of compared pairs occurring between

each stage. By the end of the fourth stage a sufficient
number of comparisons have been made to ensure the four
largest values are in the left-hand group. In order to save
steps, and thus minimize the total latency, these four
values are not placed in any rank order.
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Figure 6. Sort ASIC Logic.

4 . C O N C L U S I O N S

The CMS regional Calorimeter high-speed ASIC
prototypes have been submitted for manufacture. They
implement revised trigger algorithms. The Adder ASIC
has been tested and its production finished. The 160 MHz
ECL I/O of these ASICs enables the construction of a
compact Level 1 calorimeter trigger with low latency.

This work is supported by the United States
Department of Energy and the University of Wisconsin.
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Abstract

The Level-1 Muon Trigger Interface (MUCTPI) to the Cen-
tral Trigger Processor (CTP) receives trigger information from
the detector-specific logic of the muon trigger. This informa-
tion contains up to two muon-track candidates per sector. The
MUCTPI combines the information of all sectors and calcu-
lates total multiplicity values for each of six programmable p j
thresholds. It avoids double counting of single muons by taking
into account the fact that some of the trigger sectors overlap.
The MUCTPI sends the multiplicity values to the CTP which
takes the final Level-1 decision. For every Level-1 Accept
(LIA) the MUCTPI sends region-of-interest (Rol) information
to the Level-2 trigger and event data to the data acquisition sys-
tem. A demonstrator of the MUCTPI has been built which has
the performance of the final system but has limited flexibility
for calculating the overlap. The functionality and the perform-
ance of the demonstrator are presented.

I. MUON TRIGGER SYSTEM

The ATLAS Level-1 trigger [1] is based on multiplicity
information from clusters found in the calorimeters and from
tracks found in dedicated muon trigger detectors. The muon
trigger detector uses resistive plate chambers (RPCs) in the
barrel region and thin-gap chambers (TGCs) in the end-cap and
forward region. Coincidences of hits in different layers are
used to identify muon-track candidates. The width of the roads
used to define the coincidences determines the trigger trans-
verse-momentum threshold of the candidates. Candidates are
counted for six different programmable pj thresholds. An over-
view of the ATLAS muon trigger is shown in figure 1.

Muon Trigger Chambers
Overlap
TGC3

low pT

high pT

The trigger detectors are segmented into sectors. Each sector
can identify up to two muon-track candidates in a total of six
programmable px thresholds. Detector-specific sector logic
sends details of the two highest-pj candidates in each sector to
the MUCTPI [2] which evaluates detector-wide multiplicities.
Special attention is paid to muons that traverse overlapping
trigger chambers [3]. In particular, within the barrel, and
between the barrel and the end-cap regions, muon-track candi-
dates could be counted twice. This would lead to an unaccepta-
ble rate of fake di-muon triggers. Overlap within sectors and
between endcap and forward sectors is handled by the detector-
specific logic. There is no overlap between different octants in
(p. The overlapping of sectors for one octant in (p is shown in
figure 2.
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Figure 2: Overlap of Muon Trigger Sectors in one Octant

The MUCTPI sends the total multiplicity values for the six
programmable p j thresholds to the CTP which takes the Level-
1 decision. An overview of the muon trigger system is shown
in figure 3.
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information on hit strips

and wire groups

DAQ
j muon-track candidate multiplicities
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Figure 1: ATLAS Level-1 Muon Trigger Figure 3: Muon Trigger System Overview
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II. MUON TO CENTRAL TRIGGER PROCESSOR
INTERFACE (MUCTPI)

The MUCTPI receives, for each bunch crossing (BC) of the
LHC, trigger information from the muon trigger detectors and
calculates multiplicities of muon-track candidates taking into
account the overlap of detector sectors. It sends the total multi-
plicity information for each of six p-j- thresholds to the CTP. On
reception of an L1A it sends Rol information to the Level-2
trigger and event data to the data acquisition system.

The MUCTPI must be capable of receiving data at a rate of
33 GByte/s, corresponding to a total of 208 sectors sending 32-
bit words at 40 MHz. The latency of the multiplicity summa-
tion must not exceed 200 ns (8 BCs). The multiplicity value for
each threshold is limited to 3 bits, i.e. a maximum value of 7.
The MUCTPI must be capable of accepting LI As up to a max-
imum rate of 100 kHz and providing information to the Level-2
trigger and the data acquisition without any loss. Sufficient on-
line monitoring must be provided to verify the correct function-
ing of the MUCTPI.

The MUCTPI is built around several modules. 16 MIOCT
modules each receive the data for one octant in cp and one half
in r| of the muon trigger detector. The MIBAK backplane sums
the multiplicities of all MIOCTs, provides data transfer and
broadcasts fast synchronization signals for all modules. The
MICTP module sends the multiplicities to the CTP and
receives the fast signals from the CTP. The MIROD module
collects information from the MICTP and the MIOCTs and
sends data to the Level-2 trigger and the data acquisition sys-
tem. An overview of the MUCTPI is shown in figure 4.

MIBAK

Muon Trigger -
Detector -

DAQ

Figure 4: Overview of MUCTPI

A. MIOCT Module
The MIOCT module receives data words from each of 141

sectors at 40 MHz. The 32-bit data words contain details of up
to two muon-track candidates. The data are synchronized to the
rising or falling edge of the BC clock and can be aligned
among the different sectors using programmable delays. The
MIOCT module sums the multiplicities for six p-j- thresholds
taking into account the overlap of sectors. The results are sent
to the MIBAK backplane. The MIOCT module also stores the
sector data in a pipeline. When an L1A is received the corre-
sponding data are formatted into an event fragment and written
into the read-out FIFO. Up to two BCs before and after the trig-
gering BC can be included. Empty sector data can be sup-
pressed. The event fragment can also be written into a

1. The two outer forward sectors of each octant provide data to two MIOCT
modules.

monitoring FIFO which can be read out via VME.

B. MIBAK Backplane

The MIBAK backplane consists of three parts. The first part
is an active backplane for the summation of the multiplicities
from all 16 MIOCT modules. The second part performs the
data transfer from the MICTP and the 16 MIOCT modules to
the MIROD module. The third part broadcasts fast signals
between the MICTP and all other modules. Those fast signals
include the BC clock, the bunch counter reset (BCR), the LI A,
the event counter reset (ECR), and the test and monitoring sig-
nals (see section IV.B.). The third part also contains a wired-
OR BUSY line from all modules.

C. MICTP Module
The MICTP module receives the total multiplicities for the

six pj thresholds and sends them to the CTP. It also writes the
multiplicities into a pipeline for read-out by the MEROD mod-
ule on reception of an LI A. The MICTP module further
receives the fast signals from the CTP and makes them availa-
ble on the MIBAK backplane. It also receives the wired-OR
BUSY signal from all modules. The modules use this signal to
indicate that buffers for the data collection associated to LI As
are filling up. The MICTP module sends the BUSY signal to
the CTP where it can be used to throttle the LI A generation.

D. MIROD Module
When all MICTP and MIOCT modules have data associated

to an LI A available they use a wired-AND READY signal to
indicate to the MIROD module that it can start the data collec-
tion. The MIROD module collects the event fragments over the
MIBAK backplane using a token protocol. General event infor-
mation and all muon-track candidates are extracted. Thresholds
can be applied to the p-r- values of either of the two candidates
of each sector and sector numbers can be mapped to geometri-
cal identifiers. The extracted event and candidate information is
pushed into three different data processing branches. In the first
branch the candidates are sorted in descending order in pT ,
limited in number, formatted and sent as Rol information to the
Level-2 trigger. The second branch takes all the candidates,
formats them and sends them to the read-out buffers of the data
acquisition system. The third branch selects events and writes
them into a monitoring FIFO; the selection can be done for all
events, for every n-th event, for an event with a given BC iden-
tification or a given event number, for an event with the moni-
toring flag set (see section IV.B.), or a combination of these
criteria. The monitoring FIFO can be read out through the
VME bus.

III. DEMONSTRATOR PROTOTYPE

IMPLEMENTATION

A demonstrator prototype of the MUCTPI has been imple-
mented. Two MIOCT modules and one MIROD module have
been built as 9U x 400 mm VME modules. Several emulator
cards for the MICTP and the MIOCT modules have been built
as 9U x 60 mm cards. The MIBAK backplane has been built
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and mounted in the position of the J3 backplane in a 9U VME
crate.

A. MIOCT Module
The MIOCT modules have been built using programmable

logic devices, mainly from Altera Corp [4]. For a full descrip-
tion of the MIOCT module see reference [5]. The reception of
data from the detector-specific logic is carried out using LVDS
receivers. The relative phase of bit(O) of each sector data word
can be measured using the CERN/EP/MIC TDC32 [6] which is
controlled by an embedded JTAG controller accessible through
the VME backplane. Test memories implemented in embedded
RAM of the FPGAs responsible for receiving the data can be
used to provide test data instead of the external data. The syn-
chronization and timing alignment of data, the calculation of
overlap, and the summation of multiplicities are carried out
with several FPGAs and CPLDs, as well as SRAMs used as
look-up tables. The programming of the CPLDs is achieved
through a JTAG and Altera Bitblaster port, while the FPGAs
are configured using a Flash memory. A CPLD-based VME
controller gives access to the on-board resources using VME
A32 D16/D32 data transfers. Figure 5 shows a photograph of
the MIOCT module.

Sax;

Figure 5: The MIOCT Module

Additional MIOCT emulator cards have been developed in
order to provide correct electrical loading of the MIBAK back-
plane. These cards only receive their power from the VME
backplane, but are fully connected to the MIBAK backplane.
The emulator cards are passive: the multiplicities are always
zero; the token of the read-out protocol is immediately passed
on.

B. MIBAK Backplane
The multiplicity summation on the MIBAK backplane has

been implemented using Altera CPLDs. The data transfer from
MICTP and MIOCTs to MIROD is implemented using Bus
LVDS (BLVDS). Signal integrity studies have been carried out
for this part in order to validate the design before construction2.

2. Cadence SigXplorer has been used with the help from CERN/1T/CAE/AE
group.

The fast signals are transferred between the MICTP module
and all other modules using a low-voltage positive ECL. Hard-
metric connectors of 2-mm type with 5 columns and shielding
are used to connect all modules to the MIBAK backplane.

C. MIROD Module
The MIROD module has been implemented using program-

mable logic devices from Altera Corp. [4]. For a full descrip-
tion of the MIROD module see reference [7]. The MIROD
module uses FPGAs for the implementation of the token pass-
ing protocol, the event extraction and distribution over the three
subsequent data processing branches. Play-back memories
implemented in SRAM for the MIBAK data and in embedded
RAM for the MIBAK control can be used to effectively emu-
late the functioning of the MIBAK backplane. S-Link [8] is
used for the transfer of data to the Level-2 trigger and to the
data acquisition. The event formatter for the Level-2 trigger
and the data acquisition uses the ATLAS read-out driver (ROD)
event format [9]. The design file is written using VHDL and
can be used by other sub-detectors [10]. The MIROD module
can be used in MIBAK analyser mode in which information on
the MIBAK signals is stored in the candidate FIFO. The S-
Link controller contains an optional analyser FIFO which
allows the storage of data and control signals in real-time.
These FIFOs can be read out through VME. The content can be
analysed by a script which provides waveforms. The monitor-
ing FIFO allows access to selected events. An FPGA-based
VME controller implements VME A32 D16/D32 access. The
MIROD module can generate a VME interrupt when the moni-
toring FIFO reaches a programmable watermark. A Flash
memory contains the configuration files of the FPGAs.

D. MICTP Module
An emulator card for the MICTP has been developed which

allows injection of the fast signals onto the MIBAK backplane.
It also extracts the multiplicity values and the BUSY signal.
The emulator card is otherwise passive. The fully functional
MICTP module is currently under design.

IV. TESTS AND RESULTS

A. Test Programs
Test software has been developed for the RIO II 8061 VME

processor from Creative Electronics Systems SA [11], The
processor runs LynxOS 3.0.1. The software is written in C++
and uses the GNU gcc compiler v2.7. It contains a class library
for the VME master mapping which allows single-word read
and write access in A32 D16 and D32 mode. Registers of the
modules can be accessed using a register description file which
maps register names to their corresponding VME addresses.
For the MIOCT modules, the software can, in particular, gener-
ate and down-load test data into the test memories, configure
the module and read out the monitoring FIFO. For the MIROD
module, the software allows generation and down-loading of
MIBAK data into the play-back memories, configuration of the
module, and read-out of the monitoring FIFO and the analyser
FIFOs for the MIBAK and the S-Link analysers.
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Figure 6: The Token Protocol for Read-out Observed with the MIBAK Analyser of the MIROD Module

B. Results
The MIOCT modules have been tested thoroughly. The dis-

persion of the clock and of the other fast signals on the MIOCT
module have been measured to be within ± 1 ns. The phase
measurement of bit(O) of the sector data works correctly. Using
the same input signal on each sector, differences of the phase of
± 1 ns have been measured. The synchronization of the sector
data with the internal clock, and the relative timing alignment
of the sectors work correctly for latency differences up to
400 ns (10 BCs). Data in the test memories together with a test
signal from the MICTP were used to verify the correct func-
tioning of the overlap handling logic which is found to be in
accordance to reference [3]. The multiplicities are summed
correctly with the maximum value for each p-p threshold lim-
ited to 7. The read-out of the monitoring FIFO has been tested.
The data can be correctly aligned with the internal BC identifi-
cation counter and the multiplicities. The mechanism for win-
dows around the triggering BC and the zero suppression work
correctly. The transfer of data to the MIROD using the token
passing protocol works successfully.

The MIBAK backplane has been tested extensively. The fast
signal propagation has been tested and the timing to all mod-
ules has been verified. The differences in timing are within
± 1 ns. The data transfer lines have been checked with a time-
domain reflectometer and results were found to be in accord-
ance with the simulations carried out for the signal integrity.
The multiplicity summation has been tested with one MIOCT
module and the emulator cards providing multiplicity values of
zero. The summation works correctly and the total multiplicity
values arrive at the MICTP emulator card with a relative align-
ment of about 6 ns. The final MICTP module will latch the
multiplicities before it sends them, fully aligned, to the CTP.
The total latency of the MUCTPI from sector data at the input
of the MIOCTs to multiplicities at the output to the CTP can be
estimated to stay clearly within the specified 200 ns.

The MIROD module has also been tested thoroughly. The
token protocol for data collection from the MIBAK backplane
works correctly. This has been tested with the play-back mem-
ories and real data transfers using one MIOCT module.
Figure 6 shows an example of such a transfer using the
MIBAK analyser of the MIROD module. In the example, the
MTROD sends out the token after the MIOCT module has acti-
vated the READY signal. The MIOCT module sends its data
before it returns the token to the MIROD. The event extraction
of the MIROD module works correctly. Thresholds can be
applied to the p-p values of either of the two candidates of each
sector. Event header and the muon-track candidates are pro-
vided in the corresponding FIFOs. Extracted events can be sent
correctly to all three data processing branches. The monitoring
works for all five criteria or combinations thereof. Candidates
for the Level-2 trigger are correctly sorted according to the p-j-
threshold. The total number of candidates sent to the Level-2
trigger can be limited. The event formatting for the Level-2
trigger and the data acquisition works correctly. The function-
ing of the S-Link read-out towards the Level-2 trigger and
towards the data acquisition have been tested successfully
using the ROD formatter analyser as well as an S-Link infinite
data drain (SLEDAD) [8]. The ROD formatter analyser uses the
same technique as was used to obtain the waveform in figure 6.
The behaviour of the S-Link in case of the link being busy from
time to time has also been tested successfully on a statistical
basis.

The MUCTPI demonstrator prototype contains further a
mechanism for synchronized monitoring of event fragments in
MICTP and the MIOCT modules. A signal injected in the
MICTP (emulator) is put into the data as a flag at the level of
the MICTP and MIOCT modules. When the data from the
MICTP and the MIOCTs are collected by the MIROD they can
be selected for monitoring based on this monitoring flag. Since
the monitoring signal arrives at all modules at the same time,
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the monitored event fragments are synchronized in time with
respect to each other.

The MICTP (emulator) receives a BUSY signal which is the
wired OR of the individual BUSY signals of all modules. The
working of this signal has been verified for one MIOCT mod-
ule with all the emulator cards signalling a non-BUSY condi-
tion.

Errors in the timing alignment of the data in the MIOCT
module with respect to the BC identification are detected. In
case the BC identification of the data and the internal BC coun-
ter do not match, a multiplicity of zero is sent to the MICTP
backplane. The following errors in the data transfer between
MICTP, MIOCT and MIROD can be detected: if the MIOCT
module receives the token and the data are not ready or the data
are not correctly framed between a header and a trailer, the
ERROR signal of the transfer bus on the MIBAK backplane is
activated. The MIROD module monitors the ERROR signal
and also checks the correctness of the token protocol itself. In
case of an error the event will be flagged as erroneous but will
be processed normally in order not to disturb the data flow.

V. CONCLUSION

A demonstrator prototype for the MUCTPI has been imple-
mented and tested. It works according to the specification and
has already almost the full functionality required for the final
system. It could be used as is in the experiment at the expense
of relatively little flexibility in the treatment of the overlap. For
the final system the programmability of the overlap treatment
will be enhanced.

The MICTP module will be built and full system tests carry-
ing data from the input of the MIOCT modules to sending of
the total multiplicity values to the CTP will be carried out. In
the near future, the MUCTPI will be integrated with (proto-
types of) the detector sector logic, the CTP, the Level-2 trigger
(Rol builder module), and a read-out buffer of the data acquisi-
tion system. It will also be integrated with the run control sys-
tem, the configuration database and the monitoring system of
the data acquisition.
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Abstract
The role of the Central Trigger Processor (CTP) in the

ATLAS Level-1 trigger is to combine information from the cal-
orimeter and muon trigger processors, as well as from other
sources, e.g. calibration, and to make the final Level-1 deci-
sion. The information sent to the CTP consists of multiplicity
values for a variety of (electron, gamma, tau/hadron and jet)
transverse-momentum thresholds, and of flags for transverse-
energy sum thresholds. The algorithm used by the CTP to com-
bine the different trigger inputs allows events to be selected on
the basis of menus. Different trigger menus have to be consid-
ered for different run conditions. In order to provide sufficient
flexibility and to fulfil the required low latency, the CTP will be
implemented with look-up tables and programmable logic
devices. The trigger menu handler is the tool which translates
the human-readable trigger menu into the configuration files
necessary for the hardware. It stores several prepared configu-
rations and down-loads them into the hardware on request. An
automatic compiler of the trigger menu and a prototype of the
trigger menu handler have been implemented.

I. CENTRAL TRIGGER PROCESSOR

The CTP receives trigger inputs from the calorimeter and
muon trigger processors, and other sources, e.g. calibration.
This trigger input consists of encoded multiplicity values for a
variety of electron, gamma, tau/hadron and jet transverse-
momentum thresholds, and of flags for transverse-energy sum
thresholds. The CTP combines these values based on a trigger
menu containing individually prescalable trigger items. The
CTP [1,2,3] makes a Level-1 decision by taking the OR of all
trigger items, adding deadtime in order to prevent the detector
front-end electronics from reading overlapping events and
buffers from overflowing. The Level-1 accept signal is sent to
the detector front-end electronics using the timing, trigger and
control (TTC) system.

The trigger menu consists of a set of trigger items. The cur-
rent design allows a maximum of 96 trigger items. Each trigger
item is defined by a combination of trigger objects, a mask, a
priority to select between the two complex deadtime algo-
rithms and a prescaling factor. The combination of trigger
objects can be composed of a single trigger object or a combi-
nation of trigger objects using the logic operations AND, OR
and NOT, or a combination thereof. A trigger object is defined
by a condition on a trigger input, requiring that the trigger input
be equal to or greater than a certain value. In most cases this

simply corresponds to a required multiplicity value. The cur-
rent design allows a maximum of 128 bits of trigger inputs.
Other conditions on the bunch crossing identifier or the LHC
turn counter, and gate criteria such as a general veto and prior-
ity for the deadtime, can be included. An example of an excerpt
of a trigger menu is given in figure 1. The trigger objects are
written as triplets of inclusive multiplicity value, trigger type
and thresholds, e.g. "1MU6" means an inclusive single muon
trigger with a threshold of 6 GeV. "EM" stands for electromag-
netic clusters and "XE" for missing transverse energy..

1MU6

2MU6

1EM20ANDXE20

mask = ON, prio = LO, seal = 1000

mask = ON, prio = H I , seal = 1

mask = ON, prio = LO, seal = 1

Figure 1: Example of a Trigger Menu (Excerpt)

Different trigger menus for different run conditions have to
be considered: menus for phsyics, cosmic ray and calibration
runs; menus for high-luminosity and low-luminosity; and
menus for the initial commissioning phase and for stable run-
ning. The trigger menu used for the CTP can and will often
change from one run to the next..

Level-2
DAQ

Figure 2: Central Trigger Processor

In order to provide flexibility and to fulfil the timing require-
ment for the Level-1 trigger, the CTP design is based on look-
up tables and programmable logic devices, see figure 2. The
look-up tables (LUT) are implemented with static random-
access memories (SRAM). The programmable logic devices
are implemented with both field-programmable gate arrays
(FPGAs) and complex programmable logic devices (CPLDs).
The FPGAs are based on SRAM technology and can be pro-
grammed easily and almost as many times as desired. The
CPLDs are based on electrically erasable, programmable read-
only memory (EEPROM) technology which allows them to be
programmed in the system (in-system or in-situ programming,
ISP) a few thousand up to a few ten thousand times,; depending
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on their type

II. TRIGGER MENU HANDLER

The use of programmable logic devices has moved the prob-
lem of modifying the functionality of a given hardware system
into the area of software. Different configuration1 files will be
generated for the different trigger menus. They will be loaded
into the hardware of the CTP together with other configuration
parameters needed for the functioning of the CTP. The flexibil-
ity to handle many different trigger menus requires fast and
reliable generation and loading of the configuration files
belonging to a trigger menu.

The trigger menu handler deals with information for the
hardware configuration, the trigger menu, and the CTP running
parameters. The hardware configuration describes the internal
hardware of the CTP and will not change after the design is fin-
ished, except in cases when the wiring of the trigger inputs to
the CTP are modified. The trigger menu defines a set of differ-
ent trigger items which are logical combinations of the trigger
inputs to the CTP, some internal signals and some gate criteria.
The trigger menu handler generates the configuration files nec-
essary for the functioning of the look-up tables and the pro-
grammable logic devices. The CTP running parameters
comprise all other parameters necessary for the functioning of
the CTP.

The trigger menu handler has to perform the following dif-
ferent functions, which are schematically shown in figure 3:

CTP run log
database

Figure 3: Trigger Menu Handler

• The compiler translates the trigger menu taken from the run
configuration database into the configuration files required

by the hardware2. This compilation will most likely have to
be done in several steps, including proprietary compilation
tools which are dependent on the hardware chosen for the
CTP.

• The database manages a pool of different trigger menus and
their related configuration and other files. Operations to be

1. In this paper we will use the word "configuration" for the programming or
configuration of SRAMs, FPGAs and CPLDs.
2. The compiler can also provide files for functional and/or timing simulation
of the hardware.

performed include the creating, copying, and deleting of
trigger menus as well as selecting a menu for subsequent
operations, e.g. compile and load.

• The loader takes the configuration files for the selected trig-
ger menu, adds other configuration parameters which do not
require compilation of the trigger menu, such as masks and
prescaling factors, and loads the files and parameters into
the hardware. This will most likely require the use of propri-
etary tools and might be based on standard buses like JTAG
and/or VME. The loader is also responsible for updating the
run-parameter database.

• The graphical user interface (GUI) combines the different
functions mentioned above and allows the user in stand-
alone operation easy access to the trigger menus and the dif-
ferent operations on them.

III. PROTOTYPE WORK

A prototype implementation of the trigger menu handler
was carried out in order to test the principle and to investigate
the issues involved. Another purpose of the trigger menu han-
dler at this stage of the design was to provide the possibility to
easily generate and test different hardware configurations. The
main issue of the exercise was to automatize the compilation of
a trigger menu and to investigate the flexibility that can be
achieved. The main part of the prototype implementation is the
actual compiler. The database and GUI are implemented in a
rudimentary way to provide a frame for the compiler. The
loader is not implemented as there is no final hardware yet.

The prototype trigger menu handler is based on the trigger
menu implementation presented in reference [4] which uses the
example trigger menu presented in the Level-1 TDR [1]. The
menu is an example of a rather comprehensive menu using 86
out of 96 possible items, including many redundant items for
monitoring and trigger efficiency calculation. The hardware
configuration used to develop the compiler is based on 11 look-
up tables and 2 programmable logic devices. Other configura-
tions can be foreseen, in particular one in which the trigger
inputs are connected directly to the combinatorial logic devices
without using look-up tables. For the programmable logic
devices, CPLDs from Lattice Semiconductor Corp. [6] were
chosen. Other devices could be chosen in which case a part of
the compiler would have to be modified in order to use differ-
ent proprietary tools.

A. Compiler

The compiler of the prototype implementation is targeted at
the CPLDs of Lattice Semiconductor Corp. Compilation is
actually achieved in three different steps:

1) The compiler program translates the trigger menu from a
text format into register-transfer descriptions of the combi-
natorial logic devices using VHDL.

2) The synthesizer, Leonardo Spectrum from Exemplar Logic,
Inc. [7], synthesizes the VHDL code to a gate-level descrip-
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tion using gates from a technology-dependent library. The
output is a netlist file in EDIF format.

3) The place-and-route tool, ispEXPERT Compiler from Lat-
tice Semiconductor Corp. [6], takes the gate-level netlist and
places and routes it onto the chosen device (ispLSI5384V-
125LB388). On output, it generates a configuration file
("fuse map") for the in-system programming of a device in
JEDEC format. It further generates a VHDL and SDF file
which can be used for functional and timing simulation.

A file for use with the make utility was written which com-
bines the three successive steps and automatically produces the
configuration files from the trigger-menu text file. For the syn-
thesizer and the place-and-route tool, "batch" versions of the
tools are used which do not require interactive input, but con-
tain the necessary information in project files and command
line options. While for the second and third steps of the compi-
lation proprietary tools could be used, and in case of the place-
and-route tool had to be used, for the first step a compiler pro-
gram had to be developed specially for this purpose.

The compiler program first parses the trigger menu and cre-
ates a list of all trigger items. The combinations of trigger
objects (AND, OR, and NOT) for each trigger item are opti-
mized using a heuristic approach in order to minimize the
number of trigger objects used in each of the combination.
Then, the hardware description is parsed and lists of all input
signals, look-up tables, combinatorial logic devices and their
connections are created. When all the necessary information is
available the program loops over all the trigger objects and
finds the corresponding input signals or look-up table signals
and decides on the coding scheme to be used for each of them.
After that, the trigger items are partitioned over the available
combinatorial logic devices. Finally, for each combinatorial
logic device, VHDL code is produced by looping over all the
trigger items and their corresponding trigger objects. The
source code is mostly written in C with some part written in
C++. It uses the GNU flex utility for lexical scanning, the GNU
bison utility for syntactical parsing, and the C++ standard tem-
plate library for container objects.

B. Database
For the database of the prototype implementation, a very

simple approach was chosen. The file system of the CERN IT/
CE server is used to house all the necessary files for the differ-
ent trigger menus. Each trigger menu resides in its own dedi-
cated sub-tree of directories. On the highest level of this sub-
tree there are the trigger menu, the hardware configuration, a
description file, and the log files from the different steps of
compilation, as well as all the other files necessary to perform
the actual compilation (e.g. the file for the make utility). The
individual configuration files for each of the CMBs are in sepa-
rate sub-directories of this tree. These sub-directories contain
all the necessary project files for the different compilation
tools, as well as the VHDL, the EDIF and the JEDEC files for
each of the CMBs.

Access to a trigger menu is simply achieved by navigating in

the directory structure. The different trigger menus are
accessed as directories at the top-level. No information on the
relationship between the different files is stored other than the
fact that the files reside in the same trigger menu directory. Sta-
tus and description of a trigger menu are written into a descrip-
tion file, but no consistency checks are performed. No
authentication mechanism is implemented. Similarly, a logging
mechanism for the operations carried out on the trigger menus
is not implemented. For the final database, a history of opera-
tion will be important.

This implementation is only a very simple example of how
the trigger menus can be organized. It was not the focus of the
prototype study. Integration with the run configuration data-
base will have to be defined. Issues of data consistency and
access authentication will become important for the final sys-
tem when the trigger menus will be accessed by different users.

C. Loader
The loader is not implemented in the prototype because

there is no final hardware to load the configuration files to.
Independent of this prototype study, tests with a CTP demon-
strator [8] have been carried out. The demonstrator uses
CPLDs from ALTERA [9]. The JAM player is a program pro-
vided freely by ALTERA which can be used to load configura-
tion files into ALTERA devices using the Bitblaster cable or
JTAG port. A script can be written to specify all the necessary
configuration files and options of the JAM player program.
These tests show that the loading of configuration files can be
carried out from a processor physically close to the CTP and
that it can be automatized and carried out in a programmable
way.

Like ALTERA and the JAM player, Lattice also provides
code to load configuration files into their devices. The code is
available in C and C++ and takes a JEDEC file which it loads
into the CPLDs using the JTAG serial bus. This code can be
used to write a program similar to the JAM player or can be
integrated directly into any other control program for the CTP.
For the final system the code can be used to communicate with
the JTAG controller on the CTP using the JTAG port or via the
VME bus. A script or program can be written to choose the
necessary configuration files, the options and control the actual
loading.

D. Graphical User Interface
For the prototype implementation a very simple GUI has

been developed, which is shown in figure 4. It consists of a
main window (upper left) and a message window (lower left).
Also shown in the figure is a trigger menu (right).

The main window shows a list of available trigger menus.
This window allows creating, copying and deleting of trigger
menus. This should also be the place where tools like compar-
ing trigger menus can be installed. The message window
receives messages of all operations being called. Pop-up win-
dows show if an operation was a success, or if an error
occurred.
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Figure 4: Prototype Trigger Menu Handler GUI

From the main window a trigger menu can be selected. The
status information, including the description file and the log
files from previous compilations can be read. The selected trig-
ger menu can be edited, compiled and loaded (not imple-
mented).

The GUI prototype is implemented using Tcl/Tk and scripts
for the compilation. For the final system scripts for the loading
will have to be added

IV. CONCLUSIONS

Automatic handling of trigger menus can be achieved. The
prototype implementation of the trigger menu handler shows
that the required flexibility can be obtained. There is, however,
a dependence on proprietary tools which are usually used in the
form of scripts. Most of the electronic design tools provided by
vendors of combinatorial logic devices or by other vendors
have the possibility to run them in "batch" (as opposed to inter-
active) mode. A pool of trigger menus will be prepared and
compiled independent of the running of the experiment. The
configuration files will be stored in the database of the trigger
menu handler and will be part of the run configuration database
together with the trigger menus. When the user wants to start a
run he will have to select a trigger menu, add the parameters
which do not require compilation, and load the prepared con-
figuration files and the parameters into the CTP.

Open questions are the details of the CTP hardware archi-
tecture and the modifications of the trigger menu which will
have to be expected. The existing trigger menu compiler will
be used to investigate the best architecture and to choose com-
ponents. Different trigger menus can be defined and tested with

different options of the hardware configuration: with or without
look-up tables, with or without masks and other gate criteria.
The tests will be carried out by using simulation including tim-
ing information for the combinatorial logic devices. The simu-
lation can be repeated for different combinatorial logic devices.
In that case minor modification of the compilation scripts are
required.

The prototype implementation concentrated on the actual
trigger menu compiler. Loader, database and GUI are imple-
mented only in a minimal way in order to provide a working
environment. These will have to be improved for the final ver-
sion of the trigger menu handler. The actual trigger menu com-
piler will be improved to include writing of the memory tables
for the LUTs, to include optimization of the partitioning of
items over the combinatorial devices, to clean up the depend-
ency of the data structures and to improve the error handling of
the parsers.

The trigger menu loader will be developed once the final
hardware is available. The connection to the run database will
be defined and developed in collaboration with the ATLAS
data acquisition system developers. The database for the com-
piled configurations will be part of the ATLAS run database
and will include authentication mechanisms. The loader will be
under control of the ATLAS run control system.
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Abstract
We have built and tested a mixed signal Multi-Chip Module

(MCM) to be used in the Pre-Processor of the ATLAS Level-1
Calorimeter Trigger. The MCM performs high speed digital
signal processing on four analogue trigger input signals.
Results are transmitted serially at a serial data rate of 800
MBd. Nine chips of different technologies are mounted on a
four layer copper substrate. Analogue-to-digital converters and
serialiser chips are the major consumers of electrical power on
the MCM, which amounts to 7.5 Watts for all dies. Special
cut-out areas are used to dissipate heat directly to the copper
substrate. In this paper we report on design criteria, chosen
MCM technology for substrate and die mounting, experiences
with the MCM operation and measurement results.

I. INTRODUCTION

The event selection at the ATLAS experiment requires a
fast three level Trigger system for the selection of physics
processes of interest. The first trigger level (Level-1 Trigger)
is designed to reach an event rate reduction from the 40 MHz
LHC bunch-crossing rate down to the first level accept rate
of 75 kHz [1]. This is achieved by applying algorithms to
a three-dimensional energy map generated by the ATLAS
calorimetry (Calorimeter Trigger) and by the selection of
coincidences in muon trigger chambers (Muon Trigger). The
Pre-Processor is located at the front-end of the Calorimeter
Trigger. It receives about 7200 analogue input signals
(trigger towers) from the electromagnetic and the hadronic
calorimeters. Its task is to provide the digital data for the
Calorimeter Trigger algorithms, which identify 'local' and
'global' energy distributions within the calorimetry. Local
trigger algorithms are an electron/photon trigger, a hadron/tau
trigger and a jet trigger. Global trigger algorithms are an
.Ex-miss and sum-Bj- trigger.

The maximum latency to find a level-1 trigger decision
is 2.0 [is including cable delays. This and the high number
of trigger tower signals place tight constraints on the
Pre-Processor electronics, requiring fast signal processing
in Integrated Circuits (ICs) and a high scale integration
on Multi-Chip Modules (MCMs). Inside a Multi-Chip
Module many electronic components, made from different
semiconductor materials, are mounted on a multi-layer
substrate. In addition, a Multi-Chip Module is a packaging
technology which encapsulates the entire system hermetically.

An overview of the tasks of the Pre-Processor system are
given in-Section II. This is followed by a functional description
of the Multi-Chip Module in Section III, which includes a
description of the production technique and the layout. The

thermal MCM performance were obtained from calculations,
simulations, and measurements described in Section IV. The
final operating of the MCM was demonstrated by system
measurements described in Section V.

II. TASKS OF THE PRE-PROCESSOR

The reliability of the Pre-Processor is of importance for
the running of the ATLAS experiment, because all the Level-1
Calorimeter Trigger input data have to go through it. The
tasks, that the Pre-Processor system has to perform based on
its 7200 analogue input signals, can be summarised as follows
[2]:

• Preprocessing: Provide the trigger algorithms with
digital data containing the transverse energy deposited,
identified to a unique interaction in time (bunch-crossing
identification). The preprocessing is done at 40 MHz
with a maximum latency of 17 clock cycles (425 ns).

• Readout of event data: Raw trigger data from the Pre-
Processor are needed to be able to tell what has caused
a trigger and to allow monitoring of the performance of
the trigger system.

Figure 1 shows the amount of analogue input signals and
serial output links of the Pre-Processor. The need for speed
and compactness within the Pre-Processor requires the use of
a large number of chips (dies), each optimised for its specific
task. A Pre-Processor Module will process 64 analogue trigger
tower signals. The signals are processed by commercial
integrated circuits (ICs) and application specific ICs (ASICs),
most of which are located on 16 Multi-Chip Modules per
Pre-Processor Module.

III. FUNCTIONAL DESCRIPTION OF THE MCM

The boundaries of the MCM were chosen at points of the
processing chain, where only few signals come in and out of
the MCM package. The tasks of the Multi-Chip Module within
these boundaries are:

• to digitise four analogue trigger tower signals at 40 MHz
with 8 bit resolution;

• to preprocess each trigger tower data in terms of energy
calibration and bunch-crossing identification;

• to serialise preprocessed trigger tower data using high-
speed gigabit chip sets. The user data rate is 640 Mbit/s
(16 bit at 40 MHz) and the serial data rate is 800 MBd
(including protocol bits);
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Figure 1: The tasks of the Pre-Processor System and its input and output signals.

• to provide deadtime-free readout of four trigger towers.

In order to achieve these objectives, the MCM consists
of different semiconductor devices such as mixed signal and
pure digital chips. Some of them are commercially available
and others are application specific. The readout and most
of the digital signal processing inside the MCM is done by
a prototype Pre-Processor ASIC (FeAsic1) developed at the
ASIC laboratory of the University of Heidelberg [3]. The
four analogue input signals are digitised by two dual flash
ADCs from Analog Devices (AD9058). One mixed signal
Flip-Chip Interconnection ASIC (Finco) includes all necessary
functions for data pre-multiplexing, signal level conversion,
reference voltage generation, in-circuit testing and temperature
monitoring. The output data are serialised by two gigabit
transmitters (HDMP-1012) from Hewlett Packard running at
a serial data rate of 800 MBd. If the Finco ASIC performs
data pre-multiplexing, the use of one transmitter serialising at
1600 MBd is sufficient.

JTAG / Conilg

Analogue In

Analogue In

Analogue In Q

An, togu.,n

BcCI* BcClk BcClk BcClk

Figure 2: Block diagram of the Pre-Processor MCM

Figure 2 shows a block diagram of the MCM. From that
figure, one can see the scope of the MCM, where wide parallel
data buses are kept internal and only analogue input, control,
and the high-speed serial data signals come out of the MCM
package. The real time signal processing is from left to right.

A. MCM production technique
For the processing of the large number of channels

(64 trigger towers per Pre-Processor Module), a laminated
MCM-L technique was chosen to combine small feature
sizes with low prices. The design process of the laminated
multi-layer structure is based on an industrially-available
production technique for high-density printed circuit boards.
The process, which is offered by Wiirth Elektronik [4] is
called TWINflex®. It is characterised by its use of plasma
etched micro-vias, where plasma is used for 'dry' etching
of insulating material (Polyimide). Plasma etching enables
precise via contacts between layers with a diameter of 100 ^m
down to 50 x̂m. The process of plasma etching can be used
either within a surface-mount pad, or even in a pad suitable for
Flip-Chip bonding, as used for the Finco ASIC mounting.

The body of the demonstrator MCM is a combination
of three flexible Polyimid foils laminated on a rigid copper
substrate to form four routing layers. The layer cross-section
consists of a core foil of 50 jum thickness, which carries
18 /jm copper plates on either sides. Plasma etching is used
for 'buried' via connections to adjacent layers and routing
structures are formed in copper using conventional etching
techniques. The core foil is surrounded by outer foils of
25 pm Polyimid, which are copper plated only on one side.
The actual contact through the core foil is accomplished with
electroplated copper and after that, the routing structures
are formed. The electroplating process increases the track
thickness from 18 (im to 25 /zm. The application of adhesive
accomplishes laminating.

'FeAsic (Front-End ASIC) stems from a former name for the Pre-
Processor.

Figure 3: Cross-section of the flexible MCM part after laminating.
Staggered vias are used for the connection through all layers.

Figure 3 shows the final laminated and flexible part of
the MCM. A combination of three vias (staggered vias) is
needed to accomplish a contact from the top to the bottom
layer. The flexible multi-layer is further processed by milling
of predefined cutout regions. Finally the flexible part is glued
onto a copper substrate of 800 /zm thickness.
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To improve the thermal resistance of high-power chips,
the use of cutout regions and thermal vias were investigated.
A cutout region is necessary for the high-power G-link die to
ensure optimal thermal contact to the copper substrate. The
G-link die is glued directly onto the copper substrate inside its
cutout. It is connected to bond pads on the top layer of the
cross-section using a standard ultrasonic wire-bond technique.
Staggered vias are grouped as close as possible to form thermal
vias, which improve heat conduction to the substrate for all
fourFADCs.

Components such as capacitors and resistors are connected
to the multi-layer structure using surface-mount technology
(SMD). Advanced Flip-Chip mounting was investigated
for a further reduction of the occupied bonding space. A
high-density SMD connector was used to permit a quick
replacement of a broken MCM. If built-in tests have identified
a broken MCM, it can be replaced without any soldering.
Figure 4 shows the final MCM cross-section. Each chip is
encapsulated individually, and a global elastic encapsulation
material is used to absorb stress arising from the use of
different materials and to hermetically protect all components
from their environment.

SMD connector Glob-top Elastomer encapsulation Underfilling

Figure 4: Side view of the hermetically sealed demonstrator MCM.
High-density SMD connectors were used to allow quick replacement
upon component failure.

B. MCM layout

This section describes the physical layout of the MCM. It
summarises various aspects of the design process. Figure 5
shows a picture of the G-link die attachment inside a cutout
region. A few wire-bonds were placed down through the cutout
region onto the copper base to conduct the ground substrate
potential.

Figure 5: Die attachment on surface and inside a cutout region.

A via-in-pad technology was used for Flip-Chip pads of the
Finco footprint. This pad layout has reached the maximum
possible routing density for the TWINflex® MCM-L
technology. The pads were arranged in a two-dimensional
matrix as shown in Figure 6. The use of micro-vias for

Flip-Chip pads has made it necessary to fill the via holes before
reflow soldering of the Finco die, and to use a solder-mask for
the pad contacts.

Soldermask

Figure 6: Finco footprint for Flip-Chip mounting.

On the top layer, a cross-hatched ground shape surrounds
bonding and SMD pads. This reduces the electromagnetic
influence of signals to each other and it stabilises the ground
potential. A cross-hatched shape is needed because drying
moisture coming out of the cross-section can destroy the
MCM.

The final MCM is shown in Figure 7 after glob-top
encapsulation of individual chips and prior to final hermetic
encapsulation. The layout has a form factor of 4.3 cm x
3.7 cm enclosing an area of 15.9 cm2. The total height is
1.21 cm including heatsink and SMD connectors. The amount
of silicon area is 80.15 mm2 for 9 dies, resulting in a ratio
of 5 % for the silicon to substrate area. The SMD connector
pin-count is 120, whereas the internal pad count is 613. A total
of 1380 vias were used for 271 signal nets with a total track
length of about 5 m.

FADC FeAsic G-link

Strip-lines

Resistors

Capacitor

FADC FeAsic G-link

Figure 7: MCM after glob-top encapsulation of individual chips and
prior to final hermetical encapsulation.

IV. THERMAL PERFORMANCE

The thermal performance was first calculated by
considering one-dimensional heat flow. These calculations
can be done at an early state of the design process and they
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can help to choose the optimal cooling approach before
manufacturing. In order to determine the module temperature
behaviour a two-dimensional temperature simulation was
performed. After manufacturing, the adequacy of the thermal
design was proven by temperature measurements.

A. Thermal calculations
Figure 8 illustrates the temperature rise (AT = R- P) for

each chip, which is the product of the thermal resistance R
and the power dissipation P. From that figure, one can see
that the FADC cooling is improved by about 87 % by using
thermal vias. Furthermore, the cutout technology used for the
high power G-link die has improved the cooling mechanism by
about 90 %.
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Figure 8: Temperature rise for each chip assuming a uniform heatsink
temperature of 45 °C.

B. Thermal simulations and measurements
Figure 9 shows a two-dimensional temperature simulation

(air map). A fan is blowing vertically from the bottom to the
top and the air map is overlaid on the MCM layout to identify
the component positions. From the initial air temperature of
25 °C the air is heated up by 1.9 °C to 26.9 °C. Its maximum
value is reached above the FADCs and the Finco die, whereas
it is less heated above the G-Iinks sitting in cutouts.

Figure 9: Two-dimensional temperature simulation.

Two-dimensional temperature measurements were done
using an infrared-sensitive camera (Amber Radiance). Its
wavelength sensitivity range from 3-5 ^m with a resolution of
256x256 pixels and a dynamic range of 12-bits. This camera
displays temperature as grayscale and calculates a mean
value which can be used for measurement of the MCM mean

temperature. Two measurements of the un-clocked MCM were
performed: one measurement with fan cooling, and a second
measurement which was first un-cooled and after 2.1 minutes
the fan was turned on. In both cases the MCM was un-clocked.
Figure 10 shows that transient temperature behaviour started at
power-on time for a duration of 4 minutes.

fan cooling on

Figure 10: Two-dimensional temperature measurements.

The infrared picture in Figure 11 was taken 4 minutes after
the MCM was powered on. At this point (labeled 5 in Figure
10) the equilibrium temperature has reached 34.6 °C ± 1.5 °C.
The fan blows from bottom to the top of the picture. Hence the
cooling effect is better for the chips close to the fan. All the
chips on the bottom side of the picture are slightly colder than
their adjacent neighbours at the top side. This is particularly
true for the FADC sitting in front of the SMD connector. This
measurement of the temperature distribution qualitatively
corresponds to what was simulated in Figure 9.

Figure 11: Infrared picture used for temperature measurements.

V. SYSTEM MEASUREMENT RESULTS

This section describes measurement results as part of
a modular Pre-Processor test system. The aim was to
demonstrate the operation of the demonstrator MCM, with
all its real time preprocessing and its high-speed serial data
transmission of trigger tower data. The MCM test set-up
consists of two VME motherboards, each equipped with a
Common Mezzanine Card (CMC). One Motherboard carries
a Pre-Processor CMC card and the other one carries a G-link
receiver CMC card. As input to the Pre-Processor card, a
liquid argon-shaped calorimeter signal was generated by an
Arbitrary Function Generator (AFG).
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Figure 12: Correlation of the analogue input signal with the high-
speed serial bit-stream (G-link signal).

The G-link output signals from the MCM were connected
via a i m long coax cable to the G-link receiver card. The
G-link receiver decodes the serial bit-stream and provides the
parallel output data to a motherboard FPGA for readout.

Figure 12 shows the correlation of the analogue input signal
with the high-speed serial bit-stream. The bunch-crossing-
identified data occurs after a latency of 9 bunch-crossings
(225 ns) in one G-link bit-stream. This latency attributed as
follows: one clock tick from the FADC, seven clock ticks from
the FeAsic, and one clock tick from the G-link.

Figure 13: Air temperature profile.

A temperature model of the MCM package was extracted
and used for a board-level simulation of the final Pre-Processor
motherboard. This simulation has identified a chevron-like
MCM placement as best suited for low temperature profiles.
Figure 13 shows the temperature profile of the air flow above
16 MCMs mounted on an 9U VME board and Figure 14
shows the temperature profile of the motherboard itself. The
maximum air temperature is 49.3 °C and the maximum board
temperature is 31.4 °C.

Figure 14: Board temperature profile.

VI. CONCLUSIONS

The measurement results described here have demonstrated
the operation of the demonstrator MCM. This includes all the
preprocessing from the analogue line receiver circuit up to the
reception of high-speed serial data at 800 MBd. Temperature
simulations and measurements have shown the beneficial effect
of cutouts and thermal vias.
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Abstract
The CMS detector contains the RPC chambers- a

dedicated trigger subdetector- to identify muons, measure
their transverse momenta pT, and determine the bunch
crossing from which they originated.The RPC Muon
Trigger algorithm is based on muon track search and
classification in raw data from the RPC chambers. Large
part of the RPC trigger electronics will reside in the
control room (approx. 90 meters from the detector) where
all trigger data are concentrated. Dedicated synchronous
compression - decompression algorithm is needed to sent
all data for each bunch crossing via optical links.

The RPC Readout system uses the same data as
Trigger system and will be placed in the Trigger Racks.

Institute of Electronics Systems,
ul. Nowowiejska 15/19, 00-650 Warszawa, Poland

pozniak@ise.pw.edu.pl

The idea of readout system and its limitations are
discussed below. The paper includes description of
prototype boards and tests in the synchronous CERN
LHC like test beam H2 in May 2000.

I. INTRODUCTION

Electronics of the RPC Muon Trigger system is
distributed on the CMS detector as well as in the counting
room. Fig. 1 shows the functional blocks of the
electronics. Analog electronics will be placed directly on
the chambers (preamplifiers, discriminators, test circuits,
etc). Also part of digital electronics will be placed there
(synchronizers, TTCrx, control-diagnostic circuits). The
rest of digital electronics (Trigger Boards which identify
muons and measure their momenta and Readout Boards)
will be located in the counting room.

CMS Counting Room

Front End Electronics

QJssr

Timing,
Trigger,
Control
Distribution
System

Figure 1: Functional blocks of the RPC Muon Trigger electronics
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Figure 2: Algorithm of compression and decompression for 24-bits input data divided into 6 partitions

Muon search algorithm requires all of the hits from
RPC chambers to be delivered to the counting room [1],
These hits are transmitted from the detector by fibre optic
links. LMUX device realizes an algorithm of synchronous
compression, while the (DAQ)LDEMUX device that of
synchronous decompression (see Fig. 2). The customized
compression/decompression algorithm considerably
reduces the number of links, thus leading to considerable
saving of money, but causes additional constant delay for
all transmitted signals between detector and counting
room [2].

Compression and decompression algorithm is based
on the fact that the rate of hits (dominated by machine
induced neutron/gamma background) for a single bunch
crossing in a RPC chamber is relatively low. Fig. 3 shows
the expected rate background hits for the CMS detector.

0.001 hltsftx/chembcr
0.005 hHs/bx/chambor
0.010 Mte/tra/chombsr
0.050 hlts/bx/chamb«r
0.100 hltB/bx/chambar

Ma2_2c

1000 1200 [cm]

Figure 3: Expected rates of hits for the RPC Detector

The bandwidth of the link system (and readout
system) is defined by the compression/decompression
algorithm and structure of link system. The required
bandwidth is based on results of theoretical analysis; the
most severe background conditions are expected for

station ME1 close to the beam pipe (in the RE1/1
chamber).

The results of rate analysis presented in Tab. 1
depends on the link system bandwidth. We assumed
Poisson distribution and require that I(t)=Ioexp(t/x).

Table 1: Analysis results of packets quantity from RE1/1
stations connected to 48 optical links (worst rate case)

number of
packets/event

average/link
average/crate
max/crate (106 events)

no
noise
0.04
3.14

14

100Hz/cm2

noise
0.065
4.59

17

Fig. 4 shows the simulated distribution of number of
transmitted data packets assuming that 48 links are read
out by a Master Card (corresponding to RDPM unit) and
losses of trigger efficiency cannot exceed 1%.

30000
number of pac&eta
par event p&r crate

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

packets (32blts words) number per event per craio I

Figure 4: Histogram of event size expressed in no of packets

The analysis permit lead to following constructional
parameters:

© one data packet corresponds to one data word sent to
RDPM,
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« maximum size of event sent to RDPM reaches about
lkB, while the average size of an event is 300 bytes.
Both sizes are considerably less than 2kB page size

fixed for CMS experiment, and allow for large margin of
safety [3].

II. READOUT SYSTEM DESIGN

Structure of readout system is based on results of
simulation analysis presented above. Readout system uses
the same compressed data packet as Trigger system and
will be placed in Trigger Rack. Accepted solution of
Readout System design is presented on Fig. 5.

Figure 5: Readout System structure in the Trigger rack

Positions of readout boards and back-plan connections
of the trigger crate are shown in Fig. 6.
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Figure 6: Readout boards positions and back-plane structure

Single module of Readout System serves 40 optical
links and cooperates with one RDPM. The large number
of links requires the division of the R/O system into two
functional parts:

1. Slave Readout Board (SRB): compressed data streams
from optical links are derandomized synchronously
with a LlAccept. One SRB serves 8 optical links. All
SRB work in parallel. There are SRB in 18 TC
(version Trigger and Readout).

2. Master Readout Board (MRB) in every TC (version
Trigger and Readout); one in every second TC is
connected to the CMS DAQ. MRB work in two
stages:

a. they simultaneously take data stored in
buffer memories of SLBs within their crates,
then

b. DAQ MRB executes the final data
concentration from two TCs and makes
these data available to the RDPM.

A. Slave Readout Board

Slave Readout Board derandomizes compressed data
streams delivered from chambers RPC by splitters and
optical links. Derandomization principle for single data
stream from an optical link is shown on left side of Fig. 7
Data packets corresponding to a given trigger signal
(LlAccept) are stored in a fixed page of the buffer
memory (DPM) together with information about the
number of event packets. Thus data from the same event
(bx) are stored at the same address space of the DPMs.

Right side of Fig. 7 presents structure of an SRB.
Each of 8 channels is served by a single RLDEMUX
(PLD or ASIC) and one buffer memory (DPM). VME (or
PCI) interface steers the board. SBR is equipped with the
JTAG interface for test purposes.

B. Master Readout Board
Master Readout Board concentrates data from buffer

memories placed on SRBs. First stage of concentration is
executed simultaneously in every MRBs and relies on
creation common "data crate event" for each crate
separately. Example of such process is shown on the left
side of Fig.7 .Then the DAQ MRB, equipped with an
interface to RDPM (in central crate on Fig. 5) merges
both "data crate event" in one common "data rack event"
intended for the RDPM. The synchronous transmission in
pipeline mode (discussed in next chapter) between SRBs
and MRB via local readout bus (see left side of Fig. 8) is
used in a TC.

Right side of Fig. 8 presents the structure of MRB.
There are internal LVDS buses between MRBs with
CONCENTRATOR (PLD or ASIC) and one buffer
memory (DPM). VME (or PCI) interface steers the board.
MBR is equipped with the JTAG interface for test
purposes.
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Figure 7: Principle of work (left) and functional scheme (right) of the Slave Readout Board
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Figure 8: Principle of work (left) and functional scheme (right) of the Master Readout Board

III. READOUT BOARD PROTOTYPE

Readout system tests were realized in Altera CPLD
device in 1999-2000. Description of the Slave Readout
(SR) and Master Readout (MR) algorithms were
realized in AHDL (Altera Hardware Definition
Language) using Altera's MAX PLUS II development
system compilation. Prototype was tested on
synchronous LHC-like test beam at CERN in May
2000.

A. Prototypes design
The principle of work of test readout system is

based on two successive stages:

1. data packet derandomisation in SR blocks. Each SR
block receives data stream Both SR blocks work in
parallel,

2. building of common event in MR block. The data
for this event are taken successively from SRs via
the local bus. MR block steers the DAQ-SLAVE
block by dedicated local bus: clock, trigger and
addresses signals are distributed.

READOUT
UNK BOARD I LOCAL

(optional) \ CONTROL
AREA

Figure 9: Slave Readout board prototype
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Fig. 9 shows Slave Readout test board. There are
two SR modules on the test board. LENGTH
PIPELINE, DATA BUFFER and DATA LENGTH
BUFFER are realized in the DPMs. DATA
ANALYZER, in which an algorithm of synchronous
data decompression is realized, is placed in the Altera
EPF10K20RC240-3 chip. The input signals of
compressed data stream could be fed-in in two
diffwrent ways:

e Electrically, by front panel connectors; this mode is
used for test connection with FDMP,

o Optically, through the interface of fibre optic link.

VME-BUS

& INTERNAL BUS

INTERFACES

Figure 10: Master Readout board prototype

Fig. 10 shows also the Master Readout test board.
There is one MS module on the test board. EVENT
DATA BUFFER is implemented in DPM. COMMON
DATA PACKER, which builds common event packet,
is placed on the Altera EPF10K30RC240-3 chip. The
board may work autonomously (has an internal clock
and requires external trigger signal) or cooperates with
a TTC circuit (and then additionally stores event
number and bunch crossing number). The event packet,
stored in event data buffer, is accessible via:

e VME interface for computer reading system,

o standardized DDU interface
The Readout test system assumes nominal

parameters for CMS RPC trigger and works with a
nominal clock- 40 MHz. Synchronous communication
was implemented. This solution allows for application
of 40 MHz clock for data transmission with assumed
memory access time equal from 15 to 20 ns. The total

data reading time, from many DAQ-SLAVES, w as
minimized.

B. Prototypes test on test beam at CERN
The prototype of the readout system has been

successfully used during LHC-like beam tests (May
12-24 2000). Fig. 11 shows the layout of electronics
used for these tests.

PC
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Mot.

VME
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Figure 11: LHC-like beam RPC test setup

Fig. 12 shows histogram of data taken from one
strip of RPC chamber. The algorithm of RPC signal
synchronisation has been realized in NIM electronics.
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Figure 12: RPC signal registered by the readout system

The beam structure has been observed in row RPC
data The main results of these tests are following:

a the principle of RPC signal synchronisation
algorithm proven,

• the procedure of bunch synchronisation for RPC
validated.
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Abstract
We present a new design for the CMS Level-1 Global

Calorimeter Trigger, based upon FPGA and commodity serial
link technologies.

For each LHC bunch-crossing, the GCT identifies the
highest transverse energy electron, photon and jet candidates;
calculates scalar and vector total transverse energies; performs
jet-counting, and provides real-time luminosity estimates. The
pipelined system logic is implemented using 0.18|i.m Xilinx
FPGAs. The traditional system backplane is replaced by fast
serial links for trigger data, and Ethernet for control. These
technologies allow an improvement in system flexibility and a
considerable reduction in cost, complexity and design time
compared to an ASIC/VME-based solution.

I. THE CMS LEVEL-1 TRIGGER

The CMS Level-1 trigger [1] uses a subset of the data
from the muon detectors and calorimeters in order to select
bunch-crossings containing interesting events at a rate of no
more than 100kHz. The Level-1 latency is required to be less
than 128 LHC bunch-crossings (3.2/is) in order to limit the
length of readout buffers. No significant deadtime is allowed;
the system is therefore implemented in custom hardware,
using fully pipelined logic synchronised to the LHC bunch
clock.

The trigger algorithms are based upon the identification of
trigger objects (|i, e/y, jet, T) and on measurement of missing
and total transverse energy. Trigger objects are identified in
the muon and calorimeter systems separately, and a subset of
identified objects is selected from each according to
transverse energy and other criteria. The full information
describing the energy and position of the selected objects is
sent to the global trigger, which combines information from
the muon and calorimeter systems, and makes a Level-1
trigger decision based upon object energies and event
topology.

The Level-1 trigger system is shown in outline in Figure 1.
The calorimeter trigger consists of the following subsystems:

Figure 1: The CMS Level-1 trigger system

• The Trigger Primitive Generator (TPG) system, which
processes the digitised calorimeter signals to produce
coarser-grained trigger input data.

• The Regional Calorimeter Trigger (RCT) [2], which
implements e/y, jet and x identification algorithms and
calculates local transverse energy sums, in each of several
separate detector regions.

• The Global Calorimeter Trigger (GCT), which fulfils the
functions described below.

A first conceptual design for the GCT system has been
already been presented [3]. Since the initial design study, the
functional and technical requirements for the GCT and the
Level-1 trigger system as a whole have been extended and
refined, and new technologies have become available. We
present here an updated design in the light of these changes.

II. GCT FUNCTIONALITY

The GCT is the final component in the calorimeter trigger
chain. Its purpose is to implement the stages of the trigger
algorithms that require information from the entire CMS
calorimeter system. The GCT receives trigger object data
from the RCT, performs several stages of data processing, and
sends a reduced amount of data to the Global Trigger (GT).
The functions of the GCT are explained in more detail below.
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A. Trigger Object Sort
The principal function of the GCT is to reduce the number

of trigger object candidates that need be considered by the
GT. The is achieved by sorting the trigger objects identified
by the RCT according to rank, and forwarding to the GT only
a fixed number of objects. The rank of an object is in general
based upon its transverse energy.

The RCT and GCT jet-clustering subsystem together
identify objects of five different classes: e/y, isolated e/y,
central jet, forward jet and x. The GCT sort subsystem
receives up to 72 objects of each class, and passes four of
each class to the GT. Each trigger object is represented by a
data word containing information about its rank and the
location at which it was detected.

B. Jet Clustering
In the CMS Level-1 trigger, a jet candidate is effectively a

localised hadronic deposit above threshold. Identification of
such deposits is carried out by the RCT by summing the total
energy within each cell of a fixed-size grid of calorimeter
regions. However, improved trigger efficiency can be
obtained by performing clustering of the identified deposits.
The clustering algorithm currently under study consists of a
further sum-and-compare operation on each possible 3x3
'window' of calorimeter regions [4].

The jet-clustering subsystem of the GCT receives a
transverse energy sum for each calorimeter region, along with
pattern bits indicating whether the deposit in each region is
compatible with the decay of a t to a single hadron. It
performs the cluster algorithm over the whole calorimeter
space, classifies the resulting jet candidates as central jet,
forward jet or x, performs an initial sort, and forwards the
surviving objects to the final sort subsystem.

C. Jet Counting
In order to improve the trigger efficiency for rare multi-jet

events, a jet multiplicity trigger is implemented alongside the
main jet algorithms. The GCT determines the overall number
of jet and x objects fulfilling each of several sets of rank and
position criteria; the totals are sent to the GT.

D. Global Energy Summation
The GCT is required to calculate the total transverse

energy, and the magnitude and azimuthal direction of the
missing transverse energy vector, for each bunch-crossing.

The calculation is based upon the transverse energy sum
for each calorimeter region calculated by the RCT. The GCT
weights each energy sum according to the angular position of
the corresponding calorimeter region, and integrates them to
give the two orthogonal components of the total transverse
energy. Finally, the total and missing transverse energy are
calculated from the components, and sent to the GT.

E. Luminosity Monitoring
Accurate knowledge of the LHC luminosity at the CMS

interaction point is necessary in order to measure physics
cross-sections. In addition to offline absolute luminosity
measurements, it is also important to perform frequent and
continuous measurement of relative luminosity. Since the
GCT receives data from the whole calorimeter system for
every bunch-crossing, it is possible to provide online
luminosity monitoring on a bunch-by-bunch basis.

The choice of measurement technique is under study, but
is likely to be based on rates of high transverse energy jets
and/or global energy flows; this will make direct use of the jet
counts and summary data from the global energy calculation
subsystem. The calculated bunch luminosities are sent to the
CMS detector control system at regular intervals.

F. Trigger Data Capture
The GCT provides information to the CMS DAQ system

for every bunch-crossing that results in a Level-1 trigger. This
information is used for online performance monitoring and
fault detection, offline calculation of trigger efficiencies, and
to identify regions of interest in the early stages of the Higher
Level Trigger algorithms.

G. Control, Test and Monitoring
Automated control, test and monitoring of the GCT is an

important requirement. Since there will be no physical access
to the GCT system during LHC running, it must be possible to
perform system setup, reset, test and reconfiguration without
manual intervention. The GCT system is capable of
performing rigorous self-test on a chip, board and system
level whilst in situ, using test patterns and real or simulated
physics data. Test and diagnostic data may be inserted or
captured at many points in the system during normal running
or setup.

III. GCT IMPLEMENTATION

A, System Overview
The main design goals for the GCT implementation are:

• Modularity, to simplify design, test and maintenance.

• Flexibility and room for expansion.

• Comprehensive self-test and monitoring capability.

• Low latency (<400ns)

• Reasonable cost.

The hardware design makes use of two key off-the-shelf
technologies. Processing functions are performed using fast
0.18u,m FPGAs. This approach results in a large reduction in
system cost, since small production runs of a number of
ASICs would otherwise be required. The use of
programmable logic also allows excellent flexibility and
modularity, since identical hardware may be used for a variety
of processing functions. Secondly, all data transfer within and
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out of the system is performed using high-speed serial links.
The elimination of large numbers of parallel connections on
cables and backplanes enables a reduction in complexity and
an increase in system density.

The GCT system is located within the CMS underground
electronics cavern, and is not subject to high radiation levels.
The main GCT functions are implemented using only two
types of board: data processing is performed by 14 identical
Trigger Processor Modules (TPM); input data from the RCT
are received, synchronised and reformatted by 14 Input
Modules (IM). Each TPM and IM is implemented on a single
9U x 400mm board. System setup, control, test and
monitoring are performed by an embedded CPU located on
each module.

B. Input Module
Input data are transmitted from to the GCT as 80Mbit/s

parallel differential ECL signals, carried on 108 20m copper
cables. The total data flow into the GCT is around 250Gbit/s.
The use of parallel signalling has several advantages;
however, it requires a large amount of physical space for
connectors and cabling. A dedicated input system is therefore
used to synchronise and reformat the parallel data and
retransmit it on short-haul high-speed serial links. This
approach allows enough data to be received onto a board that
each GCT subsystem can be accommodated on a single TPM.
Input and algorithm processing functions are also effectively
decoupled, allowing the use of the 'generic' TPM with fixed
I/O capability for all algorithm functions.

Each IM receives data from eight input cables, terminated
with 68-way SCSI2 connectors. The input synchronisation
logic is shown in Figure 2. Programmable-length 320MHz
and 80MHz FIFOs are used to align the incoming data to the
GCT system clock and to the correct bunch-crossing. In order
to ensure a robust link between RCT and GCT, no
assumptions are made about the timing of the input data. The
IMs may be programmed to correctly accept data of arbitrary
phase on any input bit. Synchronisation setup is fully
automated, and is carried out using test patterns at startup.

80MH2
FIFO

Xilmx Viilex-E FPOA

Figure 2: GCT input synchronisation logic.

Data are sent from the IMs to TPMs on short (<lm)
2.3Gbit/s serial links. These are implemented using a National
Semiconductor Channel Link chipset [5], which serialises 28

bits of data at 80MHz. ITT/Cannon MDSM connectors are
used [6], along with Amphenol Skewclear cable [7J. The
mapping of data from ECL inputs to serial outputs is flexible.
The output bandwidth of each IM is greater than the input
bandwidth, to allow for the data duplication required by the
jet cluster algorithm.

All synchronisation and processing functions are carried
out within Xilinx Virtex-E FPGAs [8]. Each FPGA also
contains a control interface, deep internal memory buffers for
capture and playback of test data, and a derandomiser FIFO
which interfaces to the board DAQ bus for capture of trigger
data. The device under consideration here is the XCV300E.

All other circuitry (power, clock, control, etc) is common
with the TPM; this allows a large reduction in design effort
and testing time. Moreover, the IM and TPM boards are slot-
interchangeable, to allow maximum flexibility in the way the
system is laid out and to allow for future expansion.

C. Processor Module
The TPM provides a generic processing platform upon

which a variety of trigger algorithms may be implemented.
All TPMs share the same hardware design. A conceptual
block diagram of the TPM is shown in Figure 3; certain
details of the hardware implementation (e.g. number and
placement of connectors) are still under study. Since the GCT
is principally a data reduction system, the TPM is based upon
a two-level logic 'tree', with large data input capacity and
reduced data output capacity. Three 'Stage A' algorithm
blocks receive data from the IMs or from other TPMs, and
feed results to a single 'Stage B' algorithm block via wide
data busses. Each block is implemented using a single Xilinx
Virtex FPGA; the devices under consideration are the
XCV1600E for Stage A and the XCV1000E for Stage B.
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Figure 3: Trigger Processor Module block diagram.

In addition to the algorithm processing functions, each
FPGA contains memory buffers and an interface to the board
control and DAQ busses. This allows test data to be captured
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and inserted into the processing chain, and trigger data to be
captured and read out via the DAQ interface. The control and
DAQ busses are implemented as a single unidirectional
synchronous bus which travels point-to-point between the
FPGAs, and is time-multiplexed between the two functions.
Bus control is carried out by a separate control FPGA, which
also implements the readout controller, TTCRx interface and
a variety of other 'glue' functions.

All data transfer into, out of, and between TPMs is carried
out over identical serial links. This includes the output links to
the GT, though in this case the longer link distance may
dictate that the chipset operates at 40MHz. All links are point-
to-point cables; no system backplane is used for either data
communication or control. Each TPM has 18 input links and 6
output links, plus two links for connection to the DAQ
concentrator. No synchronisation is necessary at the TPM
inputs, since any link delays are compensated for by adjusting
the serialiser clock phase on the transmitting IM or TPM.

Clock and synchronisation signals are received by a
TTCRx ASIC [9] on every TPM and IM. A passive optical
fan-out within the GCT rack is used to distribute the incoming
clock signals. All modules run with the same clock phase; the
timing is adjusted during system setup using the fine-
deskewing facility of the TTCRx.

Control and monitoring of the TPM is carried out by an
embedded CPU. This is likely to be a commercial
daughterboard; the device under consideration is the 486Core
'credit-card PC from CompuLab [10]. This board contains a
486-compatible chipset, Ethernet interface and up to 32MB of
flash memory. The use of an embedded CPU has several
advantages over a backplane control bus such as VME. There
is a reduction in cost, at the expense of bandwidth, and the
local storage of FPGA program files is facilitated by the
availability of a large non-volatile memory. The control CPU
provides setup functions at system startup, and may be used to
monitor the operation of the TPM during normal running by
examining data captured at various points in the processing
chain. High-level control and configuration is provided by the
CMS trigger control software [1]. The CPU interfaces to the
fast trigger logic via the control FPGA.

D. Algorithm Implementation
In this section, details are given of how the GCT

algorithms map onto the resources provided by the TPMs. All
algorithm logic is run at 80MHz clock speed, and is fully
pipelined. Communication between FPGAs takes place at
80Mbit/s; this may be increased to 160Mbit/s after testing.

1) Trigger Object Sort

The e/y and isolated e/y sort algorithms involve the
identification of the four highest rank objects from 72, and
require one TPM each. Since the amount of logic required to
perform a fast sort grows rapidly with the number of input
items, the sort is split into three sequential stages. Groups of
four objects are first presorted; no data is lost at this stage, but
the presort reduces the complexity of logic in the following
stages. The three second stage blocks find the four highest-

rank objects from 24. The single third stage block finds the
four overall highest-rank objects from the remaining 12. Each
Stage A algorithm FPGA contains one second stage block,
plus presort, and the Stage B FPGA contains the third stage
block. If each object has six bits of rank data, as foreseen, the
total latency of the sort is 14 cycles (seven bunch-crossings)
[11].

The jet and T sort trees are implemented in a similar way,
but require only half a TPM (i.e. a single Stage A FPGA)
apiece, since there are half as many input data, and the data
are presorted by the jet cluster TPMs.

2) Jet Cluster

The cluster algorithm requires a large amount of logic, and
occupies up to nine TPMs. The challenge in implementing the
cluster algorithm is the requirement to share data between
TPMs, since, however the calorimeter space is split up and
allocated to modules, a large number of the 3x3 sum windows
will He across some boundary.

In order to simplify the system, there is no direct data
sharing between TPMs. Instead, data duplication is performed
by the IMs. If data from a calorimeter region are required by
more than one TPM, then the data are duplicated and sent to
both in parallel. This minimises the output bandwidth required
on a TPM, and corresponds well to the resources required by
other algorithms; however, increased IM output bandwidth is
needed. There are advantages to processing a 'strip' of
calorimeter regions in each TPM. This actually maximises the
amount of data duplication, but allows a reduction in the
complexity of the algorithm logic. However, there are several
other workable solutions [12].

Each jet cluster TPM sends output data to the central jet,
forward jet and T sort modules, and to the global energy sum
module.

3) Global Energy Sum

The calculation of total and missing transverse energy
requires two Stage-A FPGAs, and so can coexist on the same
TPM as the x sort. The energy sum logic receives the two
orthogonal components of transverse energy, integrated over
the area covered by each jet cluster module. The components
are summed, and used to calculate the final total and missing
transverse energy sums. The final stage of the calculation
requires the use of a large external lookup table. The number
of energy bits used at the various stages of the energy
summation is chosen such that rounding errors do not
contribute significantly to the precision of the final sums.

4) DAQ / Luminosity

A single TPM acts as DAQ concentrator and
derandomiser. It receives data from other TPMs and IMs upon
a Level-1 Accept; performs derandomisation; packages the
data into a standard format; and interfaces to an SLINK driver
for communication with the CMS DAQ system. The
luminosity monitor is parasitic on the DAQ logic; by
examining the DAQ data stream, it can access any part of the
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captured trigger data. This requires that some trigger data be
sent for every bunch-crossing, regardless of the presence of a
Level-1 Accept. This is acceptable, as there is no requirement
for the data to be sent synchronously, it can be multiplexed
with the normal DAQ data flow into the TPM. The luminosity
logic consists largely of counters to integrate the rate of high
Et, low-h jets and other selected physics objects.

IV. TESTS AND PROTOTYPES

A. Processing Tests
The GCT design depends upon the ability to carry out a

variety of algorithmic functions in fully pipelined logic using
FPGAs. In order to demonstrate the feasibility of this
approach, a programme of prototyping has been carried out,
which will culminate in the construction of a complete
prototype TPM vertical slice in 2001.

In order to gain experience with the Xilinx Virtex family,
a first FPGA test platform was constructed in 1999, and used
to test the sort algorithm. An XCV3OO-5 FPGA was fed with
pseudorandom data from hardwired LFSRs. Due to the
limited logic capacity of the XCV300, only the second-stage
sort was implemented, finding the four highest-rank objects
from 24. The algorithm performed correctly up to a clock
speed of 85MHz, compared to a design speed of 80MHz, thus
demonstrating the feasibility of the sort implementation with
the technology current at that time. This result was in full
agreement with a software simulation.

A second technology evaluation platform, based around
XCV1000E and XCV1600E FPGAs, along with external
SRAM, is now under construction. This will allow full in
silico testing of all final GCT algorithms prior to the
construction of a prototype TPM. The board will also be used
to test the TTC and embedded CPU devices.

B. Data Link Tests
The correct operation of the calorimeter trigger depends

upon the ability to correctly synchronise systems separated by
some distance, and to move large amounts of data between
them with very low error rates. The GCT uses two link
technologies: parallel 80Mbit/s ECL and high-speed serial
LVDS. A series of tests on these technologies have been
carried out in order to prove the feasibility of the concept, to
measure the achievable bit-error rates under various
conditions, and to optimise the choice of chipsets, cables and
connectors, and synchronisation scheme.

A link test board was built in 1999 to enable a first set of
tests of bit-error rates. The board contains a Xilinx
XC4020XLA FPGA which acts as data source and sink, a
control interface to a PC, and full-speed ECL and Channel
Link input and output interfaces. Acceptable combinations of
cables and connectors were identified in both cases [1]. Bit-
error rates under lab conditions, and using pseudo-random
data, were found to be less than 10'12 for the ECL interface
and 10"14 for the Channel Link, both well within acceptable

limits for correct operation of the trigger system. Eye
diagrams observed during the tests are shown in Figure 4.

A second link test board is being designed, which will
implement the full functionality of an IM for a single channel.
This will allow testing of the automatic synchronisation
technique, and together with the new FPGA test board will
constitute a full vertical slice of the GCT system.

Figure 4: Eye diagrams obtained during GCT link technology tests.
Left: 80Mbit/s ECL. Right: 560Mbit/s LVDS.

V. CONCLUSION

The CMS GCT design has been updated in the light of
new requirements and improvements in available technology.
The feasibility of the new approach has been demonstrated in
hardware, and the project is now ready to move to the
prototyping phase. The use of off-the-shelf technologies and
high-speed programmable logic has resulted in an
improvement in system flexibility and robustness, whilst
allowing a reduction in design time and cost.
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Abstract

This paper describes the performance of a high voltage
power supply incorporating a ceramic transformer. Since
the transformer doesn't include any magnetic material the
power supply can be operated under a strong magnetic
field. In the article, the efficiency of the power supply is
studied against various parameters. It was found that the
efficiency reaches more than 50 percent when zero-voltage
switching was realized. From a 3V supply voltage, the
power supply can produce 3000V at a 21 megohm load.
A 5V supply voltage is enough to supply 4000V at the
same load. The high voltage power supply is tested in a
magnetic field of 1.5 tesla. The performance of the power
supply seems almost intact in the magnetic field.

I. INTRODUCTION

This paper describes the performance of a power
supply incorporating a ceramic transformer which uses the
piezoelectric effect to generate high voltage. By using the
ceramic transformer and an air-core coil, the power supply
can produce high voltage under a strong magnetic field.
The high voltage power supply described in the article is
intended to produce high voltage efficiently under a strong
magnetic field [1].

The output high voltage is stabilized by feedback. A
feedback loop includes divider resistors, an error amplifier,
a voltage controlled oscillator (VCO) and a driver circuit.
An output high voltage is produced by a Cockcroft-Walton
(CW) circuit. The driver circuit generates a sinusoidal
carrier the frequency of which is generated by the VCO.
The driver circuit drives the transformer, applying the
sinusoidal carrier. The amplitude ratio of the transformer
has dependence on the frequency, which is utilized by the
feedback.

The transformer shows a sharp resonance in the vicinity
of 120kHz. From a viewpoint of efficiency, it is favorable
to drive the transformer at efficient frequencies ranging
from 120kHz to 124kHz. The driver circuit includes MOS
FETs and the air-core coils. The inductance of the coil
and the input capacitance of the transformer composes
a oscillation circuit, by which the sinusoidal carrier is

produced. The inductance is adjusted so that the frequency
of the oscillation can be in the efficient range. So the FETs
are switched while the voltage applied to the FETs is zero.
The zero-voltage switching(ZVS) of the FET was realized,
which contributed to improving the efficiency.

II. CIRCUIT DESCRIPTION

The circuit of the high voltage supply is shown in
Fig. 1. The high voltage supply is composed of the
ceramic transformer, a cockcroft walton circuit, divider
resistors, an error amplifier, a VCO and a driver circuit.

The output of the error amplifier is supplied to the
VCO. Then the VCO produces a carrier wave which is
frequency-modulated by the output of the error amplifier.
The modulation satisfies the condition that the frequency
of the carrier wave stays higher than the resonance
frequency of the ceramic transformer.

The carrier wave drives the ceramic transformer
through the driver circuit. Since voltage amplitude at
the output of the ceramic transformer depends on the
frequency of the carrier wave, the ceramic transformer
converts frequency modulation at the input to amplitude
modulation at the output.

The carrier wave modulated in amplitude is
demodulated by rectification, and the output of the ceramic
transformer is demodulated by the CW circuit. So the
output from the CW circuit is the delayed and distorted
output of the error amplifier. The output high voltage,
which is the output of the CW circuit, is divided by the
divider resistors and then fed back to the error amplifier.

The resonance shown by the ceramic transformer is
sharp, and then voltage amplification of the transformer,
increasing rapidly in the vicinity of the resonance
frequency, depends largely on the frequency of the carrier
wave. The output high voltage is stabilized by feedback,
where the frequency dependence is utilized. The output
high voltage is fed back to the error amplifier to be
compared with a reference voltage. The voltage difference
between the input of the error amplifier is amplified and
fed to the VCO, which then adjusts the frequency of the
carrier wave so as to reduce the voltage difference.
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Fig. 1 Schematic circuit of the high voltage power supply, where an error amplifier is implemented by INA122 and OPA234 and a
voltage controlled oscillator by /iPD5555 and TC4027.

which eliminates the power consumed by a damped T4 ^
capacitance mainly due to the ceramic transformer. The =-
driver circuit includes two identical resonant circuits as
shown in Fig. 1, each of which is composed of a MOS
FET and a inductor(implemented by an air-core coil). The
FETs are simultaneously switched on and off alternately
by the output of the VCO. The inductance in the resonant
circuit resonates with the damped capacitance of the
ceramic transformer while the FET is turned off, and the
inductor stores the current while the FET is turned on.
One resonant circuit makes a half sinusoidal wave whose
amplitude is about 3 times of the voltage supplied to the
resonant circuit. The other resonant circuit makes the
other half sinusoidal wave alternatively. Thus the resonant
circuit generates a quasi-sinusoidal carrier wave at the Fig. 2 A picture of the high voltage power supply described in the
input terminals of the ceramic transformer. The FETs are article.
switched over while the voltage applied between the input Induamce Dependence on Efficiency
terminals stays almost zero volt.

In order to improve the efficiency, it is important to
realize the ZVS at the driver circuit. So the range of the
frequency where the ZVS is realized is studied in the
relation with the inductance of the two air-core coils in the
driver circuit. The ZVS is realized at lower frequencies
than the frequency of the resonance at the driver circuit.
The frequency of the resonance at the driver circuit largely
depends on the inductance. The performance of the power
supply is measured at inductances of 40/xH, 50^H, 65/xH,
80/xH and 100/iH. Efficiency is analyzed form a viewpoint
of the ZVS and its dependence on the frequency of the

III. PERFORMANCE OF HIGH VOLTAGE
POWER SUPPLY WITH CERAMIC

TRANSFORMER

The high voltage supply is implemented on a printed
board as shown in Fig 2.
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vco.
In Fig. 3 and 4, the output high voltage versus the VCO

frequency, the efficiency versus the VCO frequency, and
the efficiency versus the output high voltage are plotted
for each inductance, where the efficiency is a ratio of the
power consumption by a 21 megohm load to the power
supplied to the driver circuit. The efficiency increases as
the frequency come close to the resonance frequency of
about 120kHz and reaches the almost constant value of
more than 50 %.

Fig. 5 and 6 show the output voltage of each single
FET. Fig. 7 and 8 show the quasi-sinusoidal wave
which are the voltage difference between the output of
two FETs. The quasi-sinusoidal wave is applied to the
transformer. Where the efficiency is more than 50 %, the
quasi-sinusoidal wave is nearly a ideal sinusoidal wave
and ZVS is realized as shown in Fig. 6 and 8.

When the frequency is not in the efficient range, the
efficiency is low and the ZVS isn't realized as shown in
Fig. 5 and 7. The voltage range of efficient high voltage
generation is dependent of the inductance. As for the
efficiency versus output high voltage, it can be seen that
the plateau of efficiency is wider for a smaller inductance,
and that a larger inductance reaches a higher plateau
in efficiency. So it seems important not to select such
the inductance that locates the frequency of resonance
at the driver circuit close to the resonance frequency of
the transformer. Placing the frequency of resonance at
the driver circuit in the efficient range of the frequency
contributes to improving the efficiency of the power
supply.
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Fig. 4 Dependence of the efficiency on the output high voltage is
shown for each inductance.

Fig. 5 900V, 130.1kHz Fig. 6 2550V, 121.2kHz

Fig. 7 900V, 130.1kHz Fig. 8 2550V, 121.2kHz

with various on-resistance were selected and tested.
Specifications of the selected MOS-FETs are summarized
in the Table 1. In Fig. 9 (a), the efficiency versus output
high voltage are shown for selected MOS-FETs. In
Fig. 9 (b), maximum output high voltage versus the supply
voltage to the driver circuit are plotted.

2SK1151
2SK2796L
2SK2933
2SK2939

Drain-Source
on-Resi.(ohm)

3.5
0.12

0.040
0.020

input
C.(pF)

160
180
500
1100

Turn-on
Delay-time(ns)

5
9
10
15

Fig. 3 Dependence of the output high voltage and of the efficiency
on the VCO frequency are shown for each inductance : the supply
voltage to the driver circuit is 3V and 2SK2796L is employed.

B. Dependence ofMOS-FETon Efficiency

The MOS-FET used in the driver circuit is also
important for efficiency. Low power MOS-FETs

Table 1
Typical specifications of the MOS-FETs

MOS-FET 2SK1151 with an on-resistance of 3.5
ohm is worse in both the maximum output high voltage
and the efficiency than others with lower on-resistance.
The on-resistance of the MOS-FET should be low for
efficiency. Yet the capacitance in the MOS-FET with
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lower on-resistance tends to be larger. A large input
capacitance of the MOS-FET may causes considerable
power consumption. The large capacitance leads to long
delays which are unsuitable for the ZVS. Therefore, we
selected 2SK2796L to be used in the power supply.

1
0.9
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0.7
0.6
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0.3
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0

UJ

'• „ J2SK2796L
1 S5..J2SK.U5J

L *,2SK29.3$

i ; I "* » i

500 1000 1500 2000 2500
Output HV

3000
(V)

3000

;>2500
*2250
g.2000
§1750

1500
1250
1 0 0S

(b)

,.i 2SJK2Z96L.
i 2SK1151!
i 2SK2933T

-•if 2SK2939]

2.5 3 3.5 4 4.5 5
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5.5
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Fig. 9 (a): Efficiency vs. output high voltage plot for each FET.;
(b): Plot of maximum output high voltage for each FET.

C. Supply Voltage Effect on Efficiency and on
maximum Output Voltage

The supply voltage to the driver circuit is raised to
the output high voltage. The high voltage power supply
generates the high voltage power supply efficiently from
a low supply voltage. Efficiency is investigated from
a viewpoint of the dependence on the supply voltage.
Fig. 10 and 11 provide the plots of the efficiency versus
the output high voltage for each supply voltage, where
2SK2796L is employed in the driver circuit. As seen
from Fig. 10, a 2V supply voltage can produce the output
high voltage close to 2800V with high efficiency. From
Fig. 9(b), a 1.6V supply voltage can generate the output
high voltage close to 2400V.

The amplitude of the sinusoidal carrier is about three
times the supply voltage to the driver circuit. The output
voltage of the transformer is furthermore multiplied by
about six times in the CW circuit. When the supply
voltage to the driver circuit is 2V, the maximum output
high voltage reaches 2700V at a load of 21 megohm. It
can be seen that the amplitude ratio of the transformer
reaches more than eighty around the resonance. This
means a 5V supply voltage to the driver circuit is large
enough to produce a 4000V output high voltage.

D. Dependence of Capacitance in CW Circuit

Capacitors with several values were tested in CW
circuit, and its effect on efficiency was studied. Capacitors
of 220/uF, IOOJJF, 33fiF and 12/AF were employed for test.
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Fig. 10 Output high voltage and efficiency are plotted for each
supply voltage against VCO frequency.
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Fig. 11 Efficiency vs. output high voltage plot for each supply
voltage.

We checked the noise level and the efficiency for each
capacitor, plotting the efficiency versus the output high
voltage as shown in Fig. 12. It can be seen that efficiency
does not depend on the capacitance. A capacitor of smaller
capacitance will works in the CW circuit.

E. Static and Dynamic Stability

Static and dynamic responses of the power supply
were measured. Fig. 13 shows the setup of the response
measurement. A mercuric switch was employed to
implement instant change of load in magnitude such as
changing from 21 megohm to zero megohm and from zero
megohm to 21 megohm. The change of the load causes a
transient response at the output high voltage.

Stability of the power supply were estimated by
measuring transient responses at the output high voltage.
The transient responses at the output high voltage are
shown in Fig. 14. The power supply described in the
article shows quick feedback. The static response at the
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Fig. 12 Efficiency vs. output high voltage plot

output high voltage is the voltage shift. The voltage shifts
were measured by using high voltage probe. The voltage
shift for the load change is within lOOmV when the output
high voltage is 2000V. The noise level triggering by the
auto-trigger mode of a digital scope is shown on Fig. 15.
When the output high voltage is 2000V, it can be seen
that the noise is about 20 mV at the peak. The sinusoidal
component of the trace in Fig. 15 is same in frequency
with the carrier wave.

Feedback
lOOnF

HV power supply

0.033UF

Relay

I
21M

100M

1H
Scope

1M

Fig. 13 Setup of the response measurement

Fig. 14 Transient response
on changing the load from
zero to 21 megohm.

Fig. 15 Trace of noises by a
auto-trigger mode

F. Test in a Magnetic Field of 1.5 Tesla
Efficiency in a magnetic field of 1.5 tesla was tested at

the facilities in KEK. Fig. 16 shows the plots of efficiency
with and without the magnetic field. There might be subtle
difference between the plots, which remains to be studied.
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Fig. 16 Effect of magnetic field on dependence of efficiency
against output high voltage
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Abstract

A multichannel system of power supplies providing a
bias voltage in the range of 0 - 410 V for silicon micro-strip
detectors is presented. All channels are fully isolated al-
lowing for flexible detector segmentation. A wide range of
functions including e.g. a programmable current trip limits
as well as a ramp-up and ramp-down control independent
for each channel are also described.

I. INTRODUCTION

Silicon micro-strip detectors operating in the LHC high
radiation environment require the bias voltage which could
be adjusted in a wide range. For the ATLAS SCT in partic-
ular [1] the required variation is from 0 to 410 (500) ' V.

The ATLAS silicon micro-strip detector [3] is fairly
modular and it has been decided that the modularity of the
SCT voltage power supply system follows the modularity of
the detector. Consequently, each of 4088 detector modules
is equipped with its HV (as well as LV) power supply mod-
ule. In addition it has also been decided that power supply
modules are fully isolated to allow for the maximum flex-
ibility at the final selection of the shielding and grounding
scheme of the experiment.

II. GENERAL CHARACTERISTICS OF THE
ATLAS SCT HV SYSTEM

The system [2] consists of cards each of which contains
several single isolated modules (channels). The system is
build in two similar versions. The full VME version for
laboratory applications in small centers testing modules of
silicon strip detectors. In this version a standard 6U card
consists of four independent power supplies. The version
for the final detector system of the ATLAS experiment uses
standards of VME mechanics but a custom back plane and
crate control. In this version eight HV channels are packed
on each card.

The system provides digitally controlled stable bias volt-
age in 0 - 410 (500) V range and a precise measurement of

the output current. A maximum load of each channel is 5
mA. A current trip limit can be set independently for every
channel in the range from hundreds of nA to the maximum
of 5 mA. Another parameter which can be selected individ-
ually for each channel is the ramping speed with which the
nominal voltage change is executed. Ramping speed is dig-
itally controlled can be selected from a very wide range.

Single channel functions are controlled by pro-
grammable microprocessor which communicates with a
programmable card controller via fast serial link.

Communication with the crate controller for the VME
version uses standard addressing mode. In the final produc-
tion version this communication is realized with a fast cus-
tom parallel link. Reaction times of processors to various
conditions like requirement of a new setting, over-current
and over-voltage trips etc. are well below 1 ms.

III. CARD DESCRIPTION

One 6U card of the multichannel system of HV power
supplies contains four identical channels (or eight for the fi-
nal design). Another elements located on the card, which
serve all channels, are: the card controller, the interface to
the crate bus and circuits responsible for the distribution of
power supplied by the power pack of the crate.

A. Card Controller
The ATMEL flash microprocessor AT89C52 is used as

the card controller. It receives commands from the crate
controller and communicates with microprocessors of all
channels located on the card. Communication with channels
is realized via internal serial interfaces operating in the full
duplex mode, asynchronously at 2 Mbaud rate. Transmis-
sion of bytes between card controller or channel controllers
is buffered and serviced with the help of interrupts.

B. Card Addressing
For the full VME version the standard addressing mode

is used. The card address corresponds to the eight VME
address lines (A 16 - A23) and can be set via the dip switch

'The upper limit requirement is still under debate
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Figure 1. Block diagram of the HV channel

located on each card. In the final version, with the custom
backplane and bus, the card address is determined by the
card position in the crate. The main advantage of such solu-
tion is that all HV cards are identical.

IV. SINGLE CHANNEL DESCRIPTION

The single channel block diagram is shown in Fig. 1.
It can be seen that the channel's full isolation is realized by
optocouplers in the communication line and by transformer
in the supply line.

A. Switch

The micro relay Meisei P12 - controlled by the card pro-
cessor as well as by the interlock circuit - is used to turn
power on or off for the channel's transformer.

B. Trafo
The high frequency transformer (48 kHz, square wave)

has one primary winding for [/Om of 58 V and three sec-
ondary windings of Ulm = 280 V, U2m - 12 V and
U3m = 12 V. The ferrite core EF16ismadeofH21 material
by Fonox. f/2rn and f/3m are auxiliary voltages supplying
channel's circuitry.

C. Rectifier, multiplier and filter

A typical voltage multiplier (x2) is based on two high
speed diodes UF4007 and two capacitors. The high voltage
RC filter is applied for a ripple reduction.

D. Regulator

The high voltage MOSFET power transistor BUZ78 of
UDSMAX equal 800 V (catalogue value) is used as series
regulator.

E. Over-current protection

An absolute (hardware) over-current protection is set to
5.2 mA. If the current exceeds this value the voltage is auto-
matically reduced to keep the current below the limit. This
protection is independent on the programmable current trip
limit which is described below.

F. Voltage setting

Micro-controller can set the output voltage of the chan-
nel to the required value by setting the 10 bit serial DAC.
This setting is always controlled via the ramp-up or ramp-
down procedure. Ramp-up and ramp-down rates are to be
chosen from several preset values. It may happen that the
ramp-down rate will be determined by the time constant of
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the circuit rather than by the controller. Preset values are 10
V/s, 20 V/s, 50 V/s and 100 V/s.

G. Optocouplers
Serial, asynchronous and duplex communication line

between card and channel micro-controllers is "broken" by
two optocouplers 6N137 operating at 2 Mbaud.

H. Voltage and current readout
The channel micro-controller continuously reads the

output voltage and current using 12 bit multichannel ADC.
The output voltage is measured with high precision voltage
divider. Output current of the channel may vary from tens of
nA to 5 mA. Every channel is equipped with the multi-range
current readout system. A particular range is selected by the
channel micro-controller to keep the readout accuracy high.
These ranges are partially overlapping. One measurement
cycle of voltage and current takes about 20 ms. The accu-
racy of the voltage measurements can be estimated from the
following algorithm: ±(0.1% of the reading + 2 digits) and
similar for the current accuracy: ±(1% of reading + 2 dig-
its), where the significance of a digit is shown in column
"resolution" in Table 1 for all ranges.

Table 1. Range and resolution of voltage and current
measurements

Voltage

Current

RANGE
512 V

41.97 uA
209.2 uA
1.029 mA
5.945 mA

RESOLUTION
1 dgt=125 mV
1 dgt= 10.24 nA
ldgt=51.07nA
ldgt=251.4nA
ldgt=1.451uA

/. Error amplifier
This block is based on the operational amplifier OP07

with a low input offset voltage. The voltage regulation loop
can be open or closed by the micro-controller. When the
loop is open then the series regulator is cut off.

III. FUNCTIONS AND COMMUNICATION

A. Functions of the channel controller
Principal functions of the channel controller are:

• serial interface interrupt service which takes care of
the transmission/reception of the channel output and
input buffers,

• "new settings" command recognition and execution,

• "send status and measurements" command recogni-
tion and execution,

• permanent output voltage measurement and check for
the over-voltage,

• permanent current measurement and check for the
over-current condition.

After recognition of the "new settings" command the
channel controller receives 13 bytes: 2 control bytes, 2 bytes
of the nominal voltage (binary form of the setting for DAC),
8 bytes of current trip limits (two per each of four probe
resistors) and one byte specifying a ramping rate.

The channel controller program drives measurements
of the output voltage and current with an endless loop in-
terrupted eventually by the serial port. After completion
of the input a new command is recognized and executed.
The channel controller transmits status and current measure-
ments only on request from the card controller. The output
string consists of one control byte, the byte of status, two
bytes of the voltage measurement and two byte of the cur-
rent measurement.

B. Functions of the card controller
The card controller, for final design, communicates with

the crate controller via the parallel port serviced by a cus-
tom protocol (for the VME version standard read/write com-
mands are used). Main functions of the card controller are:

• services for interrupts from the serial link, parallel
link and timer,

• execution of ON and OFF commands received from
the create controller and addressed to a given chan-
nel,

• distribution of new settings received from the crate
controller and addressed for a given channel,

• regular query of active channels for their status and
measurements,

• transmission of the status and measurements of a
given channel, on request from the crate controller,

• specific reactions to over-voltage and over-current
trips reported by channel controllers (in status).

The card controller updates regularly status and mea-
surements buffers querying sequentially each of active chan-
nels i.e. channels for which the ON command has been re-
ceived and executed. Each buffer is ten bytes long and con-
tains control byte, status, two bytes of voltage and two bytes
of current measurements as well as four bytes for control
and debug purposes. Bits of the status byte have the follow-
ing meanings:

• bit 7 - channel tripped for the over-voltage

• bit 6 - channel tripped for the over-current

• bit 5 - channel is switched off for over-voltage

• bit 4 - unstable voltage (e.g. during ramping)

• bit 3 - reserve

• bit 2 - reserve
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• bit 1 - MSB of the 2-bit number of the current probe
resistor

• bit 0 - LSB of the 2-bit number of the current probe
resistor

In the case of the over-current trip an immediate action is
taken by the channel itself. The action of the card controller
is limited to the status transmission.

In the case of the over-voltage trip the card controller
checks whether the output voltage of the channel has
dropped to zero as requested by the channel's controller. If
not then the channel is switched off and the status bit 5 is
set.
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Abstract We present an update on the development of a
3kW DC-DC converter for the ATLAS Liquid Argon
Calorimeters. The power supply will be located close to the
Calorimeter front end crate in a region where magnetic field
and nuclear radiation are present. In order to keep the cost low
a solution based on components of the shelf is sought. Recent
test results on single event effects on commercial converters is
presented.

Table l:Radiation and Magnetic Field in the power supply region.
Doses are for 10 years of operation at full luminosity. Safety factors

as suggested in ref 1 are included. Values are from ref 2,3-

Quantity

Total Ionizing Dose
Neutrons lMeV equiv.
Hadrons > 10 MeV
Magnetic Field

Total in 10 years
5kRad

3.0xl0'2 n/cm2

1x10" h/cm2

20 Gauss

I. INTRODUCTION

Each liquid argon calorimeter front end crate will require
seven different voltage lines and a total of 3 kW of power. At
earlier stages of the design it was considered unacceptable to
bring the power to the crates , located in the gap between the
barrel and endcaps, from large distances. The power
dissipated in the cables by ohmic losses would require the use
of water cooled cables. In addition the use of large cable
bundles would make the movement of the endcaps a very
difficult task. Therefore the only acceptable solution
considered was the use of DC-DC converters near to the front
end crates. By bringing DC lines between 200 to 400V all
desired voltages can be generated locally and would require
the routing of small gauge cables to the interior of the
detector.'

In this particular application the DC-DC converter will be
installed in regions where magnetic field and nuclear radiation
are present. Converters in this type of environment are only
manufactured by the space industry at unreasonable cost.
Therefore it was felt that we should investigate the use of
components of the shelf (COTS) that could operate adequately
in our environment.

I. FIGURES AND TABLES

The environment where the power supplies will be located is
summarized in table 1. The magnetic field value assumes a 20
mm iron shielding around the power supply and is a result of
a simmulation performed by et. at. The radiation field is
equaly a result of simulations and includes the safety factors
recomended by the ATLAS experiment.

' Copies of the transparencies of the presentation given during
the workshop can be found at the following web address:
http://www.usatlas.bnl.gov/~takai/leb2000.

The presence of magnetic field causes is the first concern as
far as operating DC-DC converters. High values of magnetic
field will saturate the transformer cores. The radiation on the
other hand causes damages in the internal semiconductor
devices used in the feedback loops and switching transistors.

Figure 1 :Particle Flux in the location of the power supplies2
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Hadrons with E>10 MeV are responsible for single event
effects in semiconductors. In DC-DC converters the main
problem concerns the operation of power MOSFETs that
could undergo a single event burn-out or gate rupture. Other
semiconductors in the device can also suffer from upsets or
latch-ups.
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I. INDUSTRIAL PARTNERSHIP

The design of the power supply is made together with an
industiral partner, an integrator, which specializes in the
operation of DC-DC converters in environments similar to
ours. To keep the cost within reasonable range we have
chosen to use components of the shelf instead of more
specialized radiation qualified parts. There are two
implications with this choice. First it implies that we are
forced to involve other industrial outfits, suppliers, other than
the integrator itself. The second implication is that an
extensive testing program has to be launched.

The first task undertaken between us and the integrator was to
agree on the design of the power supply to be built. This has
been summarized in a short specificiation document written by
us. The second task is to establish a clear path for the
qualification of commercial parts which is also done together
with the integrator.

At this stage, one needs to involve the suppliers at the level of
understanding which is much deeper than what is available
through standard documentation. For example, it is interesting
to learn what their parts qualification procedure is. This
usually requires the signing of a non-disclosure agreement
which is not only time consuming but could be confusing at
times because the depth of the non-disclosure is not always
clear. However the acquired information may have
consequences in the estimating the most appropriate safety
factors for the overall radiation doses.

The integrator chosen is Modular Devices4, a company that
has experience in providing power supplies for
communication satelites. We have also chosen three different
sources for the most critial component: the DC-DC converter
bricks. However due to manpower limitations we are
concentrating our efforts in understanding the performace of
the Vicor5 bricks. The other choices are seen as backup
solutions with the implicit understanding that if the first
choice fails delays in the program will occur.

I. SINGLE EVENT EFFECTS

The behaviour of the Vicor power bricks as far as magnetic
field, integrated dose, and 1 MeV equivalent neutron damage
has been reported during the last Workshop.

We have carried out initial single event effect tests. The single
event effects which are relevant to power supplies are two
types: destructive and transient. The destructive upsets may
happen for all types of DC-DC converters which uses Vin
larger than 100V. The transient type of upsets could happen to
DC-DC converters that uses integrated circuits in the controls
of the switching circuit. To carry out the tests we felt
important to also add all the representative ancillary circuits
that will be used for the controls of the power supply.

Therefore a special board was manufactured by Modular
Devices for the test.

The irradiation was carried out at the Harvard Cyclotron
Facility. The cyclotron delivers 150 MeV protons at rates of
1x10* protons/cmVs. We use protons instead of neutrons which
as far as SEU probabilities are concerned they are equivalent6.
The rate is chosen so that we can irradiate samples with the
same number of particles expected in 10 years of operation.
The supplies were mounted on stages and a laser alignment
system to locate the center of the beam spot which is 30 mm
in diameter was used. The exact positioning of the power
supply was checked by placing a polaroid film behind the
supply.

The DC-DC converters irradiated were loaded to 5% of their
full capacity with the rational that SEGR/SEB is most likely to
happen while the supply is not conducting. We have exposed a
combination of Mini and Maxi converters.

I. SUMMARY OF RESULTS

The following conclusions were drawn as a result of the
irradiation tests.

a. The failure cross section at Vio=300V is 0.5x10"'° cm2. This
results are based on three destructed power supplies by
irradiating their power MOSFETs. The destruction mode,
SEGR, was reported by Vicor which have send us their
Failure Analysis Report. This is one aspect where involving
the suppliers is very important.

b. At Vb=200V no failure was observed. We determine that
the failure cross section is < lxlO'12 cm2. This is a expected
behaviour for power MOSFETs. By derating the input voltage
the probability of burnout/gate rupture is greatly decreased6.

c. None of the logic in the power supply seems to suffer from
single event effects to the level of lxlO~'2cm2.

d. None of the logic on the test board seems to suffer from
single event effects to the same level.

I. CONCLUSIONS

At this point of the development we conclude that the power
supply meets the requirements as far as magnetic field, total
integrated dose, and 1 MeV equivalent neutron damage. As far
as single event effects are concerned we conclude that at 5%
of total load the failure cross section is smaller than
lxl012cm2. The exact failure cross sections as function of the
V^ are not known at this point. Because the total number of
converters is nearly 1000, a cross section of lxlO"12 would
imply in a loss of approximately 100 converters in a 10 years
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operation. Even with a N+l redundancy it is very likely that
we would loose few power supplies because of the single
event effects. Note that this failure rate needs to be
compounded with other more traditional failure modes.

As far as the operating point is concerned, it is clear that we
need to operate the power supply at reduced voltage. We are
in the process of designing a more complete test with de-rated
input voltage, VUl=200V. The results of the tests will permit us
to decide if we continue with the present supplier, Vicor, or
we would need to exercise a second option that we have: use
radiation hardned converters. Of course the cost increment
will be substantial.

The involvement of commercial partners in the power supply
has been very fruitful. Both the integration house and the
supplier of DC-DC converters has provided us with
information that allow us the understanding of how different
parts are being assembled. One of the most important aspects

when dealing with COTS is to acquire enough information as
far as how suppliers do component selection. This allows for
lower risks as far as radiation is concerned.
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Abstract
This paper addresses practical considerations for the

engineering of the grounding and shielding system of the
ATLAS TRT - Transition Radiation Tracker. It summarises
ideas and decisions taken up to now and points out items not
fixed yet.

I. INTRODUCTION

A ground system should ensure personnel and equipment
safety and help the electrical-noise reduction. Defining the
potential of each conductive material to be at certain value
achieves safety. A proper signal referencing together with
shielding of both sensitive and noisy parts provide noise
reduction. Improper solutions for grounding can introduce
additional noise to the system.

A way to define the potential of the conductive structures
and signal-reference system can be chosen within two
philosophies. Either massively connecting everything together
which translates into lowest impedance between any two
points; simultaneously allowing loops and shield currents to
flow everywhere or trying to control the currents which flow
in the system; what allows to break these loops and to ban
shield currents from intruding the system.

Baseline of the TRT design is to follow "The ATLAS
Policy on Grounding and Power Distribution" [1] which
gives the following guidelines:

• {.../electrical isolation o/all systems, /.../
e {.../floating low-voltage power supplies, /.../
• /.../floating nigh-voltage power supplies, /.../
• /.../ data transmission, clock and trigger distribution

throug/i optical links or shielded twisted-paid cables,
f-J

• /.. ./detector located inside afaraday cage. [.../
Strict application of these rules negates the first philosophy at

an intersystem level, but still allows it inside the sub-detector.
Implementing provisions for both philosophies allows to
postpone the choice until more experience has been acquired
with real system. However only the final system will show all
systematic effects which could not have been predicted at
design level and small prototype.

The following text will show how to realise both
approaches.

II. ANALYSIS OF THE STRUCTURE OF THE TRT

A. Front-end Electronics
The front-end of the TRT detector - Figure 1 - consists of

a detecting element - the straw, an amplifier, shaper, and
baseline restorer - the ASDBLR ASIC chip - and a digital
CMOS readout chip -the DTMROC. Each DTMROC is able
to serve two ASDBLRs and thus 16 straws. The
configuration of the electronics on the PCB boards carrying
the chips depends on the sub-detector and differs for end-cap
and barrel.

straws ASDBLR

DTMROC

Data

•signal return

"Fitter

Figure 1: Schematic diagram of the TRT front end
electronics

B. TKTEndCap
The end-caps are subdivided into units called wheels.

There are three types of wheels (A,B and C) each containing
different number of active elements. The smallest subdivision
of the wheel from LV-power distribution point of view is
1/32 part of 16-plane wheel (in azimuthal direction. The
smallest granularity in z-direction (along beam) is a sub-
wheel of 8 planes. Figure 2 shows the physical structure of a
8-plane wheel. Three carbon fibre rings together with the
printed circuit boards (the active and the passive 'webs') and
the straws form a self carrying structure, which is mounted
inside the external support so called 'squirrel cage'. The trays
carrying cables and services are mounted outside the squirrel
cage.
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The active web extends over 1/32 of a wheel and
provides HV and signal connections to the straws.

The 'inner seal' is made out of the copper-plated kapton -
which also serves as a part of the signal paths. The rings 1 and
2 are at the sides connected by copper-plated kapton strips.

Figure 3: Axial view (rz-plane) of an eight-plane wheel

C. TRTBarrel
The front-end electronics of the barrel TRT is the same as

that of the end cap, however, the granularity is different
defined by DTMROC granularity (16 channels; straws).

Figure 3 shows the physical structure of a barrel module: a
carbon-fibre shell surrounds each module and guarantees the
mechanical stability; the straws are plugged into the 'HV
plate' which is connected to a fuse box and than HV cables;
the signal wires connect over the tension plate to the
electronics; the cooling plate is situated on top of the tension
plate; and finally the roof board collects all data into cables.

m. INTERFACES TO THE ENVIRONMENT

Figure 4 shows the environment of the TRT with the LAr
calorimeter outside the TRT, the SCT and PIXEL detectors
and the beam pipe inside the TRT, where the services
penetrate the whole system.

The services of the TRT barrel run from its electronics at
its front face over a patch panel at PPBl along the inner wall
of the calorimeter to the active patch panel at PPB/F2 (close
to the front-end electronics of the LAr). The services from the
TRT end cap run from its electronics at its circumference
along the calorimeter wall over patch panel at PPF1 to the
patch panel at PPB/F2. The SCT and PIXEL services
penetrate the TRT between the barrel and the end cap and
between the section B and C.

The possible EMC problems concentrate in five zones:

• between the TRT end cap and the SCT- forward - the
straws can be influenced by the electronics and services of the
SCT;

shell

fuse box

roof board

DTMROC board

ASDBLR board

cooling plate

tension plate

HV plate

straw

wire
Figure 4: Axial view of the physical structure of

an end of the barrel module

• between the TRT barrel and the TRT end cap - the barrel
electronics and services as well as the services of the silicon
detectors face the sensitive straws of the first wheel of the
end cap;

• between the last wheel B and the first wheel C of the
end cap - the services of the SCT are parallel to the straws;

• at the inner wall of the calorimeter - the electronics of
the TRT faces its own services, the services of the TRT barrel
and silicon detectors;

• outside the Inner Detector - all services run in parallel up
to active patch panels (PPB/F2) next to the electronics of
calorimeter.

A quantitative estimation of interferences at the system
level is not possible. ATLAS is still in evolving design phase
where some solutions are not yet identified. The LAr

—
ẑ Mimmui electronics services

Figure 2: Axial view of the environment of the TRT.

calorimeter is the most likely victim of the noise generated by
the TRT detector .The noise level of the TRT must stay
below the threshold of the LAr detector to avoid a degradation
of its performance. Additional crosstalk could appear at
PPB/F2 where the active patch panels are located and all
services have to pass close to the LAr front-end electronics.

The electronics of the SCT is located close to the open end
of the TRT end-cap straws where the anode wire is not
protected by the straw cathode.
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The services of the SCT and the PIXEL detector are
running either close to the open end of the TRT end-cap
straws, in parallel to the straws, or in parallel to the services
of the TRT. Although the data is transmitted over optical
fibres, the power lines and cooling pipes are potential
aggressors. Due to the confined space, SCT and PIXEL use a
special tape cables [3] to deliver their power. Its high
capacitance allows an effective filtering of the noise produced

pow or-supply retons

Figure 5: Grounding scheme of the TRT end cap -
the controlled-currents method

by the digital front-end electronics, but produces high
surrounding electric field which couples to the TRT.
Preliminary measurements [4] showed uncomfortable
crosstalk from the SCT power tapes to the TRT.

The beam pipe which carries the particles beam is also a
possible noise source if not properly grounded [5].

Only close field coupling is possible inside ATLAS due to
the short distances among the sub-detectors. The conductive
coupling is eliminated by definition. The [1] enforces the
electrical isolation of all subsystems.

IV. GROUNDING & INTERCONNECTING

A. TRT End Cap
The interconnections among the different conductive parts

and "grounds" inside the detector have to be system related
for the controlled-currents grounding approach. The
connections have to be designed to allow the currents of the
different subsystems to flow where they belong without
interfering with other subsystems. The main aim is to break
all current loops for low frequencies and to provide paths of
proper impedance for high frequencies.

Figure 5 shows the grounding scheme for the TRT end
cap. The FE boards have multiple signal connections between
each other. Thus their grounds are full planes which are
connected tightly over multiple ground pins on their interface
connectors. Having common supply lines, the two halves have
to be decoupled by the impedance Z of the power-supply
filter.

The front-end electronics plugs onto the active webs. The
cooling (metallic) structure connects the two active webs and
the two passive webs and provides a substantial ground plane.

A copper-plated kapton sheet connects the inner seal, ring 1
(capacitively coupled to the wires of the straws) to the ground
plane of the active web. Because this connection is seen as a
part of the signal return path, the "left" and "right" side are
connected and force the return current of the "right" side to
flow over the left "side". This is undesirable, whereas
breaking this connection and adding a return path for both
sides would be a more uniform approach.

Ring 2 and 3, which are strongly coupled to
the outputs of the straws, are also connected in
this way.

A segmentation of the system into ground
subsystems in the azimuthal direction is
impossible because of the continuous carbon
fibre rings and the cooling and gas pipes. So the
different parts of the ground system have to be
connected together to provide the lowest
impedance. However, in the axial direction a
segmentation, which makes it possible to control
the system currents, is possible. Though there is
a high capacitive coupling among the wheels -
especially between two copper-plated kapton
sheets between two wheels - a separation can
decrease crosstalk.

A global reference point is necessary to stay
within the common mode range of the differential receivers
for data and control signals. The squirrel cage would provide
a good conductive structure for this purpose. As the squirrel
cage is intended to be part of a shielding structure, shield
currents may introduce potential differences. In addition, the
squirrel cage is not present at the level of the wheels C. The
reference point should be chosen as to provide the same
potential for the front-end electronics and the structures which
surround the sensitive part of the detector. In the case of TRT
this would be the ASDBLR-board ground. The ground planes
of the interconnected ASDBLR boards would build the
reference ground plane for the system. For feasibility reasons,
the level of the web and the cooling structure was chosen
instead, as reference plane. Additional ground connections
between an ASDBLR board and the active web strongly bind
the board-ground to this reference. Connecting the active
webs to its neighbours of the next wheel with a big number of
small value resistors - three per 1/96 of a wheel - and
additional ones in the azimuthal direction among the flexible
parts of the webs provide a good global reference plane and
allow local filtering of voltage differences [6].

The wheels connected in this way to form one module
with a common shield have only one single connection to this
surrounding shield. The safety and reference-ground cable
connects at the same point from the outside. This provides the
reference and safety potential and avoids shield currents
flowing into the system. An impedance can decouple the
reference plane for high frequency as no current should flow
over this connection.

The design of the grounding scheme allows optional
change to the second grounding approach - low impedance
one.
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B. TJ?TBarrel

pewv-iuppy

Figure 6: Grounding of the TRT barrel - method of
lowest impedance.

The design of the barrel does not allow to implement the
controlled-current approach. It was decided to apply only the
low-impedance approach.

Figure 6 shows the grounding scheme for the TRT barrel.
The straws of each module (96) are housed in separate
carbon-fibre shells. The front-end electronics covers both
ends of the shells. A copper layer at the outer wall of the
outermost module and one at the inner wall of the innermost
module form, together with shield layer at the roof boards, an
over-all shield.

The roof boards will create the reference plane, to which
the reference/safety line connects. All of the electronics inside
the shield tie tightly to the reference plane. The ground plane
of the tension plate connects through the cooling plate and the
FE boards to the reference at the roof board. The incoming
services are decoupled over the filter impedances. This
grounding scheme foresees to have the lowest possible
impedance between any two points of the system. This will
allow currents to flow over multiple parallel paths.

V. SHIELDING

The services enter the shield from a common point and
cable tray having a high capacitive coupling to the cable
shields provides additional filtering.

D. TRT barrel
The design of the TRT barrel includes only an over-all

faraday shield. However, the cooling plate provides,
together with the ground plane of the tension plate, a shield
(fig.3) between the straws and the front-end electronics. For
the over-all shield, it is intended to cover the outer wall of
the shell of the outermost module and the inner wall of the
shell of the innermost module with a 50-|o.m-copper film. A
special ground plane on the roof board should close the
front-faces of the shield.

The technical details of this design are not entirely
defined - it will be rather difficult to interconnect the single
roof boards such as to provide a seamless connection. It is
recommended to add an additional copper foil on the top, as
in the end cap, to achieve the same results.

VI. CABLES & SERVICES

The shield currents are not allowed to enter into regions
with sensitive electronics. Therefore the services and
especially their exits have to be treated carefully. The main
concern is to avoid DC ground loops. The effects of
unavoidable ground loops for high frequencies can be reduced
by limiting the loop area. Thus it is essential to route services
which belong to the same unit within a common cable tray.

A. Data & Control Signals
Following explains how it is planned to connect the data

and the control cables to the grounding system (Figure 7). The
individually-shielded twisted pair shield (STP) is connected
directly to the DTMROC (or roof respectively) ground and
over a capacitor to the local ground of the active patch panel
at PPB/F2 to break the ground loop for low frequencies but to
allow to short-circuit high-frequency noise currents. The
common shield of the twisted-pair bundles (which are used
after patch panel) is connected directly to the patch-panel
ground and over a capacitor to the ground of the back-end
electronics. Separate cables or braids respectively provide the
reference point and safety.

C. TUT End Cap
The squirrel cage would be an ideal

candidate for an over-all shield for the TRT
end cap. Its 6 mm thickness would provide
even adequate absorption loss. However, it is
punctured by some many openings for services D™R0C

and cables that 50-^im-copper foil will have to
cover the complete end-cap or subsets of the
wheels.

The number and the size of the shield openings and the
way how the services penetrate the shield will influence its
effectiveness. A conductive cable tray -strongly connected to
the shield - acts as a feed-through capacitor or wave-guide
below cut-off for the services.

Figure 7: Grounding of the data/control cables

The cable trays connected to the over-all shield act as
feed-through capacitors and extra shield for the cables. In
addition they cancel coupling area of potential loops between
two cables.
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B. Low- Voltage Supply
The low-voltage power supply cables for analogue and

digital sections will have separate ground returns and shields.
The shields are connected directly to the DTMROC ground
plane and over a capacitor to the low-voltage patch panel at
PPB/F2. This measure cuts flow of the low frequency currents
in shields. High-frequency currents are short circuited over
the capacitance to the cable tray. The lower static magnetic
field and more available space allow one to use efficient
filters at PPB/F2. Thus it is possible to switch to cheaper
multi-core cables with a common shield which has to be
connected to the safety line at the floating power supplies.

C. High-Voltage Supply
Miniature coaxial cables are used inside the Inner Detector

for the high-voltage distribution. The shields of these cables
carry the return currents. Outside the Inner Detector, the
transmission is implemented by multi-core coaxial cables.
Separate lines are reserved for the currents return (common
for all units within the same cable). Thus the shield does not
have to carry any return current.

1

Figure 8: Grounding of the services piping

D. Gas <& Cooling Pipes
The sectioning of the gas and cooling pipes inside the TRT

is not feasible. Thus they were chosen to build together with
the cooling structure and the active and passive web the
reference plane. Non-conductive inserts electrically break the
pipes where they enter the TRT volume (Figure 8). Inside the
detector, the pipes are heavily connected to the cooling
structures. Outside the detector they are bonded to the over-all
shield. Further insulation pieces at several detector interfaces
can allow one to define the separate parts of the pipes as
"electrical" parts of other sub systems. In these cases, the
pipes are to be tied to the local grounds.

vn. PCBS
The layers of full ground and power planes provide

additional decoupling capacitances of about 20 pF/cm2 with
very low inductance. The effectiveness and advantage of split
ground planes over continuous planes, depend very much on
the layout and the circuit design. The split planes work
effectively when the different planes are completely
decoupled and no signal trace crosses the gap in between.
Split ground planes which overlap each other and have thus
high capacitive coupling, tend to provoke system oscillations.
When a signal line crosses the split, the return current can not
flow back directly under the trace and has to take the longer
path. This enlarges the surface of the loop which is formed by
the trace and the return path and causes an increased crosstalk
with other signal traces and environment.

The ideally balanced signals would not need a local return
path, but in practice the balance always degrades at some
frequency, and so a nearby return path is needed for
reduction of the resulting common-mode leakage. The planes
close to differential traces are a part of the transmission line.
A break in such a line means an inhomogeneity and causes
reflections.

As the TRT-front-end electronics has a lot of interfaces
between the analogue and the digital part and complete
decoupling of split planes would be difficult, it is
recommended to use a single solid ground plane.

Vin. GROUND CONNECTIONS

To have "as good as possible" ground connections,
seamless joints would be the optimum. However, this is not
feasible in the TRT. To define the DC potential of a
conductive structure a single point connection is enough. In
case of high frequencies the connections additionally have to
grant a low impedance. Point-like connections have an
inductance depending on their length and cross section thus
theirs impedance rises with the frequency. A systematic
approach can help identify where to the connections belong,

in order to allow return currents to flow back
01063

. . . to the source without detour. An impedance
—•——-# ^ ̂  approach requires provisions of smallest

^ possible resistance and reactance in the
. IOCIOCÔ  SyStem. This means that one must put

multiple connections in parallel to decrease
the impedance.

In terms of frequency, it is a rule of thumb to make the
connections each 1/20 to 1/10 of the wavelength of the
highest frequency produced or introduced into the system in
order to minimise standing waves. According to this, the
connections between any parts in TRT should be placed every
5 to 7 cm. Interconnection wires (possibly braids) should be
as short and as broad as possible for lowest possible
inductance.

IX. REFERENCES

1 ATLAS Policy on Grounding and Power Distribution.
internal paper; September, 1998.
2 ATLAS Inner Detector Community: ATLAS Inner Detector
Technical Design Report. Volume II, ATLAS TDR 5,
CERN/LHC 97-17, 30 April 1997.
3 V.Cindro: Low-Mass Cables for ATLAS SCT Detector.
internal documentation, http://www-
f9.ijs.si/~cindro/low_mass.html; August, 1999.
4 P.Lichard: SCT Power Tape Noise Test, internal
documentation;http://home.cem.ch/l/lichjr/www/systemtests/p
owertape.htm; June, 1999.
5 F.Szoncso: EMC in High Energy Physics. Second
Workshop on LHC-Electronics; Balatonfuered, 1997.
6 D.J. White: RD6 - TRD Grounding and Shielding of Front-
End Circuitry, technical note; RAL 1193.



388

Design Considerations of Low Voltage DC Power Distribution
for CMS Sub-Detectors

Allongue1, B.; Elias2, J.; Fontaine1, P.; Lusin3, S.; Rivetta4, C; Robl3, P; Stefanini1, G.; Szoncso'.F.

'CERN.mi Geneva 23, Switzerland
2Fermilab, Batavia, U.S.A.

University of Wisconsin, Madison, U.S.A.
4ETH Zurich / CERN 1211 Geneve 23, Switzerland

Cl audi o. Ri vetta @ cern, ch

Abstract
A distinguish feature of LHC detectors is the

enormous number of front-end electronics (FE) channels
in all of the sub-detectors. Low-voltage power supply
systems in the range of multi-kilowatts are required to
bias such electronics read-outs. Several configurations
has been proposed and analysed by the different groups
showing particular advantages and disadvantages. For the
CMS detector, the Hadronic Calorimeter (HCAL) and the
Muon End-caps (EMU) have proposed a DC power
distribution system based on DC-DC power switching
converters located in the cavern near the FE.

The main advantage of this topology is the reduction
in volume of the distribution cables due to the relative
low primary currents. Locating the DC-DC converters in
the hostile environment of the detector cavern is a
disadvantage due to the presence of magnetic field and
radiation. In this paper, guidelines for the system design
and selection of the components are presented.
Additionally, some tests conducted to validate the
application of commercial units are reported and future
tests are described.

I. INTRODUCTION

HCAL front-end electronics is located in the barrel
and end-cap parts of the CMS Hadronic Calorimeter.
EMU electronics is located on the eight end-cap wheels
of the detector.

Low voltage has to be distributed to those areas of the
detector to power-up the FE. The topology proposed for
the DC power distribution consists of AC/DC converters,
located in the control room, that rectify the three phase
mains and generate the primary 300 VDC voltage. Each
rectifier supplies several DC-DC converters located in the
cavern near the FE. The switching regulators convert the
high voltage into appropriated low voltages that are
locally distributed to the detector read-outs. Local
regulation is performed in the FE at the board level using
special linear low-dropout voltage regulators developed
by CERN RD-49 collaboration.

In this paper the system description and requirements are
presented in sections II and III. In section IV, general
design considerations are evaluated, and in section V is
presented radiation test result performed on several DC-
DC converter units.

II. SYSTEM REQUIREMENTS

The HCAL front-end electronics requires four
different voltages at board level, they are +5.5V analog
voltage and +3.3V and +2.5V digital voltages. Special
designed low-dropout regulators [1] are used at each
board to regulate the bias voltage for six channels.
Performance tests over those regulators have proved they
can resist without problem the radiation level around the
read-out boxes and also reject line differential
perturbations at relatively high frequency. They allow
including features as maximum current protection,
powering disable per board via a digital signal, etc. All
these characteristics make the design of the link between
the DC-DC converters and the FE read-out boxes
relatively simple because it is not necessary to use remote
sensing.

Distribution buses inside the read-out box power up
each board. The voltages supplied are +4.3V for the
digital part and +6.5V for the analog one. The expected
nominal current per box for the analog section is 16.5A
and for the digital section 11.5A. The total power
required by the HCAL FE is about 17KW. Assuming a
voltage drop of about IV at maximum current over the
output distribution cables, the voltages required at the
output of the switching converters are +5.3V and +7.5V.

III. SYSTEM DESCRIPTION

A part of the topology of the DC power distribution is
depicted in fig. 1. AC/DC converters rectify the three
phase AC mains and generate DC high voltage that is
carried out from the control room to the detector cavern.
DC/DC converters transform the high voltage into the
required low-voltage with high efficiency. The low-
voltage is distributed a short distance, inside the detector,
to the read-out electronics. For the HCAL sub-detector
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Figure 1: DC distribution system

the DC-DC converters will be located on the wheel
periphery for the barrel (HB), disk 1 and -1 for the end-
cap (HE) and for the forward calorimeter (HF) in racks
near to the FE. EMU sub-detector will distribute the
converters around end-cap disks.

Modularity of the DC-DC converter is the primary
requirement. It will facilitate replacement of failed units
during short-period scheduled access to the cavern
providing a reduction in the time that a part of the sub-
detector is down. Thus, each modular unit will include
not only the basic power converters to attain the required
output low-voltages but also protection, filtering,
monitoring system and interface for remote operation.

The tendency is to use commercial units (COTS) in
this design but it is difficult to satisfy all the requirements
with such units. Instead, 'semi-custom' design has been
used based on COTS with the collaboration of
manufactures, assembly companies and the universities
and laboratories involved. In addition, some custom
designs are being evaluated. The DC-DC converters
under test are produced by MELCHER, DELTA and
CNB electronics. These commercial units include EMI
filtering and output over-voltage protections in some
cases. Also, VICOR converters have been tested. They do
not include any EMI filtering and over-voltage
protections.

IV. DESIGN CONSIDERATIONS

A. Thermal Considerations
Switching power converters have high efficiency. In

general the units tested operated with an efficiency of
about 80%. Two DC-DC converters and additional
filtering and protections compose each DC-DC system
(Fig. 1). The power dissipated on each DC-DC system is
about 65W at maximum output power. The heat is
removed from the units using a water cooling system. The
goal in this design is to be able of removing the DC-DC
system without disconnecting the cooling system. This
condition allows a simple and reliable change of units but

introduces some limitation in the heat transference
between the DC-DC converters and the cooling plate.
AC/DC converters also exhibit high efficiency, in the
range of 80-90%. A conventional forced air cooling
system is planned for these converters.

B. System Reliability.
An important issue in the design of the DC power

distribution system is the overall reliability. In this
particular topology, part of the equipment is located in the
control room where the radiation level and magnetic field
is negligible and the access for replacement of faulted
units is almost immediate. There are parts exposed to
neutron radiation and magnetic fields with access for
replacement that can be relatively short as one week or up
to very long periods as one year. To improve the up-time
of the system, a modular design is important for parts
located in areas where the access time is relatively short.
As it was mentioned before, AC-DC and DC-DC
converter units have to be designed putting special effort
in the modularity and simple replacement.

Three types of part failures take place within the
lifetime of electronic equipment: quality defect failures,
reliability failures, and wear-out failures. The reliability
failure induced by electrical and thermal stresses is the
most important cause of failure. During the useful life
period of electronic equipment, the failure density
function obeys Poisson process.

The system reliability is influenced not only by the
parameter Mean time between failure (MTBF) of each
unit but also by the topology. In this design, the number
of DC-DC converters per rectifier, n, and the number of
AC-DC converters, m, affect the total reliability. A factor
of merit of the system that characterises the reliability is
the limiting availability A, defined as the probability the
complete system is functioning in the long term. This
magnitude can be estimated considering the time failure
of the complete system follows a stochastic process with
the Markov property.

A simple model for a part of the system containing
one AC-DC converter and n DC-DC systems is shown in
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figure 2. It assumes stationary transition probabilities.
Poisson point process follows these properties. [2]

Figure 2: Reliability model

The state 11.. 1 corresponds to the case the complete
system is ON, the state 01... 1 corresponds to the case of
failure of the AC-DC converter, while states 10..1, 11... 0
correspond to the failure of one of the DC-DC system.
The parameter X=1/MTBF is the failure rate and \i the
repair rate. Assuming the sub-systems are equals and
statistically independent, the availability of the total
system is:

*-: i IT
1 + n .m H m

All this figures of merit depend on the component
parameter but also on both n and m. Assigning an
availability of 0.999 for the complete system and having
n=10 DC-DC converter per AC-DC converter, X = 200 x
10"9 hrs'1 is required for the DC-DC converters and X,, =
3000 x 10"9 hrs"1 for the AC-DC converter units. An
important conclusion of this simplified analysis is the
MTBF assigned to the DC-DC converter unit must
include the effect of additional components as filters and
protections. Also, the MFBT has to take in consideration
the converter will operate in a radioactive environment
with high energy neutrons capable of inducing Single
Event Burnt-out in the high voltage power devices.

C. Electromagnetic Compatibility
Switching power supplies, in general, generate more

noise than equivalent linear power supplies. In this design
is very important to keep the noise up to a level that does
not compromise the operation and performance of the FE
and neighbour systems. [3] The EMC standards
recommended for emission is the EN55011-22 for
conducted and radiated noise and the EN 60555-2 for low
frequency harmonics. Available DC-DC converters have
to pass these EMC standards to become a commercial
product. Some companies, as VICOR, produce what is
called 'building blocks'. Such DC-DC converters are not
required to pass EMC tests because they are considered to
be just part of a final product. For these units, input and
output filters are necessary to mitigate the common-mode
and differential-mode noise.

The noise generated by DC-DC converters depends
strongly on the topology of the converter, layout design

and how the active devices switch. New generation of
converters use soft switching commutation to increase the
switching frequency and reduce the size. These converters
generate almost an order of magnitude less noise than
units that employ hard commutation.

VICOR blocks a characterized by soft switch
commutation. These blocks have only an input and output
differential filter to reduce harmonics. A first noise
measurement on these units using a current transformer
and a spectrum analyser revealed the conductive noise is
superior to the level recommended by the norm EN
55011-22. In this measure, the magnitude of the positive
terminal input current is higher than the specification in
the range of frequency between 150KHz to 3 MHz. This
current present typical 'spikes' at about 500 Khz
(switching frequency) and its harmonics. Also the
measurement of the common-mode current reveals that
the 'background' noise present in the input current is due
to common-mode components. In this mode appears very
attenuated the spikes at the switching frequency and
harmonics.

The design of the input and output filter to mitigate
common-mode and differential-mode noise is better
carried out analysing the noise reduction required on each
mode [4]. From the previous measurement, it is necessary
to suppress common-mode components at the input, in
the range between 150KHz and 3MHz and differential
mode corresponding to the lower harmonics of the
switching frequency. Similar criterion can be used for the
output filter. Additional measurements are necessary in
this unit and other DC-DC converters in a higher
frequency range to understand the noise radiated by both
the input and output cables.

Commercial filters are implemented with different
level of attenuation for both modes. These filters cover
the range of frequencies between 150KHz and 30MHz. If
filtering is necessary at lower frequencies, they could
adversely interact with the converter, resulting in severe
performance degradation or even instability. The design
of these filters has to consider not only the attenuation
specification but also the interaction with the converter.

D. System stability.

DC-DC switching converters with tight output voltage
regulation operate as constant power load. In such cases,
the instantaneous value of the input impedance is
positive, but the incremental input impedance is negative.
Due to the negative impedance characteristic of switching
regulators, interaction between those units and other parts
of the system may result in system instability. This
destabilising effect is known as negative impedance
instability. In order to assess stability and performance,
large-signal and small-signal models can be used. Small
signal models allow a more simple analysis, but solutions
are only local, in the sense they are valid around the
operating point where the linearized model was
developed.
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Following a linear model, the system can be
represented in a block diagram at the bus as is depicted in
figure 3. The source sub-system contains the impedance
of the AC mains, the AC/DC converter and the HV
distribution cable. The load sub-system is composed by n
DC-DC converters connected at the input in parallel to
the bus and feeding at the output individual loads (FE).
The source sub-system is stable when operates alone
loaded by a regular impedance. The same assumption is
valid for each DC-DC switching converter. Assuming the
source sub-system has an input to output (I/O) transfer
function Fs and each converter an I/O transference
function Fc, the overall I/O transference of the complete
system is:

Fs.Fc Fs.Fc
Fsc = Von

1 +
Zo
Zin~

Tm

where Zo is the output impedance of the source sub-
system and Zin is the input impedance of the load sub-
system. Due to both Fs and Fc are stable transference
functions, the stability of the whole system is defined by
the factor 1/(1 +Tm) that represent the loading effect
between source and load sub-system.

If IZinl » IZo I for all the frequencies, then the
loading affect is negligible and the stability of the system
is assured if each sub-system is stable. However, in many
systems it is often impossible to keep such a relation at all
the interfaces and in the complete frequency range. When
IZol is larger than IZinl, a considerable loading effect
exist. It does not necessarily imply a stability problem. In
this case, the Nyquist criterion can be applied to the loop
gain Tm to determine the system stability [4].

Let us consider the system implemented with DC-DC
Vicor converters. Figure 4 depicts both impedances Zo
and Zin of the proposed system calculated using an
analytical model for each sub-system. Zin corresponds to
ten similar converters connected in parallel to the HV bus.
It does not include any filter or interface to reduce both
the EMI and conducted noise. It is possible to observe
there are two frequency intervals where IZol > IZinl. Since
ITml crosses the OdB line twice, it is necessary to analyse
the phase margin to determine the system stability. At
point A, the phase margin is negative showing
instabilities at low frequency due to the interaction
between the AC/DC converter output filter and the
switching converters. At point B, the phase margin is
positive but less than 60°. The system is stable at that
frequency but the voltage at the bus will exhibit poorly
dumped oscillations. In this case, it is necessary to

increase the dumping in high frequencies and, at low
frequencies, to improve the output impedance of the
AC/DC converter to obtain a satisfactory system.

10 10 10 10
freq.(Hz.)

Figure 4: Bode Plot of Tin

This analysis allows defining phase margins and gain
margins to design a stable system with good performance.
The definition of the load impedance margins is useful for
the design of filters or interface network to include
between the bus and the individual converters. As it was
presented above, these filters not only have to be designed
to achieve the noise specifications but also they do not
have to affect the system stability [6]. Furthermore, the
specification of the output filter of the AC/DC converter
and the HV line can be verified using similar analysis.

V. VALIDATION TESTS

The level of radiation and the magnitude of the
magnetic field into the CMS cavern and different parts of
the detector have been analysed and calculated using
simulation programs [7] [8]. Based on this information,
the level of radiation is lower than lKrad and neutron
fluence lower than 6 x 1010 N/cm2 in the area where the
power supplies are located. The magnetic field presents
maximum dispersion between the wheels and the disks,
with maximum absolute values reaching up to 0.32 T
(3200 Gauss). The converters have to operate under these
hostile conditions during 10 years.

E. Radiation Tests
One important stage of this design is find suitable

units that can operate in environments with radiation. The
idea is to characterize the radiation tolerance of candidate
converters and analyse, in case of failure, critical
components to be replaced in the prototypes. Several
radiation tests have been conducted and new one are
under evaluation. These tests include total dose,
displacement and single event effects (SEE).
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Displacement effects due to radiation on power
converters have been evaluated using a low energy
neutron reactor at the Commisarat d'Energy Atomic
(CEA), Dijon, France. The total fluence applied in all the
tests was greater than that expected in 10 years of
continuous operation. During the test, the DC-DC
converters operated in nominal conditions. The only
effect measured due the neutron fluence applied was a
small deviation of the output voltage. The drift was in the
order of tens of millivolts. Table 1 summarises the results
of radiation tests with low-energy neutrons.

Table 1: Low Energy Neutron Radiation (lMeV eq.)

DC-DC conv.
MELCHER

DELTA
VICOR

Fluence
10l2N/ cm2

1012N/cm2

3.10"NW

Results
mV drift output voltage
mV drift output voltage
mV drift output voltage

An important remark is DELTA and MELCHER units
have failed similar tests before. These units have an opto-
coupled in the closed loop feedback to keep the galvanic
isolation of the converter. The replacement of this critical
device by one manufactured by HP proved to be an
effective solution.

Due the total dose is very low in the periphery of the
detector, a test that is very important to validate the
operation of converters in neutron radiation environments
is the tolerance to single events effects (SEE). The energy
spectrum in that area is relatively high in the range of
energy between 60MeV and 200MeV. The idea is to test
on power devices Single Event Burn-out (SEB) and
Single Event Gate Rupture (SEGR) and induced
'glitches' or Single Event Up-set (SEU) in the control
circuit that can produce a permanent failure in the power
devices. In this way, a destructive test of several power
supplies was performed at Universite Catholique de
Louvain-la-Neuve, Centre de Recherches du Cyclotron,
Belgium, using a 60 MeV proton beam. The test consisted
in radiating different critical areas of the power supply up
to a fluence level representative of the detector area
without compromising the total dose. Table 2 summarises
the results of the first radiation campaign.

Table 2: 60Mev Proton Radiation

DC-DC conv.
MELCHER

DELTA
CNB

Fluence
1.5xlO'°p/cm2

0.33xl0 lup/cm2

1.5xl0'°p/cm2

Results
Passed

Failed, Input Circuit
Passed

New tests, destructive and non-destructive, are under
preparation in collaboration with Atlas sub-detectors and
CERN EP-ESS group. Based on SEB and SEGR tests, it
is possible to define possible solutions to include into the
final power supplies. It can be replacing the power device
by either a de-rated device or SEE tolerant devices.

F. Magnetic Shielding
DC/DC converters have to operate under a continuous

magnetic field. The magnitude of the magnetic field can
reach values up to 0.32 T in some areas of the periphery.
The maximum external magnetic field that can be
tolerated by commercial converters under nominal
operation is between 10-30 mT. It depends of the
converter and the direction in which the magnetic field is
applied. Appropriated shielding is necessary for a safe
operation of the converter in such conditions. Preliminary
calculations have shown the thickness of the magnetic
shield have to be in the order of 2-3 cm to have
acceptable attenuation of magnetic fields densities of
0.4T. Further analysis is necessary to understand better
the location of the DC-DC converter and improve the
design of the magnetic shield.

VI. CONCLUSIONS

Guidelines for the design of DC distribution system
have been presented. They take into account in the design
stage factors as reliability, filtering and stability of the
complete system. Another important points as protections
and monitoring can be included in these initial
considerations. Due to part of the system operates in a
hostile environment results of radiation test have been
presented.
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Abstract
The LHC detectors will produce a large amount of

data that will need to be transferred very quickly. The
signal-speeds and interconnect-density involved lead to
difficult electrical design problems, particularly regarding
signal-integrity issues such as crosstalk and ground
bounce.

Various commercial Electronic Design Automation
programs are now available to address these problems.
These include 3-D full-wave electromagnetic-field
solvers, SPICE-based circuit simulators and printed
circuit board signal-integrity point products. We will
show how these tools can be used in a complementary
fashion to provide detailed studies of detector-electronic
design.

Two case studies will be presented from LHC related
projects.

I. E D A TOOLS AT C E R N

Simulation tools have become essential in today's
design processes. CERN is typically involved with ever
more complex circuitry working at increasingly higher
frequencies. Relying on established empirical laws is no
longer sufficient to guarantee a successful design without
much time-consuming and costly iteration.

Well-established products such as SPICE type
circuit-based simulators have now been joined by
commercially available Electromagnetic Field Calculation
tools.

CERN has available two families of these tools. One
is a very general type of solver where the user has control
over essentially all aspects of the problem definition.
Almost any physically realisable object can be analysed
and applications range from designing physics detectors
to examining the effects of PCB vias. A mechanical
description of the structure to be analysed is entered and
all materials and boundary conditions defined.

After the electromagnetic behaviour of the structure
has been analysed, the results are typically examined in
the form of field lines, strengths and gradients. However,
the results can also be used for export to other programs.

Examples include:

- Physics detector electric-field patterns have been
estimated and then input to Garfield [1]. This allows
accurate particle drift simulations to be performed.

- The equivalent SPICE model for a structure can be
extracted. We have extensively used PSpice® during our
studies allowing analyses in both the time- and frequency-
domains.

- The user might have available a specialized radio-
frequency circuit design program e.g. Serenade Design®
or DesignStudio®. The equivalent S-parameters descrip-
tion of a structure can be directly exported from the EM
simulators to these programs.

CERN also has installed tools that are specifically
used for signal-integrity analysis of high-speed digital
signals on printed circuit boards. Using simplified
models, what-if analysis in the pre-layout phase is
possible as well as highlighting likely signal integrity
violations at the post-layout stage. These programs are
fully integrated with the PCB design tools and all
calculations automatically include effects due to track
widths, dielectrics and board stackup. The PCB layout
itself can be driven by a set of defined design constraint
rules. This can help the board-layout expert who may
have no specialist EM field theory knowledge.

CERN supports the SpecctraQuest® programs for use
with our Cadence® PCB tools.

A. Electromagnetic Field calculation overview

All of these tools solve Maxwell's equations for
different geometry and boundary conditions. The
solution space has to be discretized into sufficiently small
elements so as to formulate a set of algebraic equations
that are the equivalent of the partial differential equations
description.

The resulting equations can be solved in many
different ways, depending on the assumptions made when
finding the solution (static, quasi-static and full wave
solvers); the algorithms used (Finite Differences, Finite
Elements, Method of Moments, etc); or the solution
domain (time or frequency).

Table 1 shows some of the tools used at CERN.
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For static problems, there are no time-dependent
variations. This leads to the decoupling of the equations
and to the notion of electrostatic- or magnetostatic-only
solvers. These tools are typically used at CERN to
characterize detector structures used in the different
experiments.

In the pseudo-static solvers, the displacement current
is ignored. This leads to solutions where the magnetic
and electric fields are coupled, but radiation effects are
neglected. This approach is followed in the Maxwell® 2D
and 3D Extractors and the solutions are generally
considered valid if the physical dimensions are less than
one-tenth of the solution wavelength. The main use of
these tools at CERN is for high-speed electronics e.g.
characterization of connectors or board stack-up analysis.

In the full wave solvers, the complete set of equations
is solved. The electromagnetic behaviour of the system
can be analysed without an upper frequency limit but at
the cost of an increased level of complexity and
computing resources. HFSS®, Microwave Studio® and
LC® use this approach. At CERN, these programs are
used mainly in the RF engineering community to design
resonant cavities and accelerating structures. LC® can
also be used for high-speed digital electronics.

Different types of problems are better solved in the
frequency- or time-domains. Frequency-domain codes
assume time harmonic signals, and thus solve the problem
for a single frequency at a time. They use adaptive FEM
methods to iteratively refine the mesh in order to
concentrate computational effort in areas of rapidly
changing fields. These programs excel at solving for
structures with large resonant behaviours.

Time-domain codes make no a priori assumptions
about the fields and are thus more general in their
approach. Time codes can perform a broadband analysis
of the structure as a simple impulse excitation can contain
a great amount of frequencies. However, they can place a
heavy load on the computing resources due to the need to
produce a mesh fine enough to model the smallest detail
in the structure. They also handle resonant structures
rather awkwardly.

Table 1. Comparison of the EDA tools at CERN

Static

Pseudo-
static

Full wave

Frequency-domain

Maxwell 2D/3D
Field Simulator
Maxwell 2D/3D
Extractors

HFSS

Time-domain

MWS, LC

There are costs related to electromagnetic simulation.
One is the need for computing resources that have to be
sufficiently large so as to allow the simulation of complex
structures. Another is time - the structures have to be

drawn, the materials and boundary conditions have to be
specified and possibly many iteration cycles followed in
order to optimize the design.

It is also important to note that any simulation is only
an approximation of the real structure behaviour. In some
cases, these programs may give poor results or even may
not be able to find a solution at all. This is especially true
of highly resonant, lossy or low energy problems.

Note that SpecctraQuest® has not been included in
Table 1. This was considered apart as it is a specialised
turnkey tool where the user has no need to know how the
simulator works. In fact, it consists of a frequency-
domain EM solver that is fully integrated with a SPICE-
type time-domain circuit simulator.

II. CASE STUDIES
We will now describe two examples of how these

tools are being used at CERN.

A. Case Study 1. ALICE pixel backplane
meshed structure.

The main goal of this project was to simulate a
meshed power plane in order to evaluate its performance
in the ALICE Pixel Bus detector.

The Pixel Detector chip sits above the Readout chip
that communicates with the serialiser to extract the
gathered information [2]. This communication is done
via a GTL bus that will propagate signals using the power
and ground planes as reference.

As the Pixel chip will be the closest to the beam, it is
desirable that as many as possible undetected particles are
allowed to pass freely towards the other detectors.

'Transparent' power planes would allow more
particles to pass through to the outer stages of the
detector. One way to increase this 'transparency' would
be to use meshed power and ground planes (Figure 1).
This study describes how we evaluated the behaviour of
such planes in terms of signal propagation and power
distribution.

The following effects were considered:

DC voltage drop: the power planes are primarily
responsible for maintaining the proper DC levels
(VCC, GND) for the chips. If the power planes are
very thin, or the mesh is too fine, the DC resistance
of the plane becomes too high to allow proper device
functioning.

Signal integrity: the mesh has to guarantee
sufficiently good signal transmission to the receiver
for the required signal rise-times.

Ground bounce: the extra inductance associated with
a meshed power plane, added to the loading currents
of the GTL bus, will create significant local
fluctuations of the local ground plane. This plays an
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important role in the overall system signal quality
and has to be estimated.

In order to tackle the problem, several approaches
were taken. First, a theoretical characterisation of a full
power plane was performed. The DC resistance of an
aluminium plane of dimensions 1 = 215 mm, W = 16.8
mm, thickness = 25 um was computed as 13.4 mfl. We
then included the bonding wire resistance at the end of the
power plane. While relatively high (38 mfl) for a single
wire, the problem was alleviated as there were 6 ground
(and power) wires connected in parallel. The final
calculated voltage drop for a full plane drawing 3A
current for the five circuits was calculated as 40 mV.

The next step was to estimate the highest possible
resistance a meshed plane could have so that the total
voltage drop did not exceed 200 mV at the last chip.
Figure 1 shows how the meshed plane was defined with a
pitch length (p) and a track width (w0). In order to
optimize this structure, it was entered into Maxwell® 3D
Extractor and parametric simulations were used to find
the limiting ratio between track-width and pitch satisfying
the maximum voltage drop condition. From the
simulations, it was found to be approximately 3.

= 3.
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Figure 1: Layout of the meshed plane.

Once the structure complying with the first criterion
(DC voltage drop) is found, it remains to be seen if the
signal integrity can be maintained and for what signal
edge- rates.

Using CST's Microwave Studio® and LC® from Cray
Research, a time-domain simulation of the propagation of
the signals was done. In order to test the worst possible
condition, a track was placed at mid distance between the
longitudinal traces. Two different signal rise-times were
used and simulated (Figures 2 and 3). The results show
the effects of very high-speed signals phenomena and
how rise-time is the critical factor when determining
signal integrity.

It is apparent that not all of the signal energy passes
through the meshed plane. It is also clear that some
resonant frequencies are excited when the rise-time is fast
enough. A complete animation of current density in the
ground planes has also been simulated [3].
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Figure 2: Ins rise-time input signal.
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Figure 3: 200 ps rise-time input signal.

The main conclusion that can be drawn from these
simulations is that in order to have a proper energy
transmission in a similar system, (basically a low pass
filter with some resonances), we have to limit the
bandwidth of the signal to that of the structure pass-band.
This implies that the most important parameter in the
design will be the rise-time of the digital signals.

Given such a band-limited input signal, we have
shown that this p/wo ratio could satisfy the DC voltage-
drop and signal-integrity requirements. We then
evaluated how the meshed power-plane inductance can
influence ground-bounce system behaviour and what
parameters can be used to control it. Maxwell® 3D
Extractor was again used to estimate the power plane
inductance (3.4 nH). This was summed with the bonding
wire contribution to give a total inductance of
approximately 6 nH per signal pin. A system with GTL
outputs and GTL loads was simulated in PSpice® for
different rise-times.

The amplitude of the ground bounce was evaluated for
different rise-times and for the worst-case condition of
four simultaneously switching signals. (Table 2).

Table 2: Ground bounce versus rise-times

tr(lls)

Vg (mV)

1

503

2

309

3

202

5

107

10

43
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Figure 5. Ground bounce for a 5ns rise-time input signal.

The waveform results are shown in figures 4 and 5.

We can conclude from this study that a meshed
aluminium ground plane is feasible for the ALICE Pixel
bus but only if care is taken to limit the p/wo mesh ratio
and the signal edge-rates. Under these conditions, proper
DC distribution levels will be ensured, crosstalk levels
can be insignificant, signal-integrity will be maintained
and ground bounce kept to acceptable levels.

B. Case Study 2. Altera® FLEX 10KE digital
signal-integrity analysis

The SpecctraQuest® tools from Cadence® can be used
to examine PCB layouts for possible signal-integrity
problems. What the designer considers as critical paths
can be highlighted and closely scrutinized. There are two
possible methodologies: pre- and post-layout analysis.

Pre-layout analysis can be used to perform a what-if
study of a topology to identify and correct signal-integrity
problems [4].

Post-layout analysis can be used to improve PCB
layout before manufacture or to debug boards having
problems in the field. Figure 6 shows part of the initial
PCB layout for a circuit designed at CERN [5]. This uses
a fast (500ps rise-time) FPGA and so is very typical of a

Figure 6: Track with suspected signal-integrity problem

EPFIOMOOEJ

S3

IC6
PULSE

Oft_POFP_VCC1O_P3V3B

FLEX 10KE l O k t . . .
MS10

1489.05 MIL

INP2
TRISTATE

PHOS
1 •
PH05_CERN

Figure 7: SpecctraQuest® output (extracted from PCB and
with added IBIS models).

circuit that could exhibit signal-integrity problems. We
will now describe the procedure followed to investigate
one driver-receiver link (dotted trace, Figure 6).

SpecctraQuest® was used to extract the equivalent
circuit for this trace (Figure 7). The program uses the
PCB layout as input and automatically takes into account
the previously defined board stackup and geometrical
track sizes. The I/O devices were then attributed with
IBIS signal-integrity models [6]. These are extensively
utilized for signal-integrity analyses and use behavioural
descriptions to characterize input and output cells in terms
of V-I and V-t curves. They are often freely available
from the chip manufacturer.

Next, it was necessary to define the simulation set-up.
There are several options possible but here we are
interested only in the reflections between the driver and
receiver. Figure 8 shows the simulated signals at both
pins. Note that even with such a short track, the high
degree of ringing leads to a negative noise-margin - this
is due to the very fast FPGA output edge-rates.

The designer now has the powerful option of doing a
what-if analysis on the extracted circuit without
immediately having to modify the PCB and recalculate
the equivalent circuit. Analysing the effects of adding a
"virtual" series termination resistor to the signal track
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Figure 9: Modified PCB with series resistors

gave results that much reduced the ringing. This
modification was implemented on the PCB (Figure 9) and
the equivalent circuit was again extracted from the
modified layout and simulated (Figure 10). The results
confirmed the expected improvement due to the added
resistor - under-shoot and over-shoot have practically
disappeared and there is now no noise-margin violation.

m. CONCLUSIONS

Simulation is essential in today's design process.
Different EDA tools for electromagnetic design and
signal-integrity can be used to help to design high-end
systems. We have shown two practical case studies and
illustrated how these programs can help to avoid costly
hardware modifications.

The tools described in this paper are available and
fully supported at CERN by IT/CE-AE [7] [8].
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Abstract
We report on the development of evaporative
fluorocarbon cooling recirculators and their control
systems for the ATLAS Pixel and Semiconductor
Tracking (SCT) detectors.

A prototype circulator uses a dry, hermetic compressor
with C3Fg refrigerant. The mass flow rate and operating

pressure in each circuit is individually tuned via feedback
according to the circuit load variation, using analog air
pressure-piloted regulators. A hard-wired thermal
interlock system automatically cuts power to individual
silicon modules should their temperature exceed safe
values.

All elements of the circulator and control system have
been implemented in prototype form. Temperature,
pressure and flow measurement and control use 150+
channels of standard ATLAS LMB ("Local Monitor
Board") DAQ and DACs on a multi-drop CAN network
administered through a BridgeVIEW user interface.
Prototype 16 channel interlock modules have been tested.

Highly satisfactory performance of the circulator under
steady state, partial-load and transient conditions were
seen with proportional fluid flow tuned to varying circuit
power. Future developments are outlined.

I. INTRODUCTION

The front-end electronics and silicon substrates of the
ATLAS SCT and pixel detectors collectively dissipate
around 60kW of heat, which must be removed from the
inner detector cavity through ~ 400 separate evaporative
cooling circuits. For an operational lifetime of around
10 years in the high radiation field close to the LHC
beams, the silicon substrates of these detectors must
operate at a temperature below ~ -6 °C, with only short
warm-up periods each year for maintenance. Evaporative
cooling is chosen since it offers minimal extra material
in the tracker sensitive volume.

Following our studies of evaporatively-cooled Pixel and
SCT thermo-structures [1], we have addressed the
development of evaporative fluorocarbon recirculators,
their control systems and services plant for use with per-
fluoro-n-propane (C3Fg)

1 at an evaporation temperature

(pressure) o f - 2 5 °C (-1.71

II. APPARATUS AND PRINCIPLES

A prototype circulator Figure 1 is centred around
a hermetic, oil-less piston compressor2 operating at
an aspiration pressure of ~ 1 bar^ and an output pressure

Prototype Circulator and Control System

GJooo

Figure 1 : Schematic of Prototype Evaporative Recirculator

Aspiration pressure is regulated via PID variation of the
compressor motor speed from zero to 100%3, based on the
sensed pressure in an input buffer tank. A thermal
simulator of 22 barrel SCT individually-powered silicon

PF5030 Mfr: 3-M Corp. Specialty Chemicals Division,
St. Paul, MN55113-3223, USA

2 Model SOGXS0-D4; Mfr: Haug Kompressoren
CH-9015 St Gallen, Switzerland

3 Via Motor Speed Controller: Model CIMR-XCAC41P5,
(400V 3 phase, 3.7 kVA).

Mfr: YaskawaCo., 1-16-1 Kaigan, Minato-Ku, Tokyo, 105-6891 Japan
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strip modules is used as a variable load in these studies.
Each module is equipped with a PT100 and a negative
temperature coefficient (NTC)4 thermal sensor, which is
used to trigger the thermal interlock to its power supply
(section IV.1).

1150 200 300 350260
Enthalpy tkJftfl]

Figure 2: Cooling cycle on the P-h diagram

Figure 2 shows the closed thermodynamic cycle. High
pressure C3F8 vapor is condensed (EF) and passed to the
detector loads in liquid form, at a flow rate dependent
on the pressure upstream of injection capillaries with
typical diameters 0.6-0.8mm. The refrigerative power
depends on the product of mass flow rate (kgs"1) and
enthalpy (Jkg"1). Since typical enthalpies are in the range
50-lOOkJkg"1 (depending on liquid sub-cooling), liquid
flow rates of ~ 10-20 gs^kW"1 are typical. These flows
are less than ~ 1/20 those typical in mono-phase liquid
cooling systems, and allow a correspondingly reduced
fluid service (%X0) overhead close to the detector. The
arrival temperature of liquid at the capillary also
determines the available enthalpy. As an example
in Figure 2, an enthalpy of -lOOkJkg"1 (AB) is available
with evaporation at -20 °C when C3Fg arrives at -17 °C.

At a given coolant arrival temperature, the higher the
pressure available upstream of the capillary, the wider the
available proportional range of flow through it to
accommodate circuit heat load variation (e.g. varying
numbers of powered silicon detector modules); the zero
flow limit being set by the saturated liquid pressure, PS L .
Since the maximum available pressure is delimited by the
condenser pressure, reduction of the liquid injection
temperature (i.e. increased sub-cooling) tracks the
saturated liquid locus to lower pressure and increases the
linear flow range (APLINEAR FLOW)- Maximum enthalpy
is possible when the liquid is injected at the evaporation
temperature. For these reasons, the prototype recirculator
of Figure 1 was equipped with variable temperature sub-

Semitec AT series: 10 kQ @ 2S°C, t(K)=l/(9.577E-4
+2.404E-41n(R)+2.341E-71n(R)3). Mfr: Ishizuka Electronics Co.

7-7 Kinshi 1-Chome, Sumida-ku, Tokyo 130-8512, Japan

cooling, (coolant tubes accompanied the C3F8 liquid

supply tube in the same insulated bundle), and with DAC-
control of the liquid pressure upstream of the capillary.
The C3F8 supply and return tubing of the pixel and SCT

cooling circuits must traverse the electrical services of
other ATLAS sub-detectors which are mainly located in
an ambient air atmosphere with dew point -14 °C. These
lines must therefore be insulated (and may require local
surface heating in critical locations), to prevent
condensation. Space for service passages is extremely
limited, so efforts have been made to minimise insulation
thickness by ensuring that as much as possible (>90%) of
the supplied C3F8 liquid is evaporated in the on-detector

tubing, through flow regulation proportional to circuit
load. These studies are discussed in section IV.2.

In the final installation, liquid will be distributed, and
vapor collected from ~ 400 circuits by fluid manifolds
on the ATLAS service platforms. Since this zone will
inaccessible to personnel during LHC running (with local
radiation levels and magnetic fields beyond acceptable
levels for a wide range of commercial control electronics)
the local regulation devices will mechanical, and will be
remotely-piloted with analog compressed air from remote
electro-pneumatic actuators situated in an accessible
zone.

The evaporation pressure in the on-detector cooling
channels of each parallel circuit will be maintained at
the set point by an individual back-pressure regulator. For
example, at 1.9 b a r ^ the C3F8 evaporates at -20 °C. The
recirculator of Figure 1 was equipped with DAC-control
of the boiling pressure within the cooling circuit. Such
individual control of operating temperature is impossible
in parallel circuits of a mono-phase cooling system with
a single liquid supply temperature.

EL DATA ACQUISITION AND CONTROL
SYSTEM ELECTRONICS

All elements of the circulator and control system have
been implemented in prototype form.

A. Cooling Fluid Control
Figure 3 illustrates the two stage electro-pneumatic
implementation in the present recirculator.

ZZZZ..ZZ}

Figure 3: Electro-Pneumatic Control Schematic
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Flow rate is proportional to the output pressure of
a "dome-loaded" pressure regulator5 piloted by air in the
range 1-10 barabs from an electro-pneumatic actuator6,
which receives an analog set point from a DAC7. Circuit
boiling pressure is controlled by a similarly-piloted dome-
loaded back-pressure regulator.

B. Data Acquisition

Temperature, pressure and flow measurements in the
circulation system, and on prototype SCT and pixel
thermo-structures under test, are made using prototypes of
the standard I/O system of the ATLAS DCS ("Detector
Control System"). The industrial field-bus CAN [2] is
used to read out distributed nodes, called LMBs ("Local
Monitor Boards") [3], running the CANopen protocol [4].
The LMBs are designed to serve for the controls of all
ATLAS sub-detectors, and contain different analog and
digital I/O functions. They are specified to tolerate
a radiation dose of 1 Gy and 10" neutrons yr'cm"2 and
a magnetic field of 1.5T, and can hence be placed
everywhere in the ATLAS experimental cavern outside
of the calorimeter. In the present system, 6 LMBs, each
with up to 64 analog inputs multiplexed onto a 16 bit
ADC, are read out. The ADC range, polarity, and
digitisation frequency are set through the CAN bus. The
individual channels are mapped onto an ad-hoc
implementation of a multiplexed PDO, inspired by
the initial proposal in [5].

Figure 4: Typical Screen from the BridgeVlEW User Interface

Flow and pressure are controlled by commercial DACs,
which are located on the same CAN bus as the LMBs.
The bus is interfaced9 to a commodity PC. A
functionally-restricted CANopen protocol allowing for
PDO and SDO transfers, but lacking a local object
dictionary and node-guarding support, has been
implemented for this card in form of a BridgeVlEW VI

Model 44-2211-242-1099: Mfir: Tescom, Elk River MN 55330, USA
6 Model PS111110-A: Mfr Hoerbiger Origa GmbH, A-2700 Wiener-

Neustadt, Austria: Input 0-10V DC, Output pressure 1-11 bar abs

7 Model 750-556: Mfr Wago GmbH, D32423 Minden, Germany
controlled through Model 750-307 CAN Coupler

8 Model 26-2310-28-208: Tescom Corp
9 Model 184726C-02 PCI-CAN/2 Communication card:

Mfr: National Instruments Corp, Austin TX 78759, USA

server. The server is able to handle both standard DS 301
PDOs, as well as the multiplexed PDOs used by the
LMB. Based on this protocol, a BridgeVlEW application
has been designed that permits a simplified configuration
by allowing the CAN network to be scanned for attached
CANopen devices.

Figure 4 shows a typical on line display of temperatures
on the 22 SCT module thermo-structure used as a load
in these tests, together with system flows and pressures
and the module interlock status bit pattern (square green
indicators). In one implementation (IV.2.1), this was used
to regulate coolant flow proportional to the number
of powered modules.

C. Hard-wired Thermal Interlocks

1) General
In the final installation, a hard-wired thermal interlock
system will automatically cut power to individual silicon
pixel [6] and micro-strip modules if their temperatures
exceed safe values for any reason. Cases include latch-up,
failure of coolant flow to a particular parallel cooling
circuit, and de-lamination of a particular module from its
cooling channel.

Two prototype 16 channel interlock modules ("I-Boxes")
were used in combination with NTC sensors attached to
the dummy silicon modules. The signals from the sensors
were split between an LMB with 2.5V full-scale range,
and the I-Boxes, in which comparison was made with
hard-wired voltages representing upper ("POWER
DISABLE") and lower ("POWER RE-ENABLE") limits
of the acceptable module temperature band.

Interlock Box Control System

MIS M i l l M10 MB I N * I HI I MB I MS I M4 1 M3 I M2 I Ml

Figure 5: Interlock Study of a Stave of 12 Silicon modules

A second LMB with 5V full scale was used to read the
status of module power. In some of these studies (IV.2.1),
the counted number of module "POWER ON" bits was
used to vary the flow rate of coolant to the circuit

2) Choice of temperature sensor for the interlock
connections

As in the final experiment, the temperature sensors, which
act as inputs to the I-Boxes, are mounted on the detector
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substrates. High radiation tolerance is required of these
devices. The constraint of two-wire readout over cable
lengths of up to 40m predicates relatively high resistance
and large AR/R per Kelvin. NTC resistors fulfil these
requirements, and are available as 10 kQ devices with
1% tolerance at 25 °C with 4 % ARK"1.

In the very compact region of the ATLAS pixel detector
only SMD devices can be installed. Samples of NTC
SMD resistors from Taiyo Yuden and Semitec were
irradiated with 25 GeV/c protons up to 1.2 x 10 " p/cm2.
Neither has shown significant sensitivity to irradiation.
Dispersion before and after irradiation corresponds to
AT < 0.3K, which is within the acceptable maximal error
limits for the sensors of 0.5 K.

IV. EXPERIMENTAL RESULTS FROM THE
PRESENT STUDY

1) Studies of Heater Interlock Hysteresis

To reduce the influence of noise, the comparator circuits
of the I-Box are equipped with hysteresis. The hard-wired
switching temperatures of two comparators are defined
with a fixed resistor network. In the pixel detector, the
interlock signal ("POWER DISABLE") is set at 0.15 °C
and reset ("POWER RE-ENABLE") at - 0.79 °C.

To simulate the behaviour of the final power supplies in
the present tests, relays were put between the power
supplies and the dummy modules Figure 5. The I-Box
channels controlled these relays. Starting from stable
running conditions of the cooling system a coolant run-
out condition was provoked. The interlock transition
temperatures of all channels were recorded, and found to
be centred on the nominal values within an error band of
± 1.0 K, including effects of the I-Box electronics and
NTC resistance. The sensors used were chosen at random,
as is foreseen for the final experiment.

2) Studies of Fluid Flow Proportionality

The mass flow rate to each circuit will be individually
tuned via feedback according to the circuit load variation,
using pressure regulators in the liquid supply lines. We
have studied the performance of the circulator and the
temperature distribution on powered silicon modules
under steady state, partial-load, interlock-trip, start-up and
shutdown conditions using two methods of proportional
fluid control.

2.1) I-Box Bit Counting.

In the first, the number of powered modules was counted
via I-Box bits asserted, and the flow varied according
to a protocol;

PCAPILLARY = P S L + m*(#powered modules) (1)

^CAPILLARY *s s e t ty t l l e WAGO DAC output acting
through the E2P driver to the dome loaded supply
regulator. The constant of proportionality m is the

incremental pressure required to drive sufficient mass
flow of C3F8 liquid through the capillary to evacuate the
power of a single pixel or SCT module (~ 10 Watts max).

Temperature sensors and analysing heaters were mounted
on the exhaust tubing downstream of the Silicon detectors
to determine the amount of un-evaporated C3F8. Results

were good over a wide range of circuit power (number of
powered modules), and indicated that very little un-
evaporated liquid was entering the exhaust. However, the
protocol is vulnerable to variations in individual module
power, unless adapted to:

PCAPILLARY = + «»'* (2)

where m' is the pressure/power conversion constant
(mbarW1). This protocol requires (i) DCS access to the
monitored voltages and currents on several supply rails
per module, and (ii) that the power supplies continue to
supply this information.

2.2) Direct PID control of Fluid Flow.

Direct PID control of circuit flow on the basis of sensed
exhaust temperature has proved an effective means of
control. In a first study, a commercial PID controller10

directly piloted the E2P driver. In a second study, a PED
algorithm was implemented directly in a microcontroller
chip"of the same family as that used12 for system
programming and monitor functions in the recently-
developed "Embedded-LMB": [7], currently under test.
In a third study, PID control was implemented using
Bridge VIEW PID extension toolkit, using WAGO DAC
modules to pilot the E2P drivers.

In each case, it was possible to maintain the temperature
at a point -50 cm downstream of the evaporation zone
a significant margin (>10 °C) above the evaporation
temperature, over the full range of circuit power: i.e. from
one module powered to all modules powered.

Importantly also, in all cases, temperatures on powered
modules stayed within allowable limits with a variation
of± 0.5 °C during the transient (ramp-up/ramp-down
of varying numbers of modules on the cooling circuit).
The right-hand plot of Figure 4 illustrates the variation
of temperature on powered and un-powered modules
following a partial shut-down of six modules, with flow
reduced under PBD control to accommodate only
the remaining powered modules. The reduction
in temperature of the un-powered modules toward
the evaporation (tube) temperature is seen, while
the powered modules remain roughly constant
in temperature. In setting up the PID parameters, care was
needed to ensure that the lower pressure limit was not less

Model G9FTE-R*ElR-88-N: Mfr: RKC Instrument Co,
16-6 Kugahara 5-Chome Ohta-Ku, Tokyo, Japan
AT90S8515; Mfi: ATMEL Corp, San Jose CA 95131, USA:

programmed from C via GNU toolkit
' ATMEL ATmegalO3 128k RISC flash ncontroUer
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than PS L , during operation or PID auto-tuning.
The results indicate that with proportional flow control,
uniformity in temperature of remaining powered modules
is achievable, and that a relatively simple insulation
scheme will suffice to maintain the outer surface of the
exhaust tubing above the local dew-point.

V. FUTURE PLANS

A 6kW "demonstrator" recirculator with -25 parallel
cooling circuits is currently under construction. It will use
a high capacity hermetic piston compressor" with a local
control system modelled on the present recirculator, and
is aimed to evacuate the power dissipation of ~ 1/8 the
barrel SCT and pixel detectors, with extra circuits for
forward SCT and pixel detector assemblies.

Table 1 shows the numbers of cooling circuits, their
individual powers, and the numbers of flow and boiling
pressure regulators required. The number of circuits and
total power is similar to that of the full ATLAS SCT
tracking layer 4. The compressor and circuit flow and
pressure control system is therefore a prototype for
the first such installation at an assembly site for
the ATLAS SCT and pixel detectors. In the final ATLAS
installation, a total of seven such systems will be
required. Some will be employed at assembly sites before
coming to CERN.

Table 1: Power and Cooling Channel Count in the
Demonstrator Recirculation System

Layer

SCT
4

SCT
3

SCT
2

SCT
1

Pixel
2

Pixel
1
B

layer
SCT

disk/4
Pixel
disk/6

Circuits

2

2

1

1

4

3

2

1

2

Supply
Capillaries

/circuit
2

2

2

2

1

1

1

3

1

TOTALS
TOTAL: SCT 4

Power/
Circuit

(W)
480

480

480

480

208

208

144

110

96

5146
6720

Flow
Regs

4

4

2

2

4

3

2

3

2

26
28

Boiling.
Pr. Regs

2

2

1

1

4

3

2

1

1

17
14

VI. CONCLUSIONS

Following on from our measurements on thermal
prototypes of ATLAS SCT and Pixel Detector elements
presented at LEB99 [1], we have developed the control
system for a multiple parallel channel C3Fg evaporative
cooling recirculator.

Power interlocks and proportional control of refrigerant
flow have been successfully demonstrated. During
transient conditions, powered modules remained stable in
temperature, while the exhaust tubing of the evaporative
cooling circuits could be stably maintained a significant
margin above the C3F8 evaporation temperature (and at a
higher temperature than in a mono-phase liquid cooling
system), simplifying the insulation in the final ATLAS
installation.

The use of (^controller-based PID algorithms for flow
control is particularly interesting, and offers the
possibility of implementation of either smart (PID) or
transparent DACs in the new ATLAS DCS embedded
local monitor board.
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Trigger Throttling System for CMS DAQ

A. Racz

CERN, Div. EP, Meyrin CH-1211 Geneva 23 Switzerland

Abstract
This document is a first attempt to define the basic func-

tionnalities of the TTS in the CMS DAQ. Its role is to adapt
the trigger pace to the DAQ capacity in order to avoid conges-
tions and overflows at any stage of the readout chain. The dif-
ferent possibilities for the TTS to measure the load on parts of
the chain are examined. It clearly appears that one part of the
chain needs fast reaction time (few tens of microseconds)
whereas the rest of the chain can afford longer reaction time,
available to nowadays processors.

I. INTRODUCTION

The trigger throttling system (TTS) is a critical element of
the CMS data acquisition system. Its role is to ensure that trig-
ger logic is not overloading any of the electronic devices in
charge of moving, processing, and storing the data from the
very front-end electronic down to the storage media.

By design, the DAQ is able to process events at 100 KHz
(maximum average). However, due to the random nature of the
trigger, the LV1-A signal can exceed these 100 KHz for some
time. Although the DAQ is able to handle higher instantaneous
LV1-A frequencies, data loss and DAQ failure may occur if
the LV1-A frequency is not monitored and regulated according
to the DAQ load.

As inputs, the TTS receives warnings/status from ail the
devices that can suffer from overload and as output, the TTS
produces a throttling signal that will reduce the trigger rate
according to strategies to be defined later. These strategies are
out of the scope of the present document.

II. FRONT END RESOURCES

According to the front-end electronic logical model[l], the
front-end derandomizers (see Fig. I.) are the first devices to
overflow when too fast LV1-A are issued. Space and power
constraints in the front-end lead to small derandomizer depth
and hence, these queues are very sensitive to bursty LV1-A
even if the 100 kHz average is met. In general, these deran-
domizers behave like a first-in-first-out queue: the input fre-
quency is directly the LV1-A and the output frequency
(detector dependent) ranges from 3us to 7us (see table in the
appendix).

TTC system Front End Unit

siupi'r, A1X\.

Vk-nmclfimi/ei1

Fig. 1. Front-End logical structure

Simulations (see Fig. 2.) have been made showing the rela-
tion linking the depth, the service time and the probability to
overflow. The best way to avoid overflow is to design for
robustness: that means implement a big memory depth along
with a short service time compared to the average time interval
between two triggers (lOus). When this is not possible since
severe constraints on power consumption for example, other
alternatives exist to minimize the overflow probability and to
limit the consequences of it when it happens.

Fig. 2. Graphs showing the overflow probability versus the
service time and the queue depth

A. Overflow consequences
Practically, an overflow means that a data related to a given

trigger is overwritten in the readout channel or depending on
the implementation, a data corresponding to a trigger cannot
be introduced in the readout channel. At the level of the deran-
domizer, as the data is usually not time-stamped, the data of
the next event will be readout as being the data of the current
event: the data belonging to two different beam crossings are
mixed and this is a real disaster! But the worst is not yet
there... After an overflow, that channel (or group of channel) is
misaligned with respect to the other channels of the detector
and will continue to provide data belonging to a different trig-
ger: the misaligned channel must be re synchronized to be in
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step with the others. A resynchronization on-the-fly of a given
channel (or a group of channels) would be the most efficient
regarding the system availability. Technically-wise, there are
three ways to perform this operation:
8 the Timing Trigger and Control system (TTC)[2] must

provide the right bunch and event number to the mis-
aligned channel to be used at restart time. Due to the ran-
dom nature of the trigger, the TTC cannot know what
event number will be associated to which bunch number.
So the only possibility is to send only the current event
number reached at the end of the orbit gap of the LHC
beam. During the duration of the gap (127BX or 3.175
us), there will be no event and at the first bunch of the new
orbit, the bunch counter restarts at zero by definition

• the second way uses the special commands of the TTC.
When the misalignment is detected and quantified, one
could use 4 special commands to increment/decrement
on-the-fly the event or bunch counter of a given channel.
The misalignment monitoring process would detect some-
time after the return-to-sync of the channel

• finally, the third way is to use a general reset broadcasted
by the TTC that will flush all the data in all the front-ends
(pipeline, derandomizers,....), initialize the bunch and
event counter to zero and hold the system until the begin-
ning of the next LHC orbit

The first alternative affects only a given channel but that
channel can be unavailable up to an entire LHC orbit (~88us).
The second alternative offers the smallest impact on the rest of
the DAQ and on the un-availability time. The third one is the
brute force, affects the whole DAQ, can result in an un-avail-
ability time of one orbit but the simplest to implement! The
two first set severe requirements on the front-end functionnali-
ties at the current design stage.

If none of these solutions are possible, the current run must
be stopped in order to perform the resynchronisation. Then a
new run can be started. If the overflows are frequent, this will
reduce by a big factor the availability of the DAQ and conse-
quently, the physics performances of CMS.

B. Overflow detection
There is no way to detect an overflow in the front-end

without implementing dedicated hardware that chases this spe-
cific condition. Should the overflow happen (whatever we do,
it will!), the status word for that event must include this infor-
mation and the front-end electronic must be able to recover
from that situation without a general reset. In other words, an
overflowed detector must not loose the synchronicity of its
event/bunch counter with respect to the other detectors.

C. Overflow prevention
In the front-end area, the storage resources are generally

small. Therefore, the reaction time of a feed back loop must be
short, i.e. within a few trigger intervals. Let us look at a simple
reaction loop model (see Fig. 3 .)to better visualize the issues.

Input

Flrospace
before overflow

4
 T Free

rate1=1

T2
Output

Fig. 3. Overflow model

Realistic durations can be given to the parameters:

• Sensor transmit time (Tl) = 30us
0 TTS processing time (T2) = 4us

TTS transmit time (T3) - lus
8 Trigger setup time (T4) = 5us

The total response time is 40us or 4 events in average
(assuming an input rate of 100 kHz), the high limit sensor must
set at N-4, (N is the buffer capacity). During these 40us, 4
events will be readout (assuming an output rate of 100 kHz)
and 4 events will enter the buffer. But these are only average
values. The buffer would overflow if 9 triggers or more are
generated. According to the Poisson distribution, the probabil-
ity to have 9 or more triggers when an average of 4 is expected
is still 2.1%. If by design, the output service time is shorter
(i.e. 7us, ~6 events can be removed from the buffer), the situa-
tion is more comfortable: 11 triggers during 40us are needed to
overflow the same buffer. The Poisson probability of this situ-
ation is 0.3%. The main problem with this solution is to use a
significant part of the buffer as safety margin and of course the
need of a complex alarm transmission network.

A second alternative to reduce the overflow probability is
to reduce the reaction time. If hardware emulators (state
machines) are used to know the buffer status at any time, the
overflowing trigger can be inhibited and hence the overflow
avoided. Applied to the previous model, Tl is now Ous: the
total response time is lOus. If the threshold is set to N-l, 3 trig-
gers are needed to overflow the buffer. The Poisson probability
of having 3 events or more when 1 is expected is close to 8%!
That means that the threshold must be set lower: for N-2, the
overflow probability is 1.9% and for N-3, 0.4%. With this
alternative, a complex network is avoided but emulation hard-
ware has to be developed. Regarding the buffer usage, the situ-
ation is still not satisfactory.

A last alternative is to setup rules on the trigger: the idea is
to identify the overflowing trigger sequence for each front end
systems and implement in the trigger logic a sequence monitor
that will regulate the burstiness of the trigger and hence inhibit
the killing trigger of a sequence that overflows one front end
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system. For example, these rules can be: at least 2 bunch cross-
ings between 2 consecutive triggers, no more than 8 triggers
per LHC orbit, etc.... These rules are of course highly depen-
dent on sub-systems and require a deep knowledge of them.
The drawback of this option is that the global trigger effi-
ciency may be reduced by an inacceptable factor. Studies and
simulation should allow the estimation of this inefficiency.

When numbers smaller than a percent are written, usually,
one could think that the occurrence of that event is rare and
marginal. In the case of the front-end, with an average time
between triggers of lOus, 1% overflow probability means one
overflow every millisecond of beam (!!!) and that is dramatic:
if, by design, the only solution to recover from a misalignment
is a reset of the front end chips, events located in the delay line
and derandomizers are lost. Let's take a typical derandomizer
depth of 8 events: 8 events are lost every millisecond (assum-
ing no event in the delay line). For an average of 100 possible
events during 1 ms, 8 of them are lost... In other words, this
1% overflow probability creates 8% inefficiency for the DAQ!
Other queue depth and service times are represented in the
graphs below (see Fig. 4 .).

This simple calculation does not consider neither the time
to detect the overflow, time during which the data are cor-
rupted and hence useless nor the fact that if the front-ends of a
sub-detector are independent from each other, the overflow
probability of that sub-detector is the overflow probability for
a single front-end multiplied by the number of front-ends in
that sub-detector.

Whatever the overflow reduction techniques will be, it is
vital to maintain its probability in the 10"3 region or well
below (if independent front-ends) and to implement efficient
recovery procedures

Fig. 4. Graphs showing the mean time between overflow and the
DAQ efficiency loss for different derandomker depth and for
different service time when the recovery procedure is a general

reset

During 1999, a TRIDAS workshop1 addressed extensively
this critical front-end issue: the table of the appendix summa-
rizes the situation of every front-end regarding the buffer over-
flow. More information is available in the proceedings2.
Without making any assumptions on the final choice, it is very

likely that a combination of the last two alternatives will be
used.
For obvious technical reasons, the physical location of the
state machines and the trigger rule sequencer is within the glo-
bal trigger logic.

III . READOUT UNIT RESOURCES

The storage devices of the Readout Unit (RU) are the next
elements of the acquisition chain subject to overflow. These
storage elements are the Detector Dependent Unit or Data
Concentrator Card (DDU/DCC) and the Readout Unit Mem-
ory (RUM) (see Fig. 5 .).

1 .Front End and Readout Unit Workshop June 15-16, 1999 at CERN

Switch Data Link

Fig. 5. Readout Unit block diagram

The physical location of the DDU is in the underground
counting rooms whereas the RUM is located in the surface
building: 100m (200m cable path) are in-between. The DCC
provides more or less 2 KB of data per trigger: this makes 200
MB/sec. average data rate, assuming 100 kHz average trigger
rate. Currently, as far as the protocol is known, the event data
are removed from the DCC by a transparent data link at 400
MB/sec.: this significantly higher throughput is needed to
absorb the fluctuations in the event size and also avoids the
overflows in the final DCC storage buffer when nominal
working conditions are met. If the data transfer is interrupted
due to some failure (hardware or software), a classical ava-
lanche of "full flags" will be issued.

Regarding the RUM, the situation is quite different from
the front-end: almost no constraint on the memory size, I/O
processors able to run complex monitoring/recovery tasks,
standard fast network access (i.e. Gigabit Ethernet). By design,
the memory is able to handle up to 100000 events (1 second of
data taking). Given this capacity, the reaction time can be in

2.http://cmsdoc.cern.ch/ftp/distribution/Meetings/TriDAS.workshops/
99.06.15/Proceed ings.html
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the region of the processor times to signal a problem to the
TTS.

So regarding the Readout Unit, assuming no failure in the
data transfer, there is no intrinsic weakness requiring a special
care.

IV. ROUTING NETWORK RESOURCES

As far as the architecture is defined, the routing network
will be assembled from commercial units provided by the tele-
com industry. Although the final product is far from being cho-
sen, they all include (with no exception) built-in monitoring
capabilities and hence the TTS can be notified in the event of
congestions.

V. FILTER FARM RESOURCES

For what is concerning the filter farm, a distinction
between the global load of the farm and the individual load of
a single Filter Unit (FU) must be made.

A. Filter Unit load
The Filter Unit is made out of a Builder Unit (BU) and a

commercial-off-the-shelf computer or cluster of computers
(called "workers" in the following) running dedicated code.
The BU receives the data to process from the routing network
under the control of the Builder Manager (BM). The task of
the BM is to assign a given event (or a set of events) to an indi-
vidual BU. When an event is fully re-assembled, one of the
"workers" starts the data processing. When the process is com-
plete, the worker starts another event and so on. As the events
are processed, the event queue of the BU is emptied. The BU
can then requests another set of events. In principle, the load
on the BUs and the workers should be balanced but given the
event size distribution, some devices can be more loaded than
others. Monitoring processes will run concurrently to ensure
the proper operation of the FU. Should an overload occur
(storage or processing overload), the FU can signal the prob-
lem to the "Farm Manager" or the BM who, in turn, will take
corrective actions (to be defined later).

To know the load of the farm, status of each individual FUs
can be collected but this will result in an important traffic on
the Computing Service Network (CSN). A global load mea-
surement can be performed at the BM level.

B. Filter Farm load
As described in the above paragraph, the BM grants a par-

ticular event of the RU to a particular FU. As the RU can han-
dle 100000 events, the BM has a pool of 100000 "names" with
which it will name the outcoming event from the RU. When a
name is in-use, it cannot be assigned to another event: it is
busy until the event analysis completion. At the end of the
event processing, the concerned FU returns a status message
with the "name" of the processed event. This name can again
be re-used for another event of the RUs. With this mechanism,
the BM can easily measure the global load of the farm by
counting the number of names in-use.

VI. CONCLUSION

The role of the CMS Trigger Throttling System has been
described in global terms. The situation regarding the different
stages of the data acquisition chain is quite different. Intrinsi-
cally, the most problematic parts are the front-end systems
where full custom solutions must be developed. For the rest of
the chain, standard and well known solutions can be used.
After this first analysis, it has been shown that the TTS can be
split logically and physically into two parts:

• a first one featuring quick reaction time, custom hardware,
located in the global trigger logic

• a second one with slower reaction time, running on the
BM processors

Finally, depending on the overflow recovery procedure, the
DAQ availability time can be reduced by an unacceptable fac-
tor.
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Abstract
CMS will use gas Drift Tubes (DT) as active part of

the barrel muon sub-detector. In total 200.000 wires will
be readout by TDCs and signals will be sent to Data
Acquisition System (DAS). The entrance door to the
standard CMS DAS will be a board (Detector Dependent
Unit - DDU) that will be specific to each sub-detector.
We have built a PCI Mezzanine Card (PMC) based
prototype of the DT muon DDU that features two input
channels with Optolink, data check and reconstruction by
FPGA and PCI slave output through a FIFO. A
description of the board and the FPGA schematics will be
given together with the lab setup used to test and debug it.

I. INTRODUCTION.

The recognition and measurement of muons in the
barrel part of the CMS detector is performed combining
drift chambers with resistive plate chambers [1], The drift
chambers detector (DT) consists of a set of 48 concentric
layers of drift tubes arranged in 4 stations, each with 12
wire planes. This part of detector allows first level
triggering and measurement of the momentum of the
incoming muons. The resistive plate chambers, arranged
in four layers as for the DTs, are used as an independent
trigger [2].

CMIBIILHC

Figure 1: Transverse view of the CMS detector

With this system it will be possible to measure the
momentum of a muon with 10 GeV < p-p < 1 TeV,
\r\\<l with a relative error of 0.5 - 7%.

The DT part of the detector features a total of 200.000
wires, each connected to a VLSI TDC located at the
chamber's end. The TDC provides a measurement of the
time of arrival of the charges on the wire with a resolution
of 12 bits. Once data are digitised, a set of boards
mounted on the chambers' ends gathers them [3]; data are
first assembled at the chamber level (each chamber has 12
layers of wires) by the Readout Boards (ROBs), then at
the sector level (CMS is divided in 12 <j> and 5 R sectors,
adding up to 60 of them) by the Readout Server (ROS).
Figure 1 shows the transverse segmentation of CMS; pink
rectangles are the 4 layers of barrel muon chambers.

Only data that pass the first level trigger are sent from
the detector frontend buffers to the DAS. The CMS DAS
[4] is organized in 3 layers, as it can be seen in Figure 2: a
Readout System that receives data from the frontend, an
Event Builder that reconstructs the data fragments and a
Filter System where all high level trigger algorithms are
run. From the Readout System onwards, all the hardware
is no longer custom for the various sub-detectors. The last
custom part is an interface board, located at the very
entrance of the Readout System, that allows reception of
data from the frontends and handshaking with the
standard DAS: such a board is called Detector Dependent
Unit (DDU).
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Figure 2: Block diagram of the CMS data acquisition system

II. DRIFT TUBES DDU FUNCTIONALITIES.

The Detector Dependent Unit is the last custom
module that will be used in the CMS data acquisition
system. It has to ensure the correct data flow between
frontend and event builder and it has to offer the
possibility of reading out data in an independent way;
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this last feature will be useful during the setup phase of
the detector and, once the whole detector will be run,
during periods when the general DAS will be not
available. To summarize, the following are the services
that the DDU has to implement:

• receive data from frontend and check
consistency;

• store data in a memory readable from DAS;

• store data in a memory readable from a local
CPU;

• look for errors and eventually take
appropriate actions.

Data from the frontend are sent to the DDU via optical
serial links; each of the 60 sectors in which CMS is
divided leads one link. It is foreseen to have an
occupancy of 1 track per sector per event. Each track has
48 space points for a total of 144 bytes plus some 22
overhead (header/trailer,...) bytes. The CMS DAS, at the
DDU level, asks for a 2 kBytes event: this implies that the
maximum number of channels per DDU for the drift
tubes detector will be 2k/166=12. If one builds boards
with 12 channels each, 5 boards will be needed for the
whole DT. The number of channels per board will be
decided once the exact components will be available,
allowing a correct estimate of the space occupied; cost
matters will also be considered. The actual guess is to use
VME standard; not yet decided is the dimension 9U or
6U. With any of the choices, the whole setup needed for
DTs will be housed in a single crate.
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Figure 3: The muon drift tubes DDU crate

The DDUs will be responsible for giving the chance of
having an acquisitions system independent from the
standard CMS DAS. The DDU crate will house a CPU
that, using the VME bus, will allow readout of data in
parallel with CMS DAS. This feature will be used for
monitoring during standard operation (spying) or as
unique readout when the CMS DAS will be unavailable
or not yet mounted (during detector assembly in the
ground hall, for example). Data read by the CPU can be

locally treated and results will be available to any
concerned user via a link (say Ethernet).

The DT frontend gathers data from the various
chambers within a sector and sends them to the DDU as a
sequence of 9-bit words. DDUs will receive them via a
serial optical link. The first DDU duty is to check that
transmission and data consistency are correct. This is
done using the error code of the link and checking that the
header-data-trailer sequence is correct. The event is then
re-formatted: 9-bit words are assembled into 32-bit
words, new headers/trailers are substituted to the previous
ones. At this stage it can be eventually performed a
reordering of data words, to speed up high level triggers
decision times; this has to be very carefully evaluated
because purely hardware operations can be very difficult
to be implemented in FPGAs.

Formatted data are stored in a memory that can be
accessed both by DAS and by local readout. The memory
has to be 32-bit wide and should have a depth that allows
the storage of some hundred events. The memory should
be readout in a FIFO-like mode using the fastest speed
available by the output transfer bus. This reflects, for the
actual prototype, in using a FIFO that can be readout with
DMA in PCI.

The DDU has to be ready to react in case any error
condition is reached both within the DDU itself and/or in
the frontend electronics. Error messages are contained in
the data received from the frontend; they are decoded and
checked in the first actions taken by DDU. These errors
include buffer-full, readout-error, chamber-
malfunctioning. The locally generated errors include
buffer-full, transmission-error, timeout-in-data-reception.
The actions that DDU takes are twofold:

• include error code in data for further slow
action;

• signal error with an interrupt for immediate
fast action.

All the design of the DDU has to take into account the
speed of data arrival: it is foreseen that on average
each sector will send its data (166 Bytes) every 10|xs,
speed of the Level_l_accept (trigger). This adds up to
a data throughput of 64 Mbits/s as DDU input. The
output speed (essentially the speed needed for the
output memory) has to be compatible with the data
transfer rate allowed by data bus. The actual rate is 66
MHz obtainable with PCI.

Ill, PROTOTYPES AND LAB TEST SETUP.

The development of the DDU and its related hardware
and software is being done on a several years span. The
frontend is developed and built in the laboratories of
Padova and Madrid, while the DAS (in particular the
RUI) is being built at CERN. To allow debugging and test
of the system in a standalone mode, we have built and
assembled a number of boards that add up to a complete
readout. The heart of the lab test setup is a VME CPU.
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The data coming from the frontend are simulated with a
PMC board nicknamed PTT. Two versions of the DDU
have been built so far: a VME board housing a single
input channel and a PMC board with two input channels.
When using the PMC version of the DDU, the PCI bus of
the CPU is expanded with Motorola PMC span boards.
Figure 4 shows the lab setup that is used with the PMC
version of the DDU.

Figure 4: The laboratory test setup block diagram

A. Frontend electronics simulator (PTT).
Time of arrival is digitised with TDCs located at wire

ends. Data are then grouped at the chamber and at the
sector level to be sent to the DDUs. As data are sent via
8-bit optical serial links, the format is structured in
corresponding way. The data format for an event is listed
in Tables la and lb.

Table I a: Frontend data format for an empty event

Without data
Start ROS
Event number TTC
End

Data (Ohits)
Overhead

Total

N.of bytes
1
3
1
0
5
5

Type
Control
Data
Control

Table lb: Frontend data format for a typical event

With data
Start ROS
Event number TTC
Format=Data 3 -byte
Start ROB
ROB address
Datum 1 [23:16]
Datum 1 [15:8]
Datum 1 [7:0]

N.of bytes
1
3
1
1
1
1
1
1

Type
Control
Data
Data
Control
Data
Data
Data
Data

Datum n
Start ROB
ROB address
Datum 1

Datum n
Start ROB
ROB address
Datum 1

Datum n
Start ROB
ROB address
Datum 1

Datum n
Start ROB
ROB address
Datum 1

Datum n
End
Status
End Data

Data (48 hits)
Overhead

Total

3
1
1
3

3
1
1
3

3
1
1
3

1
1
1
3

1
1
1
1

144
22
166

Data
Control
Data
Data

Data
Control
Data
Data

Data
Control
Data
Data

Data
Control
Data
Data

Data
Control
Data
Control

The PTT is a simple PMC board that houses a PCI
bridge PLX 9050, a 2k*9-bit FIFO IDT72231-15-J and a
serial link Cypress Hotlink CY7B923-JC run at 20 MHz.
The FIFO can be written and read from PCI. This
operation allows checking the correct behaviour of the
board. Once data are being loaded on the FIFO, it can be
started an asynchronous transfer toward the DDU via the
serial link with a PCI command. The PPT has been used
to test both the VME and the PMC versions of the DDU.

\>i: I'TjNt OUTPUT
FIFO
9k x 9

IDT 72231

PCI
BRIDGE
PLX 9050

Figure 5: Block diagram of the PTT PMC board
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A description of the board can be found in [5].

B. VME version of the DDU prototype.
The first version of the drift tubes DDU has been

realized implementing one input channel on a 6U VME
board. The reason for such a choice was uniquely
practical and related to the need of learning the FPGA
programming and the PCI bridges use on two separate
boards: it has been chosen to learn the former using the
well known VME bus. The data are input on a Cypress
Hotlink CY7B933, stored on a 2k*9-bit IDT72231 input
FIFO. The Xilinx XC4005EPG156 is used to transform
the 9-bit words in 32-bit output words. Data are then
stored on two 256* 18-bit CY7C4205 output FIFOs that
can be readout in slave mode via VME. Both input and
output FIFOs can be written by VME for debugging. The
frequency of the Xilinx clock is 4 MHz and the frequency
of the Hotlink clock is 20 MHz. The board has been
successfully tested in a lab test bench that included a
ROB prototype built in CIEMAT Madrid. A description
of the board can be found in [6].

C. PMC version of the DDU prototype.
During 2000 it has been built a PMC prototype of the

DDU. It has been decided to have two channels on the
same board, to allow complete testing of the input
protocol that the FPGA has to handle. Data can be
received on an optical fibre by a Hewlett Packard
HFBR5208 or on the electric input of the Cypress Hotlink
CY7B933-SC, used at the frequency of 20 MHz. Then
each channel stores them on a 2k*9-bit FIFO. At this
stage data are checked for transmission errors (parity,
interrupted link) and for the correct sequence header-
trailer. As transmission is asynchronous, it is
implemented a 200 u.s timeout protocol that forbids DDU
from being in an infinite waiting loop. Data are then
merged in the two FPGAs Xilinx XCS40XL-4PQ240c.
The appropriate header is written, error conditions from
the frontend are checked and then, if no error is present,
after having written all data from the first input-FIFO that
showed data, the reading procedure passes to the second
input-FIFO. If no errors are found, the event is closed
with the appropriate trailer and the DDU is set again in a
waiting state. If errors are found, the error code is written
in the status word of the event and, if it is enabled, an
interrupt is sent to the control CPU. Table 2 contains the
format of the data as they are written on the output
memory.

Table 2: Format of data at the DDU output

Data 1 - ROS

Data 2 - ROS

Data n - ROS

STATUS

Word count

TRAILER

1

1

2

The DDU has a control register and a status register
that allow the selection and the verification of the several
features of the board. Table 3 shows the detail of the bits
of the control register.

Table 3: Detail of the control register bits.

Bit name

BitO

Bill
Bit 2
Bit 3

Bit 4

Bit 5

Bit 6

Bit 7

Bit 8

Bit 9

Bit 10

Bit 11

Bit 12

Bit 13

Bit 14

Bit 15

Bit 16

Bit 17

Action taken

State
SETUP/RUN
Reset STRG
Reset ITRG
Enable
Interrupt 0
Enable
Interrupt 1
Enable
Interrupt 2
Enable
Interrupt 3
Enable
Interrupt 4
Enable
Interrupt 5
Enable
Interrupt 6
Enable
Interrupt 7
Enable
Interrupt 8
Enable
Interrupt 9
Enable
Interrupt 10
Enable
Interrupt 11
Enable
Interurpt 12
Enable
Interrupt 13
Enable
Interrupt 14

if

In Fifo A
Almost Full
In Fifo A Full

In Fifo B
Almost Full
In Fifo B Full

Event Number
Mismatch
Out Fifo
Almost Full
Out Fifo Full

Timeout 1
RosA
Timeout 1
RosB
Timeout 2
RosA
Timeout 2
RosB
Interrupted
link in ROS A
Parity error
Link A
Interrupted
link in ROS B
Parity error
LinkB

Available in
mode:

Always W

Always W
Always W
W in Setup

State

"

HEADER

Event Number
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When an error is found, if the control register is set in
such a way to allow it, an interrupt is issued. When the
control CPU will look at this interrupt, it should read the
Interrupt Register in such a way that the appropriate
action is taken for the various cases that can cause an
interrupt to be issued In Table 4 the bits of this register
are shown.

Table 4: Detail of the Interrupt Register

BitO
Bitl
Bit 2
Bit 3
Bit 4

Bit 5
Bit 6
Bit 7
Bit 8
Bit 9
Bit 10
Bit 11
Bit 12
Bit 13
Bit 14

In Fifo A Almost Full
In Fifo A Full
In Fifo B Almost Full
In Fifo B Full
Event Number
Mismatch
Out Fifo Almost Full
Out Fifo Full
Timeout 1 Link A
Timeout 2 Link A
Timeout 1 Link B
Timeout 2 Link B
Link A interrupted
Parity error Link A
Link B interrupted
Parity error Link B

Interrupt 0
Interrupt 1
Interrupt 2
Interrupt 3
Interrupt 4

Interrupt 5
Interrupt 6
Interrupt 7
Interrupt 8
Interrupt 9
Interrupt 10
Interrupt 11
Interrupt 12
Interrupt 13
Interrupt 14

The PLX 9080 PCI bridge allows DMA transfers, 32-
bits and 33 MHz clock; it is foreseen to use the board as a
PCI slave. Figure 6 shows the block diagram of the board.
It can be seen the parallel structure of the two channels up
to the control and merge FPGAs. After the Xilinx, data
proceed on an unique row. In a board with more than 2
input channels, the part to be modified would be the one
ahead of the Xilinx.

! ' C W W .
••CMC***." • • Sflt*S»'"

JDX7JM1"

JJOWNJC

CV7CSSK

2 XTLINX

XCS40XL

t
mmn: ,
•3sf?»

OUTPUT
FIFO

128k *36
IDT

72V36U0

PCI
BHIDGE

Details of the board can be found in reference [7].

D. Control CPU and operating system.

The lab test setup uses a Motorola MVME2301 VME
CPU, with a PPC 603 processor. It can house up to two
PMCs, thus allowing test and debug of two boards at one
time without need of an extension. To be able to use 6
boards, the Motorola PMC-span VME boards are used.
The operating system is VxWorks with the Tornado 2
development environment. All programs are written in C
and C++.

IV. CONCLUSIONS.

The entrance door for frontend data of the CMS barrel
muon drift tubes detector will be made using a board,
named Detector Dependent Unit in the CMS DAS jargon,
that will allow merging of data, re-formatting, error
check, data monitoring and spying. Two prototypes have
been realized, in VME and PMC form factors; to test
them in the lab other boards have been built. The
prototypes have been and are being used with the
prototypes of frontend boards realized in CIEMAT
Madrid. It is foreseen to build the final DT DDUs in
VME, either 6 or 9U.

V. REFERENCES

1. The Compact Muon Solenoid technical proposal
CERN/LHCC 94-38, 15 December 1994

2. The muon project technical design report
CERN/LHCC 97-32, 15 December 1997

3. Properties and performances of a frontend ASIC
prototype for the readout of the CMS Barrel
Muon Drift Tubes Chambers - CMS Note
1999/033

4. http://cmsdoc.cern.ch/cms/TRIDAS/html/tridas.ht
ml

5. http://www.to.infn.it/esperimenti/CMS/electronic
s/PTT

6. http://www.to.infn.it/esperimenti/CMS/electronic
s/pDDU

7. http://www.to.infn.it/esperimenti/CMS/electronic
S/DDU2000

Figure 6: PMC version of the muon DT DDU prototype
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TIMING, TRIGGER AND CONTROL DISTRIBUTION AND DEAD-
TIME CONTROL IN ATLAS

Per Gallno, CERN, Geneva, Switzerland
(email: per.gallno@cern.ch)

Abstract
The RD12 TTC system [1] is the backbone for the timing,
trigger and control distribution in ATLAS. The last
developments of TTC modules as well as their use in
ATLAS are presented.

The strategy for dead-time control of the experiment is
also presented.

INTRODUCTION

Timing, trigger and control
The different sub-detector Front End (FE) and Read Out
systems of the ATLAS experiment all require timing,
trigger and control information, such as the bunch
crossing signal (BC), the trigger level-1 accept signal and
various control and calibration parameters. Reset signals
for the Bunch and Event Counters are also needed for
system synchronisation purposes by the Front End and
Read Out elements.

This information comes normally from the LHC machine,
the Central Trigger Processor (CTP), the Data
Acquisition system and the Detector Control System.

A multipurpose fibre optic based distribution system, the
TTC, has been developed for this purpose within the
framework of the RD12 project. Accepted triggers,
trigger information, event count, various calibration,
control, reset and test commands can be sent over the
TTC network.

Dead-Time Control
The data flow in the ATLAS sub-detector acquisition
systems needs to be controlled in order to prevent
information losses in the case the data buffers in the Front
End, Read Out Drivers (ROD) or Read Out Buffers
(ROB) get saturated.

Three different mechanisms to control the data flow will
be implemented:

• By Back pressure using a XON/XOFF protocol on
the read-out links between the ROD'S and the ROB's.

• By Throttling to slow down the level one (LVL1)
trigger rate from the CTP when the ROD data buffers
are nearly filled.

• By Prevention introducing a constant dead-time
combined with one set by a pre-programmed
algorithm in the CTP in order to avoid buffer
overflow in the Front End. The constant dead-time is
chosen to be 4 BC's after each LVL1 and the
algorithm, called "leaky bucket", limits the number of
LVL1 to 8 in any window of 80/ts.[2]

The introduction of a dead-time by a throttling
mechanism is based on a ROD busy signalling scheme
informing the Central Trigger Processor about the state of
the ROD data buffers as each ROD is able to produce a
ROD-Busy signal when its buffer is filled up. The busy
signals from each ROD are summed and monitored in
ROD-Busy Modules connected in a tree structure to
finally produce a veto signal for the CTP. The ROD Busy
signalling scheme and associated hardware will be
described in this context.

THE TTC SYSTEM

System Description
The TTC system is a unidirectional optical fibre based
transmission system, where two information channels, A
and B, are Time Division Multiplexed (TDM) and Bi-
Phase Mark (BPM) encoded using the LHC Bunch
Crossing (BC) clock (40.08 MHz) as the carrier
frequency. One channel (A) carries exclusively the LVL1
trigger accept (LI A) information and the other (B) carries
packaged address and data information for the sending of
various reset commands or calibration, control and test
parameters.

The LHC BC clock is used as the TTC system master
clock and is distributed to all destination systems by the
receivers extracting it from the BPM encoded signal.

The data packages sent on the B-channel can either be of
short format (8 data bits), used for broadcast commands
or of long format (14 address, 8 sub-address and 8 data
bits) for individually addressed commands or data
transfers. Error correction coding is implemented by
adding standard Hamming code, 5 respectively 7 bits, to
the two data formats. Commands may either be
transmitted asynchronously or in a fixed timing relation
to the LHC BC Clock and Orbit signals.
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Figure 1. The TTC system block diagram

A final system integrated in the experiment will comprise
the following hardware components:

• The LHC Clock and Orbit signals receiver/fan-out
crate, TTCmi

• The VMEbus interface module, TTCvi
• The modulator (TDM + BPM) and optical fibre laser

transmitter unit
• The tree structured optical fibre distribution network
• The photo detector diode and the TTC receiver

ASIC1, TTCrx
• The FE or Read-Out system specific modules

carrying the TTCrx

New developments for TTC
The design of the original TTCvi module has been
revised and an enhanced version, the TTCvi - Mkll, is
now delivered to the users.
Two types of laser transmitter modules have been
developed by RD12 for TTC signal distribution within
the LHC experiments.[2] Both modules have a 6U/4TE
form factor, ie. standard VME format, and use standard
VME supply voltages.
The TTCex contains two encoders driving each five
optical outputs. The TTCex may be configured to drive
all ten outputs as one TTC partition. Further fan out of
each optical output may be achieved using an optical tree
coupler.

The TTCtx supplies a total of 14 optical outputs derived
from an already encoded electrical signal. Possibility
exists to configure the module to drive two groups of 7
optical outputs from two different external encoders.

VMEbus INTERFACE - TTCvi

The TTCvi Mkll Module
The original TTCvi module was designed in 1997. Since
then 40 modules have been produced and delivered to
users. A questionnaire was distributed in 1999 to the TTC
users in order to collect their feedback. Based on this
survey an improved version of the TTCvi was designed,
ie. the TTCvi Mkll. A subsequent preliminary design
review (PDR) was performed in April 2000.

TTCvi Mkll new features
The following improvements and modifications have
been introduced:

1. It is now possible to select the internal counting of
either the event triggers or the LHC orbit pulses. A
bit in the Control Register-1 controls the selection.

2. The internal event/orbit-counter may be reset by a
VMEbus generated function.

3. The address, sub-address, size bit and int/ext bit of
the event/orbit-count/trig-type B-channel transfers
are now fully programmable from the VMEbus.

4. The event/orbit-count/trig-type B-channel transfers
may be disabled.

5. A feature to allow for the generation of a delayed
calibration TRIGGER triggered by an external pulse
on one of the B-Go inputs. The delay is
programmable in the same way as the INHIBIT
delay.

6. Two LED indicators have been added to show the
activity on the A and B channels.

7. A scheme for sending command bursts triggered and
timed by the Inhibit signal has been developed on
request by the LHC Beam Instrumentation Group.
This feature will be implemented as standard on
future modules.

8. Some discovered bugs have been corrected.

The updated version of the TTCvi technical manual may
be found on the RD12 - TTC homepage [4]. A summary
of required changes to the driver software is found in the
manual appendix.

1 Application Specific Integrated Circuit
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Status
A batch of 20 TTCvi Mkll modules has recently been
fabricated of which all modules have already been
allocated to users.

Negotiations are under way with external manufacturer
regarding the future production and support of TTCvi
modules.

The milestones for the ATLAS requirements are a final
design report in September 2000 and final version of
TTCvi in June 2001.

READOUT DRIVER BUSY HANDLING

System Description
The Read-Out Drivers (ROD), of which there will be
several hundred in the ATLAS experiment, buffer,
process and format the data from the Front End
electronics before being sent to the Read-Out Buffers
(ROB).

If the data buffers in the ROD are close to get filled up
the Level-1 trigger rate must be reduced. A way of
achieving this is to send a busy flag to the CTP to
introduce a dead-time. [5]

From ROD'S in Sub-detector-1

Busy
Sub-system-x

ROD
3USY
Module

Busy
Sub-detector-2 •
Busy
Sub-detector-3

Busy
Sub-system-y

ROD
BUSY
Module

ROD
BUSY
Module

,CTP
"veto

From ROD'S in Sub-detector-n

Figure 2. The ROD -Busy tree structure

signal of the particular sub-system. In turn the sub-system
Busy signal is summed with other sub-system Busy
signals in another Busy module to form a sub-detector
Busy signal. Finally all sub-detector Busy signals are
gathered to form a Busy input to the CTP.

THE ATLAS ROD-BUSY MODULE

Module Description
The ROD-Busy module [6] has been design to perform
the following functionality:
1. Collect and make a logical OR of up to 16 Busy

input signals.
2. Monitor the state of any input Busy signal.
3. Mask off any input Busy signal in the case a ROD is

generating a false Busy state.
4. Measure the integrated duration any Busy input is

asserted for a given time period.
5. Store a history of the integrated Busy duration for

each input.
6. Generate an interrupt if any Busy input is asserted for

longer than a pre-set time limit.
7. Generate a Busy output serving as an input for a

subsequent ROD-Busy module in the tree structure
or as a veto for the CTP.

= 2

Test Driver Test Register

Monitor Latch — •

10 MHz clock Sequencer

16 bit counter FIFO

16

16 bit counter FIFO

Q vl • ! 16 bit counter FIFO

o/p
Driver

i
-OS

CD

VME IRQ-gen

Each ROD produces a Busy signal, which is sent to a
ROD-Busy module together with Busy signals from other
ROD's in the same sub-system. The ROD-Busy module
sums the incoming Busy signals to produce one Busy

Figure 3. ROD -Busy module block diagram
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Status
The design of the ROD-Busy module is well under way
and a prototype will be available for evaluation during the
first half of 2001. The prototype will be packaged in a
6U/4TE form factor VME module. A conversion kit for
implementation on larger VME boards is also foreseen.

Modular VHDL blocks
The code for the different functional blocks has been
written in VHDL and may be obtained on request in the
case a designer wants to implement the Busy module
functions directly in a ROD module.

The following VHDL entities will be made available:

1. Input monitoring, masking, stimulating and
summing.

2. Quad 16-bit up-counter.
3. FIFO read/write sequencer.
4. VME slave and interrupter interface.
5. Busy time-out service requester to drive interrupter.

CONCLUSION
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The extensive use of the different TTC components in a
variety of different test and evaluation set-ups has
confirmed the efficiency and success of the TTC system.

The implementation of the ROD-Busy modules and their
associated tree structured signal gathering scheme makes
it possible to efficiently control the dead-time in the
experiment and to easily detect faulty ROD modules
introducing excessive dead-time.
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Abstract

The Trigger and Data Acquisition (DAQ) System of
the ALICE experiment has been designed to support
the high bandwidth expected during the LHC heavy
ion run. A model of this system has been developed.
The goal of this model is twofold. First, it allows to
verify that the system-level design is consistent and
behaves according to the requirements. Second, it is
used to evaluate the theoretical system performances
using the measurements done on sub-systems proto-
types. This paper presents the specification and sim-
ulation of a model of the ALICE DAQ system using a
commercial tool, called Foresight. In addition, this pa-
per describes the performances reached by the model
during the simulation.

I. INTRODUCTION

The ALICE Trigger and Data Acquisition System
(DAQ) is required to support an aggregate event build-
ing bandwidth of up to 4 GBytes/s and a storage ca-
pability of up to 1.25 GBytes/s to mass storage. The
system must also be able to combine different types of
physics events: slow rates of Central and Minbias trig-
gers generating the largest fraction of the total data
volume, together with faster rates of Dielectron and
Dimuon events.

The ALICE DAQ system has been decomposed in
a set of hardware and software components. The de-
tailed system design is going on in parallel with the
development of prototypes of these components. We
wish to verify this design in order to check that it can
reach the expected behaviour and the target perfor-
mances.

However, such a complex system happens to be dif-
ficult to verify manually, since there is no correspond-
ing mathematical description. A tool that enables one
to define a model of the system, and to perform its
verification is therefore an extremely valuable help.

This paper presents the formal specification and

simulation of the DAQ of the ALICE experiment. A
modelling and simulation tool, called Foresight, is used
to specify the system in an abstract manner (system-
level) in order to focus on the functionality.

II. FORESIGHT

A Foresight "specification" [1] is made of hierar-
chical data flow diagrams, finite state diagrams, and
pieces of a procedural modelling language. The specifi-
cation provides a unambiguous description of the sys-
tem. The semantics of the specification provides a
model of the system whose behaviour is very close to
the behaviour of the system. The verification process
is performed during the simulation. It demonstrates
the functional correctness of the system.

The Foresight simulation consists of the real-time
execution of the specification. It offers debugging
functions like animation of diagrams, breakpoints, and
monitor windows. The simulation is used to evaluate
the performances of the specified system. It also makes
it possible to perform some analysis such as the sys-
tem sensitivity to some key parameters. One can also
explore other algorithms, and new architectures. This
is useful when the final architecture has not yet been
defined (as is the case for ALICE), since it helps to
compare architectures or choices of implementation.

III. SPECIFICATION

The current ALICE specification describes the func-
tionality of the whole experiment and of the major
sub-systems: Trigger, Trigger Detectors, Tracking De-
tectors, DAQ, Permanent Data Storage. The speci-
fication follows the description of ALICE DAQ given
in [2], using up-to-date parameters values.

A. Overall System
The top-level Foresight specification of the ALICE

DAQ system is made of the data flow diagram of Fig-
ure 1. Sub-systems are specified with Foresight pro-
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cesses. Links between sub-systems stand for the in-
put/output interfaces among sub-systems.

The Interaction Source element generates events at
a rate of 6000 Hz distributed according to a Poisson
distribution. Trigger detectors receive the event sig-
nal emitted by the Interaction Source and inform the
Trigger System. The latter emits L0, LI, L2 signals
towards the Tracking Detectors. According to the re-
ceived signals from the trigger system, the tracking de-
tectors send data to the DAQ Sys (DAQ sub-system),
and emit busy signals to the Trigger System. The
DAQ Sys performs the sub-event building, then the
event building and finally sends the events to the PDS
Sys (Permanent Data Storage).

[ntWKtlon Sotrc*

• | ,..,„ r j f ! j ! i f f

Figure 1: Overall Architecture

B. Trigger System
The ALICE trigger system has three levels: level 0

(L0), level 1 (LI), and level 2 (L2).

• L0 serves to strobe the detectors at to + 1-2/xs,
where to is the event time. L0 performs
past/future (P/F) protection at to, i.e., no other
interaction must have taken place during a given
time interval before and after the occurrence of
the current event. The time interval depends on
the type of the event. At L0, we have simulated
the case where an event can be either Central,
Dimuon, Dielectron, Minbias, or a combination
of two or more of these types. In the case of a
combined event, two or more classes of detectors
may be strobed. A class of detectors is the set
of detectors involved in an event of a given type.
L0 checks the busy flag of the detectors concerned
by the current event. If one of them is busy, the
classes of detectors to which this detector belongs

are not strobed. If no class of detector can be
strobed, then L0 does not send any signal to the
detectors. Otherwise, the remaining classes of de-
tectors receive the L0 signal.

• LI performs a new P/F protection for the period
up to to + 4..3(is. If the event can be accepted as
it is, the corresponding classes of detectors are in-
formed at to + 5.5/US. The trigger numbers are dis-
tributed by LI. In the case of a combined event,
the P/F protection may act as a filter, so that only
some classes of detectors are allowed to continue
with the event. In this case, only some classes of
detectors receive an LI accept. If no LI is gener-
ated, the event is rejected;

• Following the LI, level L2 makes the final trigger
decision (no more combinations). It performs a
P/F protection for the period up to to + 88fis,
and detectors are informed at to + 89.2jus. The
P/F protection may remove some classes of de-
tectors. If after P/F protection, the final trigger
outcome still includes more than one class, one
of the participating classes is chosen proportion-
ally to the required DAQ rates. The remaining
class of detectors receives an L2accept signal, the
others receive an L2reject signal.

• L0, L], L2 signals always arrive in this order. It
may happen that L0\ LI', for a consecutive event,
arrive before L2 (i.e., the sequence L0 LI L0' LV
L2 is allowed). However L2 arrives always before
L2', since level 2 signals reach the detectors at
t0 + 89.2/is.

1) P/F protection Intervals

For all trigger types, no other interaction can take
place during the P/F protection interval [t0 - A, to +
A], where A is the P/F protection time. The pa-
rameters used for the P/F protection intervals are the
following:

Dimuon: A = 3/is
Dielectron: A = 7fis
Combination(Dimuon,Dielectron): A = 7/JS
Central, Minbias, Other combinations: A = 88/JLS.

2) Event Rates at L0 Input

The event rates produced by the collisions and re-
ceived at the L0 level have been estimated as follows.
The total number of interactions that have to be taken
into account for P/F protection is set to 6000 Hz. Only
4000 Hz are interesting at the physics level (physics
events). All interactions participate in the P/F protec-
tion process, i.e., their occurrence may spoil another
event.
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Table 1 shows the distribution of the 4000 Hz of
interesting physics events among the different classes
of triggers. For instance, the rate of Central events
has been estimated to be 1000 Hz, distributed in the
following manner: 403 Hz are "pure" Central events,
272 Hz are a combination of Central and Dimuon
events, 272 Hz a combination of Central and Dielec-
tron events, and 53 Hz are given by the combination
of Central, Dimuon and Dielectron events. Minbias
events do not combine with other events.

Table 1: Event Rates at L0 Input

c
DM
DIEL
MBSub-Total
Others
Total

C
403
272
272

2403

DM
272
272

53

DIEL
272
53

272

All
53
53
53

Total
1000 Hz
650 Hz
650 Hz

2403 Hz
4000 Hz
2000 Hz
6000 Hz

C. Tracking Detectors
The functional behaviour of the tracking detectors

has been specified in the following manner:

• As soon as it receives a LO signal, a detector be-
comes "busy". The trigger system does not send
another LO signal to a busy detector;

• The detectors wait for a LI signal that has to
arrive at to + 5.5/is. If there is no LI signal, then
the detectors reset the collected data, and become
available (not busy). If the LI signal arrives, the
detectors remain busy until the end of the reading
period, unless the multi-event buffer is full (all
event slots occupied);

• The data are stored in a multi-event buffer (one
buffer for each DDL). In this simulation, every
detector has a multi-event buffer of 4 positions;

• Following the LI, the detectors wait for the L2 de-
cision. If it is an L2reject, the data are discarded
and a slot is freed in the multi-event buffer (this
operation takes 1.0/J.S). If it is an L2accept, the
data are transferred to the DAQ over the corre-
sponding DDLs. Multi-event buffers are FIFO
queues: data are sent or discarded in the order
they were received - no "event overtaking" is al-
lowed.

D. DAQ Sub-system
Figure 2 depicts the schematic view of the DAQ

sub-system, showing the case of a detector having 20
DDLs. The elements in this figure are described below:
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Figure 2: DAQ Sub-System

• A Detector Data Link (DDL) transfers the data
from a buffer of the detector to the DAQ, at the
rate of 100 MBytes/s. Data arrive in a Read-
out Receiver Card (RORC). Several DDLs may
be connected to the same RORC. In the example,
two DDLs are connected to each RORC. Data
are sent independently and in parallel along ev-
ery DDL. If the corresponding RORC is full, the
buffer slot cannot be released;

• A Read-Out Receiver Card (RORC) stores the
data received from the DDL. A bus of 100
MBytes/s is used to transfer the data from a
RORC to a Local Data Concentrator (LDC). Sev-
eral RORCs can be plugged in the same LDC (two
RORCs, in the example). Data are transferred to
the LDC in the received order. The capacity of a
RORC is set to 12 MBytes. If a LDC is full, the
corresponding RORCs are blocked;
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• The bus transports the data from RORCs to an
LDC. The bus is connected at most to one LDC.
It sends data sequentially to the LDC. Therefore,
a RORC, which wants to send data, has to wait
upon the completion of the sending of the data of
the preceding RORC;

• A Local Data Concentrator (LDC) is responsible
for sub-event building. As soon as a LDC receives
all the data corresponding to an event, it builds
the sub-event and sends it to a given Global Data
Collector (GDC). In the example, every LDC re-
ceives four pieces of data (two from each con-
nected RORC) before sending it to the GDC. Sub-
events are sent in chronological order to the GDC.
The capacity of a LDC is set to 128 MBytes. Ev-
ery LDC sends the data of a given event to the
same GDC. The choice of the GDC for a trigger
event number n is: n MOD 100 (where 100 is
the number of GDCs). Sub-events are sent to a
Switch that forwards the sub-event to the GDC
at a rate of 40 MBytes/s. If the corresponding
GDC is full, the LDC is blocked. All LDCs and
GDCs are linked to the same Switch;

o The Front-End Digital Crate (FEDC) is the set
made of one LDC, the bus and the connected
RORCs;

• A Global Data Collector (GDC) is responsible for
the event building. It waits for all LDCs to send
the sub-events. Once the event is complete, the
whole event is stored on a disk. Events are sent in
chronological order. Each GDC has its own disk.
The link between the GDC and the disk has a
rate of 25 MBytes/s. The GDC capacity is 512
MBytes;

• There is one Disk for each GDC, used for storing
events. As soon as a file of 1 GBytes is built
on the disk, the whole file is sent to an available
Permanent Data Storage (PDS). Files are sent to
a Switch that forwards the data to the chosen
PDS, at a rate of 25 MBytes/s. All disks and
PDSs are linked to the same Switch;

• A Permanent Data Storage (PDS) receives files
of 1 GBytes from the DAQ. A PDS is considered
to be an infinite buffer. There are 50 PDSs.

IV. RESULTS

The Foresight specification described above has
been simulated with the DAQ sub-system being able
to absorb the full rate of the DDLs. A second simula-
tion, where the DAQ sub-system is modelled in more

details and offers a restricted bandwidth to the track-
ing detectors is currently being performed, but results
are not yet available.

In the first case, the DAQ sub-system actually works
as an infinite buffer capable of absorbing all data com-
ing from the tracking detectors. Detectors send data
to the DAQ at a rate which is equal to the number
of DDLs at their disposal times the DDL rate (100
MBytes/s). For instance, in the case of the TPC de-
tector, data are sent at a rate of 18000 MBytes/s, since
TPC has 180 DDLs.

Table 2 summarises the results of the trigger outputs
observed during this simulation.

L0 rate depends upon the rate of the L0 trigger in-
puts (Table 1), P/F protection, and the busy status of
the detectors. The high number of Minbias events is
the result of the high rate of Minbias L0 trigger inputs.
These Minbias events feed into the final Dimuon event
rate. Indeed, while TPC and TRD are busy with cen-
tral and Minbias events, Dimuon events can still be
accepted by other detectors (TPC, and TRD are not
required for the Dimuon class).

In this simulation, LI outputs only take into account
P/F protection. L0 and LI rates are similar since it
has been assumed that dielectron events are identi-
fied at L0. In practice this information is available at
LI. The final L2 rates are not affected much by this
simplification.

In Table 2, L2 rates for Dimuon and Dielectron
events appear higher than LI rates. As a result of
re-classification, some of the combined events, in the
row "Misc" of Table 2, become Dimuon or Dielectron
events.

If we compare the column of L2 outputs obtained
with the expected L2 rates for ALICE, given by Ta-
ble 3, we notice that Dimuon events are very well rep-
resented. It is important to notice that the event rate
at L0 input for Dimuon is 650 Hz (combined with other
events). Therefore, with such an input rate, it is im-
possible (due to P/F protection) that we obtain the
expected rate of 650 Hz at L2 output.

Table 2: Event Rates with Full DDL Bandwidth

Central
Dimuon
Dielectron
Minbias
Misc
Sub-total
Others
Total

L0
79

523
108
535
146

1391
1997
6038

LI
78

517
104
516
142

L2
58

602
143
314

L0%
1.3%
8.7%
1.8%
8.7%
2.4%

23.0%
33.0%
100%

Ll%
1.3%
8.5%
1.7%
8.5%
2.3%

L2%
1.0%
9.9%
2.4%
5.2%
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Table 3: Expected Rates at L2

L2
C

20
MB

20
DM
650

DIEL
200

Total
890 Hz

The simulation assumes each detector uses the full
DDL bandwidth. Therefore, the obtained rates are
the maximum rates that we can expect from the expe-
rience, if we consider the input event rates of Table 1,
and the chosen detectors and DAQ sub-system param-
eters.

V. CONCLUSION

The next step is related to the establishment of the
event rates with restricted bandwidth. Future work
will focus on more detailed evaluation of the DAQ per-
formances, checking of key parameters, and the eval-
uation of different architectural choices.

A. Restricted Bandwidth

The DAQ sub-system described in Section III. has
been fully specified with Foresight. The simulation
of this model will provide the event rates for the
restricted bandwidth. The precise establishment of
these rates is currently under work. In addition, this
simulatin will allow to verify that the DAQ is able to
sustain the maximum storage bandwidth of up to 1.25
GBytes/s.

B. DAQ Performances

Statistics on the buffer occupancy for the given pa-
rameters can be obtained. For instance, we already
notice that, with the given parameters, TPC and TRD
detectors frequently have all buffers full. This should
be more accurately verified.

C. Architecture Alternatives

In the current model, the L2 trigger outcome reaches
the detectors at <o + 89.2/is. It should be interesting to
see, if sending the L2 outcome as soon as it is available,
changes significantly the Dimuon rate.

The current algorithm for the GDC choice takes into
account the trigger number, but not the availability of
the GDCs. This algorithm is currently used for the
DAQ sub-system in ALICE. With such an algorithm,
it may happen that LDCs are blocked, waiting for a
specific GDC, which is busy, while there is another
GDC completely free. A more interesting algorithm
would be to take into account the availability of the
GDCs.

D. More Detailed Model
Till now, we have focused on the functionality of the

different sub-systems of the ALICE DAQ and trigger
systems. The model will be enriched with a more de-
tailed specification of some existing DAQ components
such as the ALICE Detector Data Link (DDL) or the
DAQ software framework (DATE).
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Abstract
The Read Out Drivers (ROD), which are described

here, are part of the electronics of the ATLAS Liquid Argon
Calorimeters. A ROD module receives triggered data from
256 calorimeter cells. It calculates precise energy and timing
of the calorimeters signals from discrete time samples. It also
performs monitoring and formats data for the next element in
the electronic chain.

To assess the feasibility of the project, the ATLAS
LAr collaboration has decided to make a ROD demonstrator.
The project consists in the construction of a motherboard, into
which can be plugged up to 4 daughterboard processing units
(PU). The architecture of the PU is based around a Digital
Signal Processor (DSP). Currently 3 PU have been designed,
two based on an integer DSP and the other on a floating point
processor.

First prototypes were produced at the beginning of
the year. They show very encouraging results. However to
improve performance, new prototypes with more powerful
DSP, will be studied.

I. OVERALL PRESENTATION

A. The ROD modules in the electronics chain

= Sa,(S,-PED)
= Ib,(S,-PED)

Pulse quality factor
Monitoring

Figure 1 : The upstream electronics chain of the ATLAS Liquid
Argon Calorimeter

During hadron beams collisions, produced particles
create a current in the calorimeter electrodes. At the output of
the detector, the signal is amplified, shaped, sampled and
stored in an analog pipeline memory, waiting for the level one
accept decision. Data are then digitized by a 12-bit ADC and
sent on optical links towards the 800 ROD modules, where
they are processed.

B. The ROD modules goals
A single ROD module receives data from 2 Front

End Boards (FEB), consisting of typically 5 time samples
from 256 channels (cf figure 1). Data arrive at the frequency
of the LHC (40 MHz). Processors in the module calculate the
energy E and time x (relative to the current bunch crossing
time) from the digitized samples, along with a pulse quality
factor x2. which indicates how closely the samples follow the
known waveform. These energy and time calculations are
done using optimal filtering [3] [4]:

E = I a; (S| - PED)
E T = S bj. (Si - PED)

The pulse quality factor is a normal chi squared
calculation:

X2 = S( (S , -PED)-E. g i )
2

where S; are the digitized samples, ai and b; the
weights, which are channel dependant. The quantity g; is the
expected normalized waveform and PED the pedestal.

The error on the energy is amplitude independent,
whereas the error on the time varies inversely with the
amplitude. For this reason, it only makes sense to calculate x
for those channels with E above some threshold value. Most
of the data are constituted with minimum bias events. Thus,
most of the hit cells have low energy. There are very few cells
for which x, and x2 are calculated. Simulations show that this
fraction/of high energy cells is around 10 %.

The ROD module processors perform also
monitoring of quantities related to detector performance. To
monitor the data flow, some histograms should be filled.
These histograms concern quantities as parity errors, channels
gain, baseline monitoring and for channels above some
threshold values amplitude, time and quality of fit. For this set
of histograms, a minimum memory of 130 kB is required,
which corresponds to an emptying frequency of 0.2 Hz.

During calibration runs, charges of various
amplitudes are injected in the electronics chain. The ROD
modules compute first and second moments and send data to a
local processor, which then calculates calibration constants
for each channel of that module.

The ROD modules will be housed in a Readout
Crate, which will be a 9U VME crate with a dedicated host
processor. The ROD system will consist of about 800
modules, each of which services 256 calorimeter channels.
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C. Design considerations
The maximum Level 1 trigger rate for ATLAS is 100

kHz. So, the processor must be able to treat an event in an
average of 10 us.

The processing time per event depends of the energy
of the cells. There can be considerable fluctuations from event
to event and some high energy event can need more than 10
us to be processed. As a consequence, a significant amount of
buffering is required to keep dead time to a minimum.

For the ROD design, our preference is to use a
commercial programmable processor. A natural choice is
Digital Signal Processors (DSP), because they present a very
efficient calculation power for that kind of algorithm and a
high I/O bandwidth.

The design of the ROD demonstrator started in the
middle of 1999. The final prototype will be frozen at the end
of 2001. The production is foreseen in 2002, followed by
boards installation in 2004.

H. THE ROD DEMONSTRATOR
In order to demonstrate capabilities of various DSP

candidates and to understand more clearly design issues, the
ATLAS LAr collaboration has decided to build a ROD
demonstrator. The project involves the construction of a
motherboard in the 9U VME 64x format, into which can be
plugged up to 4 daughterboard processing units (PU).These
PU are small daughterboard (85 * 185 mm) containing one or
more DSP and will be used to process calorimeter data.

Currently, 3 PU have been designed, one based on a
floating point DSP (the Hammerhead 21160 from Analog
Devices) and two others based on an integer DSP (the TMS
320C6202 from Texas Instrument).

A. The motherboard design

Figure 2 : The ROD demonstrator motherboard design.

Figure 2 shows the ROD demonstrator motherboard
designed by the University of Geneva, Switzerland. The
motherboard is a full size 9U VME module, able to carry 4
PU. It allows I/O connections with FEB and ROB (Read Out

Buffer). An input is also provided for the timing and trigger
information (TTC signal). The motherboard also allows the
control of the PU and contains a VME interface. Through this
VME interface, the CPU crate can communicate with the
ROD modules. For tests purposes, the VME interface can also
be used to inject and read data.

B. The Analog Devices processing unit design

1. The Analog devices PU description

TTC
Rteeplta

16 B$P
•rib

JTAC

• I

Bunch CpiKslnE ID

Trigger type

mjgM
T ^ f 64bis

FTGAt VME
COMMUNICATION

Figure 3 : The Analog Devices PU block diagram

Figure 3 shows the Analog Devices PU (PU 1)
designed by the LAPP of Annecy, France. Input data (64
channels) arrive from the FEB at 40 MHz in a 16-bit series
format. They enter a programmable component, which
parallelizes them and looks for errors such as parity or format.
The data are then sent to the DSP. The DSP is a processor
specialized in signal treatment. The 100 MHz 21160 DSP was
chosen, because it is nowadays the floating point processor
that seems to present the best performance. For the ATLAS
experiment, we count on a more powerful DSP, such as the
TigerSharc from Analog Devices.

When the data are treated by the DSP, they are
written into an output FIFO before being read by the
motherboard. The PU also contains a VME interface, which
allows the DSP boot, histogram reading and the spying of the
DSP.

2. The Hammerhead DSP architecture

The Hammerhead DSP is a 32-bit fixed or floating
point 100 MHz DSP. The computational unit is made of 2
processing elements (PE) that support Single Instruction Multi
Data (SIMD). In this architecture, a single instruction is
issued to both PE. When executing this instruction, each PE
operates on different data.

Each PE includes an arithmetic and logic unit (ALU),
a multiplier accumulator (MAC), a barrel shifter and 32 data
registers. The ADSP 21160 has also 4 Mbit of on-chip dual-
ported SRAM memory and an integrated I/O processor, which
allows non intrusive DMA on six 8-bit link ports, 2 serial
ports and a 64-bit external bus. Furthermore, multiple internal
busses eliminate bottlenecks. Figure 4 page 5, shows the
Hammerhead DSP architecture.
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C. The Texas Instrument processing unit design

1. The Texas Instrument PU description

Two processing units are designed around the TMS
320C6202 250 MHz DSP from Texas Instrument. One is
designed by Nevis Laboratories, Columbia University, USA
(PU 2) and the other is designed by the CCPM of Marseille,
France (PU 3). The architecture of these two PU is quite
similar. The main difference between these two designs is that
the PU 2 has a dual port memory between the input FPGA
and the DSP, to buffer data.

Figure 5 : Block diagram of PU 2.

Figure 5 shows the design of PU 2. The input data are
reformatted and decoded into the input FPGA. They are then
written into a 128 Kbytes dual port memory, before being
read by the DSP. The controller FPGA is the VME interface
between the PU and the motherboard. It is also used as a FIFO
for histograms.

2. The Texas Instrument DSP architecture

The TMS320C6202 DSP is a fixed point 250 MHz DSP. It is
based on the very-long-instruction-word (VLIW) architecture.
The processor has 32 32-bit general registers and eight
independent functional units. The eight functional units
provide six 32-bit ALU and two 16-bit multipliers. The DSP
also includes 1 Mbit of on-chip memory. It provides two 32-
bit external buses and 3 serial ports to communicate with the
peripherals. Figure 6 page 5, shows the 6202 architecture.

m. FIRST RESULTS OF THE ROD
DEMONSTRATOR

A. Hardware results.

A motherboard prototype has been produced in April.
It is almost completely tested and functions correctly. The
three PU are now available. The PU 1 has been produced in
February. As the first PU available, it was used to test the
motherboard. The motherboard is currently under test with the
2 other processing units. A second version of the motherboard
will be soon available and will be distributed to the
participating institutions. The main difficulty for the
motherboard was to handle signal reflection, since very long
40 MHz bus are used.

The hardware tests of the PU consist mainly in the
verification of the input FPGA (parallelization and check of
the FEB data) and the test of the whole communications of the
DSP with its peripherals (input DMA, output DMA towards
the output FIFO, output of the histograms to the controller of
the crate, test of the VME interface, boot of the DSP, etc ...).

Table 1 : Summary of the ROD demonstrator results

Mother
board

PUl

PU2

PU3

DSP

ADSP
21160

TMS
320C
6202

TMS
320C
6202

freqDSP

100 MHz

250 MHz

250 MHz

Floating
point

Yes

No

No

Hardware

Tested
and

working
Tested

and
working
Under

test

Under
test

Software
(assembly)

Ready
(C language)

Complete.
Under

optimization
E , T , X

2

optimized.
Histo to be

done
Complete.

Under
optimization

The tested Analog Devices PU (PU 1) works
correctly on the motherboard. FEB data can be injected,
treated and sent to the ROB at the frequency of the LHC. No
blocking hardware issues were noticed, the design withstands
the event rate of 100 kHz with no loss of event. The Texas
Instrument PU are currently under testing. They also show
very encouraging results. Table 1 summarizes the progress of
the ROD project.

One of the main hardware difficulties for the PU is
the use of ball grid array (BGA) packages. The distance
between 2 pins can be very small, as in the case of PU 3,
where 0.8 mm BGA are used. In that case, routing and
soldering steps are very delicate and need very advanced
tools.

B. Software results.

Since the software of the motherboard is not time
critical, it was written in C language, which allows flexibility
and an easy maintenance. This is not possible for the
processing units, which must treat events in less than 10 ps to
meet the ATLAS bandwidth requirement. The PU DSP must
be programmed in their specific assembly language.

The PU software consists mainly in the calculation of
the energy E for all the channels and the calculation of T and
X2 for a fraction/ of high energy cells (cf § I.B). It consists
also in the management of data in memory and the elaboration
of histograms. PU 1 and PU 3 software are complete and must
be optimized. In the case of the PU 2, the calculation part of
the software (E, T, X2 ) is fully optimized, but histograms
implementation must be done.
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Table 2 : Summary of the ROD software progress for 64 channels
calculation.

E,T,x2 ,f=100%
E, x, x2, f= 100 %

Histo, output format
E,T,x2 ,f=10%

Histo, output format
Precision on the energy

PU2
3.4 |is

~ 2750 cycles
<a> l i p s

-

2- ' 6 = 10'5

P U l
-
-

~ 990 cycles
<» 9.9 us.

5 10"6

Table 2 summarizes the ROD software progress.
Experimental results on PU 3 are not yet available, but
simulations indicate that processing times of approximately
10 |js are feasible.

In PU 2, E, x and %2 are calculated for all 64 channels
regardless of amplitude. That calculation is done in 3.4 us.
This is an important result, as the approach, which is different
from PU 1 and PU 3, eliminates branching, which is
inefficient for a DSP, is eliminated.

Since the Analog Devices Hammerhead DSP is a 100
MHz SEMD processor (cf § n.B.2), this approach is not
possible, as regards to its architecture and frequency. The PU
1 can only treat a fraction/of 10% of high energy cells, but
which is likely to be sufficient (cf § I B) and has the
advantage of reducing the size of output data.

The energy calculation is very precise. The precision
on the energy reaches 10"5 with the integer DSP and 5 10'6

with the floating point DSP. No precision on energy is lost in
the ROD modules. The precision in the determination of both
E and -c is dominated by ADC quantization, since the system
of digitization consists in 12 bits ADC operating on 3 gain
scales.

V. REFERENCES
1. ATLAS Liquid Argon Calorimeter Technical Design
Report, ATLAS collaboration, N/LHCC/96-41ATLAS TDR 2,
15 Decl 996.
(http://www.ccern.ch/Atlas/GROUPS/LIOARGON/TDR/)

2. The ROD Demonstrator description document. Ilias
Efthymiopoulos et al, ATL-COM-LARG-99-011.
(http://atlasinfo.cern.ch/Atlas/GROUPS/LIOARGON/ROD/ro
d-docs.html')

3."Signal processing considerations for Liquid ionization
calorimeters in a high rate environment", W.E Cleland, EG
Stern, NIM A338 (1994) 467-497

4. "Study of energy reconstruction using optimal filtering with
the LAr electromagnetic calorimeter", / Wingerter-Seez, 1995,
ATL-LARG95-019

IV. CONCLUSION
We described the technical requirements of the Read

Out Driver for the liquid argon calorimeters in ATLAS and
presented the architecture of the demonstrator boards. First
ROD prototypes show very encouraging results for both
investigated DSPs. They demonstrate the absence of blocking
issues and respect the ATLAS experiment bandwidth. They
assess the feasibility of the project with currently available
commercial DSPs, even if few others points must still be
studied, as power consumption in the crates.

In the future, hardware tests must be finalized and the
assembly DSP code must be optimized. Then, the LARG
ROD final design have to be prepared. For that, more
powerful DSP will be studied, such as the 150 MHz VLIW
architecture floating point TigerSharc from Analog Devices or
the 300 MHz fixed point TMS 320C6203 from Texas
Instrument. With these new DSP and the techniques
evolution, the possibility to double the system density by
handling 128 channels instead of 64 in a single DSP, can be
opened. Nevertheless, this option must be carefully studied, as
it would imply significant changes on the hardware, as on the
input FPGA of the PU or on the I/O connections of the
motherboard.
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Abstract
ATLANTIS realizes a hybrid architecture compris-
ing an industry standard PC platform plus differ-
ent FPGA based modules for high-performance I/O
(AIB) and computing (ACB). It is a flexible and
modular system which can be the platform for sev-
eral applications. CompactPCI provides the basic
communication mechanism, enhanced by a private
bus. The system can be tailored to a wide range
of applications by selecting an appropriate combi-
nation of modules. Acceleration of computing in-
tensive Atlas level-2-trigger tasks has been demon-
strated with an ACB based system. The Atlas RoD
and RoB systems will profit from the flexible and
highly efficient AIB I/O architecture. Various high-
speed interface modules (e.g., S-Link / M-Link) are
supported, allowing up to 28 links per CompactPCI
crate.

I INTRODUCTION

The goal of ATLANTIS is to provide a general pur-
pose CPU plus FPGA co-processor system on which
several applications can be run.

High performance I/O applications, as appearing
in the Atlas detector trigger/DAQ, need beside a
fast interface technology a huge computing capac-
ity. In many applications a communication proto-
col must be implemented or data must be stored
or processed with very low latency and high perfor-
mance. FPGA technology is a very good candidate
to solve high performance I/O applications. Com-
munication protocols can be implemented and run
at very high data rates. The re-configurability gives
flexibility for future changes in the protocol. This
use of FPGAs is already done in the SLink technol-
ogy [1]. But FPGAs can also be used to manipulate
or process data very quickly as shown in the LVL2
trigger [2]. Combining both, an FPGA can handle
the interface protocol as well as process data "on
the fly".

The ATLANTIS System described in this paper
gives a flexible solution using FPGA technology for

I/O applications. Two applications in the area of
the Atlas project are presented to describe the use
of ATLANTIS.

II THE ATLANTIS SYSTEM

The ATLANTIS System is the third genera-
tion FPGA processor build at the University of
Mannheim. Its basic concept is to use FPGA
technology beside conventional CPU hardware with
both parts communicating via a CompactPCI bus
system [3]. Thus FPGA technology becomes avail-
able in a normal PC environment easily. Figure 1

ATLANTIS Active Backplane Slots Crossbar switches

Private
bus

PCI bus

CompodPCIStoti

ATLANTIS ATLANTIS ATLANTIS
Host CPU Computing Board I/O Board

Figure 1: The ATLANTIS System

shows the structure of ATLANTIS. The Host CPU
part is an embedded CPU module, based on a
standard Intel processor. Currently one Pentium
200MMX and one Pentiumll 400 are in use. Both
modules are used inside a CompactPCI crate. The
CompactPCI bus provides the communication be-
tween the CPU and the FPGA hardware. Up to
seven boards per bus are possible.

Two types of FPGA boards are part of the ar-
chitecture. One board, the ATLANTIS Computing
Board (ACB), is used mainly for computing appli-
cations, e.g. the Atlas LVL2 low luminosity TRT
trigger [2]. The second board, the ATLANTIS I/O
board, was designed for high performance I/O ap-
plications with variable interfaces and is in the PCB
routing process. Its technical design is described in
the next chapter.
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The complete system can be used either with
WindowsNT or Linux. A special software library
was written in C++ to access the FPGA hardware,
by using a commercial low level PCI driver.

Programming the FPGA designs can be done
with VHDL based tools or with CHDL, a C++ like
class library for FPGA programming developed at
the University of Mannheim [4].

Ill THE ATLANTIS I/O BOARD
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Figure 2: The ATLANTIS I/O Board (AIB)

In order to be compatible with the existing AT-
LANTIS Computing Board the I/O board was de-
signed using the same basic structure and PCI in-
terface hardware. Figure 2 gives an overview of the
board. The main components, PCI bridge, FPGAs,
memory, I/O channels, private bus system and the
clock and control system, are described below.

The connection to the 32 bit 33 MHz Compact-
PCI bus is done by a PLX9080 PCI bridge chip.
Two Xilinx XCV600 Virtex FPGAs, each with 512
I/O pins, are available to perform interface proto-
cols, buffer management and data processing. To
store data, each FPGA can use two 4 MB on board
banks of synchronous SRAM memory with an ac-
cess time of 12 ns. A 36 bit data bus provides a
maximum memory bandwidth of 375 MB/s. So the
board has very fast access to a total of 16 MB of
SRAM memory.

The connection to the "outside world" is done by
four flexible I/O channels with a capacity of 36 bit
at 80MHz (360 MB/s). Two channels are dedicated
to each FPGA. To insure that no data of the input
channels is lost when the FPGA data processing de-
sign is busy, each channel is additionally equipped
with 128 kB of true Dual Port Ram (DPRAM).

With a maximal clock frequency of 80 MHz and a
data bus width of 36-bits on each port this DPRAM
can be read and written simultaneously with up to
360 MB/s. The I/O channel data paths are designed
to use either DPRAM to buffer the data, or to trans-
fer data directly to the FPGA.

To provide maximum flexibility, the I/O inter-
face specific hardware is located on a separate
daughterboard connected to the AIB by mezzanine
IEEE1386 connectors or 64 pin Mini SUB-D con-
nectors. Currently two different modules exist. The
first one is a standard SLink interface board for elec-
trical or optical SLink connections. Because of the
dimensions [1] of these daughterboards at most two
can be used on one AIB simultaneously.

To reach up to four links per AIB board a new
variant of the SLink was developed at the Universi-
ties of Mannheim and Krakov: the MLink.

MLink is compatible to the electrical SLink
adapter. It can be linked with a special cable con-
verting SCSI-2 to the higher density SCSI-4 connec-
tor of MLink.

In order to fit a small (54 x 149mm) mezza-
nine daughterboard, the SLink protocol engine was
transferred to the AIB FPGAs. So the board con-
sists only of the LVDS transceiver electronics and
the SCSI-4 connector. The maximal transfer rate
of MLink is 160 MB/s with a 16-bit data bus and
80 MHz clock frequency.

In addition to the PCI interface a private bus sys-
tem is available for a fast data transfer between AT-
LANTIS boards. This private bus system consists
of 144 freely programmable lines directly connected
to the FPGAs—72 for each FPGA. So with a clock
frequency of 80 MHz data rates up to 1.44 GB/s are
possible. Two kinds of backplanes can be used,
the ATLANTIS Test Backplane (ATB) or the AT-
LANTIS Active Backplane (AAB). The ATB is a
one-to-one connection between neighboring boards
without any additional electronics. The AAB has
programmable switch interfaces to set each point to
point line connection individually.

Finally an programmable clock system based on
several ICD2053B generates clocks up to 80 MHz
and distributes them to the FPGAs and the I/O
ports.

All these features of the AIB are well usable for
several I/O applications in the Atlas environment.
The following sections will introduce two applica-
tions each with a high I/O bandwidth and a high
computing effort.

IV READOUT DRIVER (ROD) FOR
THE ATLAS MUON ENDCAP

TRIGGER CHAMBERS

The ROD for ATLAS Muon Endcap Trigger Cham-
bers must perform the following functions in re-
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sponse to each LVL1 trigger Accept:

• build an event from fragments arriving asyn-
chronously from the 14 input links that com-
prise one octant

• verify the integrity of the event format

• translate the encoding of hits into a list of hits

• map HW channel numbers to chamber z, R and
<f> bins

• collect statistics on data rates and occupancies

• re-do the trigger algorithm to verify the func-
tioning of the trigger hardware

• sort the hits into an order optimized for LVL2
track finding

• send the hits in Atlas standard Read Out Buffer
(ROB) format to the ROB

For the Muon Endcap trigger, the data volume is
not high - the 14 inputs do not fill the bandwidth
of the 100 MB/s output link to the ROB - but the
message rate is high. The LVL1 Accept rate can be
up to 75 kHz, and there are 14 event fragments for
each LVL1 Accept. Coping with this message rate
is very difficult for a conventional processor but not
for an FPGA. Several requirements such as com-
munication with the experiment and central trig-
ger, managing the monitoring, and supervising the
whole process is best done in a conventional proces-
sor. The problem is ideal for an FPGA co-processor.

The 14 input links - the so-called Front End links
- and the output link to the ROB will be conform to
the S-link standard. The prototype Muon Endcap
trigger ROD consists of a 600 MHz Pentium proces-
sor running Linux and several AIBs. Each AIB has
two S-link daughter boards. The Atlantis system
will be used to determine the optimal division of
the ROD tasks between software and FPGA. Atlas
standard ROD crates are VME crates rather than
cPCI crates. Experience with the Atlantis proto-
type ROD will enable the design of an FPGA 10
processor for use with a VME-based Pentium CPU.

The ROD tasks can be expressed as a series of
pipelined data processing stages. Because the input
data is zero-suppressed, the ROD is obliged to han-
dle data streams consisting of headers followed by a
variable length list of items. The architecture of a
generic processing stage in this pipeline is shown in
Figure 3. The simple pipelines for processing fixed
length strings or arrays of repeated elements, e.g.
pixelated images, must be augmented to cope with
more structured data. This gives rise to a more
complex architecture. The separation into item and
header/trailer paths allows easier implementation of
the control logic. This representation of the ROD

input
header/
trailer

list

input item
list

I
enable guard

processor to iterate
over items in input list

service-
request

output headers I
& trailers I

output
items

Figure 3: The generic stage for a pipeline that processes
variable length data records. The data flow is from top
to bottom. Processing begins when a header is available
and items tire processed until the trailer is received. All
items must be sent only after their header and before
their trailer. The header usually contains data common
to all items; the trailer usually contains the item count
and error flags.

processes is independent of whether the processing
stage is implemented in hardware or software.

Items may be data or pointers to data in exter-
nal memory. External memory may also be used
for accumulated data such as histograms. External
memory and Look-up tables (LUTs) may be im-
plemented as block ram in the FPGA or external
SRAM.

An architecture for building events from frag-
ments is implemented by sending headers for data
stored in external memory on the item path. The
output item is a control structure for a gather DMA.

V ATLAS READOUT BUFFER (ROB)
COMPLEX APPLICATION

The Atlas Readout Buffer (ROB) Complex tasks
are similar to that of the ROD application. After
the Atlas detector event data has passed the LVL1
trigger decision it has to be stored. This is done
in the Readout Buffer (ROB). To process the data,
the LVL2 trigger requests the data from the ROB. If
accepting the event the ROB keeps the data until it
is fetched by the Event Filter. Otherwise the ROB
deletes all data of the event.

The simplest approach to a ROB is one SLink in-
put, one processing unit with memory, and one out-
put to the network per detector ROD link. But for
most Atlas sub-detectors the required bandwidth
from one ROB to the LVL2 trigger and Event Fil-
ter is many times lower than the bandwidth of the
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network link. Thus grouping of many input links to
one network interface card (NIC) leads to a better
utilization of the network link. The whole system
consisting of several input links (ROBIns), a control
engine and one NIC is called a ROB Complex.

The presented ATLANTIS System fulfills all re-
quirements for a ROB Complex. AIBs can be used
as flexible and powerful input hardware (ROBIn's)
and, in contrast to other systems, four input ports
are available per board. Messages and data inside
the crate can be either passed over the Compact-
PCI or the private bus. The embedded CPU con-
trols the complex and provides also the network in-
terface. The ROB Complex can benefit in several
aspects from the AIB features:

PCI utilization

Concentrating several links on one ROBIn board
enlarges the data packages to be transferred over
the PCI bus. Larger packages make a better uti-
lization of the PCI bus. This is documented in
the DMA performance measurements with the AT-
LANTIS System shown in Figure 4. With lkB

120

Table 1: Average number of input links requested per
Rol on one AIB
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Figure 4: Datarates for DMA read from the AT-
LANTIS Board

packages a data rate of only 16MB/s is possible.
Increasing the package size to 2 kB or 4 kB improves
the data rate to 29MB/s and 45MB/s.

But the concentration of links will not be utilized
completely. Since the LVL2 trigger is guided by Re-
gions of Interest (Rols), it is generally not necessary
to request the data of all links when the trigger pro-
cesses an event. To estimate the average number of
links, really requested on one AIB for different Rols,
a modified version of the RobsPerRoi program is
used [5] [6]. It loops over all possible detector Rols
and counts the number of ROBIns containing the
hit data. The results are summarized in Table 1 for
the ROB detector mapping used by the RobsPerRoi
program[5]. All links on one AIB are neighbored in
<j> direction. So for a lot of subdetectors two or more
links are requested for one Rol and merging the data
of these links on one AIB leads to the desired incre-
ment of data size on the PCI bus.

In low luminosity detector mode, when B-Physics
events are investigated, the LVL2 trigger algorithm

Pixel
SCT
TRT

Hadr.Calo.
EM Calo.

Muon Trigger
Muon MDT

Rol
Muon
1.27
1.41
2.44
1.82
1.36

1
1

EM
1.29
1.55
2.23
2.04
1.56

Jet
3.66
2.17
2.75
2.49
1.90

needs the full data of the TRT and Silicon Trackers
to make a decision. Then the maximum advantage
of concentrating links on one board is reached be-
cause the data of all links on the AIBs are required.
This happens also in the case when the event is ac-
cepted by LVL2 and the Event Filter requests the
complete event data.

Reduction of messages inside the ROB Com-
plex

More links on one board also reduces the number
of request messages on the PCI bus. To request 10
event fragments on five boards only five instead of
10 event fragment request messages are required.

Having fewer messages on the PCI bus provides
more capacity for data transfer. In addition, using
the private bus for distributing requests or other
messages is a way to save PCI resources.

More computing power

To guarantee that no data coming from the I/O
links is lost, and requested data is forwarded with
low latency, a powerful algorithm on fast hardware
is required. The AIB provides enough capacity and
computing power inside its two FPGAs.

Two tasks must be done by the FPGAs: an input
task and an output task supporting preprocessing
"on the fly".

The Input Task stores data from every I/O port in
the SRAM memory with data rates up to 137 MB/s.
True DPRAM buffering in front of each channel re-
duces the need to pause the input link and helps to
prevent data losses. Independent of the input, the
output task has to process requests of event data.
It has to find the required event fragments in the
memory of each input channel and merge them be-
fore the transfer over PCI starts. Preprocessing as
a part of the output process prepares data to be
processed in the LVL2 trigger only. The algorithm
differs for the various subdetectors [7], e.g. zero sup-
pression, coordinate transformation or data format
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conversion has to be done. One preprocessing algo-
rithm for the TRT has already been shown in[8].

Reduction of total hardware and cost

The ATLANTIS based ROB Complex can carry up
to 28 input ports per system crate. This is a chance
to reduce the number of crates and the amount of
hardware, especially network hardware, necessary
for the Atlas trigger. It can also help to keep the
costs of the total system moderate.

Table 2 shows the expected numbers of input links
per crate for the different subdetectors for high lu-
minosity operation, Table 3 for low luminosity.

Table 2: Maximum number of input links per crate
dedicated to one 100 MBit or one 1 GBit output NIC at
high luminosity. A LVL1 rate of 75 kHz is assumed.

Pixel
SCT
TRT

Hadr.Calo.
EM Calo.

Muon Trigger
Muon MDT

100 MBit
7.6
3.9
6.1
3.5
3.5
15.4
7.6

lGBit
76.3
38.9
61.5
34.6
34.6
154
76.3

Table 3: Maximum number of input links per crate
dedicated to one 100 MBit or one 1 GBit output NIC at
high luminosity. A LVLl rate of 75 kHz is assumed.

Pixel
SCT
TRT

Hadr.Calo.
EM Calo.

Muon Trigger
Muon MDT

100 MBit
9.3
3.9
1.5
3.3
3.4
15.1
7.5

lGBit
92.6
39.2
14.9
32.7
34

151.1
74.8

Two ATLANTIS Systems equipped with ACBs
have been available for one year and have proven
their computing power in [2]. Two AIBs are ex-
pected in autumn 2000, the implementation of a
ROB Complex and the ROD prototype will be avail-
able in Summer 2001.
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Most subdetectors will require more than one
100 Mbit NICC or a 1 Gbit NIC to take advantage
of the large number of input links possible in an
ATLANTIS ROB Complex.

VI CONCLUSIONS AND OUTLOOK

ATLANTIS equipped with ATLANTIS I/O Boards
provides a flexible and powerful platform for I/O
tasks managing data rates up to 4x375MB/s. Two
FPGAs are able to store the data "on the fly" and
do preprocessing tasks like zero suppression, coor-
dinate transformation, and data monitoring. This
enables ATLANTIS to be used in the ATLAS Read-
out System.
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Abstract
The ATLAS TRT detector [1] is very demanding in terms

of electronics performance because of the high occupancy of
the detector. A new version of the full read-out system,
including two new ASICs and the new back-end modules, has
been designed and tested successfully at 40 MHz clock rate
and high trigger rate on a detector prototype. A description of
this system will be given, as well as test results and plan for
future scaling.

I. SPECIFICATIONS AND REQUIREMENTS

There are two groups of specifications. The one related to
dataflow and control; this is common for all ATLAS
subdetectors; and the other one, related to the TRT specific
needs.

A. General specifications
The scheme for data processing, event selection and TTC

(Timing Trigger and Control) adopted in ATLAS requires
continuous data flow from subdetectors with maximum
trigger rate of 100 kHz. This implies the use of the pipelined
architecture and fully synchronous system. To extract the
required amount of data (20 Tbit/s) the use of the high speed
links is mandatory. The data sent to trigger L2 must follow
the ROI (Region of Interest) format. On top of this, there are
general requirements for low power electronics which is
radiation hard.

B. TRT specific requirements
Due to the nature of the detector (gaseous, thin 4 mm

diameter coaxial structure, 40 cm to 1 meter long) there are
specific requirements for analog electronics. Straw tube forms
a transmission line structure; in order to get as much as
possible of signal energy in as short as possible time, the input
impedance of preamplifier should have a specific value. This
value differs slightly from high frequency characteristic
impedance of the straw but is rather set to the value which
matches the straw impedance at the frequency range where
the signal has the maximum energy.

Long ion tail of the signal requires very good ion tail
cancellation circuitry because of very high occupancy. On
top of this, Xenon gas mixture used in this detector for
capturing Transition Radiation (TR) photons shows non-
standard behaviour. Instead of simple l/(t+tO) dependence, the
trailing edge of the signal from the straw can be best matched
by superposition of 3 exponentials.

The electronics should be able to register both the MIP
and a Transition Radiation photon and distinguish between

them. As the MIP creates the extended ionization in the straw
with 2 keV mean energy and TR photon causes point like
ionization with much higher energy, the obvious way to
achieve their identification is to employ the fast shaping
technique followed by two discriminators at low and high
threshold. The hit in low threshold discriminator indicates the
particle crossing the straw while the simultanious hit in high
threshold indicates also a TR photon.

In order to achieve good spatial resolution, the drift time
measurement technique is used. The circuit called transient
digitizer was developed; it samples the output of the low
threshold discriminator each 3.125 ns, thus providing the full
information on the start and the end of the signal.

II. SYSTEM OVERVIEW

The readout and TTC distribution is described on TRT
endcap example [2] (barrel part is very similar) - figure 1.
TRT endcap wheels are served with TTC signals (clock,
trigger, ID reset, etc.) in (p direction in order to be able to
adjust the timing on the detector for differences caused by
time of flight and cable delays. Each endcap side and each
barrel side forms one TTC partitions, so there are 4 TTC
partitions in total. The data readout must follow the Region of
Interest (ROI) organization defined by trigger level 2, so all
the data belonging to one ROI are readout in 'z' by 3 RODs
and thus are concentrated in corresponding 3 ROBs (trigger
level 2 buffer). This ensures an easy access to ROI data. One
TTC modules serves three RODs modules and is also
responsible for parameter loading for frontend electronics.

TRT ENDCAP READOUT

- DATA READOUT OROANI2E0 I N T

ROD:
-FE CHIP READOUT
• DIFFERENT ZERO SUPPRESSION
ALGORITHMS

• LOCAL EVENT BUILD1NS
• MONITORING
-TESTING
-DATATO ROB VHE

CLOCK.TRIOOER. PARAMETER DISTRIBUTION
ORGAN! ZEOIH'PHr

TRT-TTC:
"BX.L1A.SRSTfrom
ATLAS TTC

JromATI-ASTTC -PARAMETER
CONTROL

-SERVING 3 RODS
1R0I

Figure 1: The example of the endcap readout
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Simplified functional block diagram emphasizing the
readout channel for one straw is shown in fig.2. Signal from
the straw is processed in preamplifier and shaper. Semi-
gaussian output signal is compared in 2 discriminators. The
high threshold output is stored directly in the pipeline and the
low threshold output is sampled each 3.125 ns time slice
within 25 ns clock cycle thus effectively forming transient
digitiser - the circuit which stores the level of the input line in
8 sampling points in 25 ns. The eight bits from transient
digitizer are also stored in the pipeline. The depth of the
pipeline is sufficient for storing the events until the trigger
level one decision. Upon trigger Level 1 Accept signal, trigger
decision logic selects 3 time slices defined by Bx clock and
stores them into the derandomizer. The readout via the output
serial line starts automatically as soon as at least one event is
stored in the derandomiser. Custom miniature individually
shielded twisted pair lines are used for extracting the data
from the detector. 104 such a serial lines are concentrated at
the level of the patch panel, where the signals are refreshed
with active LVDS repeaters and sent through a 28 AWG
twisted pairs to the backend electronics. The links from three
patch panels serving one region of interest (ROI) are
connected to three backend modules (ReadOut Drivers -
ROD) responsible for local data reformatting, event fragment
building, error checking and sending the event to the Readout
Buffers (ROBs) which are the buffers for global event
building. The three RODs are served by one TTC module,
which provides them with L1A (trigger level 1 accept), BCID
(bunch crossing identification), L1ID (trigger level one
identification) and TriggerType info through a custom
backplane (J3 on VME). The TTC module is also responsible
for timing, control and parameter signals distribution on the
detector and for downloading the configuration data to the
readout chips.

III. SYSTEM COMPONENTS

A. chips
There are two frontend chips

1) ASDBLR chip (Analog)

This is an 8 channel, bipolar chip produced in DMILL
technology. It contains the preamplifier, shaper, ion tail
cancellation circuit and the base line restorer. There are two
discriminators with hysteresis which guarantees the minimal
output pulse width to be ~5ns. In order to avoid high
amplitude swing signals close to the sensitive inputs, small
amplitude current differential output has been chosen with
ternary encoding of information from both high and low
threshold comparators. Lower current value (100 LIA)
indicates a hit only in low threshold discri, higher current
value (200 LIA) indicates hit in both discriminators. The
equivalent noise charge is at the level of 2200 electrons for
lOpF input capacitance. The pulse width is 15 ns at the base.
The chip was packaged in 68 pin PQFP.
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Figure 2: Simplified dataflow

2) DTMROC chip (digital)

This 16 channels chip receives ternary signals from
ASDBLR. As the chip runs synchronously with Bx clock a
latching mechanizm is provided at the input of the DTMROC
in order to be able to catch signals which could be as short as
5 ns. The line corresponding to the low threshold
discriminator on ASDBLR is sampled with 3.125 ns step in
25ns clock period. The eight samples are written into the
pipeline as well as one bit corresponding to the high threshold
output of ASDBLR. Thus there are 9 bits stored into the
pipeline for each channel and time slice. The pipeline has 132
cells. Upon receiving the L1A signal, the data corresponding
to the 3 time slices are written to the derandomizer for each
channel. The derandomizer can store up to 13 events. The
readout is organized on one serial link running at 40Mbits/s.
Apart the data, the chip is providing also 3 bits of L1ID and 4
bits of BCID counters.

There are 4 DACs for generating the threshold voltage for
ASDBLR as well as test pulse generation for testing the
analog frontend with programmable amplitude and delay. On
the chip there are also some test and channel mask facilities.
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The chip was produced in DMILL technology and
packaged in 100 pin PQFP [3].

B. frontend boards
The smallest TRT readout module is serving 64 straws.

There is a separate analogue board with eight ASDBLRs. On
top of it is plugged the DTMROC board with four DTMROC
chips. The services cables are connected to the roof board
(figure 3).

Figure 3: The analogue and digital fronend boards

C. patch panel
The prototype of patch panel two (calorimeter crack) with

all the functionality has been designed, produced and tested. It
contains the LVDS repeater for data signals as well as signal
equalizer, repeater and doubler for TTC lines. For system tests
the regulators for power supplies has been included (figure 4).

Figure 4: The prototype of the patch panel

D. cables
The copper cables are the baseline transmission lines in

TRT readout. The custom cable was developed for connecting
the frontend to patch panel two (inside ATLAS detector). It is
size 36 AWG individually shielded TWP, tested for
40MBits/s speed and up to 10 meters length. The measured
bit error rate is less the 10"'4.

Another custom cable was developed for connecting the
patch panel two to the backend electronics. It is size 28 AWG
common shield TWP, tested 40MBits/s up to 100 meters with
passive equalizer.

Both prototypes were used in system tests and test beams.
They are standardized and available at CERN store.

E. Back End miniROD (fig. 5)
The full ROD was designed in 1998 but only a scaled

down version miniROD was produced. It serves 26 input lines
(instead of 104), it contains VME buffer for monitoring and
test beam purposes. The zero suppression part was left out as
well as S-link buffer (no S-link). It builds the header and
event fragment which are accessible through VME bus
together with monitoring data. It also contains the checking
and error identification tools. More detailed description can be
found in LEB98 document [4].

Figure 5: MiniROD VME module

F. Back end -TRT TTC module (fig. 6)
This module is used to implement TTC [5] and TRT

specific commmands functions and parameter loading for
frontend electronics. It receives one TTC optical line from
TTCvi module [6] via TTCrx chip [7]. From this line it
extracts the clock, LI A, BCR and SRST commands and
receives trigger type informations. Through the custom lines it
downloads parameters to the frontend electronics from DAQ,
on board database or local TRT readout processor.lt
distributes the clock and commands both to the frontend
electronics and ROD modules. All lines to the frontend
electronics have adjustable delay. For test beam and system
tests purposes it can receive commands from the front panel
(NIM). It also measures the phase between the physical
trigger and Bx clock, which is needed for drift time
measurements in SPS type of beam.

It is a 9U VME board produced in 2000 and used in both
SPS and LHClike (25ns structure) test beams.
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Figure 6: TRT-TTC 9U VME module

IV. TEST BEAM
The new readout system has been used at the SPS

accelerator (CERN) test beam with the prototype of the
detector which corresponds to the azimuthal section of the
TRT endcap wheel type A (figure 7). The construction of the
detector followed the TRT rules and guides for grounding and
shielding [8]. Mounted analogue ASDBLR frontend board is
on figure 8.

Figure 7: TRT endcap sector prototype

Figure 8 The detail of sector prototype with ASDBLR analogue
board installed. Also the aluminium cooling structure is visible.

The system was tested both with the 'standard' SPS beam
and LHC-like beam with 25ns bunch structure. The
synchronous operation of the readout has been achieved. The
maximum trigger rate for continous operation is 100kHz
without extra CAMAC and silicon detector readout until
filling up the VME buffer. The VME readout does not provide
sufficient bandwidth for continous operation with maximum
trigger rate.

The system noise level was equivalent to 40eV , low
threshold channel on frontend electronics was possible to set
to 200eV with reasonable noise counting rate <100kHz.

The measured r-t dependence proves the functionality of
drift time measurement circuit. Figure 9.
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Figure 9: R-t dependence of single straw.

The positional resolution was measured as a difference
between tracks from refence silicon tracker and TRT straw
detector. Figure 10.
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Figure 10: Spatial resolution for the single straw

The efficiency for 2 .5 sigma road was measured better
then 88%- figure 11.
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Figure 11: The efficiency of a single straw for 2.5a road.

V. CONCLUSIONS AND PLANS

We have demonstrated a new (the 3rd generation) working
LHC like electronics for TRT readout. The TRT readout
architecture has been verified in few successful test beams
since 1993 [9][10][ll] and the last version has run also with
25ns LHC-like beam. The performance of the system is
promising. We have achieved a low noise operation with

system clock 40 MHz, tracking performance was better then
140 urn with efficiency 88% (road 2.5 a) at low rate, TRT
provides electron identification and the system operates
without the dead time with trigger rate up to 100kHz.

At the end of 2000 we plan to do a large scale system test
(1/2 of TRT wheel A) with -3000 straws to test the operation
with final TRT detector. The application specific frontend
chips need only a minor modifications and the flex-rigid
frontend board for signal distribution on the detector has also
been designed and partially tested. For the back end modules,
we plan to produce halfROD at the end of 2000; this module
should have the full functionality, reduced number of
channels. The final TRT-TTC and ROD modules should be
finished in 2001. There are plans for testing the system with
full functionality with significant fraction of the TRT detector.
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Abstract
The off-detector electronics system for a high-rate

muon Cathode Strip Chamber (CSC) is described. The
CSC's are planned for use in the forward region of the
ATLAS muon spectrometer. The electronics system
provides control logic for switched capacitor array
analog memories on the chambers and accepts a total
of nearly 295Gbit/s of raw data from 64 chambers. The
architecture of the system is described as are some
important signal processing algorithms and hardware
implementation details.

I. THE ATLAS CSC SYSTEM

The ATLAS CSC system is designed to measure
high momentum muons in the forward regions (2.1 <
|r|| < 2.7) with high resolution in a high radiation
environment. The CSC system consists of 64
chambers with half of the modules in each direction.
Each CSC module has four layers, providing a
precision measurement in the (radial) bend direction
and a coarser measurement of the transverse
(azimuthal) coordinate. Each module has 768
"precision coordinate" channels and 192 "transverse
coordinate" channels. The total channel count for the
CSC system is 61,440 [1].

Due to severe radiation levels in the CSC
environment, a minimum of the CSC electronics will
be located on the detector. The on-detector electronics
amplifies and shapes the cathode strip signals, and
stores the pulse height information during the level 1
trigger latency. Upon receipt of a "level 1 trigger
accept" (LVL1 Accept), multiple time samples are
digitized and transmitted via high-speed fiber-optic G-
Links to off-detector electronics. Sampling and
digitization are performed on-detector and are
controlled by the off-detector electronics. The off-
detector electronics receives the digitized samples,
rejects out-of-time hits, and suppresses hits below
threshold, except those adjacent to hits that exceed the
threshold. Data from hit clusters are assembled and
processed by the off-detector electronics. The
processed data are transmitted to the ATLAS
Trigger/DAQ System for further processing.

II. THE CSC ELECTRONICS SYSTEM

A. The on-detector electronics
The CSC on-detector electronics [2] resides on

Amplifier-Storage Module (ASM) boards. Each strip is
connected to a Preamplifier and Shaper (P/S) which
makes a bipolar pulse with a 140 ns shaping time to
mitigate pile-up effects. The shaped pulses are sampled
every 50 ns, and the analog pulse height information is
stored in a Switched Capacitor Array (SCA) for the
duration of the level 1 trigger latency. Only data close
in time to valid LVL1 Accepts are digitized.

The on-detector electronics for each CSC module
consists of five ASM boards, each handling data
collection for 192 strips. The digital data on each ASM
board are transmitted via two "down" data stream
fiber-optic G-Links to the off-detector electronics for
data processing. Clock and control signals are sent to
the ASM board via one "up" G-Link connection.
Upon receipt of a LVL1 Accept, four time samples for
each strip are digitized and read out. The two "down"
data stream G-Links will each run at 40 Mword/s with
16 bit/word.

B. The off-detector electronics
The off-detector electronics, shown in Figure 1,

consists primarily of Sparsifier and Readout Driver
(ROD) modules. The total digitized data collected from
the 64 CSC modules is 295 Gbit/s at a trigger rate of
100 kHz. The Sparsifiers reduce the raw data stream
reaching the Readout Drivers (RODs) by suppressing
strip signals below a threshold cut and by rejecting out-
of-time signals. The four time samples retrieved from
each strip provide pulse shape information which
allows rejection of signals not centered in the timing
window. The total suppression factor is expected to be
in the range 70 — 175, based on beam test and Monte
Carlo studies.

Each Sparsifier module contains one SCA
Controller, implemented in a large FPGA, and 10
digital signal processors (DSPs), each of which
sparsifies the data from one ASM board. Thus each of
the 32 Sparsifiers receives data from two CSC
modules. On each Sparsifier there are 20 G-Link
receivers for data from the 10 on-detector ASM boards,
and 10 G-Link transmitters sending clock and control
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Off-Detector Electronics

64

CSC Chamber

ASM

ASM

ASM

ASM

ASM

CSC Chamber

ASM

ASM

ASM

ASM

2 chambers per Sparsifier

1 DSP per chamber + 1 Host DSP

5 DSP's per chamber (P=precision strips, T=transverse strips)

Figure 1: Block diagram of the data acquisition system for the Cathode Strip Chambers. The Sparsifier and Readout Driver (ROD)
modules are located off-detector.

signals, generated by the SCA controller, up to the
ASM boards. The sparsified data are assembled for
each CSC, and are sent to the RODs via backplane
connections.

Each ROD module contains eight DSPs which
process data from eight CSC modules, as shown in
Figure 1. An additional host DSP manages the overall
operation of the ROD and provides an interface to the
ROD Crate Controller (RCC). The ROD checks data
integrity, applies calibration constants to the data,
performs further out-of-time rejection, and applies a
neutron rejection algorithm to the data stream. The
processed data is then sent via Readout Links (ROLs)
to Readout Buffers (ROBs) in the ATLAS
Trigger/DAQ System for level 2 trigger processing.
The ROD also checks data for errors, maintains
statistics and fills histograms for detector monitoring.

C. The VME Crate Configuration
The off-detector electronics is housed in three

VME crates. Two VME crates are needed for the 32
Sparsifier modules. The VME crate housing the ROD
modules is sandwiched between the two Sparsifier
crates. This configuration is convenient for
implementing the backplane connections between the
Sparsifier and ROD modules. A Timing Interface

Module (TIM) in each VME crate receives and
delivers clock and control signals to and from the
corresponding modules. Each crate contains a VME
bus extension board (MXI) which connects the VME
buses between crates. A single ROD Crate Controller
(RCC) is then sufficient to control and coordinate data
acquisition for the whole CSC system. Alternatively,
each crate could contain an RCC with ethernet
connections between the RCCs. The RCC is an off-
the-shelf VME single-board computer which, by
communicating with the ATLAS Trigger/DAQ
System, is responsible for starting and stopping data
acquisition and for sampling events from the CSC
detector for monitoring purposes.

III. READOUT DRIVER ARCHITECTURE

A. Features of Spars ifers and RODs
The Sparsifiers perform zero-suppression and

rejection of wrong-time signals. They also control the
SCAs on the on-detector ASM boards and initiate the
digitization of the signals. The RODs, on the other
hand, build the event fragments, apply calibration
constants, and handle the ATLAS-wide timing, trigger,
and control signals. Additionally, the RODs manage
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electronics calibration, diagnostics, and detector
monitoring. The ROD and the Sparsifier have in
common the requirement to process large amounts of
data in limited time. Both have to respond to errors in
the data in real time. Consequently, with firmware and
software appropriate to each, the ROD and Sparsifier
can share similar hardware.

The ROD assembles data from several Sparsifiers
into one event fragment. Data from the Sparsifiers are
first buffered in the ROD's input FIFOs. The captured
data stream is interpreted and checked for errors.
Histograms are accumulated for detector monitoring.
Pedestals are subtracted and gain constants are applied.
The data are reformatted and stored in the output
buffer, from where it can be accessed to apply
additional algorithms to reject wrong-time pulses and
neutron hits. Finally, the remaining data are sent out of
the ROD via the Readout Link.

B. The DSP Module
The main data processing and storage element of

the ROD and Sparsifier is the "DSP module", a small
plug-in board containing a DSP, off-chip memory, and
an FPGA. We have selected the Texas Instruments
TMS320C6202 DSP, which contains a large on-chip
data RAM for buffering and runs at a clock rate of
250MHz. Its instruction set contains bit manipulation
instructions which are ideally suited to interpreting the
raw data streams. The DMA controllers of the DSP can

move data into or out of data memory with little or no
impact on the CPU performance.

Figure 2 shows a block diagram of the ROD
architecture. Sparsified data from an entire CSC
module is processed in one of eight "decoders". Each
decoder is implemented as one DSP module. An
additional DSP module, the "host", manages overall
operation and provides an interface to the ROD Crate
Controller (RCC) via the VME bus. The processed data
is passed onto the Data Exchange, a bus that connects
all DSPs with the Readout Link. Data on this bus flows
only to the Readout Link, not from one DSP to
another. In fact, the decoder DSP modules do not
communicate with each other, but only with the host
DSP. The host DSP executes commands issued by the
RCC, and the decoders execute commands given by
the host DSP.

The FPGA in the DSP module converts the serial
bit stream from the Sparsifier into 32-bit words that are
transferred to the input FIFOs in the DSP's memory.
After receiving the level 1 ID from the host DSP, each
decoder DSP processes the data and stores the
processed data in its output buffer. The host DSP
creates a header and a trailer for the current event and
starts a DMA sequence when all decoders have
finished processing their part of the event fragment.
The DMA sequence transfers the header, the processed
data, and the trailer onto the Data Exchange. A FIFO
chip receives the data stream and sends it to the

External Power Extemal.Clocks

Power Clock
Generation

P2/P5/P6

Connectors V

Data from '
SDarsifiers

Interconnect

Large arrowheads indicate
normal data flow direction.
N is up to 22, depending on
FPGA configuration.

Decoder
Control

VMEbus

VME
Interfac

V

Host

A
DSP

Modules

Data Exchange (DX)

T
Decoder AO Decoder B 5

Figure 2: Block diagram of the ROD. Dataflow direction is indicated by the large arrow.
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Readout Link. The processing power of the DSPs
makes it possible to perform algorithms to apply
calibration constants and to further reduce the data
volume. Since each decoder processes data from an
entire four-layer CSC, pattern recognition algorithms
may be used to reject isolated neutron hits. In addition,
rejection of wrong-time signals may be improved by
cutting on the smallest drift time of hits associatedwith
a track.

During data taking, the decoder DSPs accumulate
histograms to monitor the CSCs. The host DSP has
access to histograms stored in the decoder DSPs'
memories and makes them available to the RCC upon
request. The decoders also maintain error counts,
which are copied by the host DSP into VME-readable
memory.

The host DSP initiates decoding by sending the
event ID to the decoder DSPs, then checks their
progress and builds a header and a trailer for the event.
When all decoders have finished an event, the host
DSP starts a DMA process during detector calibration,
the host DSP issues commands for the generation of
calibration pulses and trigger signals. Histograms of
detector response can be reduced by the decoder DSPs
or transferred verbatim to the RCC.

The host DSP coordinates the decoding efforts,
provides a command interface to the RCC and
manages the detector configuration. This part of the
prototype software has been benchmark-tested, and
further development efforts are continuing.

We have completed a preliminary layout of the
DSP module plug-in board which satisfies physical
space constraints and signal integrity requirements.
The layout is currently being modified to accommodate
the new Spartan-II FPGA, which will improve data
transfer to the DSP memory by providing more FIFO
buffer space. Additionally, the larger FIFOs make it
possible to use the DSP modules in the Sparsifier.

IV. SPARSIFICATION ALGORITHM STUDIES

We are performing studies of readout of the
ATLAS CSCs. The first goal of the present studies is
to demonstrate that data volume can be reduced by
simple algorithms implemented in the Sparsifier. Data
must be sparsified both in time, suppressing signals
that are not coincident with the trigger, and in space,
suppressing channels with signals below threshold. The
second goal is to demonstrate that large backgrounds
of neutrons can be rejected by pattern recognition
algorithms running in the RODs. Neutrons should be
suppressed before data from muon tracks is transmitted
to the level 2 trigger. We are also studying algorithms
for calibration and detector performance monitoring.

Data from the CSC RODs consist of digitized
signals from clusters of adjacent strips which are
coincident with the trigger and which exceed a
threshold cut. Below-threshold strips adjacent to a strip
passing the threshold cut are also included in the

clusters. These clusters, typically five strips wide, are
used by the off-line analysis to reconstruct the
positions of incident tracks. Signals from strips
between the clusters are digitized as well, but
suppressed by the Sparsifier logic. This data reduction
is necessary to transmit the meaningful data within the
available bandwidth. Even at an average flux of 1500
Hz/cm2, five times higher than expected, the
probability for a hit cluster per beam crossing in one
layer is only 3/8.

In addition to suppressing channels without hits, the
Sparsifier also suppresses signals which are not in time
with the trigger. Rejection of these wrong-time pulses
is essential for limiting the bandwidth of the data
stream.

The sparsification algorithm operates on the four
consecutive time samples of each channel. These
samples are spaced 50ns apart and called A, B, C and
D. The peak of an in-time signal of average drift time
lies between samples A and C. Triggers can occur in
any beam crossing (25 ns spacing). If the trigger occurs
in phase with the 50 ns sampling clock, then the
sampling is called "even". Otherwise, it occurs
between two sampling periods and is called "odd".
Information about this sampling phase is used by the
Sparsifier to correct for the resulting 25ns signal shift.
The delay between the trigger and the start of sampling
is adjusted until the signal peak occurs at the time of
the B sample for even sampling. For odd sampling, the
peak occurs halfway between B and C. The even and
odd sampling is illustrated in Figure 3. In order to
reject channels without hits, a threshold is applied to
the biggest sample B. This threshold is adjustable to
optimize selection efficiency and rejection rates.

channel 6
Figure 3: CSC waveforms for even (top) and odd

(bottom) sampling of beam test data.

For even sampling, wrong-time pulses can be
rejected by requiring a rising slope between samples A
and B and a falling slope between samples B and C.



443

This requirement (B>A and B>C) results in an
acceptance window that is two beam crossings wide.
This width of 50 ns is somewhat larger than the
maximum drift time of 35 ns, ensuring high selection
efficiency over the entire range of drift times.

For odd sampling, the acceptance window has to be
shifted by 25 ns to compensate for the shift in the data.
The requirement becomes (OA and B>D) and selects
waveforms which peak between the times of the B and
C samples.

A study of beam test data shows that the selection
algorithm is 98.4% efficient within a 35ns window for
a hit rate of 5000Hz/cm2, five times the expected rate at
|TJ|=2.7. The effectiveness of this algorithm results
from the excellent noise performance of the chambers.

Studies of algorithm execution time in the ROD
versus flux have been initiated. These studies are
performed by running candidate algorithms on a DSP
evaluation module using simulated data. Studies
include algorithms for inter-strip calibration and
pedestal subtraction, and for neutron rejection.
Random hits due to neutrons are expected to be about
as numerous as muon track hits despite the low neutron
sensitivity ^lO"4) of the CSCs due to their small gas
volume and the absence of hydrogen in the Ar/CO/CF,,
operating gas mixture. Rejection of neutron hits by the
ROD would significantly reduce its data output rate
and the data processing needed downstream.

The simulation used to study prototype code
generates muon tracks which cross all four layers of a
CSC module, as well as single-layer neutron hits. The
number of-hits and tracks depends on the mean flux
and the muon-to-neutron hit ratio, currently fixed at
1:1. The simulation generates the bit stream that would
be transmitted from the Sparsifier to the ROD for 5000
events. This data is stored in a buffer from which it is

fed at a rate of 320 Mbps via DMA into the input
buffer of the DSP.

The calibration algorithm is written in assembly
language and the neutron rejection algorithm is written
in C. The calibration routine checks the data in the
input buffer for errors and extracts the ADC values. It
loads the calibration constant and pedestal value for the
current channel from memory and applies them to the
ADC value. The result is reformatted and written as a
16-bit half-word into the output buffer.

The neutron rejection algorithm reads these half-
words from the output buffer and fills a binary map of
the hit channels in each layer. Clusters which are not
spatially associated with clusters in other layers are
assumed to be due to neutrons. These hits are removed
from the output buffer. At 1500 Hz/cm2 the algorithm
retains all of the simulated muon hits and rejects 94%
of the neutron hits. This reduces the output link
bandwidth by almost 50%. Work is continuing to tune
this algorithm by refining the neutron cluster sizes and
pulse sizes and by including photon backgrounds.

V. CONCLUSIONS

The off-detector electronics of the ATLAS CSC
system is described. The conceptual design of the CSC
off-detector electronics was approved by the review
committee on August 7, 2000. The DSP module
prototype has been developed. Other design entries are
in development.
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Abstract
The CMS silicon microstrip tracker has approximately

10 million readout channels. The tracking readout system
employs several hundred off-detector Front-End Driver
(FED) cards to digitise, sparsify and buffer analogue data
arriving via optical links from on-detector pipeline chips
(APVs).

This paper describes the baseline design of the Front-
End Driver card which is implemented with a 96 ADC
channel (10 bits) 9U VME board. Under typical LHC
operating conditions the total input data rate per FED after
digitisation is 3 GBytes/s and must be substantially
reduced. The required digital data processing is highly
parallel and heavily pipelined and is carried out in several
large FPGAs.

The employment of modern FPGA simulation tools in
the design of a VHDL model of the FED is discussed.

I. INTRODUCTION

The CMS experiment [1] is due to begin operating at
CERN's Large Hadron Collider facility (LHC) in 2005.
A key component of the CMS detector is the tracker [2]
[3] which is designed to provide robust particle tracking
and detailed vertex reconstruction within a strong
magnetic field in the high luminosity environment of the
LHC. The tracker is implemented using silicon
microstrips complemented by a pixel vertex detector with
a separate readout system [4].

The silicon microstrip tracker readout system consists
of approximately 10 million detector channels and, at
expected track occupancies, will generate over 70% of the
final data volume at CMS. The readout system is clocked
at the LHC bunch crossing rate of 40 MHz and is
designed to operate at sustained Level 1 trigger rates of up
to 100 kHz. Silicon microstrips are read out using
analogue electronics. A schematic of the system is shown
in Figure 1.

Microstrip signals are amplified and stored in
analogue pipeline memory chips (APV) located on the
detector [5]. On receipt of a Level 1 trigger and after
some elementary signal processing and multiplexing the

signals are transferred to the counting room via analogue
optical links [6].

Optical
transmitter

RAM

Front End Driver

Figure 1: The microstrip tracker readout and control system.

In the counting room the analogue optical data is
converted back to electrical and digitised on Front End
Driver (FED) cards. Each ADC channel processes data
serially from a total of 256 microstrips (constituting an
APV frame). The FEDs provide digital signal processing,
including cluster finding, before storing the data in local
memory buffers until required by the higher levels of the
central data acquisition system. Each FED also receives
information from the central Timing and Trigger Controls
system (TTC) via a TTCrx ASIC [7].

The FED module has gone through two prototyping
phases [8] [9]. The principle functions of the FED are
now clear and the project is now in the stage of finalising
the design of the production version of the module.
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n. FED ARCHITECTURE
A block diagram showing the proposed architecture of

the FED is shown in Figure 2. The baseline FED design
receives 96 analogue channels, each of which is digitised
by a fast ADC and digitally processed before transmission
to the next level of the CMS data acquisition system. The
design comprises of several analogue and digital stages
which are described in the following sections.

B. Digital Stages
The data from groups of 12 ADCs are fed to post ADC

processing blocks (Figure 3). The data from each ADC
are processed by their own independent pipelined
processing logic clocked at 40 MHz.

The description of the processing stages, which
follows, represents a baseline algorithm, which is intended
to evolve into the final design. Each stage processes an
APV frame as a continuous block after a fixed latency.
The process can handle back-to-back frames with up to
two frames in the pipeline simultaneously.

Figure 2: The FED architecture.

A. Analogue Stages
Each FED receives analogue data from the tracker

from a cable containing 96 optical fibres which are
grouped into 12-way ribbons. The optical signal is
amplitude modulated and requires conversion to electrical
levels before it can be digitised and processed by the FED.
The opto-receiver packages consist of 12 channels of p-i-n
diodes with the amplification stages provided by a custom
ASIC. The parameters of the analogue optical link system
are now fixed.

The ADC will be a 40 MHz, 10 bit commercial
device. Experience of such components has been gained
on prototype modules, but the choice of component is not
yet decided. A number of dual ADC packages are under
investigation [10].

The APV frame arriving at each ADC channel consists
of a 40 MHz stream of alternate data from a pair of APVs
(with data associated to the same trigger). The data
output from each APV consists of a digital header,
containing synchronisation and error status information,
followed by the analogue data samples. It should be noted
that if consecutive triggers arrive within a period of 7
usecs there is no gap between the frames sent to the FED
for this pair of triggers, thereby generating a so called
back-to-back frame.

Figure 3: The post ADC processing block.

Synchronisation: The first stage recognises the
start of an APV frame, producing a start frame signal in
synchronisation with the first analogue sample, which
triggers the subsequent processing stage. The circuit also
extracts the pipeline addresses from the frame header and
performs a nearest neighbour synchronisation check. The
logic employs an auto-synchronisation method which
locks directly to the APV data stream requiring no
external trigger. This is necessary because there is no
simple means of predicting the arrival of frames relative
to the sending of the LI trigger (except by state machine
emulation) owing to the complex logic of the APV
pipeline buffer.

Pedestal correction: Pedestal values are stored in
a 256 location Look Up Table (LUT) and are subtracted
from the data stream as they are clocked through. Values
are sequenced from the LUT by an 8-bit counter which is
triggered by the start signal from the previous processing
stage. The stream of pedestal values from the LUT are
fed into one half of a subtractor with the other input
connected to the frame data stream. The output of the
subtractor is a pedestal-corrected data frame which is
passed onto the next stage.

Re-ordering: The APV outputs detector channels in
a non-sequential, but fixed, order so that physically
adjacent strips are not adjacent at the digitisation stage.
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The cluster-finding logic requires the data to be in channel
order and thus the APV frame must be re-ordered before
the hit finding process can be performed.

The circuit uses a Dual Port Memory (DPM) to re-
order the data. The input address is provided by a counter
which counts with the APV output sequence. When an
APV data frame is stored with this address sequence it is
re-ordered in memory by channel order. The APV output
sequence is emulated in real time by manipulating the
output bits of a binary counter for addressing. After re-
ordering, the data are immediately read from the other
port using a binary counter for addressing. Both counters
run at 40 MHz and thus, with the output sequence running
immediately after the input sequence, the circuit appears
externally to behave like a 256 cycle shift register. This
delay is exploited by the common mode correction circuit.

Common mode correction: The common mode
effect is assumed to be a common DC offset, which
although expected to be the same for every channel within
an APV, can be different for each APV and for every
trigger. In the baseline algorithm the average of the data
frame is taken as the common mode estimate.

The required level is calculated by summing each
incoming APV stream in an independent registered
accumulator. Since the APV streams are interleaved,
each accumulator adds alternate samples which, after 256
cycles, produces two independent sums. These are
divided by the number of non-faulty channels to produce
the average value and stored.

Cluster-finding: The purpose of the cluster-finding
circuit is to identify which channels are hit and to only
write their associated data to the output buffer ready for
readout by the FED-DAQ interface. The remainder of the
data frame is discarded. Each hit value must be tagged
with a detector channel address (8 bit). In the simplest
case each hit is coded to two bytes which gives a data
compression factor of around 60:1 for 1% occupancy.
The sparsified data are clocked into local output buffers
(FIFOs) ready for transfer to the Readout block.

The details of the algorithms to be implemented have
not yet been finalised. Promising results have been
obtained in early studies using simple algorithms based on
a seed strip chosen on the basis of a suitable threshold and
neighbouring strips satisfying a lower threshold.
Alternative algorithms are currently under investigation in
which the thresholds depend on the rms noise on each
strip.

Each post ADC processing stage is designed so that it
takes a fixed number of clock cycles. The total
processing latency at 40 MHz is expected to be around
600 clock cycles and is dominated by the re-ordering and
cluster-finding steps.

C. Readout block
The main function of the Readout block, shown in

Figure 4, is to create the output data block for each event
and transmit this to the DAQ system via the FED-DAQ
link module. The data block is created by gathering the
96 individual data packets from the output buffers of the
post ADC processing blocks. This data is then re-
formatted and merged with the TTC and other header
information.

The Readout block provides some dual-ported
buffering with the aid of Synchronous Static Random
Access Memory (SSRAM) units between the FED and the
DAQ link to balance the flow of data between the two
systems. However, the main buffering is located in
Readout DPMs at the inputs to the event builder switch.
Ancillary functions such as data integrity checking,
exception monitoring and signalling to the Trigger
Throttle and Synchronisation system [11] are also carried
out in the Readout block.

There is a second (slower) data path via the VME
backplane to the FED crate controller for local
monitoring, and for control and downloading. This
interface may also be programmed to perform as a logic
analyser to spy on the internal functioning of the module.

SSRAM

POST AC C 1

POST AD

Ctrl

I

SSRAM INT
FPGA

C
INT

111 A—K

SSRAM INT

19
TTXRx

SSRAM

Figure 4: The Readout block.

III. FED IMPLEMENTATION

Figure 5 shows a proposed layout of the 96 ADC
channel FED in a 9U by 400mm VME format. The opto-
receiver packages are located at the front panel. Behind
these are placed the dual ADC packages. The post ADC
processing and Readout blocks are implemented in
FPGAs. The employment of FPGAs (rather than custom
ASICs) for the digital processing stages greatly increases
the flexibility of the design. In particular, it may allow



447

the cluster finding algorithms to be further optimised once
the tracker is in operation. The use of FPGAs has been
made possible by the recent advances in performance to
cost ratios of these devices. The DAQ link module is not
shown, but may be implemented on a Common
Mezzanine Card (CMC) plug-in.

Figure 5: The FED 9U layout.

A summary of the tracker readout system parameters
with this implementation is given in Table 1. The figures
assume an optimal use of FED channels and a level 1
trigger rate of 100 kHz.

Table 1: Tracker readout system parameters

Total Number of channels
Total Number of APVs
Number of APVs per FED
Number of ADCs per FED
Number of FEDs
Number of crates
Single FED input rate
Single FED output rate

10,000,000
78,000
192
96
430
22
3.1 GBytes/sec
50 MBytes/sec/%occ
+ lOMBytes/sec header

The modularity of the FED data inputs is matched to
that of the 96-way fibre optic cables. The final modularity
of the output FED-DAQ links will be determined by the
average hit occupancy of the channels feeding a given
group of FEDs. Recent Monte-Carlo studies show that
the occupancy is expected to vary from 4% in the inner
tracker layer to less than 1% in the outermost one [12]. In
the outer regions of the tracker the merging of several
FEDs will be necessary to make the most efficient use of
the FED-DAQ links. As there is still some uncertainty in
the expected occupancies and hence data rates the link
system must be kept rather flexible. The FED-DAQ link
must also be common to all CMS detectors and is now
undergoing prototype testing as part of the CMS TRIDAS
project [13].

IV. FED MODELLING

The digital logic implemented in the FPGA blocks
will be programmed in VHDL. Modern design tools
incorporate sophisticated simulation packages which
allow the detailed behaviour of the model to be
investigated.

A model of a prototype FED digital design (derived
for an early version of APV) has recently been ported into
one such design tools package [14]. This model has the
basic elements of the post ADC processing required for
cluster finding. Simulation studies are now under way
which pass realistic Monte-Carlo generated tracker data as
test vectors to the model. The required FIFO buffer
depths for various cluster finding parameters and input
data rates are under investigation.

The model is highly modular and will soon be
extended to match the APV25 data frame characteristics.
It will thereby evolve into the full post ADC processing
block shown in Figure 3. In particular, it is intended to
study the response of alternative clustering algorithms
being developed in the offline environment. By
synthesising these designs in candidate FPGAs an
optimum clustering algorithm which balances hit finding
efficiency and logic complexity will be arrived at.

It is also proposed to exploit software/hardware co-
simulation tools in order to test and debug the low level
software drivers required to control the system. By
understanding the detailed behaviour of the design with
simulations it is hoped to minimise the time spent on
testing and debugging the final modules.

V. STATUS AND PLANS

The prototyping needs of the tracker community in
laboratory and beam tests [15] have been shown to be
well satisfied by the FED-PMC prototype. The evolution
of the final FED can continue for longer than most parts
of the system because it is in the external counting room
and does not limit the design of the detector's internal
elements.

The design of the final FED is expected to continue
until mid 2001. The modelling and simulation studies of
the internal digital processing blocks will continue in
parallel with the finalising of the DAQ link interface. In
particular, the decision on the optimum cluster finding
algorithm is hoped for by the end of this year.

Market surveys of suitable ADC packages will begin
soon. Following the selection of the ADC detailed work
can commence on the final layout of the 9U board.

It is intended to have a prototype of the final FED for
beam tests in 2002 when most other components of the
tracker readout and controls system will be in or close to
their final forms. Final FED production would then be
expected to begin in 2003.
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Abstract
In the CMS data acquisition system, the readout unit

is a fast buffering device for short-term storage of event
fragments. It interfaces front-end devices and builder data
network.

The current Readout Unit prototypes are based on two
homegrown hardware boards, the Readout Unit Memory
(RUM) and the Readout Unit I/O (RUIO). These boards
are equipped with an input/output processor (IOP).
Several OS environments for this processor are
developed. The software running on those boards will
have to setup and control the input and output processes.
Fast IOP to host communications are experimented. A
software test environment is specifically designed for test
and validation of the complex memory management of
the RUM.

Leve! t
„Tflggsr,

I. THE HARDWARE ENVIRONMENT

A. Readout in the CMS data acquisition model
In the CMS data acquisition model, the Readout Unit

(RU) temporarily stores data from a detector subpart,
before forwarding it through the Builder Network to the
Builder Unit. Each Builder Unit assembles event
fragments for the Filter Units, which are in charge of
processing events for Level 2 triggers and of forwarding
events that passed Level 2 triggers to the computing
services (see Figure 1).

Figure 1 : CMS Data acquisition model

Each RU receives a fragment from each event that
passed Level 1 trigger. Those fragments are stored
temporarily in the RU. They will be forwarded to Builder
Units on request, and the full event (which spans across
multiple RUs) will be processed by the Filter Units, as
defined in [1].

In order to be able to sustain a full link speed on both
input and output at the same time, special hardware
prototypes have been designed.

B. The Readout Unit 10 and Readout Unit
Memory boards

The Readout Unit Memory (RUM) and the Readout
Unit Input Output (RUIO) are long sized PCI boards [2].
Those boards provide the Readout Unit with fast input
and output capabilities. The RUM and two RUIOs can be
connected together, forming a RU (interfaced through
PCI links on the PCI input and output buses).

RUIO and RUM both contain a I/O processor from
PLX (IOP 480). This processor is on a separate PCI bus,
with an Ethernet interface.

The RU provides full bus speed on both input and
output due to a design with PCI to PCI bridges and
special memory management hardware. See Figure 2, [3],
[4] and [5].
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Kt'IO RUM

Figure 2 : Full RU structure

Currently the RUIO has been fully developed, and
tested. The first prototype of the RUM is still in
development.

RUM's memory management unit (MMU) will
provide fast buffering between front end and builder
network. It stores data from several events on its input
(connected to detector front end), and delivers them on
demand to the builder units through the builder network.

C. Host environment
The RUIO and RUM are 64 bits/66 MHz capable

boards, but currently they only have been tested on
32 bits/33 MHz environments. The hosts used for the
tests were Macintosh G3 and standard PCs.

II. OS DEVELOPMENTS

For exploiting the IOP RUIO, we needed an operating
system to run on it. One of them, VxWorks is fully
developed for the RUIO, and the other, Linux is still in
progress.

A. VxWorks
To ease the monitoring and control of I/O and

management processes taking part on the RUM and
RUIO boards, a real-time OS has been ported for the PLX
IOP480 processor. This is a highly integrated device
comprising a PowerPC 401 core, a memory controller, a
PCI bridge, an UART, two DMA controllers, an L,O
controller and the arbiters for both PCI and local bus. The
RUM and RUIO also accommodate some RAM for OS
operation and fast Ethernet controller for network
connection.

A well-known real-time OS, VxWorks from Wind
River Inc., has been chosen for a number of features,
among which its deterministic high speed microkernel,
scalability, comprehensive C++ and POSIX support, and
a fully layered approach which make it processor and bus
independent. The porting process is therefore limited to
the design of a Board Support Package (BSP) that
interfaces custom hardware to upper OS software layers.

The tasks of the BSP are handling of the processor
boot sequence (processor init, memory controllers
configuration, registers mapping, eprom handling, UART
init, and stack init), written in assembly code; and
configuraiton of all I/O devices (PCI bridge, memory
maps and ethernet controller). A library of routines that
map OS system calls to underlying hardware (interrupt
dispatcher, timers and system clock handling, Flash
memory and PCI access) is also part of the BSP. A set of
software drivers (for the Ethernet chip, UART and Flash
Ram) are then needed for allowing TCP/IP connectivity,
Serial port operation and OS boot parameters storage and
readout.

The BSP has been tested, debugged and validated on
the RUIO hosted on a MAC G3 and fully exploits local
and remote VxWorks functionality.

B. Linux
Linux is an operating system which is gaining more

and more importance in the field of scientific research, as
well as in industry. It is made of a kernel, standard Unix
applications and tools, which vary according to the Linux
distribution. Being ported to a wide variety of
microprocessors: among others, Intel Pentium, Digital
Alpha, SUN Sparc, IBM PowerPC,..., Linux is available
on a wide range of general-purpose platforms.

The wide availability and open-source characteristics
of the Linux kernel makes it also a first choice candidate
for embedded systems where application-specific
components are bussed around a microprocessor.
However, although the Linux kernel is standardized, the
drawback of the open-source characteristic of Linux is
that there is not yet an authoritative procedure to integrate
new hardware and platforms.

The task of porting Linux to the RUIO therefore
consists first of finding an already existing port of the
kernel to a microprocessor close to the PowerPC 401
core. We have found that the PowerPC 403 GCX on the
IBM Oak evaluation board, where the Linux kernel
2.2.14 has been already ported, is a good starting point.
The second task consists then of adapting the bootstrap
process: it uncompress the Linux kernel from some area
in the RUIO memory, where it has been previosuly
uploaded by the host, and starts it.

The very first moments of the Linux kernel are
executed in real memory until virtual memory mapping is
enabled. At this stage, it remains to start all low-level
software like the interrupts handlers, timers, scheduler,
and serial line driver,....

This work is still' in progress: we are currently
working on the port of the Tulip Ethernet controller of the
RUIO. When this will be up-and-ready, the RUIO will
mount a root file system populated with already existing
PowerPC utilities from a network.
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III. SOFTWARE DEVELOPMENTS

The exact implementation of the Readout Unit is not
yet fully defined. In order to be able to experiment with
different layouts of RU (see Figure 3) with parts of
hardware and parts of software, we develop
communication schemes between host and IOP, sharing
the same bus. A good candidate for this protocol is the
I2O message-passing scheme, as the IOP480 implements
all the necessary registers for this.

RUM emulated in PC host

RUM

RU1O

^ ^ r^

A.

Full hardware setup

I/O controlled by PC host

Figure 3: possible layouts for RU

I2O-like host-IOP communication
The I2O [6] (Intelligent I/O) architecture specification

describes a communication scheme between host
processors (typically a workstation) and input/ouput
specialized processors (IOP) on expansion boards. I2O
specifies that host and IOP communicate through
message frames. The format of the message frames is
defined in the specification, as well as the means used to
transfer those messages from host memory to IOP
memory and back. Here we just used the hardware
protocol, i.e. the message passing scheme, not the
message format.

In the specification, this communication scheme
allows the drivers for devices controlled by IOP to be
split into two parts. One part on the host side, and one on
the IOP side, hence the IOP can relieve the host from
most of the I/O chore.

In the LO philosophy, the driver running on the host
is also relieved of knowing the internals of the add-on
board, as the specification defines messages for each type
of peripherals that can be controlled by the IOP.

The host/IOP message passing scheme is implemented
through two PCI registers on the IOP. Those register
allows the host to access four queues, in which message
frame addresses are stored, (see Figure 4)

In the following, we will use inbound and outbound
from the IOP point of view. On the IOP memory resides
four FIFOs, which contain pointers to free frames
(inbound and outbound), and posted frames (also inbound
and outbound). The preferred model for I2O message
passing is pushing messages in pre allocated frames in
destination's memory.

Host
Outbound frames 1

m
m

H Outbound post

1 ~jfpplp|l
Si GuiboutKf free

jB Inbound postym
Pilll
H inbound free

IOP

Inbound francs

V
Figure 4 : Message passing FIFOs

Thus, when posting a query, the host retrieves the
address of a free frame in the IOP memory by reading the
Inbound Queue Register (this pops the first free frame
from the inbound free queue). It gets the address of a free
frame in the IOP memory. The host writes the message
directly in this location, then writes the frame address in
the Inbound Queue Register (this pushes the frame
address in the inbound post queue). This event (inbound
post queue not empty) triggers an interrupt on the IOP
side. The IOP just has to read the frame address in the
inbound post queue, and process the frame.

Symmetrically, when the IOP has to send a frame to
the host, it pops a frame address out of the outbound post
queue, and DMA's the frame into the host memory. It
then writes the frame address back in the outbound post
queue, and the host is warned by an interrupt that the
outbound post queue is no longer empty (the host still has
to read the frame address on the PCI bus).

The big advantage of this scheme is to provide a
write-only method (except when host reads frame
addresses, but it's only one or two word per frame
transferred). Using write-only scheme on a PCI bus gives
best performance, especially in our case where there is a
PCI-to-PCI bridge between host and IOP.

1) Host side implementation

The host side implementation was developed with
Linux. We used a very simple interrupt service routine
that pops frame addresses out from PCI and delivers them
to a kernel thread, thus the message processing is not
done at interrupt time.

2) IOP side implementation

The IOP side of the I2O implementation was written
for VxWorks, (see section II). It is quite symmetric with
the host side one.

3) Status

In our software prototypes, we don't use the message
protocol defined in the I2O specification, but only the
message-passing mechanism. We just used a simple
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"receive and reply" protocol that implied a nearly
immediate message processing.

The current implementation encounters some
problems, which are still under investigation, involving
DMA engine and I2O message queues.

As a conclusion, we can say that the I2O message
passing protocol seems very promising for bus efficiency,
but the implementation we have didn't give its full
performances at the time of writing.

IV. TEST ENVIRONMENTS

Different test environments have been setup to
validate the various parts of the hardware.

A. Bridge validation
The first step in the RUIO validation was bridge

validation. This was simply done by running a driver for
the RUIO Ethernet interface on the host (running Linux).
By loading the network, we could get a good validation
of the bridge (as well as the Ethernet part), because the
bridge was accessed in read and write simultaneously on
both sides (the Ethernet chip is a bus master). We just had
to create important transfers on the network interface, and
to analyze the bus behavior.

B. VxWorks development environment
Apart from the messaging layer specification, the I2O

specification defines a standard interface to a real time
OS. Part of this interface has been developed for
VxWorks. The main interest of this interface is to define
access to low level (bus, adapters, and interrupts...). We
could then imagine writing drivers portable across
platforms with no other adaptation than recompiling. This
is of great interest for all the peripherals that will be
tested individually before being integrated in the DAQ
demonstrator with links to detector front end and builder
network. Those components are developped and tested in
parallel. See [7] and [8].

C. RUlib and Labview test environment
A number of hardware components comprising the

DAQ prototype system need custom software for
debugging and testing. RU library, which is based on an
object oriented shared library and NI Labview human
interface, has been built for this purpose. The use of OO
programming allows easier evolutions and "add on".

RU library is the latest evolution of an OO class
library already used for tests in the past [9]

RU library objects are based on a class named
"BaseObject" from which almost every object inherits.
BaseObject defines common features for every object
such as getting environment variables, debug printing
command, log file facilities... Two generic classes inherit
from this "BaseObject": "PCIMaster" and "PCIBoard"
which respectively define common feature for PCI
masters and PCI boards. The PCI board class accesses the

hardware with its PCI Master. The generic PCI board
class has member functions that delegate the real accesses
to the PCI master. Therefore, a given PCI board derived
class works unmodified on any type off host (if PCI
master is available).

The Labview application provides the user with a
panel allowing all kinds of accesses to the bus : memory
space, configuration space and I/O space. For each board,
we developed a specific class, which provides specific
functionalities, and the corresponding Labview panels.

Figure 5 : Objects organization in RUlib

Currently, the library is supported on Linux and Mac
OS environments. We can also access the PCI bus of an
embedded system running VxWorks, through TCP/IP,
thanks to a server. The client side works on both MacOS
and Linux.

1) Mac OS environment

For configuration space and IO space, we use Mac's
PCI API. Memory space accesses are done directly by the
library.

2) Linux environment

A specific driver (a kernel module) has been
developed to allow accesses. Communication between
kernel space and user space is done through a character
file with major number 123. This module is in charge of
searching PCI boards, PCI accesses, and of
communication with the library. Configuration accesses
are made through IOCTL calls that wrap kernel functions.
IO space and memory space accesses are made from user
space using memory mapping, in order to have better
performances by dramatically reducing the number of
system calls.

3) VxWorks facilities

A specific program has been developed for remotely
accessing PCI boards on a VxWorks host, through
network. This allows the user to debug boards on a nice
UI. The program is in charge of searching for PCI boards,
executing PCI accesses, and of communication with the
library through network (it's a TCP server). From library
point of view, on Linux, communication is made through
TCP sockets and on Mac OS using open transport's API.
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V. FUTURE WORKS

A. RUM logic validation
RUM logic will be partly validated using RU library

facilities. A general class "RUMvirtual" defines common
features for the RUM board. "RUMboard" object
implements a real hardware component whereas,
"RUMoffline" object allows offline analyses of dumps
generated in case of error during automatic tests.
"RUMsim" object is in charge of simulation.

For a real hardware RUM board, "RUMboard"
provides accesses to the different memories in the RUM,
RUM's command functions, RUM's configuration.
"RUMsim" is in charge of emulating the input and
output, sending level 1 and 2 triggers. It is a virtual event
manager. Knowing what the software sends, we can then
check the behavior of hardware by several test functions.
These functions mainly consist on reading the MMU
memory and data memory, and checking pointer logic
and even event data on thorough tests.

Offline analyses are available through "RUMOffline"
object. RUM's MMU memory can be stored in a file,
which can later be checked by test functions to search for
occurred troubles. This allows RUM board to run
endlessly (for instance, during the night), and then to save
MMU memory when an error occurs, and reset the board
to re-run the test. Test and analysis can be performed
later, since data is saved in a file. This is used to find very
infrequent error.

B. RUM-RUIO integration
The next step in the prototyping and testing of the RU

is to integrate two RUIOs, and RUM in order to get a
complete RU. The RUIOs will enable links (from detector
and to builder network) to utilize the full bandwidth of
the input and output busses. In this setup, the commands
can be received either by the IOP on the RUM (using the
Ethernet interface) or from the host.

If host receives the commands, it will pass them to the
RUM's IOP through the message-passing scheme.
Optionally, the host can also access the RUM registers
directly.

We also plan to assign monitoring tasks to the IOPs.

C. Readout column demonstrator
Once the RU will be validated in its full form, it will

be integrated into the DAQ demonstrator, for testing
actual event building over a scaled-down network. The
current candidate for this builder network is Myrinet. The
test of the Myrinet network is described in [7].

D. Xdaq application
The 120 message passing scheme can be used as a fast

transport protocol for the XDAQ. The XDAQ is a
software toolkit developed for the testbeam [10]. This
toolkit allows the user to choose the network interface by
using different objects. We will integrate the I2O
messages as one of those transport objects.
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Abstract
This article presents the status of a serial protocol
developed to control the front-end electronics of the
ATLAS calorimetry (SPAC). After a technical de-
scription of the communication system architecture,
we detail the features and performances of the de-
signed components. A prototype of the slave ASIC
in DMILL technology is expected to be delivered
by mid-Nov 2000.

1 Introduction

The electronic modules of the front-end crates of
the liquid argon calorimeters of ATLAS (front-end
boards, calibration boards, tower builder and con-
troller boards [1]) will be driven through a serial
link known as SPAC (Serial Protocol for the ATLAS
calorimeters). This link will be used to load, to up-
date or to check the various registers and memories
of the various front-end modules. This information
is intended to be transfered before the data taking.
Consequently, the serial link will be silent during
data-taking in order to reduce electronic noise on
the boards. A first version of the protocol, based
on the I2C protocol [2], has been developed in pro-
grammable devices to drive the electronics of the
module 0 front-end crate [3]. From this point, sev-
eral modifications were applied to the original de-
sign in order to improve the reliability of the sys-
tem, to make the protocol easily transmitted on
an optical fibre, and to produce the serial slaves in
ASIC.

sists in one master and multiple slaves. The SPAC
master board will be situated in the readout crate,
outside of the detector area, in a radiation free en-
vironment. The SPAC master is connected through
four unidirectional optical links (the number of fi-
bres is doubled to reinforce the reliability of the
system) to the controller board, housed in the front-
end crate, in the detector area. The optical signals
are converted into electrical differential signals on
the controller board and transfered on a copper link
to the various front-end electronics boards, housing
the serial slaves. While, in the ATLAS framework,
the master boards, sitting in a radiation free en-
vironment, consist in programmable FPGA housed
on VME interfaced boards, the serial slaves, located
in the front end crates, will be radhard ASICs.

Readout crate
Serial Master

E/O

MS 1 and MS2 libers I

SM1 and SM2 fibers

Front-end crate

MASTER

SLAVES

2 Overview of the protocol

2.1 Main features

The general layout of the serial communication sys-
tem is shown on figure 1 : each serial network con-

Figure 1: Architecture of the serial communication

The protocol enables point to point read-write
data accesses or broadcast write data accesses to
all or a part of the slaves of a network, at a raw
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data bit rate of 10 Megabits per second.
Each serial slave in the network is identified by

a unique 7-bits address. One of these addresses is
reserved for global broadcast accesses, and 15 oth-
ers are reserved for local broadcast accesses. Each
serial slave is also assigned a 4-bits local broadcast
address that determines which local broadcast com-
mand it should consider.

The SPAC slave provides to the board it is
mounted on a parallel interface to read and write,
under request of the serial master, the on-board re-
sources. These resources can be 8, 16 or 32 bits
registers, or a block of memory bytes of arbitrary
length, and are identified with a 7-bits sub-address.
Several sub-addresses are reserved to access some
internal resources of the SPAC slave.

The SPAC slave also provides to the board a I2C
master interface. I2C interfaced components on the
board can therefore be controlled through read or
write accesses to some dedicated internaJ registers
of the SPAC slave.

The protocol requires, at least, two unidirectional
lines: one Master to Slaves line , and one Slaves
to Master line. For each direction, both data and
clock are encoded in Manchester type coding sys-
tem. But for reliability purposes, the downstream
and upstream serial lines are duplicated. At any
time, only one of the two downstream lines carries
the useful information, the other line remaining idle
(the decision is done at the SPAC master level).
Each serial slave will receive both lines and auto-
matically detect which one is idle and which one is
active. On the opposite, the upstream serial lines
will carry both the same information at the same
time. This scheme limits the decision logic on the
remote slave side and therefore improves the relia-
bility of the system.

2.2 Frame definition

STB | i | ADD | i | SAD |i|PAT0|i[ DATi)i|||||DATn|i| CHK

Figure 2: SPAC frame

Any SPAC frame (figure 2) circulating on the net-
work is a sequence made of 9-bits data words.

• All the data bits are Manchester-type coded. A
logical one (respectively zero) is coded by a low
to high (respectively high to low) transition.

The idle state is coded by a low level with no
transition.

• The 9-bits data word consists in:

- a byte of useful data, sent in big endian
order (least significant bit first).

- and then, a Continue/Last bit (logical zero
for the last word).

• The start of a frame is indicated by a preamble,
made of pre-defined sequence of logical zeros
and ones (35 and a continue bit, see figure 3).
The second aim of this start pattern is to en-
able the receivers on the network to recover
the clock of the Manchester encoded incoming
signal.

• The last word of the frame is a checksum, cal-
culated on the whole data bytes of the frame,
excluding the preamble.

Preamble= $35

Figure 3: The preamble that indicates the start of
a frame

Bit

1 " word

2nd word

31" word

(4* word)

(5* word)

a
1

1

1

1

1

7 6:0

Start Pattem[7:0]

Direction

R/W

Slave Address[6:0]

Sub-Address[6:0]

Data[7:0J lowest order byte

Data[7:0] higher order byte

Last word 0 Checksum[7:0]

Table 1: SPAC frame

The table 1 summarizes the different packets of
a SPAC frame. The frames produced by the mas-
ter (resp. a slave) are such that the direction bit
of their second word is 1 (resp. 0). The words
between the third (sub-address word) and the last
one (checksum word) are the data field. Its function
varies according to the context:

• In a write frame produced by a master, it con-
tains the data bytes to write into the slave
boards.
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• In a read request frame produced by the mas-
ter, it indicates the number of data bytes
to read from the target slave board (or byte
count). In this configuration, the data field
cannot contain more than two bytes, and if it
is empty, the byte count is assumed to be 1.

• In an answer frame produced by a slave, in
consequence of a read request produced by the
master, the data field contains the data read
from the board.

3 Implementation

3.1 Serial master and copper link
The serial master of the SPAC network consists in a
VME module, made of two programmable FPGAs
(one for the VME interface, and the second handles
the function of SPAC master itself). For the time
being, this module can drive one SPAC network,
either in PECL or in BTL format, but will, in the
near future, provide an optical link. It is also fore-
seen to gather in a single VME master module the
functions of two independent SPAC masters.

f-SPAC Connector
fE Board

Figure 4: SPAC copper bus

The copper link that will connect the various
electronic boards of the front-end crate to the con-
troller board will consist in a solid PCB plane at-
tached on the front part of the front-end crate (see
figure 4). The connection between the PCB and
the electronics boards will be achieved by inserting
a traversing pin comb through the PCB and a con-
nector on the receiving board. This design, similar
to the one of the front-end crate power bus [4] en-
ables to remove one single electronic board from the
crate without needing to unwire all the connections.
The signals existing on the bus are the two down-
stream MSI and MS2 and the two upstream SMI
and SM2 serial lines (in differential electrical for-
mat). The bus will also carry an analogue general
purpose line (SERV), intended for monitoring pur-
poses: the users needing to monitor a given param-

eter on their board (temperature, voltage...) may
put the analogue voltage corresponding to this pa-
rameter on this line, that can be digitized by the
controller board.

3.2 Slave ASIC
Each front-end electronics board will house a slave
ASIC to communicate with the SPAC master
through the serial network. A functional diagram
of the ASIC is shown on figure 5. The fundamen-
tal 40 MHz clock of the slave is provided by the
TTCrx chip [5] of the board. It receives the in-
coming frames from the serial master on the serial
inputs MS, synchronises its internal 10 MHz and
20MHz clocks to the incoming manchester-coded
frame, decodes the different fields of the frames and,
if required, communicates with the host board ei-
ther by its parallel interface module or by its I2C
master interface. Finally, it encodes its reply frame
and sends it to the master via the serial outputs
MS. If an incoming frame is corrupted (e.g. if the

Parallel to Serial
Errtrter

Serial ID Parallel
Receiver

User Layer Unit
Frame decoding, encoding

Parallel
Interface

16 bytes
12c Rec

FIFO

16 byles
l2cErrit

FIFO

12c Master

Figure 5: Functional diagram of the SPAC slave

ASIC has detected a wrong checksum or could not
detect the preamble pattern), the ASIC generates
an interrupt frame (high level without transitions
during about one microsecond). This feature can
be disabled or enabled through a dedicated config-
uration pin of the chip.

An example of a write operation to an on-board
resource through the parallel interface of the SPAC
slave is shown on the chronogram (figure 6), de-
scribing the different outputs of the slave when a
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write frame is received from the master. More de-
tails and examples can be found in [6].
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Figure 6: Chronogram of the parallel interface
of the slave chip, when it receives a write frame
from the master. The block of n + 1 bytes
{Do,D1, • • • Dn] is written into a memory of sub-
address SA, at the addresses indicated by the NT A
value {A,A + !,••• A + n } .

The slave ASIC also provides to the board an
I2C master interface, the behaviour of which is con-
trolled through the access to internal registers. The
serial slave can then play the role of a master of
two I2C links on the board. Up to 15 data bytes
can be read or written through SPAC, at a clock
rate that is adjustable by the user from 2.5 MHz to
approximately 150 kHz. The I2C data bytes to be
written on one of the I2C output bus need first to
be written through SPAC commands to an internal
16-bytes emission FIFO on the slave ASIC. Alter-
natively, the data bytes read from one of the I2C
buses are stored inside a 16-bytes reception FIFO in
the slave ASIC and can then be read back though
SPAC commands by the serial master.

One other feature of the SPAC slave is its abil-
ity to communicate with the TTCrx chip on the
board. On one hand, the SPAC slave can config-
ure, through I2C the TTCrx. And on the other
hand, the SPAC slave ASIC can be reset or inhib-
ited by sending individual TTCrx commands to the
TTCrx of the same board. Figure 7 shows an exam-

TTCRx

TTCReady

DoulStr

Dout(l;Oj

Sub»ddl7:4] TTCSadd[7:4

Sg- !2cSd(ll

Sda

SPAC

Slave

Figure 7: Example of connections between the
SPAC slave and the TTCrx chip

pie of connections between the SPAC slave and the
TTCrx chip of a board. To guarantee that the slave
ASIC gets a valid 40 MHz clock from the TTCrx
chip, the output TTCReady could be used as the
global reset of the slave ASIC.

3.3 Performances of the protocol

A test bench consisting of a VME master board
and slaves implemented in programmable devices
has been implemented and tested successfully in
Paris. Care was especially taken to determine the
robustness of the serial link when the master and
the slaves do not have the same fundamental opera-
tion frequency. Figure 8 presents the error rate ob-
served in the data transmission when the frequency
of the master clock is varying while the slaves one
remains at the nominal value of 40 MHz. This re-

38 40 42 44 46
Masler Fluency (MHz)

Figure 8: Data transmission error rate as a function
the master clock period/frequency. The slaves used
a constant 40 MHz clock.

suit ensures that the transmission is performed cor-
rectly when the frequencies of the master and the
slaves vary respectively by less than ten percent.

3.4 DMILL prototype of the slave
ASIC

A prototype of the slave ASIC was designed and
submitted at the DMILL multi-project run 471 (end
of May 2000).
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The design, described in VHDL code, was tar-
geted to the 0.8yu DMILL process. A power-
on-reset, provided by S.Vilalte (LAPP, Annecy,
France) was implemented, and can be used to re-
set the ASIC by connecting externally its output
to the global reset input of the chip. On the other
hand, LVDS emitter and receiver cells, provided by
F.Anghinolfi (CERN), were also implemented to en-
able (by external connections) to receive and emit
the serial lines (MSI, MS2, SMI and SMI) in LVDS
levels.

The chip layout is shown figure 9. The size is
5.2 x 5.2 = 27 mm2, for about 30.000 transistors.
The package is a CQFP-120 (0.8 pitch), for a total
number of I/O pads of 96.
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Figure 9: Layout of the SPAC slave ASIC, DMILL
process, 5.2 x 5.2 = 27 mm2

4 Conclusion

The DMILL slave ASIC expected by mid-november
2000, will be extensively tested before going to the
final production, especially the effect of the single
event upsets caused by radiations. The optical fi-
bres and transceivers also need to be validated in
a radiated environment. Some more tests on the
reliability of the protocol and of the electrical bus
is also underway.
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Abstract
The DCS (Detector Control System) of the ALICE

experiment at LHC aims to integrate, configure, and
monitor all the participating sub-detectors.

The HMPID (High Momentum Particle
Identification Detector), based on a Ring Imaging
Cherenkov, is one of the ALICE sub-detectors. Its
control system (CS) has to ensure the detector
configuration, standalone running mode for test and
maintenance, and integration in the ALICE DCS.

In order to design the HMPID CS, we present in
this paper an approach based on the GRAFCET Model.
First results from the application of the GRAFCET to
the liquid circulation apparatus, an HMPID sub-
system, are reported. The impact of the solutions for
the HV-LV sub-systems on the CS is also presented.

I. INTRODUCTION

ALICE [1] is one of the four experiments planned
to run at the Large Hadron Collider at CERN. Since it
is located in an underground tunnel and it will not be
accessible during the LHC running period, an efficient
DCS has to be implemented in order to remotely
configure, monitor and maintain the detector.

The DCS reacts to events that can take from
fraction of second to some hours to develop therefore it
may also be named Slow Control System.

The ALICE DCS architecture [2] is based on three
layers: the process layer, the control layer and the
supervisory layer. In the first one are detectors, sensors
and actuators; in the second are controller devices
reading data from the process layer and sending there
commands. These devices supporting the TCP/IP
protocol are networked and exchange information with
the supervisory layer by means of the OPC
server/client model. In the third layer the supervisory
software provides the user panels (MMI, Machine Man
Interfaces) where all the relevant information about the
status of the detector are displayed. CERN has selected
the PVSS II package as Supervisory Control And Data
Acquisition system (SCADA) [3] where the MMI will
be developed.

In Fig. 1 is shown a possible DCS architecture
where the functionality of each device is reported.

In order to build a CS, two main phases should be
accomplished: design and implementation.

In the design phase a map of the detector sub-
systems (i.e. gas, LV, HV etc.), and a list of
requirements for each of them, as well as for the
detector, have to be provided. These requirements
include all the actions to be performed to run properly
the detector.

When the list and sub-systems have been defined
then a graphic tool, which assumes the CS as a finite
state machine, can be adopted for its representation,
validation and simulation.

This approach is very effective especially when a
complex CS, consisting of concurrent hierarchical
processes, must be designed. In addition these tools can
also produce an Instruction List (IL) which fits the
requirements of the control devices defined during the
implementation phase.

Workstation for Monitoring, Uigglng, Alarm,

Ethernet

HMPID D E T E C T O R

Figure 1: Architecture of the ALICE Detector
Control System

II. THE DCS OF THE HMPID

A. DCS design
Generally for small CS the design phase is

performed simultaneously with the implementation of
the software in the control devices.

The HMPID [4] consists of an array of 7 MWPC's
with a Csl photo-cathode. To run it properly about
1500 parameters have to be controlled thus resulting in
a quite complex CS.

According to the HMPID operational conditions,
the following sub-systems and relative lists of
requirements have been defined: physical parameters
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(P&T of environment), LV, HV, liquid radiator
circulation apparatus and gas.

In this paper, we intend to verify the benefits of
designing the CS of such a detector by means of a
graphical tool, in a software-assisted environment, not
depending on the chosen technology.

The GRAFCET (GRAphe Fonctionel de Commande
Etape/Transition) model has been selected [5].

GRAFCET was introduced in France in 1977. It is a
graphical tool developed to design industrial control
systems assumed as a finite state machine.

To explore its capabilities, we applied this model
on the liquid circulator sub-system. The concerned CS
includes only a small number of devices and is
designed for a particular application, nevertheless it
covers all layers of a complete CS.

Since the HV-LV sub-systems are crucial for the
DCS structure (for both economic and technical
aspects), before including them in this test, we have
studied the impact on the DCS for a couple of solutions
that will be presented in section E.

B. The Control System for the liquid
circulation system

A prototype of the circulation system was built and
equipped with Siemens PLC's as control devices [6].
The EL (control software) was written according to the
Functional Control Block (FCB), a technique foreseen
in the Step7 (the Siemens PLC programming
language).

In this work we have developed, in the freeware
environment GRAF7-C [5], the CS including its
representation, validation, and simulation as well as the
corresponding IL written in Step7.

In Fig. 2, is reported the schematic diagram of the
liquid circulation system. It consists of a main tank, a
pump, a column and a radiator module. At first the
column and then the radiator module are filled through
some cleaning filters (not shown in the figure) with the
pumped liquid. A fixed hydrostatic head (height
difference between the column overflow and the outlet
at the top of the radiator) allows the radiator module to
be fed by gravity. Liquid from the radiator outlet falls
unimpeded towards the main tank.

Fig. 3 shows the GRAFCET representing the CS
for the liquid circulation system. Each state is
numbered and according to its value, the representing
variable can assume the active or NOT active value.
On the right of each state, in the relevant rectangle, are
reported the actions performed by the CS.

To move from one state to another the boolean
condition for the transition must be fulfilled.
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Figure 2: Schematic of the circulation system in the control
panel of its simulation

A relevant aspect of this model is the possibility to
define a master GRAFCET, that when activated can
force the normal (or slave) GRAFCET to a predefined
state. As an example, if the system in Fig. 3 is stopped
then the state 11 becomes active and the normal
GRAFCET is forced on the state 2 which becomes
active. Then the STOP variable becomes true.

C. CS validation and simulation
In order to validate the CS, a qualitative simulation

of the circulation system has been written in the C
programming language. It exchanges data with the
running GRAFCET in the GRAF7-C environment. The
left side of the control panel in Fig. 2 shows the status
of variables in the GRAFCET. At the bottom of the
same panel some failure conditions can be simulated,
consequently all the related alarm conditions may be
verified by the GRAFCET and flagged on the panel.

This procedure has been very effective in order to
define and verify the alarm conditions necessary to
safely operate our circulation system and eventually
our detector.

In addition this simulation has proven to be useful
for user training and system maintenance. The
GRAFCET and related simulation are available on the
web site [7].
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Figure 3: GRAFCET representation of the control system for the liquid radiator circulation system.

D. CS implementation

According to the norm TEC 61131-3 relative to the
implementation of a GRAPCET into a PLC, we
produced the IL written in Step7 from the GRAFCET
in Fig. 3.

Meanwhile we have also investigated the possibility
to buy some industrial software as CoDESys [8] and
AUTOMGEN [9] where the CS design as well as the
IL can be done in more reliable and assisted conditions.

This CS consists at the end of a graphical user
interface (in the supervisory layer) and an IL running in
the control layer. Since many CPUs are there available,
we think that some control software should be locally
running in order to bring the detector in a safe state
when a supervisory system crash might happen. In
other words the control layer should not be solely
devoted to send data from the process layer to the
supervisory one but also able of autonomous decisions.
This will simplify the structure and debugging of
supervisory software when the ALICE DCS will be
implemented.

E. Definition of the HV-LV sub-systems

In order to evaluate impacts and costs of the HV-
LV solutions on the HMPID DCS, we divided the
HMPID module in 12 elementary segments (Fig. 4).

Each one consists of a defined FEE number of channels
facing 24 anode wires. This geometrical
correspondence is imposed from the operating
condition of this detector based on a Csl solid state
photo cathode. Indeed in case of LV or HV failure, the
fault segment can be switched OFF, with the proper
sequence, independently from the others.

Assuming this segmentation, in order to design the
LV-HV CS we are exploring two possibilities:

the first one, shown in fig 5, is based on a CAEN
HV-LV frame, with OPC server and supporting
TCP/IP protocol. It allows its complete remote control
and integration in the HMPID DCS;

the second one is a custom solution based on high
current low cost LV units controlled via auxiliary
electronics and PLC devices. In this case the HV
system is still based on the CAEN frame. Fig. 6 shows
the hardware and software diagram for a single LV
channel. In order to switch ON/OFF a channel, to
monitor the absorbed current and detect the fault
conditions, this solution requires dedicated control
software running in the PLC's CPU. In addition this
custom solution will affect the FEE and readout
electronics (RO) since some components (voltage
regulator, current sensors..) have to be installed in the
FEE-RO PC boards.
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Figure 4: HMPID HV-FEE segmentation

Although this custom solution seems to be about
30% less expensive then the commercial ones,
additional manpower to develop the control software
and auxiliary electronics is necessary. In addition it
requires a non-standard maintenance compared to what
is ensured on long-term operation by companies which
supply crates with proper connectivity and LV modules
with complete remote control. Moreover, the custom
solution is not based on LV floating units as the CAEN
ones thus resulting in a more difficult matching with
the HMPID ground level. Although we are inclined to
adopt the HV-LV power supply system based on the
CAEN SY1527 (or 527) frame, we intend anyhow to
explore better both these solutions especially reducing
the HMPID segmentation.

F. Discussion
Our opinion on using the GRAFCET model in

order to design a CS is positive. In fact the control
operated in the GRAF7-C environment while the
control system is drawn, the representation of the CS as
a finite state machine, the validation of the final design,
are very helpful tools.

From what we have learned on GRAFCET we
believe that this design procedure can be extended (if
adopted), to the custom LV solution as well as to the
physical parameter sub-system which is also based on
ADC modules of a PLC. In fact according to the
pressure and temperature values measured on the
HMPID, many related actions will be taken. To handle
such a complex system, the GRAFCET approach could
finally becomes mandatory.

In addition as reported in [10], we also believe that
this model will be useful when the HMPID CS will be
designed. In fact the detector configuration through the
setting of five sub-system, the CS validation and

simulation, and the alarm condition management, may
profit again of the GRAFCET model. Therefore, at
present we are encouraged to pursue this approach.

HMHD DCS layout

Sie.1)

Ethernet L W

PtOjiflaHBB CPODCCM

Figure 5: DCS representation with HV-LV CAEN based
solution

Hardware and software for a single channel control

From | R.B,,
Power Supply

Figure 6: controlling scheme of LV channel based on
custom solution

G. Conclusion

The application of the GRAFCET model in
designing a control system seems very effective. The
representation, validation, and simulation of the control
system for the HMPID liquid circulation apparatus, in
the freeware environment GRAF7-C, have shown the
potentiality of this approach. We intend to explore the
possibility to extend this method to the complete
HMPID CS using industrial software environment as
CoDeSys or AUTOMGEN. Although more expensive
then a custom solution, we are inclined to adopt the
HV-LV CAEN systems based on the frame SY 1527
(or 527), since its complete remote control which
allows an easy integration in the DCS.
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Abstract
A software package has been developed, which provides

direct access to hardware components for testing, diagnostics
or monitoring purposes. It provides a library of C++ classes for
hardware access and a corresponding graphical user interface.
Special care has been taken to make this package convenient to
use, flexible and extensible. The software has been successfully
used in development of components for the pre-processor
system of the ATLAS level-1 calorimeter trigger, but it could
be useful for any system requiring direct diagnostic access to
VME based hardware.

I. INTRODUCTION

Developing electronics involves a fair amount of testing,
where direct access to hardware via a computer is required.
In addition to low-level test tools like oscilloscopes or logic
analysers higher level diagnostic facilties are essential for more
complex tests. This includes software to access the developed
hardware in an extensive and easy-to-use way to perform
diagnostics and monitoring of individual or complete groups
of components. Similar functionality is required for later
integration in extended hardware and software frameworks.

The presented software package, called HDMC (Hardware
Diagnostics, Monitoring and Control), addresses these needs.
It provides a library of components for accessing hardware
objects like registers, memories or FPGAs on VME modules
or within devices not directly accessible to VME, but located
on a VME module. It's also possible to access a VME bus
via a network connection in a client/server configuration. A
graphical user interface based on this library provides hardware
access without requiring special knowledge about software
development. The library can also be used for more direct
access based on compiled or scripting programming languages
for testing or integration into other software environments.

II. HARDWARE ACCESS FRAMEWORK

HDMC is implemented as a set of C++ classes, representing
hardware components in a common framework. This is used
to provide common ways to access similar components, to
transmit data between components and to handle them in a
uniform way. A simple and clean interface for direct hardware
access is provided as well as a more abstract one for access
through a graphical user interface. Register descriptions are
loaded from human-readable configuration files in such a way
that a lot of hardware development can be made without the
necessity to recompile the software.

The basic HDMC framework is formed by two kinds of

classes, one representing hardware objects like registers and
memories and the other representing the access to these objects,
for example VME bus access.

A. Hardware Objects

Hardware objects are modelled as a hierarchy of classes,
separating the interface to access the hardware from the
implementation of the hardware access. That means that from a
software point of view e.g. a register can always be accessed in
the same way by calling read and write functions regardless if it
is implemented as a VME register, inside an ASIC or anything
else. This separation of interface and implementation is one
benefit of the object-oriented approach.

Another advantage of object-orientation is the reuse of code.
Functions, which are useful to several implementation are only
implemented once in a base class and can then become part of
different implementations of hardware objects by inheriting this
base class. For example the configuration protocol of a Xilinx
is implemented in a base class F p g a X i l i n x and is then used
by all objects accessing Xilinx FPGAs, which is on different
modules in different ways.

By these abstractions of the hardware objects in an
object-oriented class hierarchy two goals are met. A
uniform and compact interface to access hardware objects is
built and the addition of new hardware components to the
software model is made independent of code accessing the
hardware by these interfaces. This has the effect that new
hardware implementations gain all the functionality present
in the software framework for the common interface of this
implementation. For example the graphical user interfaces
and test algorithms of registers and memories work for all
kind of registers and memories regardless of their actual
implementation. They just use the common programming
interfaces of all register and memories, which provide functions
to read and write the register or a certain address of the memory.

The upper part of figure 1 labeled hardware components
shows some of the classes representing hardware objects.
The FeAsic is an ASIC developed in the Heidelberg ASIC
laboratory, which was used in hardware tests peformed with
the HDMC software package.

B. Hardware Access

The access to the hardware components, which were
decribed in the previous section, is done by a separate tree of
classes. These implement the underlying functions required for
hardware access and are not directly available to the user. The
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connection between the component and access classes is done
by so-called dependencies, which are special object references
manipulable by the user. They represent the dependencies of
hardware objects in terms of access.

For example, to access a register on a VME module the base
address of the VME module has to be known, i.e. the register
object is dependent on a module object. The module has to
know how to access the VME bus on the platform the program
runs on, i.e. the module object is dependent on a VME bus
object. Figure 2 illustrates these kinds of relationships.

Figure 2: Parts dependencies example

In addition to dependencies HDMC classes can have
attributes. These attributes define certain properties of the
software objects, which are required for operation, and are used
to parametrize them. For example, a register has an address
attribute, a module a base address and a memory a base address
and a size attribute.

Like the hardware component classes the access classes
are also organized in a hierarchy separating interfaces from
implementations. That means that a hardware object can be
used with different implementations of access to it, because it
relies only on the interface common to all implementations of
the relevant access type. The VME register class for example
can be used on different hardware platforms by using the
appropriate VME bus access implementation, which handles
the access to the VME drivers in a platform-dependent way,
but provides platform-independent functions to the outside.

One advantage of the way of handling dependencies is that
they can be changed at run-time. This makes it possible for the

user to create or reorder the software model of the hardware
to be accessed without compiling or restarting software. This
allows, for example, temporarily replacing a real VME bus
access by a dummy access.

C. Handling of hardware classes

All hardware classes, components and access, inherit from
a common base class called Part. This Part class provides some
basic functionality to all classes of the HDMC framework like
a name, type identification and management of dependencies.
It also allows to handle creation, deletion and manipulation of
Part objects in a uniform way independent of the concrete class.
These tasks are performed by a class called PartManager,
which is responsible for the management of all Part objects in
a running instance of HDMC.

This handling of arbitrary hardware component and access
classes in a uniform way is a prerequisite for adding a graphical
user interface on top of the basic framework. It makes it
possible to let the user of HDMC create the software objects
needed to access the hardware under test at run-time with a
graphical user interface in a convenient and flexible way. The
underlying hardware access classes remain independent of the
graphical user interface and can also be used to build hardware
drivers or other programs not directly accessible by the user.

D. Software Components

The HDMC package includes a rich set of components.
It supports all kinds of VME registers and memories, Xilinx
FPGAs, a simple I2C master emulation, a lot of custom
hardware used in the environment of the Pre-Processor system
of the ATLAS Level-1 calorimeter trigger, for example the
PipelineBus [3]. Two sets of components are described below
in more detail, bus access and data movement.

E. Bus Access

HDMC includes several implementations of VME bus
access. There is support for a number of different drivers on
PowerPC, Motorola or Pentium-based single-board computers
and a dummy implementation emulating a VME bus without
performing hardware accesses.

In addition there is a network-transparent VME bus
implementation, which makes it possible to run HDMC on one
computer and perform the actual hardware accesses on another
one. A VME client/server combination transmits requests and
results of bus accesses over the network using a format based
on TCP. This networked bus also allows the control of hardware
sitting in different VME crates from a central location.

F. Data Movement

A basic requirement for testing and diagnosing hardware
is the ability to move data through the hardware. It has to
be possible to load and read memories, to compare data from
different origins or at different times and to view the results.
HDMC provides a general mechanism for this purpose based
on so-called 1/O-Frames.
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The idea behind this is that each component able to be
a source or a destination of data is surrounded by a frame
providing ports for input and output of data and where
appropiate a trigger port, which is used to initiate a data transfer
at the output. By connecting outputs of one I/O frame to inputs
of other I/O frames a chain is built suitable for movement of
data between objects.

In figure 3 such a chain is shown, where a data source is
connected to the input of a memory and the memories output
is connected to a histogram. By triggering the data source
the memory is filled with data and by triggering the memory
the histogram is filled with memory data. By connecting a
periodical signal to the memory trigger port it is possible to
establish a simple kind of data aquisitation suitable for testing
and monitoring hardware.

Data is moved in blocks and controlled by the state of the
participating I/O frames. That means that on each I/O frame
connection data is moved until either the sender runs out of
data or the receiver runs full. No addressing is needed. The
data is moved in the sequence provided by the I/O frame.

Output ports

Trigger ports Input ports

Figure 3: Data movement mechanism

Because the I/O frame classes are integrated in the Part
class hierarchy all the features of creating or manipulating Parts
become also available for them. This allows the user of HDMC
to dynamically arrange data sources, sinks and connections to
efficently adapt to the changing needs of hardware diagnostics.

III. GRAPHICAL USER INTERFACE

The graphical user interface (GUI) allows construction,
manipulation and access to VME modules and other
components in a convenient and uniform way. Access to
hardware configurations can be built using the interface and
changed at run-time. There is also a plot and histogram
component and facilities to present special views of hardware
configurations like modules and crates. The graphical user
interface is based on the cross-platform Qt toolkit by Trolltech
[4]-

Figure 4 shows the HDMC main window. It displays
a tree list of the existing Part objects representing hardware
components in the system under test. The user interface
provides facilities to add new components, to change existing
ones and their relationships, to load and save the resulting
configurations to disk and to access individual hardware
components.

Each Part can have an associated GUI class, which provides
access to this Part and its subclasses. By providing GUIs for
the abstract base classes that form the programming interface
of the hardware access framework, hardware components get
a consistent interface. For example all registers get the same
interface. One type of register interface is shown in figure 5.

Figure 5: Graphical user interface for a register

The graphical user interface also provides access to the
I/O frames used for data movement, which were described in
section F. Figure 6 shows a data plot produced by connecting a
data source producing random data to the histogram I/O frame.
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Figure 6: Histogramming and Data Plotting Part

In addition to the access-oriented way to view hardware
configurations presented by the main window, HDMC provides
other views on the hardware, which are more based on the
physical appearance of the hardware. Examples are a module
view and the crate view shown in figure 7.

It is also possible to combine the user interfaces of several
hardware components in a single window. This makes it
possible to have for example a compact view of the same
register on different modules.

IV. SCRIPTING

In addition to the graphical user interface, the hardware
access framework of HDMC formed by the Part class hierarchy
can also be used directly from C++ prgrams. Figure 8 shows an
example of how a register is accessed from C++, which gives
an impression of the programming interface of the Part classes.

For hardware testing the access by a graphical user interface
or a compiled language is sometimes not flexible, efficient or
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File Parts Windows Help

: example.parts State Attributes Create ] ['Assembter
ramp source

1! PPM 3
a Dummy Bus

fi-FEM
•command
• status
•XILDAT
•XILPRG

If) FE ASIC Access
FE controller Xilinx

•MB Xilinx
r-clock generator
•IREG
IOREG

! 51-program memory
I 8-PP controller access
; I+M2C master

S PPM 2

accessible
open dependencies
accessible
accessible
accessible
accessible
accessible
accessible
accessible
accessible
accessible

i accessible
accessible
accessible
accessible
accessible
accessible
accessible
accessible
accessible

0x030000

OxCOOOOO
0x1 FFE; CommandFEM
0x1 FFF; FEM.StatusRegister
0XC003; FEM.XILDATwrite
0XE003; FEM.XILPRGwrite

../bin/feel 2.bin
OxCIOOOO
0x1 FFF; CommandPPC
motherboard; ../bit/PcTop.bit
14.31818
0xA003; PPrM.lnput
0xA083; PPrM.lnputOutput
0x1000; 0x1 OFF; CommandPPC

OXC20000

Cormectlans

Heip

Exit-

Figure 4: HDMC main window displaying the current Part hierarchy
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Figure 7: Crate View

direct enough. In this cases it is desirable to have scripting
capabilities, which allow to perform tests in an interactive
way which can gradually move on to a batched mode. Script
languages like Python, Perl or Tc! provide these facilities and
HDMC supports scripting from all of these languages.

The programming interface of the Part classes is exported
to module libraries which can then be used from the scripting
languages. The export process is done by a software package
called SWIG (Simplified Wrapper and Interface Generator) [5],
which automatically creates the wrapper code required for the
language bindings from the C++ header files of HDMC. SWIG
reduces the amount of work needed for extending the scripting
language bindings to new classes to almost zero.

#include "HDMC.h"

BitMapper::init("default.conf")s

DummyBus bus;

Module mod ( &bus, AddressD8 ( OxcOOOOO ) );

ModuleRegister32 rag < &mod,"FEC.CtrlReg",

AddressD32 (OxlOO) )

if (reg-verify()) {
reg.sefc(nGenerateTrigger",l);

Figure 8: C++ code example for using the hardware Programming
Interface

The C++ programming interface is reflected in the scripting
languages. Only slight differences in the syntax are caused by
the different languages. In figure 9 a piece of Python code
is shown, which has the same functionality as the C++ code
shown in figure 8.

V. WORD FORMAT DEFINITIONS

An ever recurring task in writing software directly accessing
hardware components is the definition of word formats for
registers, memories, readout data etc. The approach taken for
HDMC tries to minimize the work necessary to introduce new
formats or change existing ones.
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from hdmc import *

BitMapper_init( "default.conf" )

bus = DummyBus()

mod = Module( bus, AddressD8( OxcOOOOO ) )

reg = ModuleRegister32( mod, "FEC.CtrlReg",

AddressD32( 0x100 ) )

if reg.verifyO :

reg.set( "GenerateTrigger", 1 )

Figure 9: Python example script accessing hardware

All word formats are defined in a human-readable
configuration text file, which is read and interpreted by HDMC.
The word format definitions are used by components like
registers and memories to present a view to the user, which does
not require remembering bit numbers or locations of various
fields. Figure 10 shows a configuration file for a register
format and the corresponding representation as graphical user
interface.

Holding the word format definitions in a separate file means
that it is not necessary to recompile HDMC in order to change
word formats. Since modifications of register and other formats
are a quite common situation in hardware development the
HDMC approach eliminates the need for many compilation
cycles and makes it possible to adapt to a lot of hardware
changes at run-time via the graphical user interface.
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Figure 10: Word format definition

Also, many I/O frame Parts use the word format definitions.
There is an Assembler Part, which converts textual commands
in a binary representation suitable for loading in a memory. The
Disassembler Part does the conversion in the opposite direction
by converting the binary content of a memory in a textual
representation. This works for all stateless command formats,
i.e. formats where the interpretation of the different bit fields
is not dependent on the sequence of words. A DataExtractor
Part allows to extract the values of a single field of a word for
example for histogramming or plotting.

When a very fast and efficient access to register fields is
required the interpretation of a textual description of the format
takes too much time. In this case it is desirable to have a
direct definition of the concerned elements in C++, which can
be resolved at compile-time in order to produce the optimal
access to the hardware in terms of speed. For this case HDMC

provides a set of conversion tools, which translate the word
format definitions to C++ code. The generated files can be
included by a program, which then can access register fields
by native C++ constructs.

Another application of the word format definition files is
the automatic generation of Verilog code. For digital logic
designs this is a time-saving approach to create the necessary
code for registers. HDMC produces synthesizable Verilog code
for registers from the word format definiton files. This also
means that the software to access the registers is ready at the
same moment when the hardware implementation is done.

VI. PLATFORMS AND DEVELOPMENT

HDMC supports a variety of UNIX platforms like Linux,
Solaris and HP-UX, For VME access several VME single-
board computer are supported, running Linux or LynxOS.
Platform support could be extended to Windows without major
rewrite and addition of other bus systems like CompactPCI
is possible without change in the remaining framework or
components.

An open-source process is used for development of HDMC.
Source code and documentation is publicly available on the
internet and it is open for contributions of any interested party.

VII. CONCLUSION

The software package has proven to be a useful and reliable
tool for diagnosing hardware. It has been used for the pre-
processor system of the ATLAS level-1 calorimeter system,
whose current development activities are based on a flexible
VME test system [2], but it is not limited to this system. Other
systems in need of a software tool for hardware diagnostics
could also benefit from the HDMC software.

The HDMC software package including source code and
documentation can be obtained at the web pages of the ATLAS
group at the Kirchhoff-Institut fur Physik of the university of
Heidelberg [1].
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Abstract
A prototype TDC LSI for the ATLAS precision muon

tracker (MDT) has been developed. The LSI was
processed in a 0.3 ]xm CMOS Gate-Array technology. It
contains full functionality required in the final TDC.

To get a high resolution around 300 ps, an asymmetric
ring oscillator and a PLL circuit are used. All the I/O
signals, which are active during measurement, have
LVDS interfaces. A JTAG interface is used for boundary
scan and internal register setup. All the memory and
control bits have parity bits so that a SEU can be detected.
Radiation tolerance for Gamma ray and Neutron are also
confirmed.

I.INTRODUCTION

ATLAS precision muon tracker (MDT) requires high-
resolution, low-power and radiation-tolerant TDC LSIs
(called AMT: ATLAS Muon TDC). Total number of
TDC channels is about 370 kch.

To study basic circuit elements and radiation tolerance,
a test element group chip (AMT-TEG) was fabricated in
1999 and reported in the last LEB workshop [1]. After the
success of the AMT-TEG chip, we have developed a
prototype chip (AMT-1) which has full functionality for
the experiment. Here we report about the design and test
results of the AMT-1 chip. System tests with front-end
chip, chamber and readout modules are being scheduled.

AMT-1 chip was processed in a 0.3 Jim CMOS Gate-
Array technology (Toshiba TC220G). It contains 24 input
channels, 256 words level 1 buffer, 8 words trigger FIFO
and 64 words readout FIFO. It also includes trigger-
matching circuit, which selects data according to the
trigger ID. The selected data are transferred through
40~80 Mbps serial lines with DS-Link protocol.

To get a high resolution and stable operation, an
asymmetric ring oscillator and a Phase Locked Loop
(PLL) circuit are used. All the input and output signals
which are active during measurement has LVDS
interfaces. A JTAG interface is used for boundary scan
and internal register setup. Built-in Self-Test for
memories is also activated through the JTAG interface.
All the memory and control bits have parity bits so that a
Single Event Upset can be detected.

Although the technology is gate-array, we have made
intensive analog simulation and paid much attention to

cell layout to achieve a sub-nano second timing
resolution. Several macro cells are developed for time
critical and analog parts. Careful floor planning are done
to minimize route of the time critical signals.

Photograph of the AMT-1 chips is shown in Fig. 1.
The chip is packaged in a 144-pin plastic QFP with 0.5
mm pin pitch and about 110k gates are used.

Fig. 1 Photograph of the AMT-1 chip. The die size is about
6 mm by 6 mm.

II. MDT FRONT-END ELECTRONICS

Block diagram of the MDT front-end electronics is
shown in Fig. 2. Three ASD (Amp-Shaper-Discri) chips
[2] and one AMT chip are mounted on a small multi-layer
printed circuit board (mezzanine board), which plugs into
a MDT end plug PCB.

Two modes of operation will be provided in MDT
measurement. In one mode the ASD output gives the time
over threshold information, i.e. signal leading and trailing
edge timing. The other mode measures leading edge time
and charge. The Wilkinson ADC serves as a time slew
correction and also provides diagnostics for monitoring
chamber gas gain. It operates by creating a gate of ~20ns
width at the leading edge of the signal, integrating charge
onto a holding capacitor during the gate, and then running
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down the hold capacitor at constant current (the
maximum rundown time is of order 200ns). The
discriminator also generates artificial dead time to avoid
multiple hits.

Table. 1 AMT-1 Specification (@40MHz System Clock)

MPT BlpottrSlnpIng

Fig. 2 MDT front-end electronics. AMT chip receives timing
signal from three ASD chips and sends data to a Chamber

Service Module.

III. AMT-1 CIRCUIT DESCRIPTION

Block diagram of the AMT-1 chip is shown in Fig. 3,
and main specification of the chip is summarized in
Table. 1. Most of the circuits except time critical parts are
written in Verilog code and logic synthesis are used.
Since the detailed description of the chip is available in
other documents [3, 4], only brief explanation is
presented here.

Serial
Data

Control 1 Data I/O JTAG signals

Encoder & Formatter |

Fig. 3 Block diagram of the AMT-1 chip.

Least Time Count
Time Resolution
Dynamic range
Max. Trigger Latency
Int./Diff. Non Linearity
No. of Channels
Level 1 Buffer
Read-out Buffer
Trigger Buffer
Double Hit Resolution
Hit Efficiency

Hit Input Level
Power
Process
Package

0.78125 ns/bit
300 ps RMS
13 (coarse) + 4 (fine) = 17 bit
16 bit (51 usec)
< 80 ps RMS
24 Channels
256 words
64 words
8 words
<10ns
100% @400 kHz(single edge)
>99.8%@400kHz(two edge)
LVDS
3.3+-0.3V, -500 mW
0.3 am CMOS Sea-of-Gate

144 pin plastic QFP

A. Timing signal

Accurate timing signals are derived from an
asymmetric ring oscillator [5] which is stabilized with a
Phase Locked Loop (PLL) circuit. The structure of the
asymmetric ring oscillator (Fig. 4) is well fit to the gate-
array structure and it generates even number of equally
separated timing signals.

The PLL produces a double frequency clock (80
MHz) from a LHC beam clock (40MHz). By dividing the
12.5 ns clock period into 16 intervals a time bin size of
0.78 ns is obtained. Placement and route of this part is
done manually, and fine adjustments of load capacitance
are done for each output nodes.

System clock for other parts are 40 MHz, and it is
generated from the 80MHz clock. The entire system clock
tree is automatically generated to reduce clock jitter.

TO TO T/8 TO T/8 T/8 T/8 T/8

Fig. 4. (a) Schematics of an asymmetric ring oscillator (8 stages)
and (b) timing diagram. Oscillator in the AMT-1 consists of

16 stages.
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B. Buffers
A hit signal is used to store the fine time and coarse

time measurement in individual channel buffers. The fine
time measurement is obtained from taps along the
asymmetric ring oscillator. The time of both leading and
trailing edge of the hit signal (or leading edge time and
pulse width) can be stored. Each channel has a 4-word
buffer where measurements are stored until they can be
written into the common level 1 buffer.

When a hit has been detected on a channel the
corresponding channel buffer is selected, the time
measurement is encoded into binary form, the correct
coarse count value is selected and the complete time
measurement is written into the LI buffer together with a
channel identifier.

The LI buffer is 256 hits deep and is written into like
a circular buffer. Reading from the buffer is random
access such that the trigger matching can search for data
belonging to the received triggers.

C. Trigger matching
Trigger matching is performed as a time match

between a trigger time tag and the time measurements
them selves. The trigger time tag is taken from the trigger

FIFO and the time measurements are taken from the LI
buffer. Hits matching the trigger are passed to the read-
out FIFO. To prevent buffer overflow and to speed up the
search time an automatic reject function can reject hits
older than a specified limit when no triggers are waiting
in the trigger FIFO.

The trigger matching can optionally search a time
window before the trigger for hits which may have
masked hits in the match window. A channel having a hit
within the specified mask window will set its mask flag.
The mask flags for all channels are in the end of the
trigger matching process written into the read-out FIFO if
one or more mask flags have been set.

All data belonging to an event is written into the read-
out FIFO with a header and a trailer (optional). The
header contains an event id and a bunch id. The event
trailer contains the same event id plus a word count.

D. Control and status registers
There are two kinds of 12 bit registers, "Control" and

"Status" registers. Contents of these registers are shown
in Table. 2. The control registers are readable and
writable registers which control the chip functionality.
The status registers are read only registers which shows
chip statuses.

bit
CSRO

CSR1
CSR2
CSR3
CSR4
CSR5
CSR6
CSR7
CSR8
CSR9

CSR10

CSR11

CSR12

CSR13
CSR14
CSR16

CSR17

CSR18

CSR19

CSR20
CSR21

11
global_re

set

10
error_
reset

rable. 2. Control (CSRO-15) and Status (CSR16-21) registers 1

9
disable_
encode

8
enb_errrs
t_bcrevr

7
test_
mode

6
test_
invert

5
enb_
direct

4
disable_
ringosc

sit assignments.

3 2
clkout_mode

1 0
pll_mulu

mask window
search window
match window

reject_count_offset
event_count_offset
bunch_count_offset
coarse_time_offset

count_roll_ovef
strobe_select

enb_auto
_reject

enb_rofull
_reject

enb_sepa
_readout

rfifo_
empty

11_
empty
tfifo_
empty

coarse_
counter

0

nbjlocc
upjadout
enbjlfull

..reject
enb_sepa

_bcrst

rfifo
full

ll_nearly
full

tfifo_nea
rly_full

0

readout_speed
enb_

match
enb_trfull

_reject
enb_sepa

_evrst

controL
parity

ll_over_
recover
tfifo_
full

tfifo_
occupancy

0

enb_
mask
enb_

errmark

width_select |
enb_

relative
enb_mark
_rejected

enb_
serial

nb_ermark
jejected

enb_
header

enb_errm
ark_ovr

enb_
trailer

enbjlovr
_detect

tdc_id
enb_

rejected
enb_mres

et_code

enb_pair

enb_reset
. cb_sepa

enb_
trailing

enb_mres
et_evrst

enb_
leading

enb_setco
unt_bcrst

enb_error

enb_channel[ll:O]
enb channel[23:12]

error

11_
overflow
running

0

11_
write_address

11_
read address

11_
start address

coarse_counter[12:11
0 0 rfifo occupancy[5:0}
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There are 15 control registers and 6 status registers.
These registers are accessible from 12-bit I/O bus or
through JTAG interface. Since a SEU (Single Event
Upset) in the control registers may cause important effect
on the chip operation, a total parity of the control registers
are stored in the status register. If a bit in the setup
register changes without normal write operation, a parity
error is caused and notified through an Error signal or an
Error packet.

E. JTAG and BIST
The chip has JTAG boundary scan circuit, which is

used to scan I/O pins, the control and status registers,
internal circuit registers for debugging purpose, and BIST
(Built-in Self-Test) for the level 1 buffer and FIFOs. The
channel buffer and the level 1 buffer have a parity bit for
each word to detect SEU.

IV. MEASUREMENT RESULTS

The chip was successfully operated and tested, though
some small bugs are found. Further systematic tests
combined with the ASD, readout module, and a MDT
chamber are scheduled in near future. Here some of the
test results are shown.

A. PLL
Jitter of the ring oscillator was measured by

measuring relative time distribution to input clock. Fig. 5-
(a) shows the jitter dependence to the oscillating
frequency. The jitter around operating point (80MHz) is
less than 150 ps. This value is sufficiently low as for the
required resolution of 0.5 ns in the MDT.

Fig. 5-(b) shows the jitter variation to the power
supply voltage (Vdd). This also shows good stability
around the operating point (3.3V).

In the AMT-TEG chip [6], time jitter was about 140
ps and time resolution of 305 ps was obtained in which
quantization error contributes 225ps. Both the Differential
Non-Linearity (DNL) and Integral Non-Linearity (INL)
were small (<80 ps RMS).

There is no major change in the PLL and ring
oscillator parts, so similar performance is also expected in
the AMT-1 chip.

B. Serial Readout
The AMT-1 chip has a serial data interface in addition

to a 32-bit parallel data interface. The serial interface
supports both DS-protocol and simple data-clock output.
The data transfer speed is selectable between 10 MHz to
80 MHz, and 40 MHz will be used in the MDT.

An example of waveform, which is driven by LVDS
drivers, is shown in Fig. 6. Packet of the data consists of a
start bit, 32 bit data, a parity bit, and a stop bit.

250

250

20 40 60 80 100 120 140
PLL Osc Freq [MHz]

2.9 3.1 3.73.3 3.5
Vdd[V]

Fig. 5 PLL jitter variation relative to input clock, (a) Frequency
dependence (Vdd=3.3V), (b) Voltage dependence (PLL Osc =

80 MHz).
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Fig. 6. LVDS serial output (DS protocol) wave form at 40Mbps.
Upper lines show data line and bottom lines show strobe signal.

C. Power Consumption
Total power consumption of the chip is measured at

expected operating condition and we observed about 500
mW power dissipation. Most power consuming part is
LVDS receiver at present design from the circuit analysis.
Although the power consumption is marginal, further
reduction of the power is planned by optimizing the
LVDS receiver circuit.

D. Radiation tolerance
Total dose expected for worst location of the MDT

electronics is 11 krad for 10 years LHC operation with a
safety factor of 4. Radiation tolerance for gamma ray and
neutron was measured in the AMT-TEG chip and
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reported in reference 1 and 6. Present CMOS process
shows adequate radiation tolerance for use in MDT
environment.

Furthermore we also irradiated the AMT-1 chip to
gamma ray at Tokyo Metropolitan University with a Co60

source. The irradiation rate was about 76 rad(Si)/sec, and
total dose irradiated was 30 krad(Si). During the
irradiation power and clock are supplied to the chip. To
study post-radiation effects, measurements were also
done after annealing (1 week at room temperature and 1
week at 100 degree C) following the "ATLAS Policy on
Radiation Tolerant Electronics" procedure [7].

We have measured variation of PLL oscillation and
increase of leakage current. There is no obvious change
observed up to the 30 krad(Si) irradiation.

V. SUMMARY

A prototype TDC chip (AMT-1) was developed for
ATLAS MDT detector. The chip was fully functional and
showed adequate performance. After thorough system test
with other electronics and chambers, a production chip
will be designed with minor modifications to the present
chip. Mass production is scheduled around the end of year
2001.
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Abstract

Experiments at the Large Hadron Collider
(LHC) at CERN require a sophisticated multi-
level trigger systems for data selection. At the
Compact Muon Solenoid (CMS) experiment,
the main task of Level 1 Trigger is to reduce the
frequency of events from 40MHz down to
100kHz [1], There are three major muon
subsystems at the CMS: Cathode Strip Chambers
(CSC), Drift Tubes (DT), and Resistive Plate
Chambers (RPC). The Level 1 decision should
be made about 3 us after an interaction in the
collision area, so only simple algorithms
implemented in hardware can be used at this
level.

The current design requires that only the four
best trigger candidates from each muon
subsystem be passed to the Global Muon
Trigger (GMT) System. It is considered that
there is a sorter at the upper level of each muon
subsystem trigger chain, which selects the four
best candidates out of several tens of incoming
and transmits them to the GMT. We propose a
fast and flexible solution which would allow the
implementation of such sorters for the various
CMS muon subsystems. Four sorting schemes "3
objects out of 18", "4 objects out of 8", "4
objects out of 24" and "4 objects out of 36" are
discussed. The first one is intended for the Muon
Port Card [2] being designed for the CSC
Trigger Electronics. The second scheme can be
used for the RPC Sorting Processor [3]. The
third scheme can be used for the DT Muon
Sorter [4]. The fourth scheme is targeted to CSC
Muon Sorter [2]. Designs based on Altera
20KE [5] Programmable Logic Devices (PLD)
and results of simulation are presented.

I. DESIGN ASSUMPTIONS

We assume that sorting is based on the value
of input patterns: higher ranks correspond to
"better" patterns for the purpose of sorting. All

schemes are targeted to a single chip
implementation in order to reduce the overall
sorting time. Each sorter chip receives 8, 18, 24
or 36 input patterns and outputs an addresses of
three or four best patterns. The addresses of
incoming patterns are assigned inside the sorter
chip for the first, third and fourth schemes and
obtained from the outer logic for the second
scheme. If sorting objects contain more bits than
the patterns that are used for the sorting, they
should be temporarily pipelined in the external
registers, and the addresses of the best patterns
can be used for their further multiplexing onto
outputs of the sorter board. This pipelining as
well as a sorting logic can be done in a single
chip if it has a sufficient number of input and
output pins. We have implemented our sorting
schemes for the 7- and 8-bit patterns, which is
typical for the CMS muon trigger systems.

We assume that all patterns come to the
sorter device in parallel being synchronized with
its master clock. The input and output latches for
all patterns and their addresses provide a reliable
synchronous operation and predictable timing.
All our designs are targeted to applications at the
LHC experiments, where the main operating
clock frequency is 40.08Mhz, so our goal was to
achieve a registered performance of 40+ MHz
for all sorting schemes with the minimal latency.

Finally we assume that all inputs are not pre-
selected (or ranked), but all the output patterns
should be ranked, or present on the outputs of the
sorter chip in descending order.

II. TARGETED

SOFTWARE

DEVICES AND DESIGN

The main requirements for the targeted
devices are: (1) they should be fast and flexible
enough to be able to implement sorting schemes
in a few clock cycles of the 40MHz clock and
(2) provide an adequate number of input and
output pins for a single-chip implementation.
One approach is to develop and use an ASICs.
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Another approach assumes utilization of PLD,
or Field Programmable Gate Arrays (FPGA). So
far ASICs have an inherent speed advantage over
a PLD or FPGA due to their dedicated metal
routing. Soft routing of PLD/FPGA makes them
run slower than an ASIC. But the gap between
ASIC and PLD/FPGA performance is decreasing
due to advances in technology and chip
architecture. The important advantages of using
PLD/FPGA are the low nonrecurring
engineering fees, reprogrammable features as
well as a shorter design cycle. Due to these
factors we focus on using of the PLD/FPGA
devices for our designs. The Xilinx Virtex-E [6]
and Altera 20KE [5] families are the most
attractive for our needs due to their high
performance and great flexibility. Our designs
are targeted to Altera 20KE devices. We have
used an Altera Quartus version 2000.05 PLD
design software running on a PC.

III. SORTING METHOD

We perform all necessary comparisons in
parallel at the beginning of the sorting process.
In case of (n) input patterns the total number of
comparisons between all patterns is N=n(n-l)/2.
These numbers N are 28, 153, 276 and 630 for
n=8, 18, 24 and 36 respectively. N results of all
comparisons would allow us to obtain (4n)
combinatorial signals for the address
multiplexing onto chip outputs. In case of "4
objects out of 8" scheme the four best patterns
along with their addresses are transmitted to the
chip outputs. Simplified block diagram of the
sorting scheme for n=18 is shown on Figure 1.
For all our designs, if a few equal patterns are
selected, the pattern with the largest address
receives the highest rank.
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•
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Figure!: Sorting Scheme "3 objects out of 18"

IV. RESULTS OF SIMULATION

The results of simulation are shown in Table
1. All timing parameters are obtained for the
fastest (-1 speed grade) devices. The sorting
schemes "4 out of 24" and "4 out of 36" are
implemented in two and four clock cycles
respectively and both require an intermediate
flip-flops (FF).

We assume that the actual sorting latency (in
clock cycles or nanoseconds) means the time

interval between the latching of the input
patterns into sorter chip and moment when the
selected addresses and in some cases also the
best patterns are available for latching in the
external register outside the sorter chip.

Additional time is needed for the output data
latching in the external registers to assure
reliable synchronous operation. This time should
be added to the internal latency parameter in
Table 1 in order to obtain an actual latency of
each sorting scheme. According to the timing
model of the fastest devices in 20KE family [5],
the maximum clock-to-output delay Toutco with
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the global clock at the input/output register is
less than 5 ns. The propagation delay between
the sorter PLD and destination device as well as
setup time for the destination device should
also be taken into account. ClockShift circuitry
[5] available in 20KE devices can provide an

output clock signal shifted with respect to the
input clock. Particularly, the output clock with
phase shift of 180 degrees (half of period of the
40MHz clock, or 12.5 ns) can be used for the
output data latching into the external register.

Table 1: Results of Simulation

Sorting Scheme
Number of inputs (except clock)
Number of outputs
Altera PLD Device

Internal latency, clock cycles of 40MHz
Maximum registered performance, MHz
Internal latency, nanoseconds
Number of logic cells used and total
available inside the PLD

3 out of 18
8*18=144

5*3=15
EP20K.100
EFC324-1

1
43.62

24
3616/4160

(86%)

4 out of 8
(8+8)*8=128
(8+8)*4=64
EP20K60
EFC324-1

1
68.25

15
1422/2560

(55%)

4 out of 24
7*24=168

5*4=20
EP20K200
EFC484-1

2
41.94

48
7100/8320

(85%)

4 out of 36
7*36=252

6*4=24
EP20K400
EFC672-1

4
52.95

76
11383/16640

(68%)

V. CONCLUSION

We have proposed a design methodology for
the implementation of the fast sorting schemes.
Four schemes "3 objects out of 18", "4 objects
out of 8", "4 objects out of 24" and "4 objects
out of 36" are implemented and simulated. The
internal sorting latency is as low as 24, 15, 48
and 76 ns for the first, second, third and fourth
schemes respectively. The total latency should
also include a delay needed for the latching of
the sorting result in the external registers. All
our designs are based on the 20KE family of
Altera PLD and can be used at the various
levels of trigger systems at the CMS and other
experiments.

[5] Altera Device Data Book 1999. APEX 20K
Programmable Logic Device Family.
[6] Xilinx Programmable Logic Data Book 2000.
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Abstract

DAQ for Si-detector of PHOBOS setup (RHIC) with
Scalable Power for read out and Zero Suppression is descri-
bed (see Fig.l). Data from VA-HDR chips with analog
multiplexor, are digitized by FADC. Digital buffers are
multiplexed by DMU modules at speed 100 MBytes/sec and
transmitted through FPDP [1] and virtual extender of FPDP
to fiber (FFI). At the receiver end (in counting house) data
from fiber are distribu- ted between a number of dedicated
processors (in RACEway multiprocessor frame [2]) for Zero
Suppression (ZS). After ZS data are concatenated and
transmitted to Event Builder.

I. INTRODUCTION

Si detector on PHOBOS setup has about 130,000 chan-
nels. VA-HDR chips are used for analog readout. For Com-
mon Mode Noise (CMN) correction and Zero Suppression
data buffers from digitization modules are transmitted to
dedicated frame of processors. Expected event rate is of the
order of 1 kHz, raw data size is 260 kB. For fast data transfer
of unsuppressed data we are using Front Panel Data Port
(ANSI/VITA-17 Standard)- synchronous data flow path that
allows data to be transfered at high speeds ( up to 160
Mbytes/sec) Fig.2.

. FPDP cable could be connected to RINT module (input
module in FPDP standard, for RACEway) directly, if
distance is short. For data transfer from 2 crates filled by
DMUs (Fig. 3) to the counting house we are using virtual
extender of FPDP to optical link (FFI modules). The same
modules sitting in RACEway crate convert data from serial
format back to parallel 32 bit. Data in RACEway are
handled by processors and after that zero suppressed buffers
are transmitted to Event Builder.

II.FRONT END PART

The front end part of DAQ is based on custom designed
modules. Readout of VA-HDR chips and digitization is
provided by FEC modules. Each FEC can digitize data from
up to 6144 channels, parallel in 8 chains. FEC module sends
data to DMU module by Twinax cable (about 15 m @ 25
MBytes/sec) using G-link serial connection. FEC and DMU
modules are connected by slow flat cable for control. DMU

has FIFO for data and fast FPDP interface. After receiving
data from FECs, DMUs are requested in sequential multi-
plexing mode for data transfer from the FIFO to common
"bus" - FPDP cable. MDC module (Fig. 4) provides muster
function in a crate filled by DMU modules. It also checks the
length and parity of individual buffer and add the status
information at the end of each buffer. Data from 2 crates
sitting near the setup are converted from FPDP to serial
optical link (G-link) format and back by custom FFI
modules. They are working at 100 Mbytes/sec speed. On
Fig. 5 timing for ZS system with 2 optical links and 12 PPCs
is shown.

III.RACEWAY REAL-TIME MULTICOMPUTER

To handle a lot of data in real-time we are using
scalable RACEway architecture in VME. RACEway is an
ANSI/VITA standard for high performance switched
communication in real-time systems. The RACE Series real-
time multicmpu-ters provide from two to thousands of
integrated compute nodes. RACE systems implement the
RACEway real-time system interconnect. RACEway
Interlink provides fast (up to 160 Mbytes/sec) point to point
interconnection. The RACEway interconnect and RACE
compute nodes form the building blocks of RACE computer
systems. Each node is a compact computer with a processor,
memory, and a RACEway network interface that delivers
computational performance previously available only from
supercomputers.

We have number of motherboards with I/O and PPC-750
processors. Data from FFI are received by RINT input
modules and then distributed between processors. Code for
CMN correction and Zero Suppression is written in C.
Number of processors in system could be easily changed.

IV.REFERENCES
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Figure 1: Block diagram of Si part of DAQ.

Figure 2: Two FPDP cables are used for data transfer and control.
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Figure 3: Functional block diagram of DMU module.

Figure 4: Block diagram of MDC module.
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Abstract

The Muon System of the Compact Muon
Solenoid (CMS) experiment at CERN consists of
three detectors: Cathode Strip Chambers (CSC),
Drift Tubes (DT) and Resistive Plate Chambers
(RPC). The CSC front end electronics is located
on chambers as well as in the 9U VME crates.
The Trigger Motherboard (TMB) matches anode
and cathode tags called Local Charged Tracks
(LCT) and sends the two best combined LCTs
from each chamber to the Muon Port Card
(MPC). Each MPC collects data representing
muon tags from up to nine TMB, which
corresponds to one sector of CSC chambers.

All TMB and MPC cards are located in
9U*400 mm VME crates mounted on the
periphery of return yoke of the endcap muon
system. Several TMB modules communicate
with one MPC residing in the same crate over a
custom peripheral backplane. The MPC selects
data representing the three best muons and
sends it over optical links to the Sector Receiver
(SR) residing in the counting room 100 meters
from the detector. The current electronics layout
assumes 48 MPC modules residing in the 48
peripheral crates for both muon endcaps and 24
SR residing in the counting room. Each SR
reformats the track segments into global
coordinates suitable for the track-finding
algorithms at the Sector Processor Board [1]. At
the present design one SP board communicates
with three SR over custom backplane.

Due to high operating frequency of
40.08MHz and the long distance from the
detector to counting room an optical link is the
only choice for data transmission. Our goal was
to prototype a communication link between the

MPC and SR using existing commercial
components and evaluate possible options for the
final link implementation.

I. CHOICE OF CHIPSET FOR DATA

SERIALIZATION AND OPTICAL MODULE

An overview of the requirements for the front
end serializer/deserilizer chipsets in LHC
environment can be found in [2]. Two Agilent
(former Hewlett-Packard) chipsets (5V HDMP-
1022/1024 and 3.3V HDMP-1032/1034) have
some advantages over other commercial
components. Among them for the HDMP-
1022/1024: flexible choice of operating range
(150-1500 Mbaud, user selectable), flexible and
wide enough parallel interface (16, 17, 20 or 21
bits), and choice of synchronization to either fill
frames or a receiver reference oscillator.
Unfortunately, both chipsets are not pin
compatible and 20- or 21-bit interface is
available for the 1022/1024 chipset only. A lot
of experience with the 1022/1024 chipset was
gained by several research groups working in
particle physics [3]. At the time of our design
the final specification of 1032/1034 chipset was
not available, so we chose the 1022/1024
chipset for our prototyping.

Optical transmitter and receiver modules are
available from several manufacturers, including
Infineon, Molex, Finisar, Methode and some
others. We chose a Methode MDX-19-4-1-T
multimode (850 nm) optical transceiver. The
required data rate (20 bit @ 40 MHz) is within
the specified range for this module (1.25 Gbaud
maximum). This optical module is available in
industry standard 1x9 package with SC fiber
optic connector. It was also evaluated by other
groups and reliable operation was demonstrated.
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II. DESIGN IMPLEMENTATION

Simplex data transmission from the MPC to
SR was used. Instead of adding a return path for
link control and monitoring we perform all
necessary procedures for link initialization, reset
and resynchronization over VME which is the

main control path for the peripheral electronics
residing in the 9U crates.

The main part of the Muon Port Card is a
sorter unit which selects data representing three
best muons out of 18 possible. This data word
contains 120 bits listed in Table 1.

Table 1: Trigger Data from MPC to SR

Signal
Valid Pattern Flag
Cathode Pattern Number (0-255)
Cathode Left/Right Bend (0/1)
Cathode '/S-Strip ID (0-159)
Anode Pattern Quality (0-3)
Accelerator Muon
Anode Wire Gang ID (0-111)
CSC ID (0-8)
Anode Bunch Crossing (0-31)
Data Error
Status Bits

Total

Bits per 1 muon
1
8
1
8
2
1
7
4

5(*)
i n

6
44

Bits per 3 muons
3
24
3

24
6
3

21
12
5
1
18

120
* Common bits to 3 muons

120 bits of data are sent out of the sorter
unit into serializer inputs every 25 ns of the
LHC main frequency of 40.08MHz. Six HDMP-
1022 transmitters convert data into serial streams
and send them to six Methode MDX-19-4-1-T
optical transceivers. At the receiver end six
matching optical modules provide serial streams
to HDMP-1024 deserializer chips which convert
them into parallel form. The existing SR
prototype receives data from two MPC, or 240
bits of data total every 25 ns, so twelve optical
modules and twelve HDMP-1024 receivers are
needed in order to serve two MPCs. Several
front end FPGA chips at the SR provide an
alignment of incoming from two MPC data for
the further conversion in LUT RAMs. After that
the data in suitable format is transmitted over a
custom backplane to Sector Processor module
residing in the same crate for further processing.

We have implemented a simplex scheme 3
without return path as described in datasheet [4].
The transmitter uses the main 40.08MHz
frequency as the reference and data clock. At
the receiver end, an external reference oscillator
with slightly different frequency of 40.04MHz
is used for frequency acquisition during
synchronization. The 21s1 bit was enabled as an
alternating "Flag" for enhanced framing "Error"
detector in order to improve the synchronization

process. Our configuration can also force
periodic transmission of "Fill Frames" to
additionally verify and achieve proper framing in
the presence of repetitive data. We have used
the layout tips proposed in [5] for the HDMP-
1022/1024 chipset layout and found them very
helpful. Optical cables are directed to the front
panel of MPC and rear end of SR.

III. PROTOTYPING RESULTS AND FUTURE

DESIGN IMPROVEMENTS

Prototypes of the MPC and SR were built
and tested in summer of 2000. Two modules
were connected via 100 m optical cables and test
patterns were sent from MPC output FIFO
buffer, received into SR input FIFO and checked
against each other. Our designs have
demonstrated a reliable operation at 40MHz.

High power consumption (1.9W per one
HDMP-1022 and 2.5W per one HDMP-1024)
and the large board space required for optical
modules and the serializers or deserializers are
drawbacks of our implementation. One of the
future improvements would be to utilize the
latest Agilent HDMP-1032/1034 chipset for
serialization and deserialization. Power
consumption can be reduced up to 0.56W for the
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HDMP-1032 transmitter and LOW for the
HDMP-1034 receiver. Unfortunately, the 20-bit
mode is not available for this chipset and 8
HDMP-1032/1034 chipsets instead of six
HDMP-1022/1024 would allow us to transmit
the same amount of bits. Double-frame mode
(two 16-bit frames sent in one clock cycle) is
supported by HDMP-1032/1034 chipset, but at
40MHz the overall data rate would be
1.6Gbaud which is outside the specified range
for this chipset (1.4Gbaud maximum).

Another option would be to use the
commercial serializers and deserializers running
at higher frequencies (typically 8O..125MHz)
which are available from several vendors
(Motorola, TI, Vitesse, PMC-Sierra).
Particularly we are interested in the Tl family of
multigigabit transceivers TLK2500/2501.

Small form factor single-channel optical
modules can be used for a more compact design.
Another approach is to use multi-channel
optical receivers and transmitters. Such 8- or
12-channel devices are available from Infineon
[6] and Optobahn [7]. They can save a lot of
board space, but also require an external
serializers and deserializers for parallel-to-serial
and serial-to-parallel data conversion.

We also can use an appropriate commercial
or custom solution adopted by other CMS
groups. One custom 1.25Gbit/s transmitter ASIC
is currently under design at CERN-EP/MIC [8].
It is particularly desirable for our application
because of the resistance to high radiation doses
and operational tolerance to a single event
upsets. Another design of a custom radiation
tolerant serializer was proposed for ATLAS
experiment [9].

IV. CONCLUSION

We have built and tested prototypes of the
Muon Port Card and Sector Receiver modules
which provide optical trigger data transmission
from the peripheral CSC crates to the counting
room. Data transmission circuitry is based on
commercial components and has demonstrated

reliable operation at 40MHz. Future
improvements to this optical path can be based
on small form factor optical transceivers or
multi-channel modules. Use of either low power
commercial serializers and deserializers or
custom circuits will allow us to enhance the
electrical interface of the data transmission
circuitry.
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Abstract
Three custom ASICs are now being developed for the

trigger/readout system of the ATLAS end-cap muon chambers. Each

chip is the master component in three subparts of an on-detector

system. Beside the standard circuitry as an ATLAS subsystem, several

implementations have been devised in each chip, which are required

from various physical and boundary conditions as an electronics

system for the end-cap muon chambers. We discuss the

implementation of the level 1 muon identification logic as well as

these customarily developed data handling technology on ASICs.

I. INTRODUCTION

In the ATLAS experiment [1], we construct a level 1 trigger system

(LVL1) [2] based on two signal sources of the calorimeters, and the

muon detectors. The huge number of detector channels must be

processed within a predefined time of about lus in order to establish a

trigger signal, and thus various methods for parallel and distributed

processing must be taken for this purpose.

Since we have to process large numbers of channels and install

many identical circuits for parallel processing, an idea to implement

fundamental parts of the systems into ICs is quite natural. Actually

several ICs are designed and developed for both calorimeter and

muon LVL1 trigger systems. Functionalities of some prototype chips

are already evaluated in test benches. Development of custom ICs

will have also an advantage to control own radiation hardness or

tolerance condition relatively easily.

ATLAS has two independent sub-detectors for generation of muon

triggers. One is Resistive Plate Chambers (RPC) for the barrel region

and the other one is Thin Gap Chambers (TGC) for the end-cap

region [3]. Several ICs will be implemented in the trigger/readout

electronics systems for both muon sub-detectors independently.

Muon end-cap trigger system will foresee to have three kinds of

custom chips. These ICs will be installed in a system, which will be

mounted directly on a chamber surface because of a signal processing

condition. Since ATLAS TGC has not enough strength to bear

heavy electronics stuf£ we must reduce weight and power

consumption of the system as much as possible in order to make a

light and compact system. Thus we have to confine almost all the

functional blocks except power supply into the custom chips. A unit

of system must be divided into several partitions, and we actually plan

to install one IC on each partition. Another issue for muon end-cap IC

design is, hence, system interconnections among partitions, i.e. For a

trigger information exchange, rapid and efficient data transfer must be

done from an IC to other. In this paper we discuss the design and

development of three custom ICs. We report how to realize various

boundary conditions or issues in the design, some of which are special

for our purposes in the following sections.

Although in the section 2 we discuss an overview of muon end-cap

trigger and readout system, Ref.4 should be referred for more detailed

discussion about the system. In section 3, we discuss the ICs that are

now developing. And finally we discuss the problems and issues

currently we have for the development as well as actual status of the

IC production in section 4.

H. END-CAP MUON TRIGGER ELECTRONICS

ATLAS has two sub-detector systems of so-called RPC and TGC

for the LVL1 muon trigger. RPC covers the barrel region (r| <1.05)

and TGC covers the end-cap region (1.05 < r\ < 2.70). Although the
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ultimate purpose of two sub-detectors is Ihe same and is to provide a

highly efficient muon trigger of p j greater than 6 GeV/c, we consttuct

two independent trigger and readout (TDAQ) systems. In this section

we discuss the overview of end-cap muon TDAQ system.

Triplet and doublet chamber systems of TGC are put at the both

edges of the ATLAS detector 13 and 14.5m away from the interaction

point Inner and outer radii of a TGC end-cap disc are approximately

2m and 12m. Anode wires and strips sense a track entered in a

chamber. Wires are arranged in the azimuthal direction and provide

signals for r, while cathode strips orthogonal to the wires provide

signals for <|) information. Anode wires are ganged in a group with

six to twenty wires. A wire group, thus, covers 11 to 36mm of r-region.

The width of a strip is 4mrad, and 8mrad for forward region of t] <

1.92. Signals for both wires and strips are amplified, discriminated

and shaped through our custom ASD chips [5]. Binary information

for hits is supplied to upper stream of the TDAQ system.

Low pr tracks (pr > 6 GeV/c) will be identified with coincidence

conditions to signals of either the triplet or the doublet solely. High pr

tracks (p,- > 20 GeV/c) will be identified with the low pr results of

both the triplet and doublet

The low pr coincidence conditions for the triplet are 2-out-of-3

logic for wire signals and l-out-of-2 (OR) logic for strip ones. The

trigger conditions of both wires and strips for the doublet low pj-and

overall high p,- tracks are taken algorithmically the same one, and that

we realize it with a coincidence matrix (CM) technique.

The CM operation is performed with a signal matching of a pivot

plane (which is the outer most plane (chamber)) and a reference plane.

A virtual line is extrapolated from a signal location on the pivot plane

to the interaction point If signal candidates are found in a

neighborhood (window) around a intersecting point of the

extrapolated line on the reference plane, a trigger condition is

considered as fulfilled. For implementation of this idea, we assume a

matrix in which a signal coordinate of the pivot (reference) assigns the

row (column) index. Two signals specify an element in the matrix.

Then if the distance of the element from the closest diagonal element

is within a certain tolerance, we regard two signals of the row and

column as the trace of a track. This distance indicates the

displacement (A) of a coordinate between two planes.

Based on the low-pr trigger information, we also try to find high pj-

tracks with the same CM technique. The pivot and reference plane in

this case are the doublet and the triplet, respectively. With Ihis high p,-

coincidence operation, r, (J), Ac and A<j> values are re-evaluated

independently. The information taken with two stage trigger is sent to

the sector logic (SL) installed in USA15. The SL makes merging the

information of r and <|> to reconstruct tracks in space and selects

several highest pj tracks. The SL calculates the absolute r,<j>

coordinates of final track candidates. The resulting information of

the SL is then sent to the Muon Central Trigger Processor Interface

(MUCTPI), which is a part of the ATLAS LYL1 central processing

facility. The total latency of die system is estimated as 120us.

EndCap

TGC
TViplet

ROD

Figure 1: Overvievvof ondetectorparty ofMuonEndCap

Trigger and Readout sy stem

The physical realization of an on-detector part of the total system is

illustrated in Fig.l. A unit of the on-detector part comprises three

parts: a patch panel (PP), a slave board (SLB), and hi-pT(HpT) board.

ASD processed signals are input to a PP where the bunch crossing

identification will be done, and these synchronized signals are further

sent to an SLB which has two-fold tasks, one is to operate die

coincidence logic for low p,- track triggers and another one is to

process hit information as usual read-out data a la ATLAS DAQ using

a level 1 buffer and a derandomizer [6]. The read out data will be sent

to an ROD (Read Out Driver) via a star switch system (SSW) [7]

with its own hardware protocol. The ROD is dedicated for the end-

cap muon data processing. The data once stored in this system will be

sent to the central DAQ read out buffer. The trigger results processed

by Ihe SLB are transferred to an HpT board. The HpT board performs

the coincidence matrix operation for botfi wires and strips for high py

track identification. While a PP and SLBs (two SLBs are needed to

process one PP) are put togedier closely and attach on the back of a

chamber, an HpT board will be away about 15m from an SLB and

put on the outer rim of a chamber.
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Every board of a PP, an SLB and HpT has an independent IC, and

the task of each board is almost confined in a single chip. The detailed

functionality and characteristics of each chip will be discussed in the

next section.

III. DEVELOPED ICs

A. Patch Panel ASIC (PPIC)
A patch panel (PP) has two facilities; a CAN bus node for DCS

(Detector Control System) operation and an ASD signal receiver and

adjuster for TDAQ processing. As a TDAQ processor, utilizing

signals of encoded TTCrx signals and hit data (pattern) from ASD

boards, a PP outputs delay adjusted and bunch identified ASD signals,

modified or unmodified TTCrx signals, and test pulses for ASD

timing adjustment

Most of the TDAQ tasks are put into an IC of scxalled PPIC. The

hit signals from an ASD board are modified in the IC as

1. converted from LVDS level to TTL,

adjusted delay timing with precision less than Ins,

synchronized with independently delay adjusted bunch crossing

signal (bunch crossing identification; BCID), and

output with single ended TTL for further processing in an SLB.

A PPIC has also other facilities to adjust phase of received TTCrx

clock (bunch cross signal) with the precision less than Ins, and to

generate test pulses and provide them for ASD boards in order to

calibrate signal delay timing of a path from ASD output to input of the

BCID block in PPIC.

i i

Figure 2: The mask pattern of aPPIC

As described above, main task of PPIC for TDAQ is timing

adjustment for both ASD input hit signals and bunch crossing signal

of TTCrx. The precise delay control for these signals are

indispensable to synchronize die hit signals over the whole TGC

TDAQ system. Hence a PPIC implements the sub-nanosecond delay

controls for both timing and hit signals using a DLL circuit The

detailed strategy for the timing adjustment for not only a PPIC but

also the overall system specific for TGC TDAQ system is reported in

ref. 8. Fig.2 shows a mask pattern of a PPIC latest fabricated

(prototype -1). In the upper half of the core of the mask pattern shown

in the figure, we can find DLL blocks for total 16 channel ASD inputs.

The timing of 16 channels are controlled with 780ps accuracy.

B. Slave Board ASIC (SLBIC)

Two SLBs are directly connected to a PP. An SLBIC is a core

processor of an SLB and has also almost all functions which an SLB

should hold. Only serializers for output are put outside the IC.

Input to the IC are bunch crossing synchronized hit patterns of

either wires or strips. The IC has two functional blocks;

1. to identify low pr muon tracks using hit patterns of the triplet or

the doublet exclusively, and

2. to readout hit and trigger information with the ATLAS standard

DAQ chain of a level 1 buffer and a derandomizer.

In the following subsections, description of the blocks are given.

1) Trigger Block

We can handle total four different trigger schemes wiih one IC

by supplying signals to select wire/strip and triplet/doublet to

corresponding external pins. Characteristics of these triggers, number

of input channels, covered length by an SLBIC in actual TGC space

are given in Table 1.

doublet

doublet

triplet

triplet

m -
wire

strip

wire

strip

tept •
88x72

64x64

36+36+36

32+32

CM

CM

2-outof-3

l-out-of-2
(OR)

400- 1500mm

1900mm(n>1.92)
3800mm (T)<1.92)

400mm

1650mm(n>1.92)

3300mm (T|<1.92)

Table 1: Covered length for input hit patterns to an SLBIC with the

trigger scheme. CM means Coincidence Matrix

Fig.3 shows a functional block diagram around a CM of the

doublet The block structure is common for both wire and strip inputs.

Input hit patterns of a pivot and reference planes are matched in the

matrix block The matrix block consists of two identical blocks. Track

candidates are selected from each block independently. The

displacement information (Ar or Aij>) of matched track candidates are

sent to a primary encoder where a track with the highest pr is selected

in each block. Thus two tracks are finally output from an IC. The

result of the primary encoder is fed back to the matrix block, and r or

(j> of the corresponding track measured at the pivot plane is sent to the
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decluster block. If hits are distributed over several wires or strips, only

one of the central point is output The displacement data (Ar or Aij>) 5

bit and coordinate data 4 bit are packed in a 9 bit as a track data.

PIVOT-IN.,

4b l , 5M.

Figure 3: Block diagram of SLBIC Coincidence Matrix

Triplet wire (strip) trigger part inputs 36 (32) channels from every

(two out of three) plane(s) and forms 108 (64) input blocks. A block

has a logic to make a trigger if any two (one) from total three (two)

channels contain(s) hit signals. r,<)> of maximum three (two) track

candidates which satisfy this condition are output Since only inner

and outer planes of die triplet has strip sensors, we have to form a

trigger logic with two instead of three for strip signals. Because an

SLBIC implements two identical trigger logics for the triplet strip

coincidence, r,<j> of total four candidates are output from an IC.

2) Readout Block

The data path from a PP input has two branches. While one is

going to the trigger block, the another one is connected to the readout

block. The specification of this block is followed the standard scheme

of the ATLAS DAQ [6]. The block comprises mainly two sub-blocks

of an level 1 buffer and a derandomizer. Input hit patterns, the trigger

block output which are to be also sent to a HpT board and bunch

crossing number are all input to the level 1 buffer and kept stored in

the buffer during the trigger latency of about 2.5|JS. The buffer is a

pipe line memory of which the number can be programmaticalry

adjustable with the latency.

The data stored in the buffer is then copied to a derandomizer if the

corresponding event is marked as the LVL1 accepted This buffer is

an FIFO with depth of 16, and used to just an interface buffer for the

next processing stage. When the data are copied in this buffer, the

LVL1 trigger number (event number) is also added in the event record.

The data just one bunch before and after of the LI A event are also put

in the derandomizer.

The data are then converted to the so called local slave link protocol

which consists of four lines of a clock, synch, and 2 bit data [7] in the

IC. At this stage the data are output from the chip. Then data are

serialized and converted to LVDS and are sent eventually to an SSW

with the category 5 cable.

C Hi-pTBoard IC (HpTIC)
WhilePPs and SLBs are attached to the surface of aTGC directly,

HpT boards are put as a 9TJ VME module in a crate which is installed

at the outer rim of a TGC. The distance between an SLB and a HpT

crate will be about 7,8m. An SLB and HpT are connected with 15m

length category 5 cable with LVDS, which is the same manner as the

data transmission of the readout A core IC of the board, HpTIC

contains again almost all essential tasks required for an HpT board

Functions which are put outside of the IC on a board are input/output

LVDS deserializers and serializers with level or optical converters.

The IC processes coordinate data (r or <j)) which are sent from SLBs

to recognize High py tracks of pp > 20 GeV/c as is inferred from the

name. One HpTIC accepts the hit information from maximum three

SLBs (four for triplet wire case). The recognition of a track is

performed in principle with the same algorithm as implemented in an

SLBIC for a low pj- trigger with the doublet For HpTIC, since a

track matching is done with both triplet and doublet TGC systems, the

triplet hit pattern specifies the column, and the doublet one specifies

the row index of the matrix respectively. An IC can cope two inputs

of wires or strips by supplying an external signal. The block diagram

of an IC is shown in Fig.4.

From information supplied from SLBs, position data (r or f)>) for

both the doublet and triplet are input to the Matrix block which has

partitioned in six independent blocks. A block consists of a hit

detector (coincidence logic) and a primary encoder so that only a

track candidate with the highest pr is output from each block (total at

most six for an IQ. In the block of 2-out-of-6 as indicated in Fig.4,

two highest pj tracks are selected from six candidates in order to

compact a data volume to be sent over long distance to the SL. This

data compress will not introduce against any trigger bias because it is

rare to find more than two true muon candidates in an HpTIC

according to a trigger simulation study. This 2-out-of-6 blocks has

been optimized with special attention for logic design to reduce

processing time as small as possible. We found time consumption for

this block as 3.5 ns from design simulation while a conventional

double stage primary encoder should take at least two clocks (50ns).

The displacement data of Ar or A<|> from SLBs are simply passed

towards the 2-out-of-6 block. These data are only output when no

high pr candidate is found otherwise an HpTIC adopts own

displacement value found in its CM.
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Fgure4: The whole block diagram of HpTIC

IV. DEVELOPMENT STATUS AND DISCUSSIONS

We have fabricated twice me prototype PPIC (-2 and -1). The
technology we have used is 0.6(Jm full CMOS with full custom

process. The piototype-2 has installed only DLL based delay

adjustment block. The purpose for mis fabrication is to check how

accurately actual DLL in an IC reproduce the SPICE simulation. The

delay time adjustment is done by control voltage. We found

discrepancy between measurement and SPICE simulation for voltage

dependence of delay time for prototype-2.

Then the prototype-1 has been fabricated with full specification

with the same technology. Logic scale of mis IC was estimated as

about 10K gates. Prototype-1 has been men carefully designed the

layout of DLL. But since we made a simple logic bug in the control

block of DLL, we could not re-evaluate the characteristics, although

other blocks of the IC have been confirmed to work. The next chip

of prototype-0 which fix the bug will be ready by October^OOO.

HpTIC has been fabricated for prototyp-lwith 0.6\ua 9x9mm full

custom CMOS process. Number of gates is about 20K. Almost all

logic components has been tested for mis prototype-1 and confirmed

their operation. Total processing time from input to output takes two

clocks. Since buffering of data at input and output anyway consumes

two clocks, this time means not more man a few ns is spent in the

chip. The next fabrication (prototype 0) will be done with 035pm

6x6mm CMOS gate array process for the same circuit with small

refinement An IC with this gate array technology will consume lower

power and be built with lower cost and thus appropriate for mass

production

We have not fabricated the full specification of SLBIC yet We

have so far separately designed the trigger and readout blocks. We

will merge two designs and will submit for the prottype-1 fabrication

till end of 2000. Since logic scale is relatively large and is 200K

gates, and at least 230 pins are needed for external I/O pins, choice of

technology or device for fabrication of mis IC is limited. We are

currently excogitating the best suitable fabrication process.

These ICs will suffer radiation damage but level of total dose or

neutron fluence will not be anticipated as so serious. Hence we will

not apply any radiation tolerant technology for IC productioa We

install fault-tolerant register access circuits especially in PPIC to avoid

single event upset (SEU) effect, which we estimate the occurrence of

once/day.

Prototype 0 of all three ICs will be ready by summer,2001.
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Abstract
As a design study for the LHC experiments a 'Low

Noise Amplifier Shaper1 for capacitive detectors is devel-
oped. This amplifier is designed in 0.6 um CMOS tech-
nology from AMS.

The goal was to design an amplifier with a noise con-
tribution of 250 electrons, and 12 electrons per pF contri-
bution from the input capacitor and a relative high gain.

A test chip with two versions of the amplifier, a 'radia-
tion tolerant' (gate-around FET's) and a 'rectangular' ver-
sion has been fabricated and is now under test.

These designs, and there characteristics, simulated and
measured, will be compared and discussed.

I. INTRODUCTION

A other goal of this project was to get more experience
with the design- tools, methods and technologies in ana-
logue IC design.

The pre-amplifier should have, besides the noise con-
straints, a relative high gain and low power consumption.

The amplifier should be able to withstand a certain ra-
diation level. To study the influence of radiation, two ver-
sions of the amplifier are designed. The versions are a
'rectangular' and a 'gate around' (radiation tolerant) ver-
sion. The basic difference in layout between these two
versions is shown in figure 1.

gate

gale

Figure 1: A 'rectangular' FET and a 'gate-around' FET

The left FET in figure 1 is the 'rectangular' version, the
right FET the 'gate-around' version. Radiation damages
especially the N-type FET. It causes a leakage current
around the end of the gate. The gate of a 'gate-around'
FET has no end, so no leakage current can occur. On the
test chip 4 channels of each version are realized.

This document describes the behavior of the circuits
when they are "biased for speed". This means short time
constants for the preamp and shaper, which results in un-
dershoot at the shaper outputs.

II. THE PREAMPLIFIER

The amplifier is based on a single FET amplifier.

In this circuit the gate of the FET MO is the input and
the drain the output.

Optimising the circuit for noise makes the input FET
wide. Optimising for bandwidth however subscribes a
small FET, to reduce the Miller capacitance.

«» M& 1

Figure 2: The schematic diagram of the rectangular version.

To optimise the circuit for gain and power a cascode
circuit is used. In this circuit the amplifying steps are sepa-
rated. In a single FET amplifier the conversions 'input
voltage to drain current', and 'drain current to output volt-
age' are realized in just one FET. In a cascode schematic
diagram both conversions have their own FET, which can
be optimized for its purpose.

Optimising the circuit for noise requires a wide-
channel input FET. A narrow channel is better to reduce
the Miller capacitance (larger bandwidth).

A cascode circuit is the optimum for both require-
ments. A folded cascode is used to implement this con-
figuration within the power supply limits.

A. 'Rectangular' amplifier
The amplifier is a charge amplifier, so the main feed-

back is a capacitor.

In figure 2 the schematic diagram of the pre-amplifier
in the 'rectangular version' is drawn. The feedback resis-
tor (FET M2) in parallel with the feedback capacitor is
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required to control the DC operating point of the amplifier.
The output level of the amplifier will stabilize without any
precautions on about -1 Volt. This would give an asym-
metrical dynamic range. To make this symmetrical, the
output level should stabilize at 0 Volt. To realize this, one
gate-source voltage is subtracted from the output of the
amplifier.

The resistor is needed for DC and low frequency feed-
back. The resistance is adjustable by an external voltage
(pre_res) to control the trailing edge of the amplifier sig-
nal. To operate the circuit, 3 DC bias currents must be
applied:
1. input FET bias (pre_bias_l),
2. cascode FET bias (pre_bias_2),
3. subtraction network bias (pre_bias_3).

B. 'Gate around' amplifier

Figure 3: Schematic diagram of the gate around version.

The circuit is quite similar to the previous version. The
major change is due to the fact that we cannot use a N-
FET as a feedback (in 'gate around' it is not possible to
make a FET longer then wide), so a P-FET is used instead.

The operating voltage on the gate of the feedback FET,
when changed from the N-type to the P-type, is below -2
Volt, which is unacceptable. To get this voltage between
the power supplies we have to change two things (see fig-
ure 2):

. 1. Connect the source of MO to VDD (+2 Volt). This
lifts the gate of FET MO to +1 Volt.

2. The level subtraction at the output must become
level adder. This makes the output again about 0
Volt.

III. THE SHAPER

This circuit has the same configuration as the circuit of
the pre-amplifier. The differences between the circuits are
the input capacitor and the dimensions of the used compo-
nents.

A. 'Rectangular' shaper
The shaper is an active band-pass filter. The compo-

nents that control the bandwidth of this filter are the input
capacitor, the feedback capacitor and the feedback resis-
tor. The feedback capacitor and resistor determine the high
roll off point, while the input capacitor and the feedback
resistor control the low roll off point.

Figure 4: The schematic diagram of the shaper, 'normal' ver-
sion.

B. 'Gate around' shaper.
The differences between the 'rectangular' and the 'gate

around' versions are similar as with the pre-amplifier ver-
sions.

Figure 5: The schematic diagram of the shaper, 'Gate Around'
version.

IV. THE OUTPUT BUFFER

The shaper signals are measured in the test set-up with
an oscilloscope. The oscilloscope has high impedance in-
puts (1M#), with a capacitive load of 10 pF. Because the
shaper output is does not have the capability to drive a
capacitive load, the signals need to be buffered.

bias»-

inpu#-

VSS |VS5

r output

Figure 6: The schematic diagram of the output buffer.

The buffer circuit is equal for both versions. The cir-
cuit consists of a differential amplifier with a high current
output stage. The differential amplifier is designed to cre-
ate a buffer with a gain of 1.
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V. THE CIRCUIT SIMULATIONS

The schematic diagrams above are the result of exten-
sive list of simulations, in which we looked for the best
combination of parameters.

During the simulations, and also later during the meas-
urement, we used an input charge of 1 MIP, which corre-
sponds to -12000 electrons in 150ftm silicon. The charge
is injected via a capacitor of 1.5pF. The applied voltage
step is:

Output (mV)

12000-1,6021 10"'9

\P5
= l,28mV

In figure 7 shows the simulated step response of the
amplifier. The upper line is the response of the 'rectangu-
lar' version and the lower line of the 'gate around' ver-
sion. A capacitor of 20pF was connected at the input to
simulate the detector capacitance.

The gain of both versions differs due to the differences
in the point of operation of the input FET (M0) in both
versions. The source is connected to GND or to VDD.

Figure 7: The step response of the circuits.

This simulation is done with a relatively fast settling
time for the pre-amplifier. This results in a fast falling
edge of the output pulse on the pre-amplifier and 60%
overshoot after the shaper. In case the amplifier is biased
for a time constant, much longer than of the shaper, no
undershoot will occur.

The circuit is optimised for gain, speed and noise. For
figure 7 a detector capacitance of 20pF was used.

Figure 8 and 9 show the dependency of the gain and
S/N in relation with the input capacitance (detector) of the
amplifier and shaper.

Also simulated is the dynamic range of the circuits.
The result is plotted in figure 10 and 11, for an input range
of-10 to +10 MTP.
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Figure 8: Gain plot, simulated
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Figure 9: Noise plot, simulated.
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Figure 10: The dynamic range of the 'rectangular' version.

Output (mV)
C

. . . >c

aic Aro
Terence

nor

j n d

f -

S 1

Input (MIP)
Figure 11: The dynamic range of the 'gate around' version.



494

All simulations are done with the bias settings from ta-
ble i. In the measurements the same bias settings are used,
to allow a good comparison between both results.

Table 1: Settings used with the simulation
Circuit
Pre-amplifier

Shuper

Signal
Ibias input FET
Ibias cascode FET
Ibias levci shifter
V feedback resistor
Ibias input FET
Ibias cascode FET
Ibias level shifter
V feedback resistor
Vdd
Vss

net
Ipre_biasl
Ipre_bias2
Ipre_bias2
Vpre__res
Islla_bins 1
Isha bias2
Isha bias3
Vsha_res

rect
500
-10

1
500
10
-2

500
500

GA
500
-50
-1

-500
20
^t
-1

-500
+2
-2

uA
uA
uA
mV
uA
uA
nA
mV
V

V

Output (rri V )

\ ^

. . : . • ^ >

r
• • * -OiLc ATDUTK]

VI. MEASUREMENTS

Three measurements are made with the chip, gain, dy-
namic range and noise.

For the gain test the set-up in figure 12 is used. With a
digital oscilloscope a large number of measurements are
gathered and the mean of peak values gives the size of the
output signal for 1 MIP.

0 0 0 0 0 O
OOOOO "

Input (MIP)

Figure 15: The measured dynamic range, 'gate around' version.

In the figures 15 and 16 the plots of the measured out-
put signal is plotted over -10 to +10 MIP. Due to the low
gain bias setting, the full dynamic output range is not
reached.

For the noise test the input of the amplifier is left open,
besides the detector capacitance. The oscilloscope calcu-
lates the RMS value of the AC signal at the output (Fig-
ure: 12). Similar to the simulations, the test is done with 7
values for the detector capacitance.

noise (electrons)

Figure 12: The test set-up.
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Figure 16: The noise plot, measured.

Table 2: Comparing simulation and tests.

Capacitor (pF)"

Figure 13: Gain plot, measured.
Gate around:

Measured Simulation
20

(pF)
20

(pF)

Delta

Output (mV)
Output 1MIP [mV

Noise [mV|

Noise [el]

S/N

Rectangular:
Output 1MIP [mV

Noise [mV 1

Noise [ell
S/N

35
7.2

2469

4.9

20

4.6

2760

4.3

50

7.3
1741

6.9

0.7

1.0
1.4

1.4

28

4.6

1956

6.1

0.7

1.0
1.4

1.4

The measured bias currents and voltages show less
then 8% deviation from the expected simulated values.

Input (MIP)

Figure 14: The measured dynamic range, 'rectangular' version.
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Other differences are:
Rectangular version:

• The actual gain is less than simulated.
• The value of the noise is the same, but due to lower

gain is the S/N ratio lower than expected.
• The linearity is acceptable between +/- 4MIP. Outside

that the deviation goes up to 10%.

Gate around version:
• The actual gain is less than simulated.
• The value of the noise is the same, but due to lower

gain is the S/N ratio lower than expected.
• The non-linearity shows the same behaviour, but the

deviation is worse.

1. CONCLUSIONS

Since the preamp shows a slower Is' slope, the shaper
output is less then expected. This also results in a worse
S/N ratio than expected.

The feedback FET's has been designed to short, this in
combination with a small Cfb (~25fF) results in an insta-
ble operation point for the rectangular version for longer
(>lus) time constants. These small components could be
the cause of the differences between simulation and meas-
urement.

In case the circuit is biased as presented (with short
time constants) there is no instability but the S/N ratio is
poor.

Measurements show a poor linearity, this also is a
drawback of a short feedback transistor since the linear
range is rather small.

VII. WORK TO BE DONE

For better understanding of the differences between
simulation and measurements, more measurements will be
done. Longer time constant of the preamplifier will be
used to investigate the noise contributions. First measure-
ments show a drastic increase in S/N at peaking times >
50ns, at a gain of more than 120mV/12000e.

In order to study the influence of radiation on both ver-
sions, a number of chips will be irradiated and compared
with the not irradiated devices.
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Abstract

It is shown that in the case of external resistor usage to
prevent radiation induced latch-up in commercial CMOS
IC's we have the increase of IC recovery time up to tens of
microsecond due to deep saturation of parasitic bipolar
transistors. Under experiments and numerical calculations it
was found that there is an optimal value of external resistor
that provides the minimal recovery time of IC.

I. INTRODUCTION

The usage of commercial-off-the-shelf (COTS) CMOS
IC's in radiation environment is restricted by the possibility
of their latch-up behaviour under irradiation. The external
resistor in power supply circuit is a well-known way to
prevent latch-up [1]. This method is found on the restriction
of IC power supply current at the value below then holding
level. However in this case we unfortunately have the
increase of IC recovery time up to tens of microsecond due to
deep saturation of parasitic bipolar transistors. A resistor in
the power supply line may cause excessive voltage drop in
dynamic operation.

A technique to prevent latch-up in COTS CMOS IC's has
been investigated and presented in this paper. It is found on
the search of optimal resistor value that provides the reliable
latch-up prevention with minimal recovery time and power
supply voltage drop.

The specialized CMOS test structure was manufactured to
investigate the influence of external resistor on latch-up
parameters. The two-dimensional software simulator
"DI0DE-2D" was used for numerical analysis of test
structure. The results obtained were verified experimentally
and applied to commercial CMOS IC's.

II. TEST DESCRIPTION

The specialized CMOS test structure TSCLU2 is
manufactured in conventional 2-um bulk CMOS process and
includes n-well p-n-p-n structure with well-substrate p-n
junction 48x78 um size. It is described in [2] in detail.

The devices selected for the investigations were bulk
COTS CMOS IC's 564LA8 and 537RU6 (functional
analogues of 2x4NAND CD4012A and 4kxl static CMOS
RAM HM6504).

Pulsed laser simulator "RADON-5E" with 1.06 ^m
wavelength and 11 ns pulse width was used in the
experiments as a radiation source to induce latch-up. The
laser pulse maximum intensity was varied from 6-102 up to
2.1-106 W/cm2 with laser spot size covering the entire chip. It
provides in silicon the equivalent dose rates up to 1012

rad(Si)/s. The power line transient response was registered
with "Tektronix TDS-220" digital oscilloscope.

In order to perform the test structure latch-up analysis the
"DIODE-2D" software simulator was used which is the two-
dimensional solver of fundamental system of equations in
semiconductor [3].

II. NUMERICAL TO EXPERIMENTAL COMPARATIVE

RESULTS

First of all the latch-up free region of test structure was
determined. The results of numerical simulation are
presented in Fig. 1 for Vcc = 5V. When the external
resistance Re becomes more than some critical value Rec we
have the reliable prevention of latch-up. Numerical
calculations give ReC =1005 Q for TSCLU2 test structure.

1011

I
I

Latch-up region

10"

H
O
Q

10s

Latch-up free region

0.5 1X1
External resistance (kft)

1.6 2.0

Figure. 1: Numerical TSCLU2 test structure latch-up
threshold level vs external resistor value

The experimentally determined ReC value is equal to 950
Q. The absence of latch-up (in latch-up free region) was
observed in the range up to 1012 rad(Si)/s. The experiment
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confirmed that the influence of external resistor value on
latch-up level (in the latch-up region) is relatively small.

The experimentally observed power supply line voltage
waveforms are presented in Fig. 2 for different values of
external resistance. The increase of external resistance tends
to deep a saturation of parasitic bipolar transistors that
increase a recovery time.

' ; 1 Vplt/div \ 10ys/div

••i-i-+-;4~!"M"i--

: 1 : 2

. . . . . . . . .
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Figure. 2: Test structure power supply line voltage waveforms at
dose rate 5.3-10 urad(Si)/s for different external resistances: 1.1

kQ (1), 2 kQ (2), 3 kQ (3) and 5 kQ (4)

It is very interesting for practice to determine the
influence of external resistance on test structure recovery
time. The experimental results together with numerical
calculations are presented in Fig. 3. The test structure is
considered to be recovered if power supply line voltage
reaches the level below 0.5V of nominal value (criterion of
recovery).

100

4 6
External resistance (kfi)

10

Figure. 3: Numerical and experimentally determined TSCLU2 test
structure recovery time vs external resistance for different dose

rates: 6.6-109 (1), 4.7-1010 (2) and 5.32-1011 (3) rad(Si)/s

One can see that the recovery time tends to reduce with
external resistance reduction up to critical value. The
experimental data confirm the numerical curves tendency.

However the absolute values of recovery times differ from
that of numerical for low dose rates.

To determine the optimal value of external resistance the
initial part of Fig. 3 is represented in Fig. 4.

100

0.8 1.0 2.01.2 1.4 1.6
External resistance (kfi)

Figure. 4: Numerical and experimentally determined TSCLU2 test
structure recovery time vs external resistance for different dose

rates: 4.7-1010 (2) and 5.32-1011 (3) rad(Si)/s

You can see that the calculated optimal value of external
resistance (ReOpt) is equal 1.1 kQ that is near the critical value
of 1.005 kQ. It is very important to note that when external
resistance is in the range ReC < Re < ReoPt the recovery time
tends to rise very sharply. From the other hand if the increase
of Re over R^ does not exceed (1.5 - 2)- R,c the rise of
recovery time is not very sufficient.

To investigate the features of COTS CMOS IC's latch-up
behaviour the experiments under the samples of 564LA8 and
537RU6 IC's were conducted. The results for 564LA8 at dose
rate of 5.4-109 rad(Si)/s are presented in Fig. 5.

0.5 1.0 1.5
External resistance (kfi)

2.0 2.5

Figure. 5: Experimentally determined 564LA8 recovery time vs
external resistance for dose rate 5.4-109 rad(Si)/s
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In this case the optimal value of R« is near the 130 Q. and
more sufficiently differs from the critical value 75 Q. The
rise of recovery time with external resistance is also weak.

The experimental results for the CMOS RAM 537RU6
are presented in Fig. 6. It was found that for this IC the
optimal external resistance value is approximately equals to
its critical value Re = 76 Q..

200 260100 160
External resistance (13)

Figure. 6: Experimentally determined 537RU6 recovery times vs
external resistance for different dose rates: 2.8108 (1), 510 s (2), 1.4

•109 (3) and 5.8-109 (4) rad(Si)/s

III. D I S C U S S I O N

The results obtained show that the external resistance in
power supply line can successfully prevent latch-up in COTS
CMOS IC's. If the value of resistance more than critical the
latch-up behavior is avoided at any dose rate. The optimal
value of external resistance that provides minimal recovery
time exceeds its critical value not more than twice. The time
recovery vs external resistance dependence over optimal
value of resistance is relatively weak. The most unfavorable
regime takes place in the case if external resistance is in the
range R«c < R« < Reopt •

The precise definition of optimal external resistance is a
complex procedure. To estimate the possibility of COTS
CMOS IC usage in radiation environment it is necessary to
determine the critical value of external resistance by any
method (electrical overstress, laser simulation) at maximum
level of influence. The value of external resistance may be
chosen in the range of (1.5 - 2)-R-. The additional recovery
time due to non-optimal chose of R,. is not sufficient.

The possibility of COTS CMOS IC implementation in
radiation environment depends on obtained resistance value.
If the voltage drop over external resistance in dynamic
regime does net exceed admissible value this method may be
used to prevent the latch-up behavior. In other case it is
necessary to use more complex external circuits [1].

IV. CONCLUSION

Radiation induced latch-up of COTS CMOS IC's can be
prevented with the use of external resistance in the power
supply line. The value of external resistance must be carefully
selected. The simple way to find the required value is to
determine the critical value of resistance that prevents latch-
up at maximum available dose rate. The value of the external
resistance may be chosen in the range from 1.5 to 2 of critical
value. It provides near the optimal conditions for
minimization of recovery time. The method is applicable if
the voltage drop over external resistance in dynamic regime
does net exceed admissible value

The results obtained were verified experimentally and
applied to specialized test structure and commercial CMOS
IC's.
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Abstract

The dependence of p-i-n diode ionizing current amplitude
vs dose rate is defined using two-dimensional software
simulation. It is shown that analyzed dependence becomes
nonlinear beginning with relatively low dose rates near 107

rad(Si)/s. This effect is connected with the modulation of p-i-
n diode intrinsic region by irradiation. As a result the
distribution of electric field becomes non-uniform that leads
to decrease of excess carriers collection. The ionizing current
pulse form becomes more prolonged because of delayed
component contribution. It is necessary to take into account
when p-i-n diode is used as dose rate dosimeter.

I. INTRODUCTION

The p-i-n diodes are widely used for the measurements of
ionizing radiation dose rates. The high electric field in its
intrinsic region provides the full and fast excess carriers
collection. As a result the ionizing current pulse waveform
repeats the ionization pulse with the accuracy of several
nanoseconds.

Possible nonlinear ionization effects may disturb the
behavior of p-i-n diode at high dose rates. Here we present
the results of a recent study of typical p-i-n diode using
numerical simulation and pulsed laser simulator with 1.06
\im wavelength as a radiation source.

II. P-I-N DIODE STUDY

The typical p-i-n diode with 380 micrometers intrinsic
region thick at 300 V reverse bias was investigated. P-i-n
diode cross-section is shown in Fig. 1. Sensitive area size is
2.3x2.3 mm. The p+ and n+ regions of diode are doped up to
l O ' W 3 .

To investigate the p-i-n diode possibilities at high dose
rates the original software simulator "DIODE-2D" [1] was
used. The "DIODE-2D" is the fundamental system of
equations two-dimensional solver. It takes into account
carrier generation, recombination and transport, optical
effects, carrier's lifetime and mobility dependencies on excess
carriers and doping impurity concentrations.

The calculated p-i-n diode ionizing current pulse
amplitude vs dose rate and laser intensity dependency under
reverse bias 300 V is presented in Fig. 2. The radiation pulse
waveform was taken "Gaussian" with 11 ns duration. One

can see that the direct proportionality between current pulse
amplitude and dose rate (laser intensity) takes place only at
relatively low dose rates (up to 107 rad(Si)/s). The ionization
distribution nonuniformity connected with laser radiation
attenuation does not affect the dependence.

GND

0.1

Figure 1: P-i-n diode cross-section

Laser intensity (W/cm2)
103 1 04 105

I ' ' ' " " I I "> I . i t i

10 -
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Dose rate (rad(Si)/s)

Figure 2: P-i-n diode ionizing current pulse amplitude vs dose rate
and laser intensity dependency

The reason of non-linearity is connected with the
modulation of p-i-n diode intrinsic region by excess carriers.
Because of low level of initial carriers concentration the
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modulation takes place at relatively low dose rates. As a
result of modulation the distribution of electric field in the
intrinsic region becomes non-uniform that leads to decrease
of excess carriers collection. This proposal is confirmed by
results of potential distribution calculations presented in Fig.
3.
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Figure 3: Potential vs distance distributions at time 11 us for
different maximum dose rates: initial (I), 107 (2), 108 (3), 109 (4),

1010 (5), 10" (6) and 1012 (7) rad(Si)/s

The behavior of p-i-n diode becomes similar to that of
ordinary p-n junction with prompt and delayed components
of ionizing current. The prompt component repeats the dose
rate waveform. The delayed component is connected with the
excess carriers collection from regions with low electric
fields. As a result the ionizing current pulse form becomes
more prolonged and dose not repeat the dose rate waveform.

1.0

40
Time (ns)

80 100

Figure 4: Normalized calculated ionizing current pulse waveforms
for different maximum dose rates: 107 (1), 108 (2), 109 (3) and 10"

(4) rad(Si)/s

Fig. 4 depicts the normalized calculated ionizing current
pulse waveforms for different maximum dose rates. At

relatively low dose rate the current pulse waveform repeats
the appropriate radiation pulse waveform. At high dose rates
we see the delayed components.

The non-linear character of behavior and prolonged
reaction must be taken into account when p-i-n diode is used
as dose rate dosimeter.

III. NUMERICAL TO EXPERIMENTAL COMPARATIVE

RESULTS

The numerical results were confirmed by experimental
measurement of p-i-n diode ionizing reaction in wide range
of ionizing radiation dose rates.

Pulsed laser simulator "RADON-5E" with 1.06 urn
wavelength and 11 ns pulse width was used in the
experiments as a radiation source. The laser pulse maximum
intensity was varied from 6-102 up to 2.1-106 W/cm2 with
laser spot size covering the entire chip. It provides in silicon
the equivalent dose rates up to 1012 rad(Si)/s. The p-i-n diode
ionizing current transient response was registered with
"Tektronix TDS-220" digital oscilloscope.

The comparative p-i-n diode ionizing current pulse
amplitude vs laser intensity dependencies under reverse bias
300 V are presented in Fig. 5.

J—i i i mill— nil I I I

0.1 1 10 102 103 104 105

Laser intensity (W/cm2)
Figure 5: Numerical (line) and experimentally determined (dots) p-

i-n diode ionizing current amplitude vs laser intensity

One can see that the experimental results confirm the
non-linear behaviour of p-i-n diode at dose rates above 107

rad(Si)/s.

As for the distortion of pulse waveform at high dose rates
it was confirmed also. The experimental p-i-n diode current
pulse waveforms are represented in Fig. 6. At dose rate 1,6-
106 rad(Si)/s the current pulse waveform repeats the radiation
one. At dose rate 3,4- 107 rad(Si)/s we can see prolonged
behavior.
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Figure 6: P-i-n diode ionizing current waveforms under laser pulses
with 1.6 106 (a) and 3,4 107 (b) rad(Si)/s equivalent dose rates

IV. CONCLUSION

The simulation and experiments under p-i-n diode
structure have shown that linear dependence between dose
rate and ionizing current pulse amplitude is valid only at
relatively low dose rates up to 107 rad(Si)/s. In the field of
high dose rates this dependence becomes non-linear and
ionizing current increases more slowly than dose rate. The
ionizing current pulse form becomes more prolonged and
dose not repeats the dose rate waveform.

The non-linear character of behavior and prolonged
reaction must be taken into account when p-i-n diode is used
as dose rate dosimeter.
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Abstract

The current paper describes the design of Fiber Optics
Links for BTeV's Pixel Detector readout. BTeV pixel
detectors chips will be located as close as 6mm from the
accelerator's beam into the vacuum pipe. The readout
electronics will be located at about 6cm from the beam,
imposing strong constrains regarding radiation, mass,
power dissipation, and size. The current development is the
first prototype designed to initialize, control and readout
pixel detector chips using optical links. Results of link
performance are shown. The current development is
designed in two boards, which will become the major parts
of a test stand for pixel detector bench and beam tests.

I. INTRODUCTION

BTeV's pixel detector consists of 31 double-plane
stations of about 100 cm2 of active detection area. These
planes are perpendicular to the direction of the beam. The
beam passes through the center of each plane formed by two
halves. One of the half planes is shown in Figure 1. Since
BTeV will use the pixel detector as part of the lowest level
trigger system, one of the most important requirements is hit
readout speed [1]. The primary goal is to achieve a data
transfer rate capable of handling the hit rate generated by
Fermilab's Tevatron beam with a luminosity of
2 *io32p/cm2 and a bunch crossing (BCO) time of 132 ns.

Furthermore, the required readout bandwidth must be
achieved while keeping a small power and mass budget. In
particular, mass is very critical for the Pixel Detector, the
most inner part of BTeV's detector where multiple scattering
must be minimized.

A fiber optic based design, as proposed in this paper, is
the technology that best adapts to BTeV's requirements.
Every pixel plane will generate up to 16 Gb/s of data. The
pixel amplifier and discriminator chips, located underneath
the pixel detectors will store that information. However,
since the pixel detector is the primary component of BTeV's
trigger, the data must be readout as soon as possible. A multi
chip module (MCM) design is being proposed for the pixel
detector electronics as shown in Figure 1. Every module is
autonomous. It groups a certain number of Pixel
amplifier/discriminator chips and the readout electronics to
transfer the data from the pixel planes to the trigger
processor and DAQ. Furthermore, every module must allow
for an incoming link to receive commands to initialize and
control the pixel devices and provide them with timing
information (i.e. clocks). A second approach under
consideration moves the Pixel Detector Fiber Optic
components 25 cm away of the MCMs. The advantage here
is that the optoelectronics, and specially, the serializers and
decoder chips receive much less radiation. Furthermore, it
decreases the amount of mass in the active region.

Vertical Shingles

; / Fiber Optic Link

Figure 1: BTeV's Pixel Detector Plane
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II. THE CONTROL AND READOUT OPTICAL LINK

PROTOTYPE

A Control and Readout Optical Link prototype has been
designed with the following purpose:
• Test optical transmission and reception issues such as

dynamic range, noise, biasing, bandwidth, optical
power, etc.

• Test the bi-phase mark encoded signal concept for the
FPIX pixel chip [2] initialization and control link.

• To provide a good step toward the system integration of
BteV Pixel Detector's.

The Optical Link Control and Readout prototype is
organized in such a way that builds up a test stand for Pixel
Detector Modules. Figure 2 shows a block diagram of the
system.

Optical
Mezzanine card

Pixel Optical Readout Board

Control &
Timing Rx at

106Mb/s

Control &
Timing Tx at

106Mb/s

Figure 2: Two board Control and Readout Optical Link prototype

III. THE CONTROL OPTICAL LINK

The Control Optical Link carries initialization, control
and timing information for the Pixel chips. The encoding
used for this link is of bi-phase mark type. A 53 MHz clock
modulates the initialization and control data in order to
reduce the total number of fibers and provide an electrically
balanced transmission. The bi-phase mark encoding
guaranties at least one transition per bit reducing
synchronization problems at the receiving end. As shown in

Figure 3, the receiver uses a Phase Lock Loop (PLL) to
recover the clock and data. The PLL must serve the double
function of recovering the clock and reduceing the jitter. The
Command interpreter decodes the serial information.
Commands are of two different types, the ones used to
initialize pixel cell and chip parameters and others to control
or reset the FPIX chip in running mode. The commands are
decode by the Command Interpreter and sent to the MCM as
LVDS signals.

Command and control link receiver (106 Mbps)

Implemented in sn ALTERA PLD

Figure 3: Control & Timing Receiver block diagram
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The Control link receiver utilizes a Mitel 1A354 PIN
photodiode operated in photovoltaic mode, connected to a
high speed amplifier and discriminator as shown in Figure 4.
The peek optical power in the fiber is lmW. The PIN output
signal is about 90mV and the output of the amplifier is 370

mV. Figure 5 shows scope images of the optical eye pattern
and the bi-phase mark signal decodification at the receiving
end. The amplifier used is high bandwidth allowing for a rise
and fall time of about 1.5 ns. The PIN's response is very
linear up to at least 1.5 mW.

PIN photodiode
Mitel 1A354 100Q

3.3V
10JK2 100&

Serial digital
signal recovered

(CMOS levels)

Figure 4: PIN, amplifier and discriminator
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A strong constraint on the recovered clock is jitter,
because the clock is used to readout pixels and to clock the
Gigabit serializer. Gigabit serializers multiply the input clock
frequency by 20 but they are unable to reject jitter. A small
jitter may represent a big percentage of the output data's
period, increasing the bit error rate in the channel. As it can

be appreciated in Figure 6a, the jitter of the recovered clock
in the present board is very low, about 64 ps peek-to-peek.
The bit error rate of the channel has been measured to be

better than 10~14 • Figure 6b shows the signal rise and fall
time of the clock to be around 1.05ns.

Figure 6: a) Clock's jitter, b) Clock's rise and fall time
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IV. THE READOUT OPTICAL LINK

The readout electronic serializes the data from the 5-
chip Pixel Module into a G-Link based serial link operating
at 1.06 Gb/s. In the final design the G-Link will be replaced
by a radiation hardened serializer [3]. Alternative approaches
are also being analyzed to relocate the optoelectronics.
Extending the LVDS signals from the FPIX module to about
25 cm will allow us to place the optoelectronics outside the
high radiation area. Performance of the G-Link has already
been reported in [4].

V. INTEGRATION OF THE OPTICAL LINKS TO THE

READOUT OF A PIXEL MODULE

As shown in Figure 2 the optical links will be used to
initialize and deliver commands and clocks to the Pixel chips
as well as to readout the pixel data. BTeV Pixel Detector
chip characterization has been extensively carried out at
Fermilab and is reported elsewhere [5] [6], However, the
optical links were integrated with the existing pixel
assemblies. Several comparison tests were run using a single
FPIX chip and a MCM with 5 pixel devices. Figure 7 shows
the current setup.

Figure 7 Control and Readout Optical Link prototype setup

Table I compares mean and sigma of noise and
threshold of a five-chip FPIX module using two different
setups. In the first experiment, the MCM was controlled by a
probe station and the data was stored directly into a logic
state analyzer. The FPIX initialization patterns were
generated by a pattern generator, whose outputs were

directly connected to the MCM inputs. In the second case,
the initialization and control data is provided through the
Control Optical Link at 52MHz and the data is readout
through the 1.06 Gb/s optical link. Figures 8 and 9 show the
comparative histograms of noise and threshold for both tests.

VthO= 1.95 V

VthO = 1.95V

Results of the characterization of the MCM without
Optical Link

Mean threshold (e-)

Sigma threshold (e-)

Mean noise (e-)

Sigma noise (e-)

Chipl
6833

218

35

7.1

Chip 2
6657

239

37

8.1

Chip 3
6581

217

37

9.0

Chip 4
6792

168

31

5.9

Chip 5
6956

146

31

6.2

Results of the characterization of the MCM with
Optical Link

Mean threshold (e-)

Sigma threshold (e-)

Mean noise (e-)

Sigma noise (e-)

Chipl

6906
217

40
12.7

Chip 2

6886
184

37
13.5

Chip 3
6820

179

38

12.9

Chip 4

6910
142

32
9.6

Chip 5
7051

161

30

9.6
Table I MCM characterization comparison
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VI. CONCLUSIONS

A 5 chip FPIXl Pixel Detector Multichip Module has
been integrated to be controlled and readout through fiber
optics. The first prototypes have proved to have an excellent
performance. The readout clock has been recovered from the
bi-phase signal with only 65 ps of jitter. This noise is
acceptable for clocking a high-speed serializer at 1.06 Gb/s.
The BER of the 106 MB/s link is better than 10"14 • EMI and
radiation tests will define the location of BTeV's
optoelectronics.
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Abstract

The high-speed comparator for fast time reference is
presented. It can be used as a leading edge discriminator or as
a core for building a constant fraction discriminator and can
be useful for the development of time-of-flight systems.

It is manufactured with a bipolar process. Its main feature
is a small dispersion of output signal time delay (200 ps) at a
wide dynamic range of input signals (overdrives from 10 mV
to IV).

This paper describes the approach to the design of the new
version of a low time dispersion comparator. The structure of
such a comparator, features of schematics of its separate
stages and its parameters are described.

I. INTRODUCTION

The incorporation of the necessary analog and digital
processing units within a single chip is one of the ways to
reduce the cost, dimensions and power consumption of
contemporary read-out electronics. The paper reflects the
results of the activities, being the continuation of the MEPhI
group's efforts on developing precise timing discriminators
[1,2].

The most important and at the same time relatively
expensive unit of a timing discriminator is, as a rule, the high-
speed comparator. Therefore the next sections of the paper
pay main attention to the aspects of development of the cost
effective high-speed comparator IC for fast time reference.

This IC can be used as a leading edge discriminator or as a
core for building constant fraction discriminator. It can be
useful for the development of time-of-flight systems (such as
ALICE TOF), providing a time reference accuracy at the
order of tens of picoseconds.

II. THE APPROACH TO THE DESIGN

The analysis of literary sources has shown, that from the
viewpoint of building the timing discriminator the most
attractive high-speed comparator ICs are at present those from
Analog Devices, Maxim and SPT. But unfortunately the
mentioned ICs are not application specific ones.

Here there is presented the new version of a low time
dispersion comparator. The structure of such a comparator
and its schematics were designed to make it a functional
analog (pin-compatibility as close as possible) of the well-
known IC AD96685 from Analog Devices.

The designed IC is foreseen as an application specific one
from the point of view the rninimizatiori of time dispersion of
the propagation delay.

Ill. STRUCTURE AND SCHEMATICS

The comparator structure is shown in figure 1. Such a
structure was chosen first of all in order to achieve the
following goals concerning the characteristics of comparator:

• reduction of the dispersion of propagation delay;
• reduction of bias voltage;
• noise reduction;
• improvement of temperature stability.

Input
stage

DC
shifting
rirrnit

Basic
gain
it nap

-
DC

shifting
Hrmit

-
Output
stage

Figure 1: Comparator structure. •

The comparator contains three symmetrical differential
stages and is supplemented by the circuits of built-in
hysteresis (from 0 to 4 mV) control and output signal logic
variation. Its main peculiarity consists in the fact, that the
small time dispersion of output signal (~200 ps) is specified
for a wide dynamic range of input signals (overdrives from 10
mV to IV) and for a temperature range from 0 to 70 °C. The
propagation delays were determined with a 100 mV pulse.

The mentioned parameters were achieved at the expense
of using:

• non-standard differential stages built as current
amps;

• dynamic nonlinear loads, providing the compression
of input signals.

Especial attention was paid to minimize ti\e static errors
and intrinsic noise of the comparator. The following table 1
presents certain comparator DC parameters.

Table 1: Comparator DC specifications

Parameter
Input bias current

Input offset current
Input offset voltage
Input voltage range
Intrinsic input noise

Value
20 max
2.0 max
2.0 max

±2.5
1.0 rms

Units
UA
HA
mV .
V

mV
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Outputs provide complementary digital signals fully
compatible with the ECL 10K logic families. The output
signal logic variation is provided by applying a control
potential to a separate IC pin.

At designing the components of this comparator structure
the following requirements were set to them.

To ensure the comparator operation in a wide dynamic
range of signals with sufficiently low thresholds (-10 mV) the
input stage must possess:

• small inherent noise and offset voltage, what implies the
use of low-noise and well matched transistor pairs;

• small input currents (less than 10 \iA), what limits the
value of collector currents in the input stage at
a specified (3;

• sufficient amplification of signal (not less than 10) to
ensure a good signal/noise ratio at the input of DC
shifting circuit and a reduction of the following stage's
influence on the noise and static parameters of
comparator;

• capability to clip large amplitudes (above 1... 2 V)

The basic gain stage should ensure an as great as possible
amplification of signal (not less than 20) with a good
temperature stability.

The output stage should provide a small voltage
amplification of signal (not less than 5) and shape the
specified logic step (GTL or ECL) across a typical capacitive
load (units of pF). It also should provide a symmetrical swing
of signals of both polarities.

Thus in total the gain of the three-stage comparator
structure should amount to not less than 1000.

The DC level shifting circuits provide the matching of
gain stages by bias and a partial compensation of their
temperature instability.

A general requirement, set to all gain stages, is to
minimize the dispersion of propagation delay for input signals
of various amplitudes. Such a property of the stages is
achieved by using non-linear techniques of signal processing.
The basic idea of using non-Linear circuits consists in the
compensation with its help of the non-linearities of transistors,
working in the circuit of a differential amplifier at the input of
each stage, that is in the linearization of the comparator's
transfer characteristic Uout (Uin).

In other words at a large dynamic range of input signals
(more than 100) it is very important to provide the
compression of signals by a factor of about 10 at the output
of stage. In this case the following stages of the comparator
will work in more comfortable conditions concerning the
input signal range.

Finding the trade-off of signal amplification against
propagation delay dispersion in each stage constitutes the
basic problem of optimization. Here the traditional trend
toward striving for a minimal propagation delay is abandoned
and a choice is made in favour of reducing the dispersion of
signal propagation delay.

The solution was found by using the following two
circuital approaches:

• using differential circuits with non-linear dynamic loads;

• using such modes of transistor operation, at which
particular comparator stages are drawn into saturation
during the signal's rise-time, not entailing a considerable
increase of signal delay.

IV. MAIN SIMULATION RESULTS

For the range of input overdriving signals from 10 mV to
IV the spread of propagation delay made up 200 ps in the
temperature range from 0°C to 70°C. The typical dependences
of propagation delay for the both transitions "l->0" (marked
by •) and "0-> 1" (marked by 0) are shown in figure 2.

Power consumption amounted to 180 mW at supply
voltages ±5V. The absolute value of propagation delay did not
exceed 5 ns at overdrive voltages more than 10 mV and pulse
amplitude of 100 mV.

'ROPAGATION DELAY, nS

100 200 300 400 500 600 700 800 900 1000

Figure 2: Typical dependences of propagation delay.

V. REFINEMENT OF MODELS

The mentioned comparator versions were designed on the
basis of an application specific semicustom array (ASSA),
manufactured by bipolar technology with ft > 5 GHz [3].

In order to obtain more reliable simulation results there
were refined the SPICE-models of certain ASSA components.
Particularly, that were the temperature coefficients of the
base-emitter junctions, Zener diodes and the different types of
resistors. The spread of Zener breakdown voltages and noise
of Zener diodes was studied as a function of bias current.
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By using the refined models there were verified the static,
dynamic and noise characteristics of ASSA components. The
measured parameters are partially adduced in table 2. There

are presented measurement results for samplings of 20
transistors and resistors.

Parameter

AUbe2x6. mV

AU<,e|sogr,mV
AUbe2xi8 , mV

AUZEN, V

ARHR, kOhm

ARLR, Ohm

Table 2:

AI,
(10...600uA)

322

0,5
38

0,85

-

—

Typical spread of ASSA component parameters

AI2

(600... 1000 uA)
21

5
25

0,18

-

—

AI,
(1..1.6 mA)

40

30
96

0,14

-

—

AT,
(20..70-C)

-80
( I = 8 2 0 M A )

-
-

0,05
(I=600uA)

0,48
(12%)

-32
(6%)

AT2

(7O..13O°C)
-73

(I=820|iA)
-

•

0,06
(I=820^A)

0,39
• (9%)

6
(1%)

In the first column there are enumerated the following
parameters:

AUbe 2x6 - spread of base-emitter voltage of transistors,
having the emitter strip size of 2x6 pm sq.;

AUbe isogr - spread of base-emitter voltage of the
isogradient transistor pair;

AUbe 2xi8- spread of base-emitter voltage of transistors,
having the emitter strip size of 2x18 \xm sq.;

AUZEN - spread of the stabilization voltage of Zener
diodes;

ARHR - spread of resistance of high-ohmic resistors;

ARLR - spread of resistance of low-ohmic resistors.

The second, third and fourth columns contain the results
of measuring the spread of parameters (in a batch of
samples) in three sub-ranges of working currents.

The fifth and sixth columns present the change of
parameters for two temperature ranges at fixed bias
currents.

It follows from the table data, that a partial temperature
compensation of the Zener diode's change in breakdown
voltage is possible by means of the base-emitter junction of
a transistor, connected in a follower circuit. It is also
apparent, that the temperature coefficients of low-ohmic
and high-ohmic resistors in the temperature range of
(O...7O)°C have values of opposite sign and close modulus
and therefore can be employed to create thermo-stable
potentials, Besides that, the data, presented in table 1,
allow to make a conclusion on the optimality of transistor
currents in the range of (600... 1000) \xA and Zener diode
currents in the range of (600... 1600) joA.

VI. COMPARISON WITH ANALOGS

Table 3 presents the typical basic parameters of the
designed comparator and several well-known foreign
functional analogs, having a small dispersion of
propagation delay.

Table 3: Comparison of the designed comparator with analogs.

1.
2.
3.
4.
5.

6.
7.

Parameter

Offset voltage
Input current
Gain
Propagation delay
Dispersion of propagation
delay
Output logics
Power consumption

AD96687

l"
7

- 6 0
2,5
503>

ECL
120

MAX 911

1
3

- 6 0
4

5004)

ECL
200

MEPhI comparator

0,52;

8
- 6 0
4,5

200 i J

ECL, GTL6)

180

Unit (if
measurement

mV
pA
dB
ns
ps

-
mW

Remarks:

1) At a source resistance of 100 Ohm

2) At a source resistance of 50 Ohm

3) At overdrives from 100 mV to 1V

4) At overdrives from 10 mV to 100 mV and an input rise-
time of 500 ps.

5) At overdrives from 10 mV to 1 V and an input rise-time
of 100 ps

6) Is selected by the choice of supply voltage.



510

Analyzing the data of table 3 one can conclude, that the
designed comparator in comparison with the other ones
presented has a small dispersion of propagation delay at a
comparable power consumption and a larger absolute
propagation delay. Let us note that the latter is not principal
for building fast time reference units.

Inl
Inl

In2

In

Inl
In3
In4
In4

In5

In6
In6

r

I
;>

;>
\y

>

LDC^>

+ >
L^

Qi
Ql

02

Q2

Q3
Q3
Q4
Q4

Q5

Q5

Q6

Q6

Figure 3: IC contents and partial pin assignment

VII. ENCAPSULATION

The designed comparator is encapsulated as a two-channel
variant in a single package together with additional four
micropower comparators, built according to standard circuit
schematics. A partial pin assignment is presented in figure 3.

The given disposition of pins implies the possibility to
replace standard well-known comparators (AD96687,
MAX9687 and so on).

The joint encapsulation of two low dispersion
comparators in a single package with four micropower
comparators allows to create with only one IC package a
double channel timing discriminator according to the
structural diagram of one channel, presented in figure 4.

In this diagram one micropower leading edge
comparator (LED1) operates in the mode of switching by the
input leading edge at a specified threshold voltage. The
second micropower comparator (LED2) is responsible for
shaping the output signal from the ones of the comparator
with low dispersion of propagation delay (LDC), operating
in the constant fraction mode, and of the first micropower
comparator.

At the bottom of figure 4 there is a linear axis which
shows the typical propagation delay scale inside each
channel of the timing discriminator structure.

VIII. FIRST APPLICATION

The given IC was designed in the limits of an International
Science and Technology Center (ISTC) project. The first
probation of the designed comparators is expected to take
place in the channels, collecting the signals of avalanche
detectors of the self-quenching Geiger counter
type [4].

Half of a gate

Time delay, ns

3 5

Figure 4: Structural diagram of one channel
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In the nearest future it is planned to design the prototype
SMT boards of a timing CFD based on the manufactured
ICs. It is expected that the time reference accuracy will
reach the value of about 50 ps at the range of input signals
from 10 mV to 1000 mV.

IX. CONCLUSIONS

The high-speed comparator for fast time reference was
designed and manufactured in a bipolar process. Its main
feature is a small dispersion of the output signal's delay
(200 ps) at a wide dynamic range of input signals
(overdrives from 10 mVto IV).
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Abstract
A prototype chip for the analogue readout of the SPD

in the LHCb Calorimeter is presented. The chip has been
designed using the 0.8|im-BiCMOS technology of AMS
and optimised for minimum size and maximum
performance at the required frequency of operation in
LHC experiments. It consists of a dual structure formed
by two integrators, two track and hold circuits, two
substractors, two comparators and a multiplexer. The die
size occupied by one discriminator circuit is
approximately 1720 p.m x 330 (im.

I. INTRODUCTION

LHCb is dedicated experiment to study CP violation
and other rare phenomena in B-meson decays at LHC
(Large Hadron Collider at CERN). CP violation is one of
the remaining open questions in experimental particle
physics and cosmology. On the former field, its goal is
perform an experimental precision test of the consistency
of the Standard Model. On the later, CP violation is one
of the three necessary conditions to generate matter-
antimatter asymmetry, but Standard Model does not seem
to be able to generate sufficient CP violation so that the
universe could be dominated by matter as cosmology
claims that it is.

LHCb [1] is a typical fixed target spectrometer. It
consists of a vertex detector at the intersection point, a
tracking system, RICH counters, a large-gap dipole
magnet, a calorimeter system to measure particle energy
and a muon system (figure 1). Modern particle detectors
have to cope with very high rates of collisions, for LHC
the bunch crossing clock is 40MHz, and with a very large

LHCb Experiment

Shield Magnet

0 S 10

Figure 1: LHCb detector section view.

amount of subdetectors and sensors. About 949000
channels (from 1 to 12 bit of resolution, that means 87
KBytes in total) have to be processed each 25 ns. This
implies that information rate is of 3.48TBytes/s. It is
obvious that is not possible to record or study such
amount of information, for this reason and to select
"interesting events" (only at the 0.5% of events there is an
useful decay to study CP violation) a trigger system is
designed to discard non interesting event. This system is
divided in 4 levels, each level using only partial
information. First level, called L0 trigger, has to cope
with an input rate of 40MHz, so it is a pure hardware
processing system, the latency of the system is 4 (is and
the output rate is 1MHz. L0 trigger selects particles with
large transverse momentum, information provided by
calorimeter and muon detectors, and has a pile-up veto.
LI trigger reconstructs partial tracks of particle and has
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an output rate of 40KHz. After L2 and L3 trigger,
implemented by software, the storage rate is 20Mbytes/s.

In the LHCb, the Scintillator Pad Detector (SPD) is
placed just before the Preshower (PS) of the
Electromagnetic Calorimeter (ECAL in figure 1). The
SPD is designed to distinguish electrons and photons
(ECAL and PS can not do it by themselves) at the LO
trigger level. It is a plastic scintillator layer, divided on
6000 cells of (4x4 cm at inner part and 12X12 at outer
part cm). Charged particles will produce, and photons will
not, ionisation on the scintillator. This ionization
generates at the plastic scintillator blue light that is
collected and converted in green light by Wave Length
Shifting (WLS) fibre that is twisted inside the scintillator
cell. This light is transmitted by a clear fibre to a
electronic system which is placed on the upper on lower
end of the ECAL structure. On the electronic system a 64
anode photomultiplier (Hamamatsu R7600-M64 [2])
converts the light in charge pulses. The analog circuit
described here process the signal to determine if it
corresponds to a photon or to an electron.

Several effects complicates the signal processing, the
main difficulties are: energy "deposited" by photons and
statistical signal features. Photons are not charged
particles, therefore one should not expect detect them on
SPD, nevertheless they do. Photons deposite energy
through secondary processes like Compton effect or pair
production. The energy spectra of photons (figure 2)
shows that most photons do not deposite energy (large
peak at zero), but there is a small tail overlapped on the
electrons spectra (peak at 2 MeV) which can provoke
misidentification. Hence, the analog processing should
discriminate photons (background) and electrons (signal).
Taken into account that signal has no real separation from
background, there is, then, a compromise between trigger
efficiency and wrong identification. In order to achieve
the maximum efficiencies an individual channel
calibration is needed to compensate tolerances of the
detection system, like the gain fluctuation between the
different channels of the photomultiplier which is of the
order of 3. In our system such a calibration can only be
performed by an on-line update and control of the
discriminator threshold for each channel.

Monte Carlo : SPD Deposited Energy (MeV)
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Figure 2: Normalised spectra of deposited energy (in
MeV) by high energy photons and electrons obtained
by MonteCarlo simulation.

The second problem is related to the statistical nature
of a scintillator detector, and mainly to the desexcitation
time of the WLS fibre. This kind of fibre captures a blue
photon a emits a green one on a time that follows an
exponential random distribution with a T of about 10 ns.
Finally this produces a random signal shape, we can see
an example on figure 3. Studies performed by our
colleagues of the "Laboratoire of Physique
Corpusculaire" at Clermont-Ferrand [3] shows for
Minimum Ionising Particle (MIP) a fluctuation of a =
50% on the total integral signal and also that only a 83 ±
13 % of signal is integrated in 25 ns because the rise time
of the integral signal is 28.88 ± 7.3 ns. Therefore mean
signal lasts more than the maximum integration time
allowed: 25 ns (the bunch crossing period). This
phenomena has two main consequences on the electronic
design: a dual architecture is needed in order to do not
have any dead time on integration reset and it will be very
probable to have pile-up. Pile-up means that part of the
signal of the event n is detected on the event «+/, and
there is no way to distinguish from the signal detected on
the event n+1. Although it can not be avoided it is
possible an statistical compensation: a 17% of the integral
signal of the event n is subtracted from the integral signal
of event n+1.

Figure 3: Example of MonteCarlo photomultiplier
output signal. X axis: time in ns. Y axis: charge in
electrons.

II. DISCRIMINATOR INTERFACE

Because of the high frequency of the signals in the
experiment (40MHz) and the large number of channels
(6000), speed and cost are decisive. This mandates to
make a minimum size design of each channel and use
bipolar or BiCMOS technology. BiCMOS technology has
the advantage that for analog circuits, bipolar devices
offer a transconductance higher compared to MOS
devices, leading to, for a given area, higher speed and
gain. On the other hand, MOS transistors offer simple
analog switches with zero dc offset voltage, high
impedance charge storage nodes and, complemetary
transistors.

The structure of the discriminator presented here is
shown in figure 4a. In order to reduce noise the design is
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Figure 4: a) Structure of the discriminator circuit, b)
Integrator (left) and differential amplifier used in the
integrator circuit (right), c) Transistor-level schematic of the
track and hold, d) Analog substractor (left) and single-ended
amplifier for the substractor (right), e) Comparator circuit.

completely differential. Because of the jitter of the input
signal and its non-reproducible shape, the signal coming
from the photomultiplier has to be integrated rather than
considering its maximum value [3]. So, the input device
of the discriminator is an integrator circuit. On the other
hand, as commented before, to avoid dead integration
time (the integrator has to be reset between two
consecutive integrations), a double channel has been
chosen. Each channel of the discriminator is controlled by
an opposite clock phase of period 50ns (the double of the
bunch crossing frequency). Possible pile-up is corrected
then by subtracting a factor oc=17% of the integrated
signal in the clock n from the signal being integrated in

the clock n+1. To do this, the signal integrated in the
clock n has to be stored in a track and hold. After the
subtraction has been performed, the signal is compared
with the value established in the comparator. Finally, after
the comparators, a multiplexer is added to select the
channel from which the signal is read.

So, each channel of the discriminator is controlled by
an opposite clock phase and consists on an integrator, a
track and hold, a substractor and a comparator. All the
blocks of the circuit are biased between +2.5V and -2.5V.

III. BUILDING BLOCKS

The first block of the discriminator circuit is a
continuous time integrator (figure 4b left). It is formed by
a large bandwidth and high gain differential amplifier,
and the integration capacitors and resistors. The nmos
switches are included to control the integration-reset
sequence. It is clear that integration is performed when
the clock is high. The value of the capacitors and resistors
is 300fF and 5K£2.

The structure of the differential amplifier used is
presented in figure 4b (right). It consists of a differential
bipolar pair with pmos active load. The crossed pmos
transistors give the necessary path for current flow to
allow high gain without degrading the large bandwidth
obtained with the differential bipolar pair. Another
advantage is that no compensation capacitors are needed
because this amplifier is a single-stage one. Simulated
data show a dc gain Av= 52.7dB, a bandwidth
fc=1.38MHz, and a phasemargin PM=82.57C for unity
gain frequency fu=589MHz. The total current through the
amplifier is 250(iA.

The design of the track and hold block (T&H) is
based on reference [4], A fully differential architecture
allows to reduce the typical artifacts of T&H circuits, i.e.,
pedestal (change in the output voltage during the
transition from track to hold mode), drop rate (decrease of
output voltage when in the hold mode), and feedthrough
(influence of the input signal on the output in the hold
mode). The two first are reduced as a consequence of the
fully differential design, while the last needs additional
compensation. An additional key point of the T&H is the
need of only one clock phase, thus being reduced
problems related to clock generation and routing.

The scheme of the T&H presented here is shown in
figure 4c. As in reference [4], it consists on an input
buffer of unity gain, nmos switches, hold capacitors (Ch
in figure 4c) and output buffers. With respect to reference
[4], in the present design, the bipolar switch has been
replaced by an nmos switch in order to increase the
possible range of the input signal and to simplify the
design. Moreover, the differential input buffer is only
formed by a degenerated differential pair (two bipolar
transistors and the resistor R2) loaded with resistors Rl.
The ratio R2=2R1 gives the unity gain condition of the
input buffer needed for a track and hold application.
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Usually the load of each bipolar transistor of the
differential pair is a series connection of a diode and a
resistor in order to obtain high linearity. For our
application the diodes can be omitted. Finally, hold mode
feedthrough has been compensated by a feedthrough
capacitor (Cf) connected as shown in figure 4c.

The operation of the T&H is as follows. During
ck=high the T&H is in the track mode, i.e., switches
MSW1 and MSW2 are on and Q, is being charged. When
ck=low, the T&H is in the hold mode and there is no
connection between the emitter follower drived by the
input buffer and the hold capacitor. In this mode the
charge in the hold capacitor determines the voltage at the
base of the emitter follower output buffer and, thus, the
output voltage.

The values used in this T&H are Ch=2pF, R1=3KD,
R2=2R1=6K£2, and Cf=23fF. The current flowing
through the input buffer and through the two emitter
followers is 250uA. With these values the simulated
characteristics of the T&H for an input signal of IV are a
pedestal of 3.1mV, drop rate DR=80fiV/ns, and no hold
mode feedthrough. A rail-to-rail input range can be
obtained by adjusting the resistances and the current in
the input buffer. Between the input signal and the output
there is always a delay of 1.6ns, corresponding mainly to
the intrinsic delay of the input buffer. The T&H can
operate up to sampling frequencies ~500MHz.

The structure of the analog substractor is presented in
figure 4d (left). It is needed in this block to convert the
differential signal coming from the T&H to single ended
signal. Thus, the substractor is composed by four input
resistances, two feedback resistances and, a single-ended
amplifier. The structure of the amplifier (figure 4d right)
is very similar to that presented in figure 4b (right), but an
output buffer has been included in one of the outputs. In
order to compensate the coupling between the input
differential stage and the inverting output stage, a series
RC network (Rc=0.5KO and Cc=500fF) across the second
gain stage provides the frequency compensation. The
simulated characteristics of the amplifier are a dc gain
Av= 61.8dB, a bandwidth fc=493.9KHz, and a
phasemargin PM=52.14° for unity gain frequency
fu=539MHz.

The operation to be made is S=(Vin2+-Vin2.)-a(Vini+-
Vini.)- In order to take into account the factor oc=17% the
values of the resistors in the circuit of figure 9 are
Rf=Rff=R2=R(=5kQ, and R,=R3=29.5Kfl.

The schematic of the comparator circuit is shown in
figure 4e. An additional input preamplifier can improve
the performance of the comparator but has not been
implemented because it is not needed for this application.

The core of the comparator is the well known latched
comparator [5]. The latch is clocked by means of a MOS
differential pair. When clock=high the circuit is in the
acquisition phase. In this case the latched comparator
behaves simply as a differential amplifier (Ql and Q3
loaded with resistances R) for the differential input Vjni-
Vin2. When ck=low the comparator is in the regeneration

phase. In this case Ql and Q3 are off and Q2 and Q4 are
conducting. Again Q2 and Q4 together with the load
resistances, form a differential pair. It is in this phase
when the comparator exploits the positive feedback to
reach the desired output levels. In the positive feedback
path there is a buffer formed by the MOS transistors Ml
and M2 for Q2 and M3 and M4 for Q4. The two output
CMOS inverters appearing in figure 4e are scaled in order
that the output levels are +2.5V.

The current flowing in the lached comparator and in
the buffers is 120|iA. The propagation time of the latched
comparator is only of ~2ns, which corresponds to a
maximum operation frequency of 500MHz. Because
simulation data are only available it has no meaning to
talk about input offset and maximum resolution.

The final block of the discriminator is a differential
2:1 multiplexer circuit with open drain outputs. There are
not special demands on the characteristics of this circuit
as their inputs result from a previous latch.

The die size of the functional blocks of the
discriminator circuit are presented in table I. The design
was sent to the AMS foundry on March 2000.

Table I: Die size occupied by each block. The discriminator size
includes the current sources, the clock generator circuit, and
interconnections between blocks.

Block
Integrator

Substractor
Track & Hold
Comparator
Multiplexer

Discriminator

Die size
185umx lOOum
275um x 200um
205um x120um
150umx 152um
90umx llOum

1720umx330um

IV. RESULTS AND CONCLUSION

The complete circuit has been simulated using
Spectre as electrical simulator. Figure 8 shows an
example of the operation of the discriminator circuit.
Clock signal is the 20 MHz (half the bunch crossing
frequency) channel clock which gates the integrators for
25 ns and controls the internal switches. When Clock is
high the sequence of signal processing works as follows:

• Integrator 1 is integrating the input signal and
Integrator 2 is discharging its feedback capacitors.

• Track & hold I follows Integrator I signal and
Track & hold 2 holds Integrator 2 signal.

• The output signal of Substractor 1 (sum 1) is the
input signal of Comparator / , and the value of this signal
is: "Track & hold 1" - 0.17 * "Track & hold 2".

• Comparator I compares its input signal (sum I)
with Threshold 1, giving at the output (Comparator 1)
the transient result of the comparison which will be
latched on the next Clock period (when this clock falls to
the low level).
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Figure 5: Simulation of the complete discriminator.

• Comparator 2 is in "latch" operation holding at
his output the result of the previous comparison, which is
transmitted to the output of the channel through the
multiplexer.

A symmetric situation occurs when Clock is low.
On this simulation we combine two signals that

corresponds to the opposite tails of the statistical
fluctuation of the PMT signal. The conditions to define
PMT signal are: 1 MIP signal is equivalent to about 35
photoelectrons, the high voltage is set to 900 V and the
load resistor at the output of the tube is 100. These signals
are approximated by exponential pulses of 50 mV and 10
mV with a time constant of about 12 ns. Threshold is set
to detect signals of the smallest amplitude. Three different
situations are simulated:

1. At t=25 ns (period 2 2), a pulse of maximum
amplitude is integrated. After following all the processing
chain a high level on the Comparator 1 output (period 3)
indicates that a charged particle has been detected.
Therefore, the delay of the processing chain is one cycle.
Although the amplitude of the tail of the signal at period 3
is high {Integrator 2 signal at period 3) the compensation
of 17 % of the signal hold at Track & Hold I output
avoids that input Comparator 2 signal (Sum 2signal at
period 3) exceeds threshold 2. The tail is not taken as new
1 MIP signal although its integral value (Integrator 2
signal at period 3) is of the same order of the integral
(Integrator 2 signal at period 13) of the 10 mV signal that
has been used to adjust Thresholds.

2. At t=125 ns (period 6) we have a 50 mV
amplitude pulse and on the next bunch crossing (period 7)
(half of Clock signal period) a pulse of 10 mV amplitude
is overlapped to the tail of the large one. Both signals are
detected: the big one at the Comparator 1 output at period
7 and the small one at the Comparator 2 output at period
8.

3. At t=300 ns (period 13) a 10 mV small amplitude
pulse arrives and it is detected.

As a conclusion, the proposed systems seems to full-
fill the initial specifications demanded in the LHCb
experiment.
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Abstract
The muon pretrigger system of the HERA-B

experiment is used to find muon track candidates as one
of the inputs of the first level trigger system (FLT). Due
to the interaction rate of 40 MHz required to achieve an
accuracy of 0.17 on sin(2ß) after one year of running the
total input of the muon prerrigger system is about
10 GByte/s. The latency to define muon track candidates
should not exceed 1 us for the processing units. Therefore
the muon pretrigger is implemented as about 100 large
size VME modules in a highly parallelized architecture.
We present the concept, design and implementation of the
system as well as performance studies and first physics
results making use of the system in HERA-B.

I. INTRODUCTION

The HERA-B experiment at the electron proton
collider HERA at DESY in Hamburg, Germany, studies
the properties of B mesons produced in hadronic
interactions of the 920 GeV protons of the HERA storage
ring with an internal wire target in the halo of the beam
[1],[2]. The main emphasis of the experiment is to
measure the CP symmetry violation by investigating the
gold plated decay B —* JAj/Ks° —» 1+ 1' TC % where
1 stands for e or u . For reconstructing one gold plated
decay, 3X1011 primary interactions have to take place. In
order to achieve significant statistics, i.e. 1000 gold
plated decays per year, an interaction rate of 40 MHz has
to be reached. Taking into account the average frequency
of filled bunches inside HERA of about 8.5 MHz this
leads to a mean number of interactions per bunch crossing
(BX) of 4.7. As a consequence up to 200 charged tracks
are generated in a single event leading to occupancies in
some detectors of 20%. Only one in a million interactions
will produce a B meson and the branching ratios of the
decays of interest are in the order of 10'5.

Therefore an elaborate trigger system is required to
select events of interest with a high efficiency and to
suppress background events by several orders of
magnitude. This is realized in a four level trigger system
where the lower levels consist of specialized hardware
modules while the higher levels are based on PC farms.
The first level trigger (FLT) is designed to search for

track candidates. Seeds for the FLT tracks are provided
by three distinct pretriggers, one for electron tracks, one
for muon tracks, and one for tracks with high transverse
momenta. The rate reduction factor of the FLT is required
to be about 200 to achieve a manageable input rate for the
second level trigger (SLT). This system reduces the rate
by a factor of 25 using additional information mainly of
the vertex detector system. The third level trigger (TLT)
uses all detector information to perform cuts on masses
and vertices resulting in a reduction factor of 20. The
complete online reconstruction of a triggered event is
done in the fourth level trigger (4LT).

II. FIRST LEVEL TRIGGER SYSTEM

Already in the first level of the trigger system a
primary search for tracks is performed.

A. Strategy of the FLT
The FLT starts from track seeds delivered by three

distinct particle identification devices and the
corresponding pretrigger systems. The ECAL pretrigger
system uses the deposited energy and its distribution in
the cells of the electromagnetic calorimeter to define
electron candidates [3]. In addition photons with high
energy can be detected. Information from the pad readout
of two superlayers of the muon system is used by the
muon pretrigger system to define muon track candidates.
There is a third pretrigger system, the high-pT pretrigger,
to extend the trigger to non-gold plated decay modes. It
uses three layers of tracking chambers with pad readout
inside the magnet to define candidates for particles with
high momenta [4].

Using the track information of the candidates defined
by the pretrigger systems, the FLT track finding units
(TFU) search for combinations of hits in the next tracking
layer in direction of the target. If hits are found, a search
region, the 'region of interest' (ROI) for the next layer is
determined, otherwise the track candidate is rejected.
After a successful recursive track search through all
layers used by the FLT the kinematic parameters of the
tracks are derived by track parameter units (TPU). Either
by counting tracks or by combining pairs of tracks and
calculating their invariant masses, a trigger decision is
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derived by applying programmable cuts in the trigger
decision unit (TDU) [5].

*Muon Inner & Outer
Tracking ECAL Tracking

synchronous
data stream 1

asynchronous
data stream

Figure 1: The first level trigger dataflow: synchronous from the
detector to the TFU modules and asynchronous between

pretrigger and FLT processors

B. Requirements and Implementation
In order to achieve an FLT trigger decision after at

most 12 |is, during which the detector information is
stored in a front end driver (FED) buffer system, all
pretrigger systems and the FLT are realized using
specialized hardware modules in a highly parallelized and
pipelined architecture. Due to the latency limitation as
few as possible detector data are used (about 1/6 of all
available data). As shown in figure 1 these data are
transferred synchronously from the FED system to the
pretrigger and FLT processors while the processors itself
communicate via asynchronous message inter-
connections. To keep the system as flexible as possible,
programmable logic chips are used in all hardware
modules and internal calculations are based on look-up
tables.

III. THE MUON PRETRIGGER SYSTEM

The muon pretrigger system uses a part of the
available information from the muon detector to define
track candidates for the FLT.

A. Muon Detector
The muon system - as shown in figure 2 - consists of 4

superlayers (MUl to MU4) of muon chambers and 3
absorbers (MF1 to MF3). The superlayers MUl and MU2
consist of 3 layers of tube chambers with 0° and ±20°
stereo angles. MU2 is the only muon superlayer which is

not used in the trigger but only for reconstruction, MUl is
used by the FLT. The two superlayers MU3 and MU4 are
used both by the muon pretrigger and by the FLT. They
consist of one 0° layer with cathode pad and wire readout,
where the pad readout is used by the muon pretrigger
while the FLT uses the wire readout. The superlayers
MU3 and MU4 are separated by about 1 m in z direction
with very little absorber material in between them in
order to minimize the effect of multiple scattering. This
results in clean information about the positions and
directions of particles for the muon pretrigger to initiate
the FLT search algorithm.

Each superlayer is horizontally divided in two parts
consisting of 66 columns with 30 pads in MU3 and 29
pads in MU4 each. The pads are approximately
12X10 cm2 in size.

For all 4 superlayers the region with the highest track
densities near the proton beampipe is equipped with gas
pixel chambers. In order to allow for a similar algorithm
in the muon pretrigger hardware 6X4 pixel cells are
combined to 'pseudo pads'.

MUl

Pixel
chambers

Figure 2: The muon system

B. Muon Pretrigger
The muon pretrigger system uses the pad or pseudo

pad data provided by the FED system to determine muon
track seeds. Track seeds are defined by temporal and
spacial coincidences of hits in MU3 and MU4.

The coincidence schemes are shown in figure 3. They
are different for the pad and the pixel system as the
deflection of tracks due to the magnetic field is higher for
the outer part of the system, i.e. the pad system, where the
momenta are lower.

Therefore for each pad in MU3 3X2 corresponding
pads in MU4 are combined in a logical 'OR'. If the MU3
pad and at least one of the 6 pads in MU4 are hit, a track
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seed is generated. In the pixel system 2X2 pseudo pads
are combined in an 'OR'. Apart from this the generation
of track seeds is the same.

Pads:

MU4

L M K Pixel:

MU4

L

f
/I

K
3

A

J

MU3 / MU3 /

Figure 3: Coincidence schemes for the pad and the pixel
system

The data from each pretrigger channel - defined by
the coincidence data of one pad or pseudo pad column in
MU3 - are processed in parallel. Figure 4 gives an
overview of the dataflow in the muon pretrigger system.

The data rate to be processed by the muon pretrigger
system is defined by the number of detector channels in
the pad system and in the pixel system and by the readout
frequency of the detector of 10.4 MHz. For the FLT
decision additional information to tag the event data is
added by the fast control system (FCS). Therefore the
data input rate of the processing units of the muon
pretrigger amounts to 17.9 GByte/s in the pad system. In
the pixel system the data read from the detector are
combined to pseudo pads by pixel mapping boards
(PMB). This reduces the input rate of the pixel system to
1.6 GByte/s.
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Figure 4: Dataflow in the muon pretrigger system

About 100 large 9U VME boards and 300 optical
transmitters and receivers are used to perform all data
transmission and coincidence calculations. The latency of
the muon pretrigger system is 1.8 us.

C. Muon Pretrigger Hardware
The muon pretrigger is designed as a modular system

of about 100 large size VME boards, consisting of 4
major components. The system is schematically displayed
in figure 6. The pretrigger link boards (PLB) are located
in the front end driver (FED) crates next to the FED
daughter cards, from which they receive the digitized pad
information of the superlayers MU3 and MU4 at a rate of
10.4 MHz. For the pixel system an additional board, the
pixel mapping board (PMB) is needed to convert the pixel

readout data to the pseudo pad format used by the muon
pretrigger. The PLB consists of 8 channels each covering
the input information from one (pseudo) pad column and
working independently from the other channels. The data
are being multiplexed into two cycles of 16 bits of data
and tagged with the BX number and a cycle number.
Furthermore the data are being serialized with 32 bits at
25 MHz and transmitted via pretrigger optical links
(POL) [6] over a distance of about 60 m to the pretrigger
coincidence units (PCU), located in the electronics trailer
outside the experimental area.

One PCU determines the coincidences of 4 pretrigger
channels - corresponding to one (pseudo) pad column in
MU3 and the corresponding MU4 columns -
independently from the other channels. Logically the
PCU is divided in three parts:

The input part consists of 8 optical receiver piggy
backs, the chips for the parallelization of the data and a
dual ported RAM bank, used to synchronize the data from
different optical links.

4th block

3rd block

2nd block

1st block

couic]4
coinc 13
coinc 12
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coinc 10
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coioc 05
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coinc 03
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coinc 01
coinc 00

2 out of 4 5 out of R

*~

•

»

\

)
' /
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increasing
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addresses

1st coincidence
closest to the
beam

IS possible 8 possible S possible
coincidences coincidences coincidences

more than 2 coincidences per block
::: selection of ihe 2 outer coincidences

Figure 5: Selection"steps performed in the central processing
FPGAs of the PCU

In the processing part of the PCU the coincidences are
determined using complex FPGAs. Per cycle 15 possible
coincidences can be found in general, but due to internal
limitations of the FPGAs used not all of them can be
processed. The two selections are shown in figure 5. The
data in one cycle are divided in 4 blocks out of which at
most 2 coincidences are selected ("2 out of 4'). A second
selection is made if the number of coincidences found
exceeds 5 per cycle. In this case the 5 coincidences which
are nearest to the beampipe are chosen ('5 out of 8'). The
selection steps are implemented using internal look-up
tables (LUT) inside the FPGA. Only if at least one
coincidence is found in a cycle all coincidences are stored
in the zero suppression FIFOs. Up to this point the data
are processed, using a pipeline architecture, in parallel to
the BX clock of 10.4 MHz using an internal processing
frequency on the PCU of 25 MHz.

After the zero suppression step all further processing
is message driven and therefore independent of the BX
clock. The last part of the PCU performs a serialization of
the coincidences found and asserts a flag indicating to the
pretrigger message generator (PMG) that valid data
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Figure 6: Schematic view of the muon pretrigger components (in brackets: number of modules for pad + pixel system)

are stored in the serialization FIFOs of this PCU channel
to be read out.

One message generator covers 8 PCU channels. The
information about the coincidence provided by the PCU
serves as an input to a LUT. This translates the
information from the format used inside the muon
pretrigger to a message format understood by the FLT
tracking processors (TFUs). The message generated by
the PMG defines an initial region of interest (ROI) for the
TFUs. The maximum possible processing frequency of
the PMG is 25 MHz, which might be reduced to about
20 MHz depending on the distribution of PCU channels
where coincidences are found. The same hardware with
modified firmware is used in the high-pT pretrigger
system.

The interface between the muon pretrigger and the
FLT is handled by LVDS multiplexer boards (LVDS-
MUX). They receive input data from 2 PMGs and
transform the logic levels of the electrical signals from
PECL to LVDS, which is used in the FLT inter processor
messaging.

IV. CONTROLLING AND MONITORING OF THE
MUON PRETRIGGER

The online software initializes, controls and monitors
the muon pretrigger hardware. It consists of several
processes as shown in figure 7:

© rmpre_srv' and 'mpre_slave' running on each VME
CPU of the muon pretrigger system. They access the
hardware based on commands issued from the other
processes and communicate via shared memory with
each other. 'mpre_srv' processes execute all
hardware commands which are finished after a short
time, while all other commands - e.g. monitoring
functions - are executed by the *mpre_slave'
processes. Processes running on different VME
CPUs operate independently from each other.

• 'MPREJBOSS': the central coordinating process. It
serves as an interface to all outside systems like

DAQ or FLT by translating their request into sets of
commads to be executed by >mpre_srv' and
'mpre_slave' processes. In addition it takes control
of the status of the hardware and of the other
processes.

'mprejmonitor': the central process collecting all
monitoring information from the 'mpre_slave'
processes and publishing it

*mpre_errlog': collects the information and error
messages from all processes

"mpre_con": an expert user interface

. f i t

mpre_con

* ,- ™
I k*" — T
mpreerriog U \

v̂ r-1 H

Figure 7: Schematic drawing of the online processes and their
communication

Besides ~mpre_slave' and 'mpre_con' all processes
are booted by the HERA-B DAQ environment. They
communicate using the standard HERA-B protocol,
"really powerful messaging' (RPM). All commands from
the DAQ are issued as state transitions using the 'state
machine control' protocol (SMC).

V. EFFICIENCY OF THE MUON PRETRIGGER

In order to determine the efficiency of the muon
pretrigger system data are taken with the pretrigger in spy
mode, i.e. not used as a trigger but recording its trigger
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information in the archived event data. This allows to
compare the coincidences which should have been found
by the muon pretrigger hardware with the ones really
found. As data taken with a random trigger do not contain
enough muon pretrigger coincidences to perform such an
analysis a specialized code has to be run on the SLT to

[invariant Mass (with cuts)]
hinvmsttcuts
N«i t» 21389
Ctil2/ndf=. 75.69/55
Const (KCJ>) > 10.09 +- 0.1547
Slop* (exp) = -2.019 4- 0.05348
Comtant - 156.3 +- 6.763

- 3.069 +- 0.003247
Stalin » 0.08159 <-0.003106

Figure 8: Efficiency distribution for the muon pretrigger
hardware

enrich the number of coincidences. It uses an algorithm
similar to the muon pretrigger hardware algorithm. To
determine which coincidences should have been found by
the hardware a program called 'MUPRESIM' is used,
which simulates the algorithm of the muon pretrigger.
The messages which should have been generated by the
PMG modules according to the data taken and
MUPRESIM are compared with the messages recorded in
the data. The x- and y- positions of the messages -
belonging to individual pads - are determined, and for all
pads, where at least 10 messages are found in
MUPRESIM, the messages are compared. In addition
some channels with known hardware problems are
removed from the analysis. The efficiency is finally
calculated as the ratio of perfectly matched messages
from the hardware and the messages found in
MUPRESIM. Figure 8 shows the distribution of this ratio.

Besides some inefficient channels with problems
under investigation, which have an efficiency of 0, the
main part of the muon pretrigger hardware has a high
efficiency, 86% of the channels have an efficiency of
more than 0.8, 50% of more than 0.99.

VI. FIRST ANALYSES USING THE MUON

PRETRIGGER

The running of HERA-B in 2000 was mainly devoted to
commissioning of the detector and the trigger systems. As
a consequence of the FLT system not being fully
operational until the last days of this year's running, the
second level trigger system (SLT) was used to account for
the missing tracking part of the FLT. This gave the
possibility to take some amount of data for JAj/ production
with the working ECAL and muon pretrigger systems and
the specialized SLT using the track candidates from the
pretriggers.

Number of JAF:
1278±68

Figure 9: Invariant mass spectrum of muon-SLT triggered
events

About 40% of the available data sample were
analyzed. By requiring a match between the vertex
detector tracks found in the trigger with the ones found in
the offline reconstruction, cutting moderately on |p| (>5
GeV/c) and pT (>0.8 GeV/c), applying some geometric
fits and leaving out high multiplicity events (by counting
photons in the RICH detector) the signal can be clearly
seen, as shown in figure 9. The number of JAy -> |iu.
events is determined by fitting the sum of an exponential
and a Gaussian distribution to the data.

Taking into account the very limited trigger setup
used, without active FLT, these results prove that the
muon pretrigger system works very well.
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Abstract

To cope with the higher luminosities after the HERA
upgrade, HI [1] builds a set of new MWPCs, which
provide information to distinguish between beam
background and true ep interactions. The first level
trigger uses the latest 20K400 APEX FPGAs with 500
user 10 pins to find tracks in lO'OOO digital pad signals.
It allows to reconstruct the event vertex and cut on its
position.

The system works deadtime free in a pipelined
manner using 41.6 MHz clock frequency. The pipelines
needed for data acquisition are also programmed into the
same FPGAs.

I. OVERVIEW

For the upgrade project many of the components of
the HI-Detector have to be modified or redesigned. The
new central inner multiwire proportional chamber (CIP)
consists of five cylindrical detector layers with cathode
pad readout [2]. The total active length of the detector is
2.20 m and its inner diameter is 30 cm. The size of the
pads is matched to the anticipated resolution of the
reconstruction of the event origin on the beam axis. The
total number of readout channels is nearly 10000, ten
times larger than in the previous system [1].

The trigger system is supposed to reconstruct tracks
from the hit patterns of the CIP. From the distribution of
the track origins it should differentiate between true ep
collisions and background events. In contrast to the
previous system it should not only recognize tracks
originating from the nominal vertex region, but also
actively count background tracks, allowing to improve
the rejection quality of beam related background events.

The new CIP system consists of three parts:
1. The active detector, including the signal amplifier

and discriminator electronics in an ASIC [5].
2. The link system, which multiplexes the digital

chamber data and transmitts it to the electronics
trailer via optical fibers with 3.3 Gbit/sec per cable
[4].

3. The trigger and data acquisition system, located in
the electronic trailer. This part is described by this
note.

In June 2001, the CIP upgrade should be fully
operating and ready for data taking.

II. TRIGGER ALGORITHM

In the first step, the trigger needs to recognize tracks
and reconstruct their origin on the beam axis. For this
purpose all possible hit patterns in the five layers of the
readout pads of the CIP are stored together with their
origin. Allowed hit patterns are arranged around each of
the 106 pads of the middle plane. 45 pads are members
of such a local environment (weekly shaded in Figure 1).
By adjusting the pad size in each layer {projective
geometry) a given pattern always originates from the
same origin on the beam axis, independant of the
absolute position of the corresponding central pad.
Therefore the logical track patterns and their origins are
the same for each local environment of each central pad,
simplifing implementation of the trigger algorithm
significantly.

A list of all these track patterns is maintained, where
active patterns of the given event are flaged by a single
bit. The array of these flags is called hitlist.

Figure 1: Examples of active track patterns and their
origin on the beam axis. The weekly shaded regions in

the detector indicate two examples of local environments
around a central pad, where tracks are recognised.

The hitlist is sorted according to the origin of the
tracks along the beam axis in 15 groups (bins) of about
16 cm width.

The whole detector is arranged in 16 9 sectors. The
pattern recognition is implemented separately for each of
them. Therefore the next step in the algorithm is to add
all active track patterns of the hitlist in each bin, and
adding the contents of all bins with the same z position
of all 9 sectors. As a result of this operation 15 numbers
with a size of 10 bit form the so called vertex histogram.
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The example in Figure 2 shows the vertex
histogram of a good ep event, where most tracks have
been reconstructed with an origin around bin 6. The
contents of every channel corresponds to the number of
active track patterns originating from this region on the
beam axis.

u
• i z

riggi rtevi
1

•—

I

Bin 15

Figure 2: Vertex histogram of a single event (Monte Carlo
simulation). The nominal vertex region is centered around bin

number 6. The dark region is assigned to background.

Finally from the vertex histogram information about
the quality of the event needs to be extracted and
summarised in a single 16 bit trigger word, which is then
digested by the central trigger system of HI together
with other first level trigger information. For analysing
the vertex histogram several methods are being
discussed. The best performance seems to be achieved
by cuting on the ratio of background (dark region in
Figure 2) to signal tracks. Monte Carlo simulations of
the new system using real events from HI data indicate,
that the new system improves the background rejection
ratio by about a factor 20 compared to the present
system. The implementation should allow for maximal
flexibility in generating the trigger word.

III. HARDWARE

The implementation of the trigger and data
acquisition part of the new CIP System is concentrated
in a total of six VME crates located in the electronic
trailor. Four of these crates are identical and contain one
trigger card per (p sector, which is the heart of the
system. It contains two FPGAs into which both the
complete trigger algorithm and the pipelines for the data
acquisition of the raw detector data for the respective (p
sector is programmed. The two additional crates house
the standard HI trigger and detector control electronics,
as well as data acquisition and slow control computers.

The four trigger crates (6U height) consists of a
standard VME D16 backplane on the upper half of the
crate. On the lower half a custom built backplane acts as
the backbone for the input data distribution: On the rear
side of this backplane the receiver electronic boards for
the optical links [4] from the detector are mounted. One
board receives the data of two neighbouring cp sectors of
the same detector plane and demultiplexes the data
partially down to four fold multiplexing. The transfer
speed per data line on the backplane is 41.6 Mbit/sec.
These data is now redistributed on this backplane to the

trigger cards, which need all data of all five planes of
one (p sector, and which are plugged in from the front
side.

In addition the custom backplane contains the clock
and control signal distribution, as well as the upper VME
data lines D16 ... D31.

The trigger cards [3] contain two Altera APEX
20K400 FPGAs[6] into which the complete trigger
algorithm and the data acquisition pipelines are
programmed. The 20K400 has 500 user I/O pins
available and consists of about 1600 logic array blocks
(LAB, often called configurable logic blocks CLB). Any
block of 16 LABs (so called MEGALABs) share a
common memory space of about 2000 bits, the access of
which can be organised in many different ways. Each
LAB consist of 10 logic elements (LE), the smallest unit
of the logics in the APEX. It contains among others a
programmable register and lookup table for the input
definition. There are 16'640 LEs in a 20K400 and a total
of 1 Million of equivalent gates.

FPGAs compete with ASICs and DSPs as
programable devices for fast parallel applications. With
increasing number of gates in the available FPGAs, these
devices meet optimally the demands of fast trigger
systems in particle physics experiments. Since the Altera
APEX devices combine a large number of logic
elements with random accessible memory, they ideally
match the needs of most pipelined trigger systems, since
this allows easily to include large lookup tables, logic
for the trigger algorithms and pipelines for data storage
within the same device.

To realize the trigger algorithm needed for the CIP
system, nearly 14'000 LEs are needed for each cp sector.
This means, that about 500.000 Transistors have to work
savely. From this it follows, that the trigger algorithm
would in principle fit into one FPGA only, however to
store 32 BX of raw data in a pipeline (implemented as a
FIFO memory) two FPGAs ared needed. The total
amount of information processed by each FPGA
amounts to 392 MByte/sec.

The FPGAs programming is supported by an
hardware development software called Quartus [6]. This
software tool offers Verilog design entry of the logics
and contains fitters and routers to make optimal use of
the logics in the FPGA. A simulation tool allows to
check the logic as well as all details of the timing, taking
into account the effective length and capacity of the
connections within the device after placing and routing.
Although the Quartus software has initially been buggy
and unstable, in the meanwhile it evolved to a reliable
and easy to use tool, which allows small turnaround
times.

A Lattice iSpL PLD connects the APEX devices with
the VME bus. Six EEPROMs store the software code
that is programmed into the FPGAs after a system reset.

The raw data stored in the pipelines of the FPGAs are
transferred to the CPUs through the VME bus backplane
by readout software. The VME CPU controls the data
transfer, compresses the pad information (zero
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suppression) and transmits the event information to the
central event building systems [7].

Special sum cards sum the data of all cp - sectors,
analyse and evaluate the histogram and form the 16 bit
trigger word, which is sent to the central trigger system.

Timing: At HERA every 96 ns (= 1 BX) an ep
collision occurs. The trigger decision of the HI level 1
trigger occurs about 22 BX after the collision. All trigger
hardware and data storage needs therefore to be
pipelined until the level 1 trigger decision occurs.
Taking cable delays into account, the maximum
tolerable latency for the CIP trigger electronics is
limited to 1 us or about 10 BX. The FPGAs are run with
41.6 MHz clock, phase locked to the 10.4 Mhz BX
clock, allowing for 4 computational steps for each BX.

Since the raw data is delivered four fold multiplexed
on each input line, the first step in the FPGA logic is to
demultiplex the data, which takes one BX. The track
recognition and evalution of the hitlist takes also one
BX. Next two BXs are needed to count the active
patterns in each bin (8 level adder cascade). Finally one
more BX is needed to multiplex the 15 8 bit numbers
onto 32 data lines for transmitting the result to the sum
cards. All this timing has been verified with the Quartus
simulation, in addition some of the critical steps have
been measured with the scope to verify the simulation
[3].

The sum card will contain a four level adder cascade
and look up tables for the triggerword. Including the
input demultiplexing we expect, that this will use up not

more than further 4 BXs. The total latency of the trigger
logic is therefore 9 BX or about 0.86 /JS, well within the
requirement of the level 1 system.

Present status: The trigger cards including the
FPGAs (mounted as ball grid arrays) have been
successfully tested together with the custom backplane
and the readout CPUs [7]. The sum cards and the final
readout software are being designed at the University of
Heidelberg presently.
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Figure 3: The trigger card. On the rear (left) the VME connector and (right) the high density connector (250
pins) for the input signals from the custom backplane can be seen.
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Abstract

A comparator for the LHCb readout chip, the Beetle,
has been designed in a 0.25^m CMOS technology and is
sent for fabrication. To improve threshold uniformity,
each comparator has a 3 bits DAC. The comparator can
handle positive and negative input signals. A polarity
signal changes the polarity of the threshold level and
makes the output signal always active high. The output
signal is latched by a 40MHz clock and is selectable
between time-over-threshold mode (in 25 ns bins) and one
pulse mode (25ns). Simulation results will be discussed in
section II.

I. INTRODUCTION

For fast primary vertex reconstruction and piJe-up
rejection, binary hit information is needed from the LHCb
vertex detector front-end electronics. Therefore a
comparator for the Beetle chip has been designed.

Figure 1: Block diagram of the Beetle chip

The Beetle is a 128 channel analog pipeline chip for
the LHCb experiment and can either be used as an analog
pipeline chip or as binary pipeline chip. Each channel

consists of a charge sensitive preamplifier / shaper, an
analog pipeline of a programmable maximum length of
160 stages with integrated derandomizing buffer of 16
stages and a serial read-out for up to 40MHz read-out
speed. In case of using the chip as binary pipeline the
discriminated output of the shaper is stored into the
pipeline and a fast binary multiplexer is used to read out
the chip at a speed of 80MHz maximum.

The comparator is, like the Beetle, implemented in a
0.25/tm CMOS technology, using rad-tolerant layout
rules.

To make the comparator insensitive for low frequency
input signals, e.g. temperature drift and different offsets,
one of the inputs of the comparator has a low-pass filter
to obtain the DC-level of the incoming signal. This level
is summed to the threshold level. The threshold level
consists of a controllable level used for all comparators
(global) and an individual level controlled by a 3 bits
DAC for each comparator (local).

The comparator output signal is latched at a well-
defined time by a 40MHz clock, which is related to the
bunch crossing frequency. The width of the analog
comparator input signals is on average 40ns and therefore
the time-over-threshold can be longer than one period. By
means of an "output mode selection" the output signal can
be in time-over-threshold mode (in 25ns bins) or in one
pulse mode (25ns) once the input signal went over
threshold.

The comparator can deal with positive and negative
input signals. A polarity signal switches the polarity of
the threshold level and controls the output stage in such a
way that the comparator output signal remains positive.

In addition a multiplexer has been designed to store
hits as binary information. The multiplexer selects
between the front-end shaper output and the comparator
output and converts the digital comparator signal in a 0 or
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10 MIP analog signal before sending it to the analog
pipeline.

Analog output

^Digital output

Global threshold
T.oeal threshold
Threshold select'

(3 bit)
Data clock

Polarity

Figure 2: Block diagram of the comparator

In the following subsections each block in the design
will be explained in more detail.

B. Adder

The adder consists of a source-follower and a resistor.
The source-follower buffers the output voltage from the
low-pass filter. The threshold level is the voltage on the
source plus or minus the voltage drop across the resistor.
This voltage drop is made by a current (I threshold) from
the threshold circuit (figure 5).

DC compunent
from input .signal

I threshold

Figure 4: Adder

A. Low-pass Filter
The comparator-input signal from a front-end

amplifier-shaper combination consists of a DC-level with
a shaped pulse. The DC- level depends on temperature,
offsets and bias settings in earlier stages. To make the
threshold level insensitive for these fluctuations, the DC-
level is obtained with a low-pass filter and added to the
threshold level.

Input signui-

Figure 3: Low-pass filter

The low-pass filter consists of a capacitor and a
resistor. The capacitor is made by the gate-source
capacitance of a transistor and is about 2.3 pF. The
resistor is made by a long channel transistor and has a
resistance of about 2 MQ.. So the time constant is about
5fis.

A disadvantage is that also the signal pulses are
integrated which causes an error voltage in the threshold
level. The size of this error voltage depends on the signal
pulse amplitude and the repetition rate.

Error voltage = Vp [V]

Where t is the width of the signal pulse [40ns shaping
time], T is the repetition rate [s] and Vp is the amplitude
of the signal pulse [V].

Assume a channel receives a hit every fis (1MHz).
The error of the threshold voltage will be about 4% of the
signal pulse amplitude and will not have a big
consequence for the performance of the comparator.

40
Error voltage =

1000-40
lOOmV = 4.2mV

This is simulated in simulation 4 (figure 15)

C. Threshold
The controllable threshold level is the sum of a level

used for all comparators (global) and an individual level
controlled by a 3 bits DAC for each comparator (local).
The sum is converted into a current (I threshold) and is
used for the adder above (figure 4). The threshold current
can be switched positive or negative, depending on the
polarity of the input signal.

Threshold select

Data clock

3 bit
DAC

/tooer

- • © - *
Global

Polarity
Itch

T
threshold Polarity

T
Local

threshold

Figure 5: Threshold circuit

D. Comparator

The comparator consists of two differential amplifiers
with a gain of 30 x. The first stage has a differential
output to use its gain twice. A buffer decreases the gain
with 0.7 x. So the total gain is 0.7 x 2 x 30 x 30 = 1260.
This is simulated and can be seen in figure 14.

The signal input has a source follower to keep the DC-
levels on both inputs the same. The source follower of the
threshold input is placed in the adder (figure 4).

With a polarity signal the output signal can be
inverted. This makes the output signal always active high,
in spite of the polarity of the input signal.

Input signal
Threshold
voltage

Buffer

0-1

Stagel Staged

Polarity
switch • Output

T
Polarity

Figure 6: Comparator
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The circuits of the two inputs are symmetrical to make
an accurate comparison of the input signals. This can be
seen in the circuit diagram of the comparator (figure 8).

The transistors with the same function are paired and
matched. Matching tolerances are minimized by
appropriate layout techniques. An example is given for
the two buffers.

Figure 7: Layout example for better matching

Figure 8: Circuit diagram of the comparator

E. Output sampling & Mode selection

The output signal of the comparator is latched at a
well-defined time. This latch is clocked by a 40MHz
clock, which is related to the bunch crossing frequency.

The time-over-threshold can be longer than one
period. By means of an "output mode selection" the
output signal can be in time-over-threshold mode (in 25ns
bins) or in one pulse mode (25ns) once the input signal
went over threshold.

Time-over-threshold
in 25ns bins \

Output signal LQI
from comparator

• Output

Figure 9: Output sampling & Mode selection
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The 2 modes of output selection are simulated and can
be seen in figure 10

. : Oi>Epul ai^nol from shQpf

q

Figure 10: Two modes of operation

F. Signal converter & Multiplexer

For fast primary vertex reconstruction and pile-up
rejection, binary hit information is needed from the LHCb
vertex detector front-end electronics. Therefore one can
select between binary information from the comparator
and an analog signal from the shaper. The selection is
done with an analog multiplexer and the digital output
voltage of the comparator has to be converted into 0 or 10
MEP analog signal.

output

Figure 11: Signal converter & Multiplexer

II. SIMULATION RESULTS

A. Simulation 1

The input signal (F/E shaper output) is swept from 1
to 10 MIP. The shaper output is about 16mV per MIP.
The threshold level is set just below 5 MIP. In the figure
12 one can see successively the input signal, the
comparator output signal, the sampled output signal of the
comparator and the sampling clock. As expected the
output signal is only active when the input signal is 5 MIP
or more.

Output signal
from itiupcr

Output signal
from comparator

Level
converter

Analog
multiplexer

t
Output

.• CompiXI 1CHP

mi i
a UP

\W

Figure 12: Output signals Vs input signal at a 5 MIP threshold
level

B. Simulation 2

The threshold level is set to 0.5 MIP. Now all inputs
will generate an output signal. In figure 13 one can see
the time-walk from 1 to 10 MIP. This is about 8ns.

Figure 13: Output signals Vs input signal at a 0.5 MIP threshold
level

C. Simulation 3

As calculated in subsection "D. Comparator" the gain
is about 1260 times. With a power supply voltage of 2.5V
the input signal must go 2mV above threshold to make a
full swing output signal. In the figure 14 the input signal
swings +/- 2mV around the threshold level and the output
signal goes from ground to Vdd.
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2mV

Figure 14: Output signal Vs 2 mV input signal

D. Simulation 4
In this simulation the behavior of the low-pass filter

(figure 3) is simulated. Every micro second the filter gets
an input signal with a pulse width of 40ns and an
amplitude of lOOmV. The output signal climbs with a
timing constant of 5 fis to 4.8mV, which is almost the
4.2mV as was calculated in subsection "A. Low-pass
filter".

Figure 15: Output signal filter Vs an input signal every micro
second

The simulation results are summarized in Table 1.

Table 1: Comparator specifications

Input range
Time-walk

Min. detectable pulse
Power consumption

GND+0.8V < Uin < VDD-0.8V
8ns

2mV above threshold
350/iW

in. LAYOUT DESIGN

The layout of the comparator (without the output
sampling and analog multiplexer), low-pass filter and
threshold circuit is shown in figure 16 and 17. The size of
the design is 107 x 40 /xm.

Figure 16: Placement of the components on the layout

Figure 17: Layout of comparator, threshold circuit and low-pass
filter

iv. WORK TO BE DONE

The comparator will be tested in a Frontend-
Comparator test-chip and in the Beetle 1.0 chip.

Output DC-signal variations of frontends and
comparators will be measured to obtain more information
about the matching tolerances. With the threshold DAC
one can compensate for some mismatch, but if one can
compensate for the DC-signal variations of all
components, the low-pass filter can be omitted. The
results will be implemented in the next submission of the
Beetle chip, which is planned in spring 2001.

v. CONCLUSION

The simulation results show that the comparator
works as was intended and that it meets the requirements
[2] as foreseen for the pile-up detector.
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Abstract
The aim of this work is the study of switched-current and

voltage-mode memory cells in order to develop a model
including non-ideal effects such as charge injections, non-
linear capacitance and readout system influence. These
models will allow non-linearity control regard to surface,
speed and power criteria in digital dedicated submicrometer
technology. Such models lead to a memory cell optimization
in order to include it in an analog memory. The goal of our
work is to identify accuracy limits that can be reached with
minimum size architectures in a deep submicrometer
technology (0.25 pm) for both types of cells: voltage mode
and current mode. By studying operating phases of each cell,
we have developed theoretical models that include non-linear
effects.

I. INTRODUCTION

This work is focused on the Silicon Tracker detector for
CMS experiences. In the front-end chip the analog data's are
stored in an analog memory waiting the first level trigger
decision [1]. To preserve precisely the signal the memory
must be accurate; a good value for such memory is about 8 to
10-bit resolution. But the high-energy environment needs
low-power, radiation-hard and small area solutions. For
cheaper solutions single polysilicon submicrometer CMOS
technology are selected. So the new challenge is to develop
accurate analog memory in digital dedicated low voltage
CMOS Technologies.

By definition, an analog memory consists of several
thousands of channels of several hundreds of depth cells. The
study of these memories goes through memory cell
performance identification followed by the superposition of
random distribution of the characteristics due to a spatial
distribution of the cells. The cells have to be faithfully
reproducible, low-noise, of minimum area and power.

Power per cell and area per cell are critical points. In a
front-end chip as FTLTRES [1] or APV the size of the analog
memory is about 1/4 to 1/3 of the total area. In fact a little
area increase for one cell is dramatic for all the circuit. A state
of the art on analog memories works show that the balance
between power and area can be achieved by using
submicrometer technologies. Moreover, such technologies can
be used in radiating environment. But the supply voltages are
reduced thus limiting the dynamic range of voltage-mode
signals. So an interesting alternative is the current mode

approach. Such memory cell is based on a second-generation
current copier [2] that introduce a feedback loop in the
acquisition phase implying lower non-linearity and for which
dynamic range is not intimately bound to power supplies.
These structures are fully compatibles with the new CMOS
submicrometer technologies dedicated to digital circuits.
Indeed, there are not limited (first approximation) by linearity
and hysteresis of storage capacitors, like in voltage-mode. In
this work the two approach (voltage and current) are studded
and than compared. With supply voltage down scaling, the
Non-linearity of the devices is a new limitation in the high
precision feasibility. The classical voltage storage cell is
greatly affected by the capacitor non-linear behavior and in
second order by the charge injections [3,4].

As stated above the dynamic range reduction impose that
the acceptable linearity deviation must be reduced for
preserving the accuracy before conversion into a digital form.
Our idea is to limit the non-linearity deviation of the static
characteristic below a fraction of the quantum resolution. It is
then important to related the non-linear characteristic with the
quantization noise power and decide to keep the power of the
harmonics lower then the quantization noise power.

To achieve such study we develop a polynomial model of
the static transfer characteristic using Taylor series
developments: y(x) = ao +aix + a2x

2+a3x
3 + ..., where the term

ao is an offset ai the small signal gain and all other
coefficients are the Non-Linear error terms. The coefficients
are than analyzed to control the Non-linearity effects. In the
two approaches we take into account the read out system
which has an important effects.

The aim of such a study is to propose an easy and accurate
model for a non-linearity quantitative analysis that allows to
obtained a non-linearity error NL less than half a quantum.
This analysis highlights the predominant factors that influence
the non-linearity. Such models allow optimized design for
minimum size of the cell, high speed, accurate and low-power
criteria.

II. NON LINEAR FORMALISM

Generally in an acquisition system the analog signal is
processed before it is converted into a digital form. If the
analog part must be transparent then his linearity deviation
from an ideal straight-line characteristic must be lower then
the quantification error "the quantum". This statement set the
linearity deviation eNL of the analog part by:

p < —
fcNL —
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This figure depicts a typical acquisition system with a
Sample and Hold cell in front of an ADC converter. F$x and
FSy express the full-scale swing of the variables X and Y
around their own quiescent point Xo and Yo respectively. We
will assume that ideally FSY = FSADC where FSADC is the input
full-scale of the converter.

The static transfer function of the sample and hold cell is
described by a polynomial: Y=Y0+y=f(X0+x) with

2 3

We define the Non-Linear deviation by: SMi=y - axx
= a2x

2+a3x
3. The Non-Linearity error is then expressed by:

_ max|sNL| max|eNL| _ max|eNL| _

FS, FS, q-2N k-2N

For general expressions of these two terms, we introduce
the reduced input variable m=x/X0 and normalize the output
signal to the small signal gain of the cell. It becomes for the
output signal: _ , \ _ y(m)_ + £2 . m 2 + I i m 3

a, a, aj

y (m) = m+ a^rn2+I^m3

As consequence the Non-Linearity term is expressed by:

NL = — max|l2m2+f3m

For a sinusoidal input signal m(t)=Msin(cot) with Me[-
1,+1], the output signal becomes: y(m)«Ylsin(eot)+
Y2sin(2©t)+ Y3sin(3cot). The output signal power can be
decomposed in the sum of the fundamental and of the
harmonic components power: P(y) = Pf + PNL
with: Pf = Yj2/2 and PNL = (Y2

2 + Y3
2) /2 . The Total

Harmonic Distortion is then given by:

4

Assuming that 6ML is a random variable with a probability
density p(m) expressed by l/7t®V(M2 - m2) for a sinusoidal
signal, one can calculate its standard deviation which is
related to the Non-Linear Harmonics power: PNL. With the
assumption that 6NL is lower then q/k, the Non-Linear
Harmonic power PNL is limited by the quantization noise
power PQN as follows:

•"• " 2k2 QN 2k212

For an ADC the signal to noise ratio is given by SNRdB =
6,02N + 1,76. The THD is then limited by:

~ l > ~ ~ 2 k 2 Pf ~ 2 k 2 SNR

We have treated the special case k = 2 so the two most
important terms can be expressed as follows:

NL =

THD

THDC

maxja

If2

2 — 3

2m + a 3 m
2

+ 1 = 2

4 3 1
2 k

•logf|l-i

p2|+|a"3J 1 1
2 k 2N

1
2N

JNR^ = -6,02[N+1]

The table 1 shows relations between the ADC resolution
in bits, the Non-Linearity error (NL%) and the THD(dB)
allowed to the sample and hold cell under our assumption.

Nbits

8

9

10

NL%

0,19

0,097

0,05

THD(dB)

-54

-60

-66

Table 1: Non-linearity error and THD related to the number of bits

III. VOLTAGE-MODE CELL STUDY

The input is modeled by an ideal voltage source and the
output by an ideal voltage buffer with infinite input
impedance. An additional parasitic capacitance is added to
model layout contribution.

The memory capacitor designed in a 0,25^m single
polysilicon technology is Non-Linear and expressed by:

The reduced variable m is defined around the quiescent
poi

Through the
'IN = vB(i+ m

operating
phases the input voltage vm is related to the output voltage
VOUT • The output signal takes the charges injection, the
charges sharing, the parasitic capacitor Cp and the Non-
Linearity of the
storage capacitor
Cmem «ltO aCCOUnt. +C

- ( •

v!N+AVINJ
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Replacing all the previous terms in the expression of VOUT
and using Taylor series we can obtain the final polynomial
expression:

our
= a0

a2m2 + a3m3

The limitation imposed to NL and / or THD need to
control the coefficients. We can found three influence
parameters defined in the annexes:

> T|0 is linked with the Non-Linearity of the capacitor Cmem

> (OCCG and Cov) are linked to the size of the Write switch S.^

> Cp which influence the performance trough the term Cn/Cx-

For a single poly memory capacitor, the write switch size
is of less importance. The major contribution of the Non-
Linearity comes from the memory capacitor. Figure 1 shows
the THD versus the nominal design value Cn of the memory
capacitor for various switch sizes. A lpF memory capacitor
allows a precision of 8 bits (see Table 1).

Cp-0.5pFV8-0.9V

&2 0.4 as o.e

Figure 1: THD versus Q, for various switch size

For an ideal constant capacitor <=> [Co=O], the major Non-
Linearity contribution comes from the charges injection
combined with switch size.

Figure 2: THD versus 0 ^ = 0 ,

The parasitic capacitor Cp acts as a voltage divider and
therefore reduces the signal to noise ratio. The figure 3 shows
the linear deviation term ENL as a function of Cn/Cp ratio. For a
ratio greater than 6 we can reach a precision better than 8 bits.

A 10 bits accuracy can be reached if the ratio Cn/Cp is greater
than 28.

Figure 3: Effect of Cp on the Linear deviation

Measurements on a typical cell designed in the 0,25(xtn ST
Thomson technology are close from the model prediction and
simulations results. A Non-linearity error (NL) of 0,175%
(better than 8 bits, see Table 1) has been achieved for this cell
parameters:

> C m e m = 0,8pF

L = (0,35/0,25)|im

> Area = 15x20um2

IV. CURRENT-MODE CELL STUDY

The used cell is a second-generation current copier cell.
The input source is an ideal current source. The output current
buffer is modeled by a Thdvenin model around the quiescent
point. Through the operating phases the input current im is
related to the output y n n

current iOuT- A
SWR(*I) &h SRD(*2)

im J -
I

During the
acquisition phase, the
quiescent point is
determined for the
special case m=0.

In this phase the input current sets the gate voltage
Using Taylor series we can express voacq as a power series of
the reduced variable m=i]M/IB.

w
= m - I B = ^ Gacq



533

Through the three last operations phases (sampling,
storage and read-out) the output current expression becomes:

'OUT ~

where we found the terms:

> AVJNJ relating the charges injected by the Sampling switch

> AVj, relating the charges injected through the CQD capacitor
from Tmem

> the channel length modulation term X from Tmem

> Vprd the drain voltage during read-out phase.

Replacing all the previous terms in the expression of iOur
and using Taylor series we can obtain the final expression:

io u r = a0 +a1m + a2m2 +a3m3

The limitation imposed to NL and / or THD need to
control the coefficients. We can found three influence
parameters defined in the annexes:

> Tn is linked to the capacitors through the Kj terms

> (1+A.V^) is linked to X

> ZRD the impedance seen by the drain of Tman.

For an input signal m(t)=Msin((ot) with M E [0,1], the
amplitude M acts on the Non-Linearity terms NL or THD. For
M=0,3 we can reach a precision of 8 or 9 bits. The figure 4
shows the relation between the Non-Linearity term NL% and
the memory capacitor Cmem for various sizes of Tmem (e.g. for
various %). It can be defined an optimal memory capacitance:
Cmem(Opt) = 0,4pF.

?i

ii
1
: |
\ \\ \

" • • • • * • • • « • • • » • • • « • • •

J • D D N Q

K-»6M9

J-tBMl

A WA.=10/t

« Wirf.5W.25
VM.=KV5

Figure 4: NL% as a function of Qnem and X.

The modulation factor X will be reduced for larger
memorization transistor Tmem which do not need additional
capacitor Cmem. So in figure 4 the first point for the transistor
with W/L = 50/5 is plotted without additional capacitance.

In the read-out phase, the output current buffer and the
read-out switch set the drain voltage.

The total small signal resistance seen by the memory
transistor is given by: ZRD = RDSON(RD) + ZRD0 the channel
resistance during the "ON" condition of the switch and the
input impedance of the output buffer respectively. Figure 5
shows the linearity deviation as a function of the input signal
m for various ZRD. On the top there are model results, on the
bottom there are simulation results.
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Figure 5: Effect of ZRD on the Linear deviation

The more we reduce ZRD, the more we reduce the Non-
Linearity error NL and THD. The differences between model
and simulation are du to the RDSON variation over the full-
scale input range of m as plotted in figure 6.

-1 -o.a -ae -0.4 -0.2 0.4 ae 0.6 1

Figure 6: Switch "ON" resistance

Measurements on a typical cell designed in the 0,25 (jm ST
Thomson technology are close from the model prediction and
simulations results. A Non-linearity error (NL) of 0,186%
(better than 8 bits, see Table 1) has been achieved for this cell
parameters:

= 0,6pF

> S\yR = (2,5/0,25)|am

> Tmem = (5/0,5)um

> Area = 15x25jum2
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V. CONCLUSIONS

We have analyzed the non-linear static transfer function of
the two types of analog memory cells. The resulting models
help the designer to reach a resolution of 8 to 10 bits in a
Deep submicrometer digital dedicated CMOS technology. A
prototype circuit has been developed and very close results
between measurement and model prediction have been
achieved. For the voltage mode we obtain 8 bits resolution
with a 0,8pF capacitance and a 300nm2 area. For the current
mode we obtain also 8 bits resolution with a 0,6pF
capacitance and a 370nm2 area.

The comparison of the two approaches will give similar
possibility. But for the voltage mode the capacitance non-
linearity will be in the future smaller technologies more
restrictive. Furthermore with reduced supply voltage the
voltage approach seems to be a poor solution.
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Abstract

A novel Monolithic Active Pixel Sensor (MAPS) for
charged particle tracking is presented. The partially
depleted thin epitaxial layer of a low-resistivity silicon
wafer is used as a sensitive detector volume from which
the charge liberated by ionising particles is collected by
diffusion. The sensor is a photodiode within a special
structure allowing the high detection efficiency required
for tracking applications. Two prototypes have been
designed and fabricated using standard 0.6 and 0.35-
micron CMOS processes. Results of the first prototype
are presented, which is made of four arrays, each
containing 64x64 pixels with a readout pitch of 20
microns in both directions. Extensive tests made with a
soft X-ray source (55Fe) and beams of minimum ionising
particles (pions of 15 and 120 GeV/c) at CERN have
demonstrated the predicted performance. The individual
pixel noise of around 12 ENC leads to an extremely
favourable signal to noise ratio for minimum ionising
particles for which over 1000 electrons can be collected at
the peak of the Landau distribution. The new circuit in the
0.35-micron process on a thinner epitaxial layer seems to
have similar good performance. These new devices are
extremely promising for future high precision vertex
detectors as they provide solutions with a very low
material budget and with high resolution at relatively low
cost due to their fabrication in a standard submicron
CMOS technology.

I. INTRODUCTION

Monolithic pixel sensors made in a CMOS techno-
logy, are used today as an alternative to CCDs for many
applications in visible light imagingfl]. The advantages
are in particular low cost since they are produced in a
standard process and the possibility of random access to
each pixel. The use of this technology for the detection of
charged particles is challenging since only the very thin
epitaxial layer of the silicon is available as sensitive
volume. On the other hand, this allows to thin down the
substrate to its mechanical limits and to build vertex
detectors with an extremely favourable material budget. If

desired for an application, the pixel size could be
extremely small. The actual pixel size will be constrained
by the additional electronics integrated on the pixel,
necessary for certain applications. Further, the use of
deep-submicron technologies offers intrinsically radiation
hard devices.

This paper reports on the first successful
application[2] of a monolithic pixel sensor in a standard
CMOS technology for the detection of charged particles
with 100% efficiency and a few micron spatial resolution.
First the principle of operation is briefly described and
then the implementation in a 64x64 cell prototype is
explained in the following section. Sections IV and V
treat the problem of charge collection and absolute
calibration of the measured charge. In the last two
sections we report on measurements in a high-energy
particle beam and in the end we outline possible deve-
lopments for future colliders.

Figure I: Sketch of the structure of a MAPS for charged particle
tracking. The charge-collecting element is an n-well diode (n*)
on the p-epitaxial layer. Because of the difference in doping
levels (about three orders of magnitude), the p-well and the p**
substrate act as reflective barriers. The generated electrons are
collected by the diode.

II. OPERATION PRINCIPAL OF A MAPS
Fig. 1 sketches the structure of a MAPS: one

coordinate along the substrate defining the pixel
dimensions and the second coordinate representing the
depth of the structure into the epitaxial layer and the
substrate of the wafer. The third coordinate indicates
qualitatively the electrical potential generated by the
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presence of the very different doping concentrations in
the p^-substrate, the epitaxial layer and the p+-layer of a
twin-tub CMOS-process. The active element is an n-
well/p-epi diode imbedded into this structure. Charge
carriers are generated by the passage of an ionising
particle. The electrons migrate by diffusion mainly within
the epitaxial layer where they are confined by the above-
mentioned potential barriers until they are absorbed by
the collecting diode.

III. ELECTRICAL SCHEMA OF MIMOSA I

The first prototype chip consists of four arrays of
4096 pixels each, of slightly different designs[3]. The
circuit was produced in a standard 0.6 urn CMOS process
(3M+2P) with an about 14 urn thick epitaxial layer. All
pixels measure 20 by 20 microns. The basic detector
structure is the n-well/p-epi diode with a very low
capacitance of 3.1 fF, the optimum with respect to noise
and conversion gain. In the second matrix we use four
such diodes in parallel to improve the charge collection
speed at the cost of increased electronic noise. Matrix
three and four are based on the single diode structure to
test a radiation hard layout of the transistors and to
investigate the possible suppression of the substrate
connection of the NMOS transistors. We concentrate in
the following on the first two one- and four-diode pixel
designs.

Figure 2: Simplified block diagram of a single array of the
MIMOSA circuit. In the inset (right top) is the baseline
architecture of a CMOS imager. Transistor Ml resets the photo
site to reverse bias, transistor M3 is a row switch, while
transistor M2 is the input of a source follower. The source
follower current source (common to the entire row) and the
column selection switch are located outside the pixel.

The functioning of the cell can be deduced from the
schematic of Fig. 2: the photo leakage current of the
diode is reset by transistor Ml, M2 is the input transistor
of the source follower for the read out and M3 is the row
selecting switch. All pixels are multiplexed via the row
and column shift registers onto a single source follower

and an on chip amplifier with a voltage gain of four. A
dummy pixel was introduced to reduce the output
recovery time after a reset cycle. The necessary reset
frequency depends on the diode leakage current. The
read-out speed is typically 2.5 MHz and a correlated
double sampling (CDS) is performed off-line by the
subtraction of two consecutive read-out frames. CDS is
an important tool to suppress all correlated noise sources
like reset noise from transistor Ml and fixed pattern noise
(FPN) from the device non-uniformity. Fig. 3 shows the
cell layout of the one- and four-diode pixels.

Figure 3: Layout of the one (left) and four (right) diode pixels
of MIMOSA I.

IV. CHARGE COLLECTION

The ionisation charge liberated by an ionising particle
(about 80 electron-hole pairs per micron for a minimum
ionising particle at most probable energy loss) is
exclusively transported by diffusion within the low
resistive silicon. The charge carrier lifetime depends on
the doping concentration^] which varies strongly
between the substrate and the epitaxial layer, 10+19 and
10+'5 cm"3, resulting in lifetimes in the order of 10 ns and
10 u,s for the substrate and epitaxial layer, respectively.
Only the regions of the substrate close to the boundary to
the epitaxial layer can thus contribute to the collected
charge.
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Figure 4: Electrical Potential around the central pixel diode and
in the epitaxial layer. One clearly sees the potential well in
which the charge carriers (electrons) can drift to the diode.

A. Charge Collection by Diffusion in the
Epitaxial Layer

Fig. 4 shows quantitatively the electrostatic potential
along the wafer and into the wafer depth with deep
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minima at the position of the diodes and the shallow
potential well, typical for a twin-tub CMOS-process. The
height AV depends mainly on the different doping
concentrations Nsubstrate and Nepitaxiai and the operation
temperature, AV=kT/q ln(Nsubstrate / Nepitaxiai)

The charge collection dynamics in the epitaxial layer
and in the substrate has been simulated in detail. In one
approach the ToSCA device simulator was used to
calculate the electrostatic potential and then coupled to a
three dimensional microscopic Monte Carlo programme
to simulate the charge collection by diffusion following
the random walk of the charge carriers at thermal
velocities[5].

In order to have a complete three-dimensional
treatment of the charge collection process and to profit
from the use of advanced physical models, the
commercially available simulation package ISE-TCAD[6]
was used intensely. The simulation uses the approximate
doping profiles kindly provided by the VLSI foundry for
the epitaxial layer and substrate. A measurement of the
doping profile indicates however an important transition
region a few microns wide, which has not been included
into the simulation. The charge distribution deposited by
a minimum ionising particle is described by an analytical
parameterisation and the charge collection process is
obtained by numerically solving the drift-diffusion
equations for the charge carriers (electrons).

In Fig. 5a,b the integrated charge collected is plotted
as a function of time for the case of a one- and four-diode
pixel, respectively. The particle crosses the pixel volume
slightly off-centre and the three curves indicate the total
collected charge within a group of one, four and nine
pixels around the central one. As expected, the higher
density of charge collecting points leads to a faster
collection time in the case of the four-diode pixel
structure. In this simulation the total charge collected is
slightly over-estimated compared to newer calculations
presented in the next section.
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Figure 5: Charge collection in an one- and four-diode pixel as a
function of time.

B. Contribution from the Substrate
In order to approximately disentangle the contribution

from the substrate and the epitaxial layer, simulations
were carried out treating the thickness of the epitaxial
layer and the substrate as a parameter[7]. The results are

presented in Fig. 6a,b, where the collected charge (90%)
within a 3x3 pixel cluster is shown for different values of
the thickness of epitaxial layer and substrate. The fast
saturation in Fig. 6a of the collected charge demonstrates
how the very short lifetime of the charge carriers in the
substrate limits its contributing zone to about 5 um
thickness. Roughly between 150 and 200 electrons are
collected from this zone which could be translated into a
collection efficiency of about 40% for the substrate. This
can be compared to an efficiency of about 80% for the
epitaxial layer where nearly all of the generated electrons
are being collected.

In contrast, as Fig. 6b shows, the charge collected
increases continuously with the increase of the epitaxial
layer thickness. However, the charge is smeared over
more pixels by the diffusion process and the collection
time also increases significantly for a 25 u.m thick layer.
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Figure 6: Charge collection as a function of substrate(a) and
epitaxial(b) layer thickness.

It should be pointed out that these numbers are only of
limited accuracy, as several assumptions in particular on
the recombination processes in the substrate and the
epitaxial layer are difficult to quantify precisely. Also the
transition region of the doping profile not realistically
simulated may alter some of the estimates given above.
However, within an error band of 25% the contribution of
the substrate and the epitaxial layer should be described
correctly.

The results on the charge collection time scale
obtained by simulations described above, where
qualitatively confirmed with a measurement by an infra-
read laser beam. A quantitative charge measurement and
our calibration procedure using a soft x-ray source and
particle beams is described in the next section.
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V. CHARGE CALIBRATION WITH SOFT X-RAYS

FROM A 5 5 FE SOURCE

The conversion of soft x-rays from a 55Fe source
generates a very localized charge cluster in the silicon.
This permits to measure the charge collection efficiency,
if the location of the conversion is known or can be
deduced otherwise. The 5.9 keV gammas from the iron
source generate 1640 electron-hole pairs. Fig. 7 shows the
collected charge of the MIMOSA chip for the case of the
one-diode pixel. The first histogram contains only the
charge of the central or the highest pixel of a
reconstructed cluster with a main maximum at 82.5 ADC
counts and a small second peak with only a few entries at
305 ADC counts, which is enlarged in the second
histogram. The two lower histograms show how the main
peak is shifted to higher values if the charge within a 3x3
or 5x5 cluster is analysed. This increase is just the
expected growing charge reconstruction efficiency. The
small peak of the one pixel histogram corresponds to a
conversion point within the depletion layer of the diode,
where 100% charge collection can be assumed. Using the
value of 305 ADC counts for this peak, which equals the
1640 generated electrons, and comparing with the mean
charge collected from a 3x3 or 5x5 cluster, a 75% and
85% average charge collection efficiency can be deduced
for the sensitive volume, which is predominantly the
epitaxial layer. This agrees fairly well with the simulation
results discussed above (compare Fig. 6a and b).

incoming particle trajectory and the intersection point
with the MIMOSA detector. A pair of small scintillation
counters provided the trigger for the data readout based
on a VME-OS9 processor. The detector was operated
around -10°C to reduce leakage currents in order to run
with a very low reset frequency of only a few Hz.
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Figure 8: Cluster charge distribution calibrated in electrons for a
120 GeV/c pion beam

A cluster finding program reconstructed the charge
deposited in the pixel matrix using the pixel with the
highest signal to noise ratio as a seed for the algorithm.
As an example we discuss in the following the one-diode
matrix only. At the peak of the Landau distribution the
reconstructed single cluster charge saturates above 1000
electrons for clusters where at least 13 pixels contribute.
Fig. 8 shows the reconstructed cluster charge within an
area of 3x3 pixels with about 900 collected electrons for
the most probable energy loss which is in fair agreement
with the simulation shown in Fig. 6b.
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Mean =0.4462 + 0.06137
Slqma =1.82310.04908
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Figure 7: Charge collected in the central pixel of a cluster (top)
and within a 3x3 and a 5x5 large area around the peak(bottom).

VI. TESTS WITH CHARGED PARTICLE BEAMS

The MIMOSA pixel chip has been tested with pion
beams of 15 and 120 GeV/c at the PS and SPS accelerator
at CERN[7]. A beam telescope[8] of eight planes of high
precision silicon strip detectors was used to define the

Figure 9: Spatial resolution obtained with the one-diode 20x20
micron wide pixels of MIMOSA I. The grey histogram uses the
full analogue information including a correction for the finite
size of the pixels, whereas the open histogram gives the
resolution if a binary readout had been employed.

For this analysis the calibration obtained with the 55Fe
measurement was used. The average noise in a single
pixel was found to be 12 ENC during the beam test,
resulting in a signal to noise ratio of S/N=25 for the most
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probable energy loss in a 3x3 matrix. This very good S/N
ratio does not only allow a very high charged particle
detection efficiency measured to be as good as 99%, but
also allows to reach a very good spatial resolution.

Comparing the centre of gravity for the reconstructed
clusters in the matrix with the intersection point of the
reference track the results presented in Fig. 9 have been
obtained. As explained in the figure caption, the good
pulse height resolution of the detector allows pushing the
spatial resolution beyond the range of an hypothetical
binary readout, if a correction for the finite granularity of
the matrix is used. A precision of better than 2 (xm has
been estimated.

In the four-diode pixel matrix the total, accumulated
charge is about 20% higher, however the increased
effective noise does more than neutralise this gain.

VII. RECENT DEVELOPMENTS OF MIMOSA

This year a second version of the circuit has been
produced in a 0.35 um CMOS process (5M+2P). The
thickness of the epitaxial layer in this technology is only
between four and five microns. The diode dimensions are
1.7x1.7 Jim2 in this technology reducing its capacitance to
only 1.65 fF. This decreases its noise contribution and can
partially compensate the smaller charge which is
available. First preliminary results within a particle beam
indicate a similar good performance. Six matrices, each of
64x64 cells, were integrated on the same chip to test
different geometries of the pixel matrix with respect to
efficient charge collection and to test radiation hard
layouts. The single-pixel read-out speed could be
increased to be above 10 MHz. Furthermore, in one
matrix the diode was replaced by a different active
element, a Photo-FET, representing a first amplification
stage already at the pixel level. Results will be available
soon.

The collaboration considers it an important next step
to proceed towards a large detector-like structure that has
the potential to be used in a real experiment and which
could prove its competitive potential. The fact that the
sensitive detector volume is the epitaxial layer,
continuous over the entire wafer, offers the interesting
possibility of merging adjacent circuits on the wafer into
one unique detector module, containing several tens of
circuits. If all the readout electronics is placed on the
lower circuit boundary, the chips could be effectively
merged horizontally over the wafer. If the previous row of
reticules placed above has its readout electronics sitting
on the top boundary of the circuit, even two complete
rows could be merged. Clearly this proposal depends
crucially on a very high yield of individual circuits and on
the cooperation of the foundry.

One of the greatest attractions for this novel device is
the possibility to produce very thin vertex detectors with
also small pixel sizes. This would be of extreme interest
for the next generation of TeV-colliders. However, also

possible upgrades of LHC detectors are complicated but
interesting challenges: radiation hardness to several tens
of Mrad, charge collection within a limited number of
bunch crossings, high particle flux, resulting in large
amounts of data which have to be kept until the arrival of
the first level trigger and which have to be readout.

The necessary radiation robustness could by achieved
using submicron technologies. The main difficulty will be
to compromise between a small pixel size and the space
for the on-pixel electronics necessary to cope with the
large data flow at LHC. Pixels with several charge
collecting diodes operating in parallel could allow larger
pixel dimensions to accommodate the pixel-electronics
and they could also serve to provide a sufficiently fast and
efficient charge collection.

Clearly, embedding the proposed structure of a MAPS
into the complexity of the present LHC pixel detectors is
a challenging long-term project.
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Abstract
Gamma photon and neutron irradiation tests were

carried out to study the applicability of R5600-03/NG
miniature photomultiplier tubes (PMTs) from Hamamatsu
in the forward calorimeters (HF) of the hadron
calorimeter (HCAL) of the Compact Muon Solenoid
(CMS). Results of optical and dark current measurements
and neutron activation studies are presented in this work.

I. INTRODUCTION

The two HCAL-HF calorimeters of CMS at LHC,
CERN [1] cover the pseudorapidity range from 3 to 5.
Optical fibers embedded in the two large absorber blocks
run parallel to the beam. Particles incident on the front
face of the HF detectors produce showers in the
absorber/optical fiber matrix. Charged particles of this
shower above the Cherenkov threshold generate
Cherenkov light in the optical fibers. This light is
transmitted by the optical fibers to photomultiplier tubes.
The energy measurement is based on this light.

For detecting the Cherenkov light, PMTs with bialkali
photocathode and synthetic silica window seem to be the
best choice because they have wide range of sensitivity in
the UV range and rather good radiation tolerance.
However, considering the large number of PMTs to be
used in the two CMS HCAL-HF modules and the cost of
their application, PMTs with bialkali photocathode and
UV glass window seem to be good alternatives.

Different models of PMTs have been selected for
testing their applicability in CMS HCAL-HF. One of

them is the R5600-03/NG miniature PMT from
Hamamatsu. This PMT has a bialkali photocathode and
UV glass window. It can be used for light detection in the
185 n m - 650 nm wavelength range.

PMTs will operate in a radiation environment in CMS
HCAL-HF. Monte-Carlo simulations with different
transport codes have shown that the most important
components are gamma photons, neutrons and charged
hadrons [1]. These particles and the radioactivity induced
in the components of the PMTs especially by neutrons
affect their performance.

Induced radioactivity is also important from the point
of view of maintenance of the modules that contain the
PMTs.

In this paper we present results of irradiations of
R5600-03/NG PMTs with ^Co gamma photons and p(18
MeV)+Be neutrons [2] and changes of their performance
as a function of gamma dose and neutron fluence. Results
of neutron activation studies are also presented.

II. EXPERIMENTAL TECHNIQUES

A. Samples

The limited amount of sample PMTs enabled us to
select only one reference tube for the optical and
electrical measurements. That one was not irradiated.
Another unirradiated tube was selected for nuclear
spectroscopy purposes and a Csl crystal covered by teflon
was attached to it. One tube was irradiated with 60Co
gamma photons and one with the p(18 MeV)+Be neutron
source.

1 Corresponding author, e-mail: jmolnar@atomki.hu
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B. Irradiation circumstances
Gamma irradiations were performed at the high

intensity ^Co (E, = 1.173 MeV, 1.332 MeV) irradiation
facility at ATOMKI, Debrecen. The dose rate was 6.94
krad/min (10 Mrad/day). The irradiation was done in
steps. The optical and electrical parameters of the tubes
were measured before irradiation and after 0.1 Mrad, 0.3
Mrad, 1 Mrad, 3 Mrad, 10 Mrad and 30 Mrad.

Neutron irradiations were done at the neutron
irradiation facility [3] at the MGC-20E cyclotron at
ATOMKI, Debrecen. p(18 MeV)+Be neutrons with a
broad energy spectrum (E,, < 20 MeV, < En > = 3.5 MeV)
were produced by bombarding a 3 mm thick target by
protons of 18 MeV. Measurements of the optical and
electrical parameters of the tubes were carried out before
irradiation and after delivering l*109 cm'2, 3*109 cm"2,

1*10" cm"2 3*10" cm'2 andl*10IU cm'', 3*1010 cm
l*10u cm"2 neutron fluences. The corresponding neutron
flux rates were 5*104 cm"V, 5*10" cmV1, 5*106 cm"V,
5*106 cm'V1, 5*107 cm'V1, 5*107 cm'V1 and 5*108 cm"
V1, respectively. Neutrons emitted by the neutron source
were inherently associated by gamma photons. The
additional gamma doses were measured by the twin
ionisation chamber method [4]. The gamma dose/neutron
flux ratio depended on the irradiation circumstances.
Typically it was in the range of (3 - 5)* 10"'° rad cm2

s/neutron.
A black light shield during both the irradiations and

dark current measurements covered the PMTs. All
irradiations were performed in darkened rooms.

Gamma doses and neutron fluences were selected on
the basis of Monte-Carlo calculations for the first versions
of arrangement of the CMS HCAL-HF calorimeter [5].
The availability of the gamma and neutron irradiation
facilities had to be considered during the tests and,
therefore, all irradiations had to be carried out at gamma
dose rates and neutron flux rates that are significantly
higher than the expected ones in the operational positions
of the PMTs in HCAL-HF.

C. Optical measurements

A computer controlled optical spectrometer (Acton
Research Co., USA) with a Czerny-Turner type scanning
monochromator (150 mm focal length, 1200/mm gratings,
f/4, 5 nm/mm dispersion) and a 16-bit ADC for the 10 -
1000 nA current region were used for measuring the
spectral distribution of the photocurrent of the PMTs.

A D2-lamp, a PenLight type mercury tube and a high-
pressure xenon arc lamp were tried to use as light sources.
The Xe-lamp provided the highest intensity in the UV
region of interest and, therefore, it was used throughout
the tests. The spectrum of the light sources was measured
by a calibrated Si-UV detector.

The spectral distribution of the photocurrent of the
PMTs was measured before the irradiations and after each

fraction delivered. Consecutive measurements were
carried out after some irradiations to get information on
the kinetics of recovery phenomena. It took 11 min to
measure one spectrum.

SPECTROMETER Acton Research Company

Monochromator 5nm/mm dispersion (1200/mm)

O Ligh source: ,

Xelamp(CEMAX)
Input slit

\
Output slit

Photomultiplier or
reference detector

Figure 1 The set-up of the optical spectrometer -
monochromator.

D. Dark current measurements
A standard nuclear HV power supply and a

current/frequency converter type electrometer with
sensitivity of 1 pA and a ratemeter (ICU-86 from
ATOMKI, Debrecen) were used for measuring the dark
current as a function of anode voltage after each
irradiations.

E. Neutron activation analyses

The gamma activity of the radioisotopes produced by
neutrons in the components of the PMT was counted by a
calibrated HPGe detector with standard NIM modules.
Gamma spectra were measured by a PC with MCA card.
Full energy photo peaks of the spectra were used to
identify the individual radioisotopes.

III. RESULTS AND DISCUSSIONS

A. Optical measurements

A typical result of the measurements of the spectral
distribution of the photocurrent is shown in Figure 2.
Significant recovery of the photocurrent was observed
after the irradiations. Recombination of different colour
centres generated in the UV glass seems to be the most
important process. This is the main component of the
background of the spectral distributions.

After background fitting and subtraction, the R(X)
response of the PMT itself could be calculated for all
wavelengths taking into account the actual intensity of the
light source. Pronounced change of the spectral
distribution of the relative response was observed as a
function of gamma dose, as it is shown in Figure 3.

Several consecutive measurements were carried out to
reveal any recovery in the case of the neutron irradiated
PMT after delivering 1.0* 1012 neutron/cm2. No
measurable change was observed comparing to the data
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measured before the irradiation, as it is shown in Figure 4.
The differences of the presented two measurements for
the same PMT reflect only poor counting statistics below
300 nm and not real physical changes.

The R = f R(A.)*dN(A) spectrum integrated gamma
dose response was calculated for the 200 nm - 1000 nm
wavelength range using the well known spectral
distribution of the Cherenkov light (dN(/[) = K*X2 dX).
The obtained values are R(03 Mrad)//?(0) = 0.870, /?(3
Mrad)/fl(0) = 0.773 and K(30 Mrad)//?(0) = 0.604
indicating significant change of/?.
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Figure 2 Photocurrent as a function of elapsed time after
delivering 1 Mrad of gamma dose.
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Figure 4 Two measured spectral distributions of the
photocurrent of the PMT irradiated with neutrons. I<> is the

photocurrent of the unirradiated PMT.

B. Dark current measurements

Dark current - anode voltage characteristics as a
function of gamma dose are shown in Figure 5. The same
were measured in the case of the neutron irradiated PMT,
and they are presented in Figure 6.
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Gamma irradiation

Before irrad.
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V anode (V)

Figure 3 Relative response as function of gamma dose. Figure 5 Dark current as a function of gamma dose.
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Figure 6 Dark current as a function of neutron fluence.

The alteration of the characteristics caused by the
gamma photons and neutrons are clearly seen in Figure 5
and Figure 6.

The decay of the dark current was measured after
delivering 30 Mrad of gamma dose and the results are
shown in Figure 7.

The kinetics seems to be rather complicated and its
interpretation needs further investigations. Two
dominating processes with approximately 270 min and
2600 min characteristic times, respectively, can be
suspected after 30 Mrad. At lower doses, some other

Hamamatsu R5600-03/NG
Neutron irradiation

• Before irrad.

—0— 1.0E9 n/cm2

1.0E10 n/cm2

1.0E11 n/cm2

1.0E12 n/cm2

shorter processes (Tchar = 20 min, 30 min, 40 min, 60 min,
100 min) could be observed.
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Figure 7 Recovery of the dark current after 30 Mrad of gamma
dose.

C. Neutron activation
Radioisotopes identified after irradiating

HAMAMATSU R5600-03/NG PMTs with 10N n/cm2

fluence of p(18 MeV)+Be neutrons are shown in Table 1.
Probable activation processes and activated components
are also listed.

Table 1 Radioisotopes identified after irradiating HAMAMATSU R5600-03/NG PMTs with 10 n/cm fluence of p(!8 MeV)+Be
neutrons

Identified isotope
24Na

47Sc

S4Mn
56Mn

"Ni (?)
5bCo
• w F e

""Co
82Br

I20mSb
122Sb

185W (?)

198Au (?)

15.04 h

3.351 d

312.21 d
2.579 h

36.08 h
70.8 d
45.1 d

5.269 y
1.47 d

5.76 d
2.70d

75.1 d

2.6935 d

Probable activationjirocesses
27Al(n,a)24Na

46Ca(n,Y)47Ca ->47Sc
47Ti(n,p)47Sc
50V(n,a)47Sc

i4Fe(n,p)54Mn
55Mn(n,Y)56Mn
56Fe(n,p)56Mn,
59Co(n,a)56Mn
58Ni(n,2n)5SNi
58Ni(n,p)58Co
58Fe(n,Y)59Fe
59Co(n,p)59Fe
6ONi(n,p)<lUCo
85Rb(n,a)82Br

lzlSb(n,2n)12UmSb
121Sb(n,Y)122Sb,

123Sb(n,2n)122Sb
184W(n,Y)185W,

186W(n,2n)'8SW
197Au(n,Y)198Au

Probable activated component
UV-glass

Dinoda, cathode

Case

Case

Case
Case
Case

Case
Dinoda, cathode

Dinoda, cathode
Dinoda, cathode

Dinoda, cathode

Wiring (?)
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IV. CONCLUSIONS

Our initial results, in part, motivated the redesigning
of the arrangement and shielding of CMS HCAL-HF. For
the recent arrangement and an integrated luminosity of 5
x 105 pb"1, Monte-Carlo simulations resulted (2.3 - 2.9) x
1012 cm"2 for the fluence of neutrons of E > 100 keV and
an additional 8.3 x 109 cm'2 fluence of thermal neutrons
and 70 Gy of gamma dose [1]. Our results suggest that
R5600-03/NG miniature PMTs from Hamamatsu with
bialkali photocathode and UV glass window can be used
in CMS HCAL-HF for detecting the Cherenkov light.
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Abstract

The upgrade of the multi-wire proportional chamber
(CEP) of the Hl-experiment at HERA (DESY) increases
the number of channels to 9600. These channels have to be
read out within the time between two bunch crossings of
96 ns and made available to the ^-vertex trigger. With the
extremely tight spatial conditions at the rear CIP endflange
a fast and compact bidirectional read-out electronics is re-
quired, keeping the power consumption and the amount of
dead material in the Hl-experiment to a minimum.

This contribution presents a solution using 40 identical
optical link modules, stacked on top of each other in groups
of five and each transferring the trigger information with a
data rate of 4 x 8 32 Mbps (an effective rate of 4 x 625 Mbps)
via optical fibers out of the Hl-experiment.

I. INTRODUCTION

With the year 2000 upgrade of the HERA electron-
proton collider at DESY, an increase in luminosity by a fac-
tor of five is anticipated. The expected higher background
rate, predominantly proton-wall and proton-gas reactions,
necessitates a redesign of the Hl-experiments' central in-
ner multi-wire proportional chamber (CIP) to provide high
background rejection efficiency of the z-vertex trigger
[1,2,3].

The new CIP [4] is built of five concentrical cylinders
(layers) with radii from 157 mm to 193 mm. In the azimu-
thal angle, each layer is equally subdivided into 16 seg-
ments, at which each segment consist of 120 separate padsl

along the symmetry axis (z-axis). These 9600 channels
provide space points which define the direction of tracks
needed for the z-vertex trigger.

To retain high acceptances for the CIP and neighbour-
ing detectors in the Hl-experiment, the available space
for mechanics and electronics is limited at the backward
endflange2 of the CIP to a 130 mm long open cylinder
with inner and outer radii at 150 mm and 200 mm, respec-
tively. These extremely tight spatial conditions have to be

shared between frontend electronics (on-detector electron-
ics), their suspension and cooling, low and high voltage
power cables and gas supply lines (figure 1). Therefore one

'in fact, the CIP uses a projective geometry requiring 119 pads on the
innermost layer, and 112, 106, 99 and 93 pads on the following layers,
respectively. But for symmetry reasons, each optical link module will be
capable to handle 120 pads.

2The term "backward" labels the end of the Hl-experiment pointing
in the direction of the electron beam, i.e in the — z direction.

Figure 1: On-detector cards mounted on the CD?. To the left
the five layer CIP with gas tubes and HV cables. Plugged
on five on-detector units stacked on top of each other and
supported by cooling blocks.

on-detector electronics unit is limited in size to 130 mm
length, 2 x 49 mm width at most and 8 mm height. Its power
consumption has to be kept to a minimum to avoid too
much heat dissipation inside the Hl-experiment because
of a limited water cooling.

Furthermore, to cope with these tight spatial con-
straints, only optical fibers allow high transmission rates
while reducing the number of cables to a minimum. A
read-out with copper cables as presently done would in-
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crease the present volume by a factor of ten, consuming
even more space at the endfiange and producing an un-
wanted high contribution to the dead material. Optical
fibers are not likely interferring escaping particles due to
its small radiation length compared to copper cables.

Via 40 identical optical link modules, the pad infor-
mation is read out every 96 ns (the time between two
bunch crossings) i.e. with a rate of 10.4 MHz (HERA
clock signal) to the trigger electronics located outside the
Hl-experiment. Thus the total digitized trigger infor-
mation per module sums up to an effective data rate of
4x625Mbps according to 2x 120 pads from two adjacent
segments of one layer (double segment). Vice versa, the
on-detector electronics component must be synchronized
with the global HERA clock signal — requiring bidirec-
tionality — and analog signals from each pad should be ac-
cessible for remote monitoring purposes. The ETH Zurich
group has already built an optical read-out for the H l -
experiment, which has been successfully operated since
1995 [5].

Each optical link module consists of an on-detector
unit, two optical hybrids, optical fibers and a receiver unit.
The on-detector electronics unit amplifies the signals from
the pads, discriminates and serializes them to 4x16 bit
words as explained in section II. Two optical hybrids, per-
forming opto-electrical (re)conversion, maintain the opti-
cal link between on-detector electronics and the receiver
electronics. Their functional design is presented in section
III. Section IV. describes the receiver electronic unit which
retrieves the multiplexed signals and distributes them to the
trigger electronics. The performance of the optical link
electronics is presented in section V.

II. ON-DETECTOR ELECTRONICS UNIT

Each on-detector unit collects the charge from 2 x 120
pads, amplifies and digitizes this information and performs
a two step multiplexing (four- and 16-fold). After electro-
optical conversion, these light pulses are sent to the receiver
unit (figure 2).

For each segment, the charge on the pads is read-out
via micro coax cables to the rear endfiange of the CIP
and passed to a pair of analog read-out chips : CIPix [6].
Each CEPix chip amplifies, discriminates and fourfold mul-
tiplexes the signals from 60 pads. Synchronously with the
fourfold HERA clock signal, its 15 digital output channels
give four successive words with 15 bits each. The First-
Word bit tags the first of these words and will allow to main-
tain the synchronization with the HERA clock signal at the
trigger electronics. Together they form the 16 bit trigger
word. An EmptyDataSet-signal, generated in the case of
missing inputs on all 64 input pads of the CEPix, serves as
the EmptyDataSet bit. This 17th bit will also be used for a
very fast cosmic trigger.

A 16 fold multiplexer serializes the trigger word and ad-
des a four bit encoding word proceeding the trigger word.

Figure 2: Signalflow of the on-detector electronics unit.

This encoding scheme saves an additional clock signal line
between multiplexer and demultiplexer. The four differen-
tial high-speed data channels — one for each CIPix — are
transmitted by the optical hybrid to the receiver electronics
unit with a data rate of 4x832Mbps (16 bit trigger word
plus 4 bit encoding word). Thus information from 120 pads
is transmitted with an effective data rate of 4x625Mbps.
In addition, the analog signals are branched off before en-
tering the CIPix discriminator to monitor the CEP. These
analog test signals are also transmitted.

The overall synchronization is done with the global
HERA clock signal received by the optical hybrid. A low
jitter phase-locked-Ioop (PLL) unit generates a fourfold
HERA clock signal, distributed to the multiplexer and —
in addition to the HERA clock signal — to the CIPix chip.

For compactness, one optical hybrid serves a double
segment and is mounted on one of the two separate halves
of the on-detector unit. The other half holds the PLL unit
and provides the power supplies. Due to the curvature of
the CIP, the high-speed data channels, analog test signals
and HERA clock signal of the other segment need to be
bridged to the optical hybrid via a thin four layer flex-
capton print.

III. OPTICAL HYBRID

The optical hybrids constitute the interface of the elec-
trical and the optical regime.

Following the dataflow from the CIP to the trigger elec-
tronics, the optical hybrid on the on-detector unit (HIM)
acts as a driver for the outgoing data words and analog test
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signal channels and as a receiver for the incoming HERA
clock signal. The optical hybrid on the receiver unit side
(DeHIM) acts vice versa.

Each HIM/DeHIM pair serves one double segment,
i.e. transmittes four multiplexed data channels, two analog
test signal channels and two HERA clock signal channels
via an optical fiber array with eight fibers. Commercial
solutions fail, because of the asymmetric bidirectionality
and the very tight spatial boundary conditions. The outer
dimensions of the optical hybrid are 41mm x 33 mm x
6 mm at most.

A driver IC matches the signals of the four data chan-
nels to vertical cavity surface emitting laser diodes (VC-
SEL diodes). The VCSEL convert the current-modulated
electrical signal into power-modulated optical pulses. After
40 m optical fibers, PIN diodes reconvert the optical back
to electrical signals. These are amplified by a receiver chip
and produce four differential data signals. The specifica-
tions for the used VCSEL and PIN diodes are given in table
1.

Table 1: Specifications of the VCSEL and PIN diodes.

Optical spec's :

Wavelength

Bamprofile
Beamdivergence
Active area diameter
Sense area diameter
Pout 1 Response

Electrical spec's :

'-'operating
Ureverse
Serial impedance

'laser
'dark
^total
Trise/fall
Crosstalk

Mechanical spec's :

Operating temp.
Chip thickness
Pitch diode/diode

VCSEL

850 nm,
multimode

round
<10°
18 pm

> 0.5 mW

VCSEL

1.7-2.3 V

typ. 30 a
3-4 mA

< 250 ps

VCSEL

PIN

850 nm

100 pm
> 0.5 AAV

PIN

> 10V

< 40 nA
< 0.7pF@ 1.7V

lOOps
>30dB

PIN

<85°C
150 pm
250 pm

In case of the HIM, six VCSEL and two PIN diode ar-
ray dies are aligned with a precision of 5 pm with respect
to two guiding pins and to each other keeping a pitch of
250 pm in order to match the pitch of conventional optical
fiber array connectors (MTP connectors). The guiding pins
adjust the connector to the diode arrays. On the DeHIM
side, six PIN and two VCSEL diode dies are aligned with
the same accuracy.

Because of a distance of less than 9 mm between two

layers, it is not feasible to mount the MTP connector above
the VSEL/PIN array. Even if the connector is reduced to
its inner core (the ferrule), adjusting the ferrule perpendic-
ular to the hybrid leaves no space to properly fix the con-
nector to the optical hybrid. In addition, it complicates the
installation of the fibers directly at the endflange. Thus this
requires to mount the ferrule parallel to the optical hybrid
i.e. parallel to the z-axis. While the diodes send the light
perpendicular to the die, the 62.5/ 125 pm fibers are bent
within 2 mm of height by modifying the ferrule and by us-
ing special fibers. The performance of the transmission line
remains stable. The attenuation at each deflection lies be-
low 2.0±0.2dB.

Each optical hybrid is embedded in an aluminum cas-
ing, to provide robustness and handiness, to avoid electrical
induction from outside and to shield the VCSEL and PIN
diodes from dust. Brackets at the end of the aluminum cas-
ing give a proper mechanical connection of the hybrid with
fiber tails of 700 mm length (350 mm at the DeHIM) and
prevents outside stress to derange the precise mechanical
adjustment of the ferrules to the diodes.

IV. RECEIVER ELECTRONICS UNIT

The receiver electronics unit provides the signals of
four adjacent pads i.e. four successive trigger words and
the EmptyDataSet bits to the trigger electronics (figure 3).

Receiver Electronics Unit

;anak>q test

data words

Figure 3: Signalflow of the receiver electronics unit.

The DeHIM receives the high speed data signals and
passes them to four demultiplexers regaining the trigger
words. Latches feed the remaining fourfold signals and the
EmptyDataSet bit to the backplane that connects both trig-
ger and receiver electronics.

The incoming HERA clock signal is received via the
backplane and directed to the on-detector PLL unit via the
DeHIM. It is also passed to the receiver boards' low jit-
ter PLL unit producing the fourfold reference clock signal
used by the demultiplexer. This fourfold clock signal and
the FirstWord bit are passed to the trigger electronics for
synchronisation of different receiver units.

At the receiver units' frontend, the following signals
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are available for monitoring purposeses: the 16 bit trigger
word, the differential analog test signals, the HERA clock
signal and the fourfold HERA clock signal.

V. PERFORMANCE

The optical link modules will be operated at z = — 1 m
well within the 1.16T magnetic field. They will thus be ex-
posed to radiation and not be accessible from outside with-
out major effort. Therefore, the modules need to be tested
beforehand in the HI environment for long-term stability,
reliability and robustness.

Prototypes of the module are operated since end of
1999. Neither break-down of any of the used components
nor a decrease in the power output of the VCSEL diodes
have been observed.

The lasering of the used VCSEL diodes typically starts
at a current of 4.5 mA (figure 4). With appropriate settings

3000

I 2500 h

2000 -

1500 '7v

1000 -

500 -

U(Laser)
l(Photo)

1.5

0.5

0 2.5 5 7.5 10 12.5 15 17.5 20

l(Laser) [mA]

Figure 4: Output power (~ Iphoio) and characteristic curve
{ULaser) of a VCSEL diode.

for the average and modulation current of the HXT 2000,
the working range i.e. the digital signal levels have been
optimized. They vary beween -49.1 ±4.5 dBm for logical
"low" and -3.7±0.8dBm for logical "high", leading to a
dynamic range in optical output of 45 dB. The crosstalk
lies above 20 dB. The high response gain of the PIN diodes
drives the HXR 2004 receiver into saturation. Thus noise is
suppressed.

Several bits of the data words have been accumulated
for the eye-diagram (figure 5). Their density distribution
is given by the grey scale. The rising and falling edges are
well separated. The measurement of the zero-crossing of
the rising edge results in a jitter of the data words of 61 ps.

For quantitative test, 16 bit random generated bit pat-
terns simulate the trigger words at the multiplexers' input.
After transmission via the full 40 m link and after demulti-
plexing, these patterns are compared with the original in-

hlstograi
scale 359 h l t s / d l '
•ran 6,058967 ns

std dev 61.3597 ps
p-p S6fl.1 ps

f f 5 t t 0 MtS
edian 6.056666 ns p±U 70.OX
h i t s 19.16 IcMts yi±2o 95.6?;
peak S98 h i t s p±3e 99.4?f

Exit

Figure 5: Eye-diagram accumulated for several bits from
the data words. Shown is the pulse height as a function of
time. The small histogram gives the jitter; the grey scale
the density distribution.

put to measure the bit error rate. Over a period of ten
days, three errors occured resulting in a bit error rate be-
low 10~14. This lies far below a tolerated rate of 10~9,
i.e. one error per second3. All errors could be related to
instabilities in the external power supply.

Problems with the synchronization between the 16 fold
multiplexer and demultiplexer have been seen, if the trig-
ger words imitate the bit pattern of the encoding scheme
for some hundred periods. The demultiplexers' Clock Data
Recovery unit locks on the comprising bit pattern instead
of the encoding word. In the operational mode of concern
for the Hl-experiment, this would require the same pattern
of 60 pads of one segment (in a very special arrangement)
repeated over many bunch-crossings. This is expected to
be highly improbable.

From the analog signals, a delay time between CEPix
input pads and receiver electronics unit frontend of 230 ns
has been measured. This is dominated by the optical fibers
with a delay of 200 ns.

The total power dissipation at the CEP end flange (i.e.
the sum of all 40 modules) is about 310 W, low enough for
a water based cooling. A summary of the specifications of
one optical link module is given in table 2.

The on-detector unit has been operated in a magnetic
field from 0 to 2 T.
The optical output of the VCSEL diodes, the threshold of
the CIPix, the analog pulse heights, the noise level and
the total power consumption of the on-detector electron-
ics have shown no variations within the measurable preci-
sion. The jitter of the HERA clock signal remains stable,
while jitter of the fourfold HERA clock signal increases
from 49 ps to 53 ps with a phase shift of 18 ps. Thus no
losses in the performance of the optical link due to the mag-
netic field are expected.

3The inefficiency of the z-vertex trigger will be dominated by the in-
efficiency of the CIP.
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Table 2: Specifications of one optical link module.

Optical specifications :

Digital "high"
Digital "low"
Dynamic range
Crosstalk

-3.7±0.8dBm
-49.1±4.5dBm

45 dB
>20dB

Electrical specifications :

Jitter HERA clock
Jitter fourfold HERA clock
Jitter data words
Delay time
Bit error rate

43 ps
49 ps
61 ps

230 ns (fibers: 200ns)
< 1 ( T H

Power dissipation (digital)

On-detector unit (with HIM)
Receiver unit (with DeHIM)

Power dissipation (analog)

On-detector unit (with HIM)
Receiver unit (with DeHIM)

@ +3.3 V

5464 mW
3696 mW

@+4V

1300 mW
290 mW

O-3.3V

560 mW

@ -4V

430 mW
270 mW

The radiation at the CIP endflange and thus at the on-
detector electronics is estimated to be less than 4 krad per
year. The VCSEL diodes have been irradiated to a fluence
of about 2 x 1014 n/cm2, but no measurable change in either
threshold or efficiency has been seen [7]. After exposure
with 200 Gy ± 4% from a 60Co source, the optical fiber
tails and the short distance cables have shown no change in
the optical behaviour. The same is expected for the 36 m
long cables.

An exposure to radiation of the complete on-detector
electronics unit will be done at the Paul-Scherrer-Institutes
test-beam in September 2000. But no decrease in the per-
formance is expected.
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Abstract
This work presents the results of the test on the

cooling of ATLAS TRT electronics. The test set-up and
the control equipment are described.

A model of a standard cooling unit designed for all
ATLAS detectors is also presented together with its
features imposed by the various boundary conditions
connected with the experimental zone, presence of
magnetic field, limited access and localization of the
various detectors.

around 6.4 watts per the one pair of boards. Operating at
higher temperatures than specified in [1] 45 °C could
shorten the lifetime and decrease considerably the
reliability of the electronics. The electronics of each 8-
plane end-cap wheel will be cooled by two loops of pipes,
each one covering 180 degrees of the wheel (see Fig 2).

I. INTRODUCTION

The heat produced in the TRT (mainly by the front-
end electronics and the straws) must be removed by an
efficient cooling system in order to ensure thermal
neutrality of the TRT towards the rest of ATLAS and to
avoid hot spots damaging the electronics components. In
this work we describe the complete cooling system of the
detector and discuss its efficiency. The efficiency of the
cooling system for the front-end electronics of the TRT
end-cap detector was studied by Finite Element Analysis
and verified with experimental tests.

The TRT end-cap front-end electronics is located at
the outer perimeter of the end-cap wheels and is divided
in two printed circuit boards, the DTMROC board and the
ASDBLR board (see Fig.l).

t DTMROC Board
ASDBLR Board
Cooling Pipes

i: *rr

Thermal Rubber

Conductive plate

Active Web

Ring 3

Passive Web

Ring 2

70 mm

Figure 1: Layout at the outer radius of TRT end-cap wheel with
schematic view of electronics cooling.

The total number of front-end electronics boards in the
TRT end-caps is 5376 and the expected heat dissipation is

Figure 2: Cooling system circuits.

The fluorocarbons QFu, and QFis are considered as
cooling liquid. In general fluorocarbons are characterised
by very high dielectric constants and therefore often used
in industry for the immersed cooling of electronics
components.

In the proposed cooling design of the TRT end-cap
wheel front-end electronics, the heat generated by the
electronics will be transferred through electrical
connectors, via the so-called active web (see Fig.l), down
to a conducting aluminium plate, which is connected to
the cooling pipes. The cooling liquid will thereafter
remove the heat from the system.

II. FINITE ELEMENT MODEL

A finite element model was constructed in order to
study the heat flow and the temperature distribution of the
front-end electronics [2]. Using the symmetry of the
boards and electronics, it was sufficient to study only one
fourth of the total. This model that consists of 30062
nodes and 23816 elements, with an average element
length of less than 1 mm, was made in 3D using the



551

commercial software ANSYS*. The thermal
conductivity's of the electronics boards and the active
web were calculated by the application of multi-layer
theory [3] based upon the different amounts of material in
each layer.

According to the Technical Design Report [ 1] (section
12.9.6), the maximum value for the average power
dissipation in the front-end electronics was 60 mW per
channel (45 -ASDBLR and 15 - DTMROC). In 1999 the
expected power dissipation of front-end electronics was
increased to 100 mW/channel with the distribution 40 -
ASDBLR and 60 - DTMROC. For ASDBLR, this means
320 mW/chip and for the DTMROC 960 mW/chip. Based
on a 5 °C temperature increase of the cooling liquid inside
the detector and an inlet temperature of 15 °C, the
required flow is 1.81 10"5 mVs. All surfaces, except the
ones of the cooling pipe, are treated under adiabatic
conditions, which means that heat is removed from the
system only by the cooling liquid. This corresponds to the
worst case scenario, since some convection will decrease
the temperature of the electronics.

III. RESULTS OF THE FEA CALCULATIONS

As it was shown in [2], a conductive rubber placed
between the ASDBLR board and the aluminium plate
significantly improves the heat transfer and as a result the
maximum temperature of the model visibly drops.
Therefore the calculations were performed for the model
where a rubber having the conductivity of about 1 W/mK
was inserted between ASDBLR board and the cooling
plate. In Fig.3 we present the simulated geometry and the
result. For the power dissipation discussed (40
mW/channel ASDBLR and 60 mW/channel DTMROC) a
maximum temperature of 75°C was found on the
DTMROC chip.

Ml

cd
cn
CD

- t .

Tl

I)
V:
:'.

iii
'>'•'"'

Figure 3: Temperature distribution obtained for the model with
rubber inserted only between ASDBLR and the cooling plate.

Since it was not possible to improve the thermal
contact between the ASDBLR board and the cooling
plate, an alternative solution was to improve the thermal
contact between the DTMROC and ASDBLR boards.
Once again a thermo-conductive rubber was used. All the
volume between electronics boards, with the exception of
connectors and ASDBLR chips, was filled with rubber.

* ANSYS is a trademark of the Swanson Analysis
Systems Inc

The results are shown in Fig.4. The maximum
temperature is dropping to 56 °C. This value is still above
the limit of 45 °C but with the expected decrease of the
power generated by the electronics this result is very
promising.

Figure 4: Temperature distribution obtained for the model with
rubber inserted between the ASDBLR and DTMROC boards.

IV. EXPERIMENTAL VALIDATION

To verify experimentally the results of the FEA
calculations a thermal prototype of the front-end
electronics boards was manufactured. Initially, resistors
were taken to simulate the heat produced by the chips [2],
later the real electronics was used. The results for the
latter case are presented in Fig.4. The experimental set-up
is shown in Fig.5.

Figure 5: Experimental set-up. Conductive rubber can be seen
between electronics boards.

Here water was used as a cooling liquid. The flow rate
was adjusted to give the same heat transfer coefficient as
in the case of fluorocarbon.

Table 1: Comparison of simulations and measurements results.

Heat load case
ASDBLR/DTMROC

mW/channel

31/44*
40/60 *
31/44**
40/60**
36/40**

Maximal temperatures on electronics set
[°C]

ANSYS simulation
58.8
75
45

55.9
44

Measurements
54.5

47
54.5

* Without thermo-conductive rubber between electronics boards
*• With thermo-conductive rubber between electronics boards
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The measured values are the steady-state temperatures
achieved at equilibrium. The temperature of the cooling
water at the inlet of the cooling pipes was 15 °C. The
measurements were performed with and without thermo-
conductive rubber placed between the ASDBLR and
DTMROC boards.

V. DESCRIPTION OF A STANDARD COOLING UNIT.

To cool the whole TRT two cooling units with a
capacity of around 30 kW will be placed at the ground
level of ATLAS experimental cavern (Fig. 7). They will
have to operate in a hostile environment, common to all
LHC experiments. Because of a temporarily inaccessible
area they have to be filled and drained automatically. The
risk of a leak has to be as remote as possible. For
fluorocarbons used in TRT cooling system the cost of
leaks can be substantial [4]. In addition the cooling units
will have to work in strong magnetic field of 500 Gauss
and will have to sustain the total radiation dose close to
1.5 Grey in 10 years [5].

At the lowest point of the cooling installation there is
a reservoir with a capacity equal to the total volume of the
circuit. An absolute pressure of 500 mbar is kept in this
reservoir equipped with a level indicator and a pressure
sensor. A safety valve tarred at 70 mbar protects the
reservoir against overpressure. A cooling liquid is
pumped into the circuits through a filter and a plate
exchanger by means of a pump (see Fig.6). The heat
exchanger is connected to a chilled water circuit.

A flow rate of chilled water is remotely controlled
according to the temperature of the outgoing liquid using
a pneumatic valve. Two main circuits are equipped with a
valve activated by a double effect servomotor. An
additional circuit allows a remote control of quality, input
and recuperation of a liquid.

A differential pressure valve regulates the pressure in
the outlet collector. Each distributor situated on the
platform is equipped with a pneumatic shut-off valve and
a control valve regulated in the function of pressure loss
in sub-circuits. Flow rate of the latter is regulated by an
equilibrium valve. Returns can be individually isolated
with the use of a hand-operated valve.

Before starting the operation of the installation all
pneumatic valves are closed, the vacuum pump is
switched on and the absolute pressure in the reservoir is
set at 500 mbar. If the pressure stays constant the circuits
are opened one by one, the pressure being controlled all
the time. Increasing pressure means the presence of a leak
or an open circuit. When all the circuits are opened the
liquid can be introduced into the detector. Air present in
the circuit comes back to the reservoir and its excess is
evacuated by the vacuum pump. A decrease of the level
of liquid during the operation means that there is a leak in
one of the inlet circuits. In such a case the circuits can be
isolated one after the other in order to find a cause. An
anomalous increase of the pressure in the reservoir
indicates a leak in a return circuit.

CONTROLRACK-US1!

Figure 6: The cooling unit with its main components

COOLING UNIT 30kW
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In case of a sudden change of the level or pressure in
the reservoir the circulating pump is switched off and
automatically in the whole installation pressure becomes
lower than atmospheric. The liquid in the circuit will

LAYOUT TRT COOLING UNITS IN UX15

come back to the reservoir, except that present in possible
pockets.

General characteristics:
2 Cooling units 30 kW
Primary circuit: chilled water - 6/14 °C - 3
Secondary: C8F18 - 12/17 °C - 13.2 m3/r
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Figure 7: Layout of the TRT cooling system in ATLAS experimental cavern

In order to start the pump again it is necessary to
perform the starting procedure except filling the
reservoir. All these manipulations are done from
distance and can be automated by a PLC
(Programmable Logic Controller). The proposed
modular equipment can be used for all cooling
installations in the ATLAS regardless whether
fluorocarbons, demineralised water or water with
algaecides or anticorrosion additives are used.
Arrangement of elements of the cooling unit should
also allow their insulation in the case of cooling with
the use of low temperature liquids, for instance cooling
of the thermal shields of silicon detectors.

Fig.8 shows a cooling unit similar to one proposed for
TRT. It is used by COMPASS experiment at CERN
[6]. This unit was specially designed as a real size
prototype for LHC standard cooling units.

VI. CONCLUSIONS

The work shows that by creating an additional heat
path between the electronics and the cooling plate with
the use of conductive rubber it is possible to cool
electronics down to acceptable temperatures.
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A good agreement between the calculations and
the test results was obtained. The finite element model
was experimentally validated as a powerful tool that
may be used for further investigations of the impact of
any changes in the design.

A standard cooling unit was designed for TRT
cooling system. Units based on the same principle can
be adapted to all the cooling systems of the ATLAS
and others LHC experiments.

PIP controlled pump

Heat exchanger

3. J.E.Graebner, AT&T Bell Laboratories, Thermal
Conductivity of Printed Wiring Boards,
Electronics Cooling (Oct-95).

4. P.Bonneau, M.Bosteels, Liquid Cooling Systems
(LCS2) for LHC detectors, 5th Conference on
Electronics for LHC Experiments, Snowmass, CO,
USA, 20 - 24 Sep 1999 / Ed. by Decosse, C -
Geneva, 1999. [ CERN-99-09 ; CERN-LHCC-99-
033]

5. ATLAS Technical Co-ordination Technical
Design Report, ATLAS TDR-13, CERN/LHCC-
99-01(31-January-1999)

6. P.Bonneau, Compass cooling unit - technical
specification
http ://pbonneau. home. cern. ch/pbonneau/C
oolingSystemWeb/Compass/CompRackO
per, htm

Figure 8: Cooling unit for COMPASS experiment. A real
size prototype for LHC standard cooling units
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Abstract
A 50 kV X-ray source and an 8 MeV electron beam were used
to irradiate MOS transistors from a commercial 0.25 \im process
to doses of 50 Mrad(SiO2) and 80 Mrad(Si) respectively.
Threshold voltage shifts of up to -140 mV were observed in
PMOS transistors whilst noise measurements showed very little
degradation in the white noise region after irradiation and
annealing. Detailed results of both static characteristics and
noise are presented.

experience has shown that devices from the same process
fabricated by two different foundries can exhibit very different
behaviour [4]. This could lead to production of chips which
might fail to achieve the criteria for operation at CMS.

This report presents results on measurements before and after
irradiation of the static characteristics and noise of transistors
manufactured by two foundries owned by the same company
and employing the same 0.25 |xm process.

II. EXPERIMENTAL DETAILS

I. INTRODUCTION

Readout electronics at the heart of the CMS microstrip tracker
will have to fulfil stringent requirements in terms of speed,
density and radiation tolerance. Ionising doses of up to 10 Mrad
over ten years of operation are expected for the innermost layers
of silicon microstrip detectors and associated readout electronics
[1]. The inaccessibility of the CMS detector requires the careful
design of all electronic components for these to be fully
operational over the projected lifetime of the detector.

The readout system for the silicon microstrips adopted by the
CMS collaboration is based on the APV chip series. The APV
chips will sample, amplify and store signals from their
corresponding microstrip detectors. Until recently, all
generations of APV chips were designed and built using
qualified radiation hardened technologies. Work done by the
RD49 collaboration identified commercial technologies as
viable alternatives to older and more expensive radiation
hardened technologies [2]. The APV25 is the first chip in the
APV series designed in a commercial 0.25 um CMOS
technology [3], Although no steps are taken in the fabrication
process to harden the APV25 chip, it is radiation tolerant by its
nature (very thin gate oxide) and by design (the chip features p+
guard-rings and enclosed transistor geometries to suppress
leakage current paths).

The best way to characterise radiation tolerance is to expose a
circuit directly to a source of ionising radiation. However, a lot
of information can be obtained by studying radiation effects on
individual transistors, built on relatively simple test structures
using the same process. In addition, simple test structures can
easily be manufactured by more than one foundry. Past

A Devices
The 0.25 [xm process is characterised by the following:

5.5 nm gate oxide thickness,

2.5 V operating voltage,

twin well CMOS process,

shallow trench device isolation (STI).

Figure 1: Foundry B test structure.

The test structures contained several transistors, Figure 1. Most
of the transistors tested were PMOS transistors with a channel
width of 2000 |am. These were chosen because the dominant
contribution to the noise in the APV25 is given by the input
preamplifier transistor, which is a PMOS transistor with a
channel length of 0.36 |xm and width of 2000 Jim operated with
a bias current of ~ 400 \xA.
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The dimensions of the conducting channels of the transistors are
given in Table 1.

Table 1: Channel dimensions for the transistors used in this study.

Foundry A

Foundry B

Type

PMOS
PMOS
PMOS
NMOS
PMOS
PMOS
PMOS
PMOS
PMOS

Width [urn]

2000
2000
2000
2000
2000
2000
2000
2000
250

Length [urn]

0.36
0.50
0.64
0.36
0.24
0.36
0.48
0.60
0.36

B Radiation Sources

Two sources of ionising radiation were used to irradiate the test
structures, a 50 kV X-ray source and an 8 MeV electron beam.

The 50 kV X-ray source was used to irradiate test structures
from both foundries. Most of the dose was delivered by X-rays
with energies around 10 keV. The dose rate obtained was
approximately 0.5 Mrad(SiO2)/hour with a 10% uncertainty on
the dose rate measurement. Transistors were irradiated in steps
to a final dose of 50 Mrad(SiO2).

A pulsed 8 MeV LIN AC electron beam was used to irradiate a
test structure from foundry B only. The LINAC produced
0.624krad(Si)/pulse with 50 pulses/s. The dose rate obtained
was 112 MRad(Si)/hour, much higher than that given by the X-
ray source. The uncertainty on the measurement of the dose rate
was 10%. The test structure was irradiated to a final dose of 80
Mrad(Si) with one intermediate step at 40 Mrad(Si).

C Biasing

All devices tested were biased with their gate voltages above
threshold (|VG|>500 mV). This does not represent worst case
bias conditions for PMOS transistors, where all terminals should
be grounded, but represents the actual operating conditions of
transistors in the CMS tracker. All devices irradiated by the X-
ray source were placed in an oven at 100° C for a week to speed
up the annealing processes. The transistors were also biased
during annealing.

D Noise Measurement Setup
Two slightly different setups were used to measure the noise in
transistors irradiated by the two different sources. The setup
used to measure the noise in transistors irradiated by the X-ray
source is described in more detail in [5]. A spectrum analyser
(HP4195A) was used to measure the gate referred voltage noise
spectra of the device under test (DUT). Both systems were
based on converting the noise current at the drain of the DUT to
a voltage by a transimpedance amplifier and by referring the
voltage noise spectrum back to the gate of the DUT. Noise

measurements were performed in the moderate inversion region
with 400^iA<|IDS|<500uA and |VGS|=500mV.

III. STATIC CHARACTERISTICS

The threshold voltage is the static parameter which degrades the
most and therefore more attention is paid to it in this section. It
is calculated by interpolation of the IDs-VGS curve in the linear
region of operation of the transistor between two values of drain
current. The threshold voltage shift, AVu,, is calculated by
subtracting the pre-irradiation value of the threshold voltage
from its value after irradiation.

A X-ray irradiations

Transistors from both foundries were irradiated with the X-ray
source.

1) PMOS Transistors

Both interface traps and oxide trapped charge in the gate oxide
cause a negative threshold voltage shift in PMOS transistors.
Figures 2 and 3 show AVu, for PMOS transistors taken from
both foundries, with the points without background representing
the shift after the annealing stage.
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Figure 2: PMOS transistor threshold voltage shift, foundry A.
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Figure 3: PMOS transistor threshold voltage shift, foundry B.

The maximum shift is around -125 mV for foundry A and -80
mV for foundry B at 50 Mrad(SiO2) for transistors of
comparable dimensions (W/L=2000/0.36). The non-linear
behaviour in Figure 3 is due to the fact that the transistors were
left for different time periods between irradiation steps,
allowing some room temperature annealing to take effect. After
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the oven annealing, most transistors show some partial
recovery, with lower threshold voltage shifts. These shifts in the
threshold voltage are very low and would not cause a loss of
functionality in ASICs such as the APV25.

I f f W' 10"
Ip/W [Am1]

" Prwad
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Figure 4: PMOS transistor transconductance and subthreshold slope.

The effect of interface states can be distinguished from that of
oxide traps by analysing the subthreshold slope of the ID-VG

curve. The subthreshold slope is taken in the linear region of
operation of the chip, where ID increases linearly with |VG|-
Charge traps at the interface can cause a reduction in mobility
(reducing dlv/dVs). When the reduction in mobility is high, the
slope is visibly less steep. Although the threshold voltage shift
can clearly be seen, there is no significant change in the slope
for PMOS transistors, Figure 4. This would suggest that very
few interface states contribute to AVth. There is no significant
change in transconductance.

2) NMOS Transistor

Oxide traps cause a negative threshold voltage shift in NMOS
transistors whereas interface traps cause a positive threshold
voltage shift. The two types of traps compensate and the
dominant type will cause a shift in its direction. Since AVth is
positive, the contribution from interface states is larger than that
from oxide traps, Figure 5. After 50 Mrad, AV,h is 14 mV. After
annealing however, AVa, increases to 73 mV. It is unlikely that
new interface states are being created. The most likely
explanation for the jump in AVu, is that the number of oxide
traps is being reduced by the thermal annealing process.

0 10 20 30 40 50
Total dose [Mrad(SiO2)]

Figure 5: NMOS transistor threshold voltage shift, foundry A.

A reduction in the slope of the ID-VG curve is visible after
irradiation and after annealing, Figure 6. This is a clear
indication that the irradiation process has generated interface
states, which cause a reduction in the mobility of charge carriers
within the thin conducting channel beneath the oxide. The
reduction in mobility can also be seen in a plot of the
normalised transconductance (gjlv), Figure 6. gn/ID decreases
by 9 % after 50 Mrad and by 15 % after annealing (weak
inversion region, Ij/W = 10"5 Am'1).

30

£.20-

0

- C i nil.!

..J-.; J..!j!:.. \..u

•V?-!i | t t t ' - i - t -r:- i ;V

'' i'jij ! j ' l "

- Prerad
•50 Mac
• toned , .

.... l|,.. UJl l ,
'.": j ' ; !

10°10" 10" 10"° 10"' 10'

Figure 6: NMOS transistor transconductance and subthreshold slope.
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B Electron Beam Irradiations
The 8 MeV electron beam was used to irradiate one test
structure from foundry B. The threshold voltage shift for the
transistor with W/L=2000/0.36 is -126 mV at a total ionising
dose of 80 Mrad(Si), Figure 7.

-120

-160

W/D-2000/0.24
W/L-2000/0.36
W/L=2000/0.60
W/L»250/0.36

8020 40 60
Total dose [Mrad(Si)]

Figure 7: PMOS transistor threshold voltage shift.

The transconductance and the subthreshold slope curves (not
shown here) have very similar characteristics to those obtained
from measurements of PMOS transistors irradiated with X-rays
(Figure 4).

IV. NOISE

The determination of flicker noise characteristics in PMOS
transistors was made difficult by the fact that noise
measurements were done over a relatively small frequency
range. For PMOS transistors the flicker noise corner before
irradiation lies between 50 and 100 kHz. An analysis of the
evolution of the white noise levels with irradiation is useful
since the region of interest in the frequency spectrum (for the
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operation of APV25 chips) lies above 2 MHz. All results
presented in this section relate to transistors with
W/L=2000/0.36.

A X-ray irradiations
The noise characteristics for PMOS transistors from both
foundries irradiated with X-rays are shown in Figures 8 and 9.
The transistor from foundry A shows lower flicker noise and
white noise levels.
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Figure 8: Noise of a PMOS transistor from foundry A.
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Figure 9: Noise of a PMOS transistor from foundry B.

The white noise levels for the PMOS transistors are reported in
Table 2. These were calculated by averaging the white noise
values for frequencies above 1 MHz. They change very little
after irradiation and annealing. The PMOS transistor from
foundry B has a slightly higher white noise level before
irradiation and this level increases by a higher fraction after
irradiation compared to the PMOS transistor from foundry A.

Table 2: White noise levels and percentage increase w.r.t pre-rad
values for PMOS transistors irradiated with X-rays.

Dose
[Mrad(SiO2)]

0

50

Anneal

PMOS Foundry A

Noise level
[nV/VHz]

1.12

1.2

1.17

%
increase

0

7

4.5

PMOS Foundry B

Noise level
[nVA/Hz]

1.14

1.25

1.21

%
increase

0

10

6

The corner noise frequency for the NMOS transistor lies around
2 MHz, Figure 10. After irradiation, the white noise level
increases significantly compared to the PMOS transistors
measured. This provides more evidence suggesting that
interface states are being generated during the irradiation
process.
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Figure 10: Noise of an NMOS transistor from foundry A.

B Electron Beam Irradiations

Figure 11 shows the evolution of the noise characteristics of the
PMOS transistor irradiated with 8 MeV electrons. The corner
noise frequency increases from 50 kHz before irradiation to 400
kHz after 80 Mrad(Si).

10-

Prerad
40 Mrad(Si)
80 Mrad(Si)

103 10°
Frequency [Hz]

Figure 11: Noise of a PMOS transistor from foundry B.

The average white noise level does not increase significantly
after 40 Mrad(Si). However, after 80 Mrad(Si) there is a 20 %
increase in the white noise level, Table 3.

Table 3: White noise levels and percentage increase w.r.t pre-rad
values for the PMOS transistor irradiated with electrons.

Dose [Mrad(Si)]

0

40

80

Noise Level [nV/Vtfe]

1.29

1.34

1.55

% increase

0

4

20

The higher noise levels in Table 3 (compared to Table 2) can be
explained by the fact that the bias conditions during the noise
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measurements were different (|IDs|=500uA for measurements in
Table 2, |IDS|=400(xA for measurements in Table 3).

V. DISCUSSION

A Comparison of the Two Ionising Sources
Radiation induced parameter degradation depends on the energy
of the incident radiation. Two effects which are energy
dependent are absorbed-dose enhancement (important for X-
rays) and electron-hole recombination. For example, at low
fields (not the case here) nearly twice as much electron-hole
recombination occurs for 10 keV X-rays compared to Cobalt-60
gamma radiation [6].

10 keV photons and 8 MeV electrons were used to irradiate
PMOS transistors. For 10 keV X-rays, Dose(Si) = 1.8 x
Dose(SiO2) [7] so 50 Mrad(SiO2) should be roughly equivalent
to 90 Mrad(Si). We might expect the results in Figures 3 (X-
rays) & 7 (electrons) to be similar. This is not the case. For the
PMOS transistor with W/L=2000/0.36, AVu, = -82 mV for X-
rays and AV,i, = -126 mV for electrons.

The dose rate used for the electron irradiations was around 200
times higher than that used during X-ray irradiations. In
addition, the electron source was pulsed. These factors,
combined with electron-hole recombination and absorbed-dose
enhancement, contribute to the differences observed between
Figures 3 & 7. The relative importance of each factor is
unknown.

B Comparison of the Two Foundries
All the test structures involved in this study were manufactured
by two foundries owned by the same company. The behaviour
of transistors was expected to be the same after irradiation and
annealing since the two foundries use the same process.
However, Table 4 shows some small differences between the
two foundries. Transistors from foundry A have a higher
threshold voltage shift after irradiation, although they show
better recovery after annealing. Transistors from foundry B have
a higher white noise level, which increases more significantly
after irradiation. These results suggest that more oxide traps are
being generated in the oxide of foundry A but its Si/SiO2

interface is of higher quality.

Table 4: Comparison between PMOS transistors from foundries A and
B (W/L=2000/0.36).

AV,,, after 50 Mrad(SiO2)
AV,h after annealing

White noise level increase
after 50 Mrad(SiO2)

White noise level increase
after annealing

Foundry A
-125 mV
-76 mV

7

4.5

Foundry B
-82 mV
-66 mV

10

6

More statistics are needed to confirm these differences, since
only one test structure from each foundry was irradiated.

VI. CONCLUSIONS

Transistors from the 0.25 (xm CMOS process used to
manufacture APV25 chips were irradiated to ionising doses of
50 Mrad(SiO2) with an X-ray source and 80 Mrad(Si) with an
electron beam, much higher doses than those expected in the
CMS microstrip tracker. The maximum shift observed in PMOS
transistors was less than -140 mV, with most transistors
showing some recovery after annealing. The NMOS transistor
showed a small positive shift (14 mV) after irradiation and an
increase in the value of this shift after annealing (73 mV). These
radiation induced shifts would not significantly affect the
functionality of the APV25.

The white noise levels for the PMOS transistors did not increase
significantly after X-ray irradiation. There was a 20 % increase
in the white noise levels after the 80 Mrad(Si) electron beam
irradiation. The noise degradation in the NMOS transistor was
much more pronounced, with a 40 % increase in the white
noise levels after X-ray irradiation.
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Abstract
A digital to analog converter for slow control of pixel front-
end chip has been designed in a standard 0.35jim CMOS
technology to prove the effectiveness of the chosen circuit
structures for this application. The DAC provides a total
output current variation of about 13 JJA with 8 bits of
accuracy (LSB = 5 In A). The circuit is based on a PMOS
current bank, since an "enclosed" NMOS of reasonable size
would operate in weak inversion for these current levels
and would hence be unsuitable for accurate current sources.
The bit value determines whether the corresponding current
is switched to the output or sent to ground. The occupied
area is about 300^m x 300|̂ m and total power dissipation is
85|aW. The results of the test measurements performed on
31 fabricated prototypes show that statistical fluctuations of
the output current due to mismatch are negligible compared
to the desired accuracy for all the input configurations.
Results of X-ray irradiation tests carried out at the CERN
facility will be also presented.

I. INTRODUCTION

One of the main requirements in a large pixel detection
system, like ALICE'S one [1], is the performance
uniformity among the several thousands of channels which
compose the system. This property must be preserved also
in presence of significant irradiation doses, which can cause
drifts in the behaviour of the different channels. To get
more uniformity and to counteract the irradiation effects,
each pixel read-out chip must be equipped with some
digital to analog converters (DACs) able to vary some
crucial bias settings of the front-end circuit in dependence
of a digital configuration word. In this way, a re-calibration
of the whole pixel detection system can be done on a
regular basis, thus increasing the detector lifetime.

The DAC should deliver in output a variable current
which can be used directly to set the bias points most
effective on the behaviour of the single channel. Of course
the DAC specifications are given in terms of area
occupancy, less than 500nm x 500 |J.m, power
consumption, which must be less than 200jxW, accuracy, at
least 8 bits, and last, but not least, radiation hardness. In
particular, the DAC accuracy is strongly dependent on the
effects of parameter mismatch which, in the design phase,
is the most important issue to deal with. The kind, size and
bias of the devices used to generate the output current

must be carefully chosen to control at acceptable levels
the errors induced by mismatch. Moreover suitable layout
techniques must be adopted to guarantee the needed
matching among the current sources.

The prototype proposed in this work has been designed
in a standard O.35jim CMOS technology to validate the
adopted design solutions for the intended application. A
total number of 36 chips have been fabricated and 31 out of
them have been assembled on a very simple board and fully
characterized to evaluate the DAC performance in terms of
offset and gain errors and integral and differentia] non-
linearity errors (INL and DNL respectively). In particular,
DNL measurements show that the effects of parameter
mismatch has been correctly taken into account and that the
desired 8 bit accuracy has been achieved.

X-ray irradiation tests have been also carried out at
CERN with different irradiation doses and their results
show that the circuit is robust against irradiation induced
leakage currents up to lOMrad. Nevertheless threshold
variations induced by irradiation cause sensible shifts in the
average currents delivered by the DAC, which indicates
that the circuit used to extract the threshold voltage is able
to compensate just small VTH variations.

Further post-irradiation measurements show that the
DAC accuracy in terms of DNL is poorly affected by
irradiation and that the pre-irradiation input-output
characteristic can be easily recovered for doses up to 2Mrad
varying the reference voltage of the threshold extraction
circuit.

II. THE PROPOSED DAC

The proposed DAC has the classic current division
configuration [2-4], based on an array of 2n-l elementary
current sources each delivering the current corresponding to
the least significant bit ILSB- The 2n-l currents are suitably
summed in order to obtain then "bit currents", scaled as the
powers of two. The DAC configuration is set by means of n
PMOS deviators which send each bit current to ground or
to a summing node, as depicted in figure 1.

Two further circuit blocks are shown in figure 1. The
first, namely XREF, is needed to provide the elementary
current sources of the array with the suitable bias voltage.
Global variations of the MOS threshold voltages are
compensated by means of this circuit, which is basically the
VTH extractor [5] represented in figure 2.
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Figure 1: Structure of the proposed current division DAC

Figure 2: Threshold extractor used to bias the current array

A relatively small current flows in M5, which is a large
W/L transistor working in subthreshold region (VGS5=VTH).
If this current is negligible compared to ID3=II». the output
voltage V] is given by:

V l = ^ | P - + VB I A S- |V r a] (1)

A |VTH| increase induced by irradiation in the PMOS
transistors which compose the current array is thus
compensated by a decrease of the bias voltage V,, resulting
in a constant overdrive of the current sources.

The current to current conversion block in figure 1 is
needed after the summing node to re-scale the current
generated by the array IDAc to the value needed in output
IOUT- In fact IDAC is fixed on the basis of considerations
related to matching, area occupancy and power available
and, in general, is greater than IOUT- The schematic of the
current conversion block is reported in figure 3 [6].

IBIAS is the minimum current delivered by the current
source array when all the bits of the DAC configuration are
zero. If M2 and M3 are transistors of the same size, VGS4 is
equal to VGsi. thus the relationship between IOUT and
IDAC=IIN+IBIAS is:

IOUT = (W/L)4

W (W/L\
(2)

Figure 3: Current to current conversion circuit

In our case this ratio is equal to 2/3.
PMOS deviators have been used instead of simple

switches to set the DAC configuration, since they guarantee
more reliability in presence of leakage currents induced by
irradiation.

III. THE CURRENT SOURCE ARRAY

The value assigned to the elementary current source of
the array Ii^B has been decided considering the power
available and the desired output current variation,
expressed as a fraction of the average value. Since the
power supply voltage is fixed at 2.2V, the total current
delivered by the DAC (IBIAS included) is known and the
variation desired in output (± 75% of the average value),
along with the number of bits, sets ILSB=90nA. The
transistors which compose the current source array must be
carefully designed to prevent the effects of parameter
mismatch on the DAC accuracy. In particular, long channel
transistors must be used to achieve reasonably high values
of overdrive, needed to limit the effects of threshold
mismatch. NMOS transistors are unsuitable, since the
"enclosed" layout design [7], mandatory for radiation
hardness, would require an unacceptable area occupancy in
case of long devices. Consequently the current array is
composed by PMOS transistors and their width has been
fixed at the minimum value of the technology, i.e.
W=0.8|jin, to meet the area occupancy specification. The
value of the length L and, thus, the overdrive VGST of the
PMOSes have been determined considering the matching
properties of the transistors employed as a function of W
and L, according to the Pelgrom's model [8]. The standard
deviation of the current delivered by the DAC has been
expressed in terms of the matching parameters of the
technology used, and, imposing that its value is less than
ILSB/2, the minimum length of the elementary current
source has been derived, resulting in the following formula:
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with 6 = p MIN . Of course the length of the transistor

2 L
evaluated using eqn.(3) must be compliant with the area
specification, otherwise the number of bits of the DAC
must be reduced and a new iteration of the design process
must be done. In our case the minimum transistor length
provided by (3) is 37|im, which results to be compatible
with the area specification. The resulting overdrive VGST is
0.5V.

Extreme care has been devoted to the layout of the
current source array. Each bit current is composed by 2'
elementary current sources arranged in a common centroid
structure as described in [9]. Dummy transistors have been
added on the edge of the current source bank to avoid
mismatch due to border effects and the power supply lines
have been adequately dimensioned to get rid of errors due
to excessive voltage drops.

IV. EXPERIMENTAL RESULTS

The output current of 31 DAC prototypes has been
measured for each of the 256 possible configurations using
an HP4155A. Five different series of measurements have
been taken to obtain an average input-output characteristic
for each prototype in order to reduce measurement errors,
and the maximum variance of the current values for each
DAC configuration is negligible compared to the LSB
current.

In figure 4 the average input-output characteristic of the
whole sample of measured circuits is represented, along
with the one predicted by simulation. It is apparent that the
measured current values are apparently lower than the ideal
ones, resulting in a appreciable amount of offset and gain
errors. This is probably due to real VTH values different
from the simulated ones but does not represent a major
source of problems for the application of the DAC, since
the ideal characteristic can be easily achieved just varying
the reference voltage of the threshold extractor VBIAS' Table
1 summarizes the main global features of the DAC.

The integral non-linearity error (INL) has been
evaluated considering the end point line method. For each
circuit the straight line connecting the first and the last
points of the input-output characteristic has been
determined and INL has been computed for each
configuration as the difference between the measured
output current and the corresponding value on the end point
line. The average INL for the 31 prototypes is depicted as a
function of the DAC configuration in figure 5 and exhibits
a typical behaviour, peaking in the central region of the
DAC characteristic. The maximum value of the average
INL is about 80% of ILSB, while the maximum standard
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Figure 4: Average input-output characteristic of the DAC
compared to the simulated, ideal one

Table 1: Average DAC measured parameters

ILSB

AIOUT

Offset error

Gain error

Area

Power dissipation

51.055 nA

13.019 uA

-290.43 nA

-2.2810 uA

300 x 300 um2

85 uW
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Figure5: Average value of INL for the 31 measured prototypes

deviation of INL is about 85% of ILSB, which are
adequately low values.

The differential non-linearity error (DNL) is defined for
the i-th configuration in the following way:

DNLi=INLi-INLi.1

The value of DNL should be always less than ILSB/2,
otherwise the variation of the least significant bit of the
DAC would not make any sense and the DAC accuracy
would be less than the desired 8 bits. Figures 6a and 6b
shows respectively the average value and the standard
deviation of the DNL as a function of the DAC
configuration.
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Figure 6a: Average value of DNL for the 31 measured prototypes

16 T

1 16 35 52 69 86 103 120 137 154 171 188 205 222 239 256

Digital Input

Figure 6b: Standard deviation of DNL for the 31 measured prototypes

As far as the average DNL is concerned, its value is
always negligible and does not exceed 4% of ILSB- On the
other hand Figure 6b shows that the standard deviation of
DNL exhibits peaks corresponding to the configurations in
which a remarkable number of elementary current sources
are switched on or off. In fact, the highest peak is obtained
in the passage from the configuration 01111111 to the
configuration 10000000, that is when all the sources which
delivers output current in the starting configuration are
switched to ground and the complementary set of current
sources is turned on to produce next configuration. The
maximum DNL standard deviation is about 15% of I^B,
thus the probability that the least significant bit of the DAC
is not meaningful is negligible. In fact, the maximum
measured DNL for all the 31 measures prototypes is about
37% of ILSB, thus preserving the validity of the LSB.

V. IRRADIATION TESTS

Several irradiation tests have been performed by means
of the X-ray tester at CERN. The total irradiation doses
considered are lOKrad, 50krad, 300Krad, 500Krad, 2Mrad
and lOMrad and two chips have been tested for each dose.
During the irradiation, the DAC has been powered at 2.2V
and the total current delivered by the power supply has
been monitored. The output terminal has been left floating,
thus the measured current includes the contributions of the

whole current source array, the bias circuit and part of the
output stage.

Figure 7 summarizes the experimental results achieved
in terms of total current shift measured after the irradiation
as a function of the total dose. The measured current is
always decreasing with the irradiation dose, thus no effects
of leakage induced by irradiation is observed up to lOMrad.
Since all the devices used are PMOSes, the variation of the
total current is caused by the shift of the their threshold
voltages, which, in absolute value, increase linearly with
the irradiation dose. It can be concluded that the technology
used is robust enough, since no leakage was observed, but
the threshold extraction circuit is able to compensate just
moderate threshold shifts, corresponding to no more than
50Krad of irradiation dose. Thus an improvement of the
bias circuit design is mandatory, unless the reference
voltage VBIAS is varied .
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Figure 7: Total current shift as a function of the irradiation dose

Since it was difficult to reproduce the measurement
setup needed to obtain the input-output characteristics of
the DACs soon after the irradiation tests, assessment of
integral and differential non-linearity errors have been
carried out in Bari, after few days of annealing at room
temperature.

Figure 8a and 8b represent respectively the variations of
the average DNL and of the standard deviation of DNL
after the irradiation as a function of the total dose.
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Figure 8b: Variation of the standard deviation of DNL as a function of
irradiation dose

Post-irradiation measurements show that the DAC
performance in terms of DNL is not affected in substantial
terms by the irradiation: the maximum variation of the
average DNL is definitely negligible compared to ILSB

(figure 8a) and its standard deviation increases just by 4%
of ILSB. with respect to the pre-irradiation value (figure 8b).

The shift in the average current delivered by the DAC
as a consequence of irradiation can be compensated by
varying the reference voltage of the threshold extractor,
VBIAS in figure 2. In figure 9 the input-output characteristics
of a DAC irradiated up to 2Mrad have been reported before
and after the irradiation with VBIAS at nominal value, i.e.
0.6V. After the variation of the reference voltage to 0.25V,
it is possible to restore with a sufficient accuracy the pre-
irradiation characteristic, as figure 9 shows. Notice that the
VBIAS variation does not affect appreciably the average
value of DNL, nor its standard deviation, thus the accuracy
of the DAC is preserved.

VI. CONCLUSIONS

A digital to analog converter for application to the slow
control of the pixel front-end chip has been designed,
realized and fully characterized. The circuit has been
designed using only PMOS devices, to avoid the resort to
area expensive enclosed NMOS devices for radiation
hardness purposes. The circuit structure and the size chosen
for the devices allow to achieved the desired 8 bit
resolution, as shown by the differential non-linearity error
measurements: the average DNL is less than 4% of LSB
and its standard deviation does not exceed 15% of LSB.
Irradiation tests up to lOMrad have been carried out and the
results show that the DAC accuracy is just slightly affected
by irradiation: no leakage current effects have been
observed and the only remarkable irradiation effect is the
threshold shift of the PMOS transistors. Further
measurements indicate that this effect can be compensated
by varying the external reference voltage of the bias circuit,
which is unable to counteract threshold shifts caused by
more the 50Krad of total dose.

103 120 137 154 171 183 206 222 239 256

Digital Input

Figure 9: Input-output characteristics for ihe DAC:
(a) pre-irradiation, VBIAS=0.6V
(b) post-irradiation (2Mrad), VB[As=0.6V
(c) post-irradiation (2Mrad), V =0.25V
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Abstract

In the context of developing a DAQ Prototype System for
the CMS experiment CERN we have designed a Readout
Unit (RU). The RU is a part of the DAQ Readout
Column and has up to 512 MBytes memory. It is capable
of handling data events at 400MB/s bandwidth. This
unit is based on PCI (PMC) modularity and exhibits a
reconfigurable structure. This paper describes the
hardware implementation of the RU and its components.

I. INTRODUCTION

Future experiments in High Energy Physics, such as the
Compact Muon Solenoid (CMS) [1] for the LHC at
CERN, raise the demand for high performance Data
Acquisition Systems (DAQ). Multilevel filtering DAQ
architectures require fast buffering for intermediate
storage of raw data while the event is processed in
various levels. Usually a fast dual-port memory is used
as data buffer. It also offers the possibility to collect
large amounts of data that span the sizes of multiple
events. Standard bus interfaces such as the Peripheral
Component Interconnect (PCI) [2] are used whenever
possible. PCI Mezzanine Cards (PMC) [3] are intended
to be used where slim, parallel board mounting is
required for host modules with the logical and electrical
layers based on PCI.

II. CMS DAQ ARCHITECTURE

The architecture of the CMS DAQ system is shown in
Figure 1. The RU is a major part of the readout system.
It resides between the Front-End Drivers (FED) and the
Builder Data Network (BDN). The RU catalogues
events according to their Event-Ids, which are provided
by the Event Manager (EVM) and serves as an
intermediate buffer. The RU is capable of receiving
event data from the FED at 400MB/S and can send
requested event fragments at the same time to the BDN
at 400MB/S.

QQQ—QQ^r

Readout Column

Figure 1: CMS DAQ System

III. READOUT UNIT

A. RU Functions and Requirements

The RU functional blocks are shown in Figure 2. It has
four communication ports and comprises the following
basic functional and structural components: Readout
Unit Input (RUT) - input for event data (up to 4KB) at a
rate of 100KHz, Readout Unit Output (RUO) - output for
sending data to the BDN, Readout Unit Memory (RUM)
- dual-port memory up to 512 MBytes size for storing
the event fragment data and a Readout Unit Supervisor
(RUS) for additional control and monitoring. A fast
interconnect is used between all components of the RU.

NrfFED"*l...l
Iqwl btodwid* up to 400M&I

RU Readout Unir
RUI Readout Input
RUM Readout Memory
RUO Redout Ompnt
RUS RU Supervisor

I l

BON IHiriJiIrr Cnir Net
RON Rrjil^il O I ; J Net

Figure 2: RU Functional Blocks
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B. RU Block Diagram

The block diagram of the RU is shown in Figure 3. It is
implemented by two physical boards, called Readout
Unit Memory (RUM) and Readout Unit Input Output
(RUIO) respectively. Both boards are designed as long-
size 64bit PCI units, which operate at 33/66MHz and can
be plugged into any standard 64bit PCI slot.

RUIO

MEM 0-i

[OP

1 PBR

Figure 3: RU Block Diagram

The boards are configured via the common 64bit PCI
host bus in which they are plugged. For internal
connection between the boards, we also use the 64bit
PCI bus protocol at 33/66MHz.

/ ) RUM

The Readout Unit Memory board is a central part of the
RU. The RUM is a PCI dual-port memory with a third
PCI bus for control purposes. Four PCI Bridges (4B
PBR) are used to connect the input, output, control and a
local bus. The local bus is used to connect the Memory
Management Unit (MMU), the Memory Controller
(MC), the PCI interface controllers and the PBR. The
RUM board can be seen in Figure 4. It contains also
memory and PCI/PMC connectors. For the mentioned
building blocks we use fast re-programmable devices
(e.g. the APEX series from Altera [4]). An IOP480 from
PLX Corp. [5] acts as a local bus controller. The data
memory is based on Synchronous DIMM modules with a
possible capacity of up to 512 MBytes. The Synchronous
DIMM modules can operate at up to 133MHz-clock
frequency and in full-page burst mode. For each input
and output ports two bi-directional 2Kx36 bits FIFO's
are available as deep data buffer between the memory
and the PCI interface controllers. The boards are
currently undergoing functional tests.

Readout Vitil Mtmt'ry HUM - tftpvltv

U*lttti*Mty Jtt'Af - batttim v

Figure 4: Readout Unit Memory

2) RUIO

The RUIO board is shown in Figure 5. It contains the
following generic building blocks: three PCI bridges (3B
PBR), a PCI to Local Bus IOP480 controller, Memory -
(Flash, SRAM and DIMM), an Ethernet controller and
PCI/PMC connectors. The core tasks of the RUIO are to
extend the input and output bus of the RUM and to
provide flexible control of the RU. Three PBRs are
implemented using one FLEX10K200 component [4].
Commercial-off-the-shelf network interface cards (e.g.
Myrinet [6], Ethernet, ATM and FC) can be plugged into
PCI/PMC connectors to link a RU to the FED and BDN.

Figure 5: Readout Unit Input Output

The IOP480 controller has a 32bit/33MHz PCI bus
interface and a 32bit local bus running at 60MHz,
integrated memory SRAM/FLASH/SDRAM controller
for up to 256MBytes size of memory, DMA controllers,
a serial interface RS-232 and an I2O (Intelligent I/O) [7]
compliant messaging unit. As an Ethernet controller we
use a 21143 PCI 10/100Base-T LAN controller from
Intel. The chip is optimised for low power systems. The
first five RUIO boards have been produced and have
been functionally tested successfully.
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IV. FPGA FLEXIBILITY

In order to implement all functions of the RU we
decided to use reprogrammable logic devices (FLEX,
APEX etc.). This decision is based on our experience
from previous versions of the Readout Unit Memory
(RDPM see [8]). An approach based on FPGA's
provides us with enough resources to implement
numerous different functions with no modification to the
physical board.

A. PCI Bridge

Commercially available fast interface protocols such as
the 64bit 33/66MHz PCI standards delivered the
required bandwidth that is necessary to transfer data
from the FED to the BDN. Data and control from one
bus to the other are transferred using multiple PCI
bridges that are part of the RUM and the RUIO. They
are implemented in FPGA's. The basic structure of a
version with four PCI busses is shown in Figure 6.

PCI Bridge

Figure 6: Four PCI Bridges

The core elements of the structure are unidirectional
FIFO's for sending or receiving commands and data over
the PCI busses. In addition, a PCI arbiter for each bus is
implemented.

B. Memory Management Unit

The MMU is a device that organises event data in blocks
using tables and pointers. It is receiving event header
information from the RUM input PCI interface. Each
header contains an Event-ID number, a word-count, the
first memory block address and status information. The
MMU also contains logic for releasing memory areas in
the data memory. These areas are associated with events
that are stored in the RUM. For these functions the
MMU is using SRAM and has a direct connection also to
the Memory Controller on board. The block diagram of
the MMU is shown in Figure 7.

II

Figure 7: Memory Management Unit

C. Memory Controller

The Memory Controller (MC) is a device, which
generates physical memory addresses from logical event
data information that originates from MMU or PCI
interface units. The MC also contains an internal arbiter
for read/write access from/to the PCI ports, accessing
address counters and control logic of the FIFO's. The
Block diagram of the MC is shown in Figure 8.

Figure 8: Memory Controller

D. Readout Unit Controls

The Readout Unit devices are configured via the Host
PCI bus, see Figure 3. The data flow control in the RUM
and RUIO designs is done by internal 32bit PCI bus. We
envisage two different schemes of implementation of the
data flow control. The first is to use a commercially
available I/O processor (IOP480 from PLX Corp.). The
second is to deploy programmable logic devices and to
replace the control of the RUM with simple protocol.
The former approach has been successfully implemented
in the RUIO prototype. Experience with the IOP and the
1,0 protocol will be accumulated during the prototype
development. The block diagram of the data flow
control implementation in the RUM is shown in Figure
9.
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Figure 9: Data Flow Control Implementation in the RUM

V. RU CONFIGURATIONS

A Readout Unit is a set of physically connected PCI
devices, namely a RUM and RUIO. The flexibility of
each of these devices provides the possibility of building
a RU by choosing one RUM and two RUIO's or one
RUM and one RUIO. The first configuration is exhibited
in Figure 10. There, two RUIO modules are connected to
a RUM module. The RUIO's implement the functions of
RUI and RUO. The input uses PMC and the output uses
PMC and PCI boards.

RUI RUO
RUM

PMC In

Figure 10: RUM and two RUIO

The second configuration with one RUM and only one
RUIO is shown in Figure 11. The functions of RUI and
RUO are realised by the RUIO module. For control and
data we are using two independent PCI busses.

RUI
PCI In

VI. SOFTWARE DEVELOPMENTS

For control and monitoring of the input, output and local
bus of the RUM and RUIO, a Real-Time Operating
System (VxWorks) has been ported to the IOP480 [9].
To accomplish this task a Board Support Package (BSP)
has been designed which interfaces the hardware to the
OS software layers. The next step, an adaptation of
Linux for the mentioned processor is currently under
development.

VII. CONCLUSIONS

The RU prototype follows closely the requirements of
the CMS data acquisition system and is therefore a
fundamental element for testing switched event builder
systems under realistic conditions. It can also be
considered as a stand-alone firmware DAQ system for
test beam environments or mini experimental set-ups.
The use of latest generation FPGA components provides
a flexible way to implement and further improve the
functions of a Readout Unit.
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Abstract
In the context of large data acquisition systems (DAQ) for

LHC experiments, flexible and uniform interfaces between
subsystems is a key feature to ensure best possible system inte-
gration, maintainability and a clear system upgrade policy.
This approach is widely used in CMS at the border between
sub-detectors front-end and the DAQ.

I. INTRODUCTION

In the case of CMS, there will be about 12 different data
sources providing ~1 MB of data per trigger to the DAQ (see
Fig. 1). Interfacing these sources with the DAQ is a critical
point given the overall size and complexity of the final system
(on-detector electronic, counting room electronic and DAQ).
The interface is defined and elaborated within the Readout
Unit Working Group where all data providers and data con-
sumers are represented [3].
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Fig. 1 CMS DAQ block diagram

II. READOUT CHAIN

The Detector Dependant Unit (formerly known as Front
End Driver) can be seen as the interface between the DAQ and
the sub-detector readout systems. Below the DDU, no sub-
detector specific hardware is foreseen in the DAQ architecture
(see Fig. 2).

A. Detector Dependent Unit
The task of the DDU is to deal with a given sub-detector

with its specificities and make available the data to the DAQ
link according to a unique CMS-wide specification [1]. The
specification includes the minimum functionalities to be per-
formed by the DDU (header generation, alignment check-
ing...) and the description of the DAQ slot located on the
DDU where the DAQ link is plugged.

Detector data link

Input command

Output command

RUM RUS

<c RUO bus

RUO

Switch Data Link

Fig. 2 Readout chain logical structure

B. DAQ slot

The FED DAQ slot is based on S-LINK1 [2] but extended
to match CMS needs (64 bits @ 100 MHz). The extension is
implemented through an extra connector hence allowing the
usage of standard S-LINK product until the availability of the
DAQ link.

S-LINK64* DAQ link card

Glue
FPGA Lini:

RUI

Fig. 3 DAQ port on the FED

1.Generic FIFO interface featuring 32 bits @ 40 MHz specified at CERN by
R. McLaren and E. Van Der Bij
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C. DAQ link requirements
The average event size at the DDU level is -2KB with a

maximum trigger rate of 100KHz. Therefore the average
throughput of the DAQ link must be 200MB/sec over 200m.
Due to stochastic fluctuations on the event size and large
uncertainties on the LHC luminosity and the detector occu-
pancy/noise, a safety margin of 2 is foreseen in the DAQ link
design to absorb unexpected or pathologic (!) data volume.

S-LINK as well as S-LINK64 specifies a set of 2 connec-
tors (a sending and a receiving one) but not the physical link in
between. The possible link candidates are the following:

• CMS ECAL Front End link: HP G-Link based
10 ascending fibers @ 800Mbit/sec (800 MB/sec equivalent)
2 descending fibers @ 800Mbit/sec (used for flow control)

• COTS based design
i.e Gbit hardware components

• Commercial standard off-the-shelf data link
in this case, DAQ provides the glue logic between the FED-DAQ port
and the commercial standard (i.e. PCI, PCI-X,...)

The design and the implementation of the S-LINK64 port
on the FED is under the responsibility of the sub-detector.

The physical implementation of a typical CMS readout col-
umn is shown Fig. 4.

III. DATA TRANSFER PROTOCOL

Upon reception of a Level 1 Accept signal (LV1A), the
DDU receives from the Front End the data corresponding to
the selected event. After a detector specific processing, these
data are encapsulated according to the common CMS data for-
mat and pushed through the DAQ port into the DAQ link card.
This device moves the data in a transparent way to the other
end of the link where the DDU events are queued in order of
their arrival. Now the DDU events are available to the RUM as
if the DDU would be located in the surface buildings.

Concurrently, the EVM, upon reception of the same LV1 A,
broadcasts to all RUIs the triggered (counter value incre-
mented by LV1A) and an event_id. Each individual RUI can
now extract the first available event in the link card, check that
this event corresponds to the expected triggered (the data
encapsulation provides a triggerjd generated at the Front End
level) and store it to the RUM under the logical address

pointed by <event_id>. Later in the readout process, the event
is now retrieved following this new "name".

Detector site

-100m

Underground
counting rooms

DDU/
FED/
DCC

200m

Input command

DAQ link cards

Surface
[ RUI bus 1

[RUM]IRUS]

Switch Data Unk

Fig. 4 Readout chain physical location
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IV. TOPOLOGIES

The simplicity of S-LINK.64 matches well the
Front-End environment and is an easy starting point
for data splitter/concentrator development. This flexi-
bility is needed to allow the usage of either state-of-
the-art high speed or low-cost components. Different
possible topologies can be envisaged:

400MB/sec link

RUI: Readout Unit Input

RUM: Readout Unit Memory

RUS: Readout Unit Supervisor

RUO: Readout Unit Output
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Fig. 5 one2one topology with a link at the nominal
speed or low-speed

Fig. 6 n2one, one2n and n2n topologies

V. CONCLUSION

Seen from the detector side, the DAQ appears like
a FIFO memory through the S-Link64 specifications.
S-Link64 features a confortable safety margin regard-
ing expected data throughput. The different possible
connection topologies allow the DAQ to adapt unex-
pected situations like data overload by simply adding
more data links.

VI. GLOSSARY

EVM: Event manager

TTS: Trigger Throttling System

DDU: Detector Dependent Unit

FED: Front End Driver

DCC: Data Concentrator Card

RC: Readout Column

RU: Readout Unit
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Abstract
This paper presents the detailed signal-integrity

analysis results of the connector and cable linking the
ALICE Time Projection Chamber (TPC) to its Front-End
Electronics.

The goal was to find a cable design that minimizes the
crosstalk (electromagnetic coupling) between the signal
lines. Other considerations taken into account were the
signal line capacitances and the imposed mechanical
constraints (cable flexibility, thickness, and physical
dimensions).

Crosstalk effects in the connector pins were also
analysed.

The design was tackled using different software tools.
For the cable, a Finite Element Method was used to
extract an equivalent distributed circuit model which was
then exported to PSpice®. The resulting simulations will
be presented. For the connector, an electromagnetic full-
wave solver was used to simulate completely all high-
speed effects.

We will show how these programs helped us to
quickly investigate different cable configurations.

I. PROBLEM DESCRIPTION

The ALICE TPC detector has to be linked to the read-
out electronics by some electrical means. The most
convenient way of doing this is by a flexible flat cable.
However, the nature of the signals to be transmitted (low-
amplitude, analogue, very fast rise-times) requires a
thorough study of the characteristics of this transmission
line, particularly regarding signal integrity issues such as
crosstalk and reflections.

The main objective of this design is to minimize
crosstalk induced by a signal pulse on the neighbouring
traces to avoid false triggering.

Several factors influence crosstalk, but the most
important are signal rise-time, coupling length, track
separation (i.e. signal pitch), stackup and the form of the
propagating electromagnetic fields. Given the problem
constraints, we will focus on how to bound the
electromagnetic fields so as to reduce coupling between

channels. The only method practically available for
achieving this is by proper ground and signal placement
in the cable and connector.

There are some other effects to consider. First, the
capacitance to ground has to be kept low so as to reduce
the parasitic effect to the charge detector input. Also, the
cable has to remain flexible, so that a proper mechanical
connection and maintenance is ensured. This implies that
we need a minimum thickness cable with no solid planes.

The cable is built on a flexible PCB with one layer of
polyamide (e^=3.5) of 70 urn thickness between two 55
urn thick layers of coverlay (£^4.4). The copper signal
tracks are 160 \im wide and are separated by 640 urn.

The cable will be mated to a PCB using a connector.
This will play an important role in the system behaviour
due to the fast (~50 ps) edge rates and so has to be
properly characterised.

II. CROSSTALK DEFINITIONS

Crosstalk occurs in any system with two or more
conductors. Each wire segment acts individually as an
inductor and capacitor, and also as an antenna. Together,
they act as coupled antennae due to their mutual coupling.
This coupling can be expressed in terms of capacitive and
inductive components. Figure 1 shows a simple crosstalk
scenario with one active (aggressor) and one passive
(victim) line.

The nodes of the transmission lines are labelled:

1. Near-end (driver-end) of the aggressor line
2. Far-end of the aggressor line
3. Near-end of the victim line (backward crosstalk)
4. Far-end of the victim line (forward crosstalk)
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Figure 1: Crosstalk scenario. Cm models the capacitive
crosstalk; Lra models the inductive one.
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Figure 2: Forward crosstalk (V4) in the far-end of the victim
line for an aggressor signal (VI).
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Figure 3: Backward crosstalk (V3) in the near-end of the victim
line for an aggressor signal (VI).

Note that matched terminations are assumed on all
ports. The coupling parameters (Cm, Lm) are given for
the coupled length.

Figure 2 shows the theoretical signals for the far-end
crosstalk for this configuration.

The amplitude of the induced signal can be evaluated

4 \ C L
(Eq. 1)

(Eq. 2)

The forward crosstalk coefficient is proportional to the
difference of the normalised capacitive and inductive
couplings. If both components were equal, there would
not be any far-end signal. This is known as homogeneous
propagation. However, under typical non-homogeneous
circumstances, the inductive component is larger than the
capacitive component and the overall crosstalk has a
negative polarity. Its magnitude is proportional to the
coupled length and inversely proportional to the signal
rise-time and the track separation.

Figure 3 shows the waveforms for the near-end
crosstalk.

Here, the crosstalk coefficient is given by [1]:

K - -
6 ~4

(Eq. 3)

V =
Vj —

(Eq. 4)

The backward coefficient is proportional to the sum of
the normalised capacitive and inductive couplings, and so
it can never be zero or negative. The backward crosstalk
will always have the same polarity as the aggressor signal
and its duration will be equivalent to twice the
propagation delay of the traces.

Due to the small cable-thickness, the electromagnetic
fields will propagate in both polyamide and air. This leads
to a non-homogeneous propagating structure and so to
both forward and backward crosstalk.

III. MINIMIZING CROSSTALK IN A PCB

A. Simulation Tools
Assuming that all fields in the cable will be

transversal to the direction of propagation, we can analyse
the structure using the Maxwell 2D Extractor®. This is a
quasi-static solver that leads to solutions where the high
frequency effects (i.e. radiation) are ignored. This
approach is valid as long as the physical dimensions are
smaller than one tenth of the wavelength considered.

The methodology consists in initially drawing a 2D
model for the cable. The signal lines and signal returns
(ground) have to be identified, the cable materials
declared and finally, the problem boundary conditions
defined.

Maxwell 2D Extractor® is then used to provide the
electromagnetic fields solution for the structure. The
program outputs the capacitance and inductance matrices
for the problem (computed by integrating the fields over
the cable) and can also extract parameters such as
characteristic impedance, crosstalk coefficients and the
propagation delay.

The inductance and capacitance matrices represent an
equivalent transmission line model that can be exported to
a SPICE simulator. This allows us to simulate the
structure as part of a larger electrical circuit and obtain
the resultant signals in the time domain.

The Maxwell 2D Extractor® can create either lumped
or distributed models. Lumped models can include losses
and frequency dependency but can produce spurious
results. Distributed models are generally better behaved
but they cannot include losses or frequency dependent
effects. It is up to the designer to choose the most
suitable representation for a given problem.

Another important feature of this tool is the
parametric sweep option that was used to find the
optimum solution. The dimensions of the structure can be
varied so as to find the configuration with the lowest
possible capacitance and coupling. This was
accomplished by running multiple simulations on the
several possible physical structures.
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B. Simulations
The 2D simulations are accurate and computationally

inexpensive, so many different layouts could be quickly
tested (Figure 4).

The necessary cable flexibility leads to models with
the ground plane split into several tracks. The first two
models were used to study the effect of guard tracks set
between the signal tracks. In models C and D, the signal
tracks have been placed on opposite sides of the
polyamide layer in order to increase the effective pitch
and thus hopefully reduce crosstalk.

Distributed lossless SPICE equivalent models were
extracted. This was considered a good approximation as
losses were estimated as negligible over the small cable
length (75mm).

The models were exported to PSpice® to check the
crosstalk result in the time domain. A gaussian pulse of
50ps rise time (fastest expected pulse case) was applied to
the aggressor track. Except for the near-end of the
aggressor, all the cable ends were terminated in the
characteristic impedance of the structure. The crosstalk
was measured in all of them.

C. Results
For the cable design, the low coupling and the low self-
capacitance requirements are contradictory. If the signal
return paths are very close to the signals themselves, the
electromagnetic fields will be mostly contained in this
area and thus there will be minimal stray fields and
coupling with other lines. However, this implies a larger
capacitance to ground with its adverse consequences to
the charge detector.

MODEL A.With Guard
Guard traces

^!^j/'l^rsv&&r7ir^M

Ground tracks

MODEL BAVHhout Guard

Signal tracks

SBBLJBBLzJ*
75jim

<5]im

MODEL CSIgnals in different layers

MODEL D. Signals in different

Figure 4: Different signal-ground track configurations.

The total cable and connector-assembly capacitance
should not exceed lOpF so as to limit the parasitic effects
to the input charge detector. The calculated cable
capacitance is well below this limit (table 1).

Table 2 shows the good correlation between the
simulated crosstalk values in PSpice® and the calculated
theoretical values (equations 1-4). We see how the guard
tracks used in model 'A*' can help to reduce considerably
the crosstalk. However, as both ends are terminated to
ground, a standing waveform can arise and produce
undesirable resonances [2]. This can be avoided by
grounding the lines at one of the ends through termination
resistors (model 'A**') but this also much reduces the
guard track effect (Table 2).

Figure 5 shows the PSpice® simulation results for
every model. The black traces correspond to the near-end
crosstalk, the grey ones to the far-end crosstalk. The
results for model 'A*' clearly show the effects due to the
line resonances - these are much reduced for the 'A**'
configuration.

The bottom traces show the estimated crosstalk for
models B and C (model D showed similar behaviour but
with peak values lying between those of B and C).

Model C was finally selected due to its considerably
lower crosstalk.

I ' 0
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f-60
p
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Figure 5: Far-end and near-end crosstalk for the different
configurations.
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Table 1: Characteristic parameters for different configurations

Model Name

A

B

C

D

C(PF)

7.73

7.25

7.36

5.99

Cro(pF)

0.04

0.08

0.04

0.05

L(nH)

25.3

26.0

25.8

28.8

Lm(nH)

1.0

0.9

0.4

0.7

Z0(Q)

57.26

59.6

59.2

69.3

tpD (ps)

442.8

436.5

436

415

Table 2: Forward and backward crosstalk for a 50 ps rise-time
aggressor signal vs. theoretical values.

Model
Name

A*

A**

B

C

D

V4 (mV)
Forward

-42.5

-72.4

-111.8

-48.9

-62.5

V3(mV)
Backward

5.3

11.1

11.5

5.3

8.0

V4 Theor.
(mV)

Forward
-

-

-102.9

-43.9

-66.2

V3 Theor.
(mV)

Backward
-

-

11.4

5.2

8.2

Guard tracks to ground.
Guard tracks loaded with ZQ at the far-end.

IV.

D. Tools

ANALYSIS OF THE CONNECTOR

CROSSTALK

Due to the high-speed nature of the application,
SAMTEC's 0,80 mm hi-speed (QSE and QTE 020-01-L-
D) connectors were chosen. As these are commercially
bought items, the only practical option available to the
designer to reduce crosstalk is by strategic signal and
ground pin assignments.

The complex structure of the connector and the very
fast edge rates expected requires an analysis with a full
wave solver. This allows us to take into account effects
such as radiation.

The simulation procedure includes the creation of a
3D CAD physical connector model, the specification of
the materials, the identification of signals and signal
return paths, the port definitions and the input excitation
description.

Since MicroWave Studio® uses the Finite Integration
Technique (FIT), it is able to show the resultant signal
waves directly in the time domain. This allows the study
of possible signal integrity issues (crosstalk, ringing,
reflections etc) without the need of a SPICE simulation. It
also provides the S-parameters of every port for a defined
frequency range and the electromagnetic field distribution
at any given frequency.

The gaussian input pulse used is the ideal excitation
signal for time domain simulations as its transformed
frequency domain signal is also gaussian with a limited
bandwidth and no zero axis crossings. This simplifies the
S-Parameter calculations.

Simulation Area

ULM n u n m rn m i mn

Port!
Port 2
Port 3

Port 4
Port 5
Port 6

Plastic body

Figure 6: 3D connector model.

E. Simulations
for aWe will present the crosstalk characteristics

given signal and ground pin configuration

We exploited the high level of symmetry in the
connector so that we needed only simulate one part of it
(Figure 6). This alleviated the meshing problems and
allowed model simulations in reasonable times.

The second snapshot in Figure 6 represents the
metallic parts of the mated male and female connectors.
The third figure shows the same mated connectors but
now with the outer plastic bodies and already connected
to two small pieces of PCB.

An alternating ground-signal-ground configuration
was used in order to minimize the crosstalk.

A 50 ps rise-time gaussian pulse was applied to port 2
(aggressor). The near-end crosstalk was measured using
ports 1 and 3, the far-end crosstalk at ports 4 and 6.
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Figure 7: Time-domain connector transmission results.
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Figure 8: Near-end (port 1) and far-end (port 4) crosstalk

F. Results
Figure 7 shows the transmitted and reflected signals

for the given input. Almost all of the input energy is
transmitted to the output with very little reflected back
towards the source. Figure 8 shows the near-end
crosstalk for port 1 and the far-end crosstalk for port 4.

Figures 9 and 10 show the simulated S-parameters.
The star symbols show measurements provided by the
manufacturer for a similar signal-ground pin
configuration [3]. There is good agreement between the
calculated and measured results.

V. CONCLUSIONS

It has been shown how signal-integrity issues become
important with the use of high-speed signals. We have
demonstrated how crosstalk can be simulated and what
measures can be taken to minimize it.

For the cable design, it was practical to simulate
different configurations until an optimum solution was
found. The final equivalent distributed model obtained
from Maxwell 2D Extractor® was exported to PSpice®
and simulated as part of a larger electrical circuit.

For the connector analysis, the MicroWave Studio®
full-wave solver was used due to the fast signal rise-time
and small connector dimensions involved.
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Figure 9: Frequency-domain connector transmission results.
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Figure 10: Near-end (IS2il) and far-end (IS24I) crosstalk

The good correlation between our simulations and
those predicted by theory and from the manufacturers
data allows us to have confidence in our results.

We have demonstrated how these tools can be used to
replace ad-hoc and rule of thumb design approximations.
They can help to minimize the number of possible design
iterations and can greatly aid in completing projects
within time, budget and personnel constraints.

All of the programs discussed in this paper are
available and fully supported at CERN by IT/CE-AE.
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Abstract
Optical data transmission has been chosen for the

ATLAS Pixel and Semiconductor Tracker to deliver both
timing and control information to the detector modules
and transmit tracking data to the remote computer room.
Radiation hardness of individuals optical components and
their ASICs drivers have been reported in previous
papers. We will report here the Single Event Upset
studies carried out on a customised optopackage using a
high-energy pion beam. It will be shown that the system
is sufficiently robust to SEU at the ATLAS SCT level.

I. INTRODUCTION

Optical links will be used for the readout of the
ATLAS SCT and Pixel detectors[l]. A dedicated
radiation hard, low mass and non magnetic optopackage
has been developed with VCSEL emitters and Epitaxial
Si PIN photodiode receiver. Details of the design and its
performance are described in [2] . The two on-detector
ASICs have been designed in the AMS 0.8 (J,m BiCMOS
process. Although it is not a radiation hard process, both
the circuit and the layout have been designed to minimise
the effects of radiation. Components expected to have
good radiation tolerance have been chosen: npn bipolar
transistors, polysilicon resistors and polyl-poly2
capacitors. Transistors were operated at high current

densities where radiation effects were expected to have
least effect on their characteristics. Finally, circuits were
designed to be very tolerant to changes in absolute values
of passive components and in particular in the value of
transistor gains [3].

Although the radiation hardness of all the previous
components has been established and shown to be
suitable for the ATLAS SCT environment, Single Event
Upset (SEU) is becoming a major concern with the
radiation level achieved at LHC. This effect is caused by
a particle depositing lots of energy in a small volume of
an electronic component. The charge released along the
ionising particle path is collected promptly, a current
transient is produced which might generate an SEU. The
most sensitive regions of a microelectronic device are the
reverse-bias p/n junctions, where the high electric field is
very effective in collecting the deposited charge by drift.
Preliminary studies have shown that our system was
insensitive to a Sr90 ionising source and a 9 MeV neutron
beam (see [4]) at a flux larger than that expected at the
SCT. We will report here SEU appearance with a
pion/proton beam in the momentum range from 300-450
MeV/c. From these results, the cross section for
producing an SEU was deduced. The resulting Bit Error
Rate (BER) was estimated to within the SCT
specification.

Corresponding author, Email: gm@hep.ph.bham.ac.uk.
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II. LINKS SPECIFICATIONS

The SCT links transfer digital data from the SCT
modules to the off-detector electronics (RODs) at a rate
of 40 Mbits/s and use NRZ coding of the digital readout
data, with provision to operate also at 80 Mb/s for
potential use within the ATLAS pixel subsystem. Optical
links are also used to transfer Timing, Trigger and
Control (TTC) data from the RODs to the SCT modules.
BiPhase Mark (BPM) encoding is used to send the control
data for a module on the same fibre as the 40 MHz bunch
crossing clock. In this scheme, a 20 MHz clock is sent
and each extra transitions are used to encode "l"s in the
data as illustrated schematically in Figure 1.

Clock

Command

Encoded
Clock&Cominand

Figure 1 Bi-Phase mark encoding of TTC data.

The links are based on radiation-hard VCSELs
transmitters and Si PIN photodiodes receivers. The
VCSEL will be driven by a simple VCSEL Driver Chip
(VDC) which translates LVDS data from the silicon
module to the current signal used to drive the optical
emitter. The PIN diode signal is received by the DORIC
chip. The DORIC chip decodes the BPM encoded input
data stream to recover the 40 MhZ clock and 40 Mb/s
control data which are output in LVDS format.

Single Event Upset is most likely to take the form of
spurious signal generation in the PIN photodiode which is
decoded by DORIC as an erroneous data bit. DORIC and
VDC themselves have been designed to minimise SEU
effects by keeping the area of active components small.
The epitaxial Si PIN, however, is 350 um in diameter
with an active thickness of 15 |̂ m. The system
specification is for a Bit Error Rate (BER) better than
10"9 s"1 which must be maintained at all times during the
operation to avoid missing trigger information which
would cause modules to lose synchronisation with the rest
of the system. As the predominant particles in the SCT
during operation will be pions with energies in the several
hundred MeV range, a pion beam facility was chosen for
the SEU study as described below.

The pion beamline TIMI at the Paul Scherrer Institut
(PSI), Villigen, CH, was used for the Single Event Upset
study. It was possible to control the beam momentum in
the range 300-465 MeV/c, thus enabling some
measurement of the energy dependence of the measured
SEU rates. The beams used consisted largely of positive
pions (7i+), with less than -20% proton contamination -
the ratio depending upon the momentum used. The beam
spot at the sample was measured to have FWHM of
~20mm in both transverse directions using a wire
chamber. Fluxes were measured using a 2mm diameter
disk of scintillator mounted in front of a photomultiplier
tube, cross-checked using the activation of Al-foils. Both
of the measurements agreed to within 10% which is
within the independent measurement accuracy. Both
ASICs were mounted on a kapton support structure
similar to the final SCT style support along with a custom
optical package containing two VCSELs and one
epitaxial silicon PIN photodiode. This so-called "dogleg"
was mounted in the beam as shown in figure 2. The beam
spot were arranged to cover the area of both ASICs and
the optoelectronics components. It can be assumed that
the flux was uniform over this area of approximately
lOmmx 10mm.

Figure 2: Devices mounted onto a "dogleg" for
SEU testing at PSI. The beam passed through the
center of the package and ASICs into the board.

A VME-based BER test system was used to measure the
BER rate as a function of optical power. A reference data
set was taken with no beam followed by data with the
beam at various momenta.

III. EXPERIMENT
IV. DATA RESULTS

Data were taken at PSI at four momenta and five
particle fluxes as shown in Table 1. The BER is plotted as
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a function of the average photodiode current in Figure 3.
There is a clear region where SEUs are observed at low
optical input powers. Sufficient headroom is available in
the system to allow larger optical signals to be used which
swamp the signals produced by particles passing through
the photodiode and recover the system BER to the
specified level of 10"V. This is encouraging for the final
application where the maximum flux in the SCT is not
expected to exceed 3 106 cm2 s1. At the SCT level, a BER
which takes into account SEU could be estimated, as it
will be shown in the next paragraph.

Table 1: Pion/proton fluxes obtained at different beam
momenta in the PSI beam. The pi on beam flux was
measured with an accurancy better than -10%,
corrected for photomultiplier system dead-time.

Beam Momentum

300 MeV/c

350 MeV/c

405 MeV/c

405 MeV/c

465 MeV/c

Flux (cm"1 s'1)

2.95 10"

5.71 10'

4.96 10"

1.16 10s

1.22 10s

-»-4G5MMcLcwflux

-#-406 M M ; Hcfi flux

1000

Figure 3: Measured Bit Error Rate before and during
exposure to the PSI beam at various momenta.

An upset cross section (aupsei) is calculated from the
ratio of the number of errors Nerr observed in a given
interval to the fluence <|> in the same time interval:

Nrrr

upset

The measured oupset is shown in Figure 4. Data for
high and low flux at a beam momentum of 405 MeV/c are
in agreement indicating a linear scaling with flux and thus
allowing these results to be used to scale to different rates
that may be encountered in the final application in

different regions of the detector. One possible expla-
nation for the higher BER cross-section at 300 MeV/c is
the A resonance in pion-nucleon scattering which gives
rise to a marked increase in the total pion-proton
interaction cross-section. Detailed Monte Carlo
simulations would be needed to verify this.

We can scale the additional energy deposit from the
passage of a high energy particle through the photodiode
from a simple model of DORIC as an RC filter:

1-12 . Eeh

where:

Emin minimum energy deposit required to trigger
DORIC (MeV)

Ipin average photocurrent

lh constant representing the hysteresis in DORIC4A
(10)

Eeh mean energy required to create an electron-hole
pair in silicon (3.6 eV)

e elementary charge (1.6xl0~19 C)

co0 = (109 s'1) time constant of the DORIC input
RCRC

stage

1.E07

1.E06

1.E09

1.E10

1.E-11

• ^
SI 405 M=Mfc

iSOOMMc

10 103
AeragsPhctoamert(pA)

1000

Figure 4:Measured SEU cross-section for the different
beam momenta available at PSI.

The energy necessary to trigger a bit-flip in DORIC
for a 30)iA input photocurrent is of 0.6 MeV, up to 3.6
MeV at 100 u.A.

V. ESTIMATED BER WITH THE SCT FLUX

Provision has been made in order to deliver at the
system level an input power level of lmW. The loss
introduced by the patch panel, added to the loss due to the
radiation damage in the fibre, could be estimated of 4 dB.
The PIN photodiode responsivity, estimated to be 0.3
AAV after 10 years of irradiation, gives a minimal input
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current of lOO^A. For such a value, the measured cross-
section will be 6 10"9 cm2. With a SCT flux of
3 106 n cm2 s"1 and a data rate of 40 Mbit/s, we obtain an
estimated BER of 6 10'10 (± 1.7 10"10) s"1, lower than the
1CT9 SCT BER specification.

VI. CONCLUSIONS
On-detector components of the data links have been

proven to be sufficiently radiation hard for use in the
SCT. System testing in a pion beam of similar intensity to
the flux levels expected in the SCT have shown that the
data links can be operated in a regime where the effect of
SEU can be minimised by choosing a sufficiently high
input power level.
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