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Abstract:
In the context of the SILVA Project (Atomic Vapor Laser Isotope Separation), numerical
simulation of the plant scale propagation of laser beams through uranium vapour was a great
challenge.
The PRODIGE code has been developed to achieve this goal. Two companion papers /1,2/ describe
both the project and the code, especially the numerical method and the parallelization scheme.
Here we focus on the task of achieving high performance simulation on the TERA computer. We
describe the main issues for optimizing the parallelization of the PRODIGE code on TERA.
Thus, we discuss advantages and drawbacks of the implemented diagonal parallelization scheme. As a
consequence, it has been found fruitful to fit out the code in three aspects: memory allocation, MPI
communications and interconnection network bandwidth usage.
We stress out the interest of MPI/IO in this context and the benefit obtained for production
computations on TERA.
Finally, we shall illustrate our developments. We indicate some performance measurements reflecting
the good parallelization properties of PRODIGE on the TERA computer.
The code is currently used for demonstrating the feasibility of the laser propagation at a plant
enrichment level and for preparing the 2003 Menphis experiment. We conclude by emphasizing the
contribution of high performance TERA simulation to the project.
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Introduction
The present work is a joint effort related to the SILVA project and to the associated Menphis
experiments [1]. It is complementary to two others papers ([2], [3]).
In order to better understand the various physical phenomena arising during the process and also
to calculate large scale experiment, numerical simulations of the laser beam propagation are an
unavoidable step.
Hence, to achieve an accurate resolution well adapted to the various physical and temporal scales
occurring in the problem to simulate, several specific numerical methods have been proposed and
implemented. They are described in the companion paper [3] and have led to the PRODIGE code.
However, even with the design of specific methods, high performance computing is mandatory.
Indeed, the size of the domain to simulate, the number of unknowns require in the same time large
memory and powerful computing. Moreover, many simulations are needed for studying the sensibility
to the various critical parameters involved in the problem.
Thus, the required numerical simulations with PRODIGE can only be performed by going to the
use of a class of computer like TERA. Even so, specific optimisation has been found critical for an
efficient use of the code. The present paper briefly recalls the main characteristics of the TERA
computer at CEA/DAM.
Next, some features of the PRODIGE code are described with a particular emphasis on the issues
related to high performances parallel computing.
Then, we indicate the specific optimisations of the code and illustrate by some performance
measurements and statistics.

Main characteristics of the TERA computer
CEA/DAM purchased the TERA Supercomputer in order to fulfill the computation needs of the
Simulation Program from 2002 to 2005. This system was installed at CEA/DIF (Bruyères-le-Châtel,
Essonne, France) in December 2001.
Provided by COMPAQ (since then merged with HP, http://www.hp.com/), TERA is a large
"cluster of SMPs" with 640 ES45 nodes. Each ES45 node includes 4 Alpha micro-processors (EV68 at
1 GHz) and 4 GB of memory. A large disk space of 50 TB, managed by 32 IO nodes, is shared by all
the nodes of the cluster. The interconnection network is a dual rail Quadrics ELAN-3 network with
links at 400 MB/s.
The operating system used is UNIX Tru64 for the nodes, the clustering features are provided by
TruCluster and Sierra. During the tests, Sierra S2.5 EFT4 was installed on the machine.
TERA is installed in a machine room with a floor space of 750 sq.m. This machine room was
designed specifically for hosting large clusters of SMP. A raised floor of 1.2 m used for the 90 km of
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cables connecting together the 170 frames of TERA, a large cooling capability (1 MW extensible to 3
MW) are among the main features of this machine room.
TERA is able to reach high performances on large parallel applications because it uses powerful
microprocessors linked by a fast interconnection network. One example of such application is the
Linpack Benchmark for which TERA is listed as the fourth most powerful computer in the world in
the latest TOP500 list (June 2002) (http://www.top500.org/).

Figure 1
The PRODIGE code: a tool of numerical simulation for the SILVA process
The PRODIGE code has been developed in order to satisfy several needs:
- 3D physical effects taken in account,
- memory size not limited by the memory size of each node,
- restitution time, for a typical plant scale simulation, not exceeding a few days.
On the other hand, the physical model and numerical methods are leading to a specific structure
for the code.
Precisely, one has to consider 4 basic loops:
- loop for the direction of propagation z,
- loop for the time t,
- loop for the Doppler class,
- loop for diffraction in x, y directions.
Typical values for the size of the loops are as follows: 160 000 for z, 60 000 for t, up to 100
classes and 128 x 128 for x, y. It is thus clear that without parallel computing, any numerical
simulation would be impossible. Moreover, due to the memory and computational cost (even parallel),
the implementation and the use of the checkpoint and restart procedure are unavoidable. We will come
back to this point later.
The very mathematical structure of the equations involved in the model has suggested a particular
way to implement in the code parallelization and the distribution of the memory-using message
passing communication.
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Indeed, with respect to the 4 independent variables, the plan family z + t = constant plays a
special role: it is a characteristic plan for the equations. In other words, this plan describes the way the
unknowns are related as the laser beam propagates in the vapor.
It is thus natural to consider the parallelization and the associated data management and
communication process, by following the “propagation” of the plan z + t = constant.
Practically, the work of each processor and the communication between them are managed
according to a pipeline or a “waterfall” or “cascade” layout (figure 2).

Figure 2
Such an organization is appealing due to many advantages:
- communications are carried out in an asynchronous way,
- maximum bandwidth for the communications (figure 3),

-

Figure 3
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Time-step processor

- each processor writes at the end of his work and cooperates with the pipelined I/O
management for the file system (figure 4)
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Figure 4
- diffraction computation (in the x, y plan) is uncoupled from the main process.
Unfortunately, such a pipe lined parallel scheme does also suffer of some drawbacks. For a large
amount of processors (more than 128), the total number of processors is not immediately operational
at the start of the computation. Conversely, the computation cannot be immediately stopped. Hence,
there is a latency time depending on the slope of the waterfall process (see figure 5) and occurring at
the beginning and the end of each computation. It may very between 5 and 10 hours for 128 Pe.

Figure 5
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Practically, during a part of the simulation, the processors are underused and moreover each
checkpoint and restart is costly.
Achieving production simulation with the PRODIGE code on the TERA computer
To mitigate the above drawbacks but keeping the advantages of the waterfall parallelization
scheme, a particular effort has been putt on the I/O management related to the checkpoint / restart
process.
Let us briefly recall 3 different ways to proceed concerning parallel I/O. Precisely, we focus on a
simple example in which processes write a single array to a file.
One way uses parallel UNIX (non MPI) and writes into separate files. One other way uses parallel
MPI I/O [4]; each process is opening its own file for its own exclusive use. One last way uses parallel
MPI I/O as follows: the processes share a single file instead of writing to separate files. One thus
eliminates the draw back of having multiple files while retaining the performance advantages of
parallelization.
We have chosen to implement the third option.
Moreover, we decided to give up the waterfall model for the check-point/restart procedure and by
coming back to a procedure where the data are saved at several steps of propagation z = constant.
Of course, there is a resulting increase in the amount of data: one has to save both the vapour and
diffraction data.
But the extra cost in memory is manageable. The combination of the two above modifications has
been found fruitful. Checkpoint /restart procedure is not any more impeding realistic simulations (with
a large number of processors).
The extra cost on computing time is low: no more than 5 % to 10 % for a factory scale simulation.
Conclusion
Several modifications of the PRODIGE code have been implemented. They have mainly
concerned both the I/O management and the check-point/restart procedure.
Based on MPI I/O, these improvements have opened the road to extensive realistic simulations
using the TERA computer.
In 2002, 3 simulations using up to 256 pe have been achieved among others.
For 2003, up to 12 simulations, have been performed where each simulation has used 128 pe for a
time varying between 30 and 50 h.
An average speed up of 70 % has been observed.
These simulations have already greatly contributed to the design of the Menphis pilot experiment.
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