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Résumé
La détermination de la nature jusque-là mystérieuse de l’énergie noire, responsable de l’accélération de l’expansion de l’Univers, constitue l’un des grands
enjeux de la physique aujourd’hui. Les observations de lentilles faibles gravitationnelles permettent de sonder l’histoire de l’expansion cosmique et le
taux de formation des grandes structures, et sont en mesure de fournir des
pistes quant à la nature de l’énergie noire et ses propriétés. L’exploitation
des données haute résolution de lentilles faibles provenant d’expériences à
venir devra prendre en compte des effets systématiques complexes. En particulier, aux petites échelles, la physique des baryons entre en jeu et modifie la
distribution totale de matière.
Mon travail s’est axé sur la détermination et la modélisation des effets des
baryons sur les statistiques de la distribution de matière dans l’Univers. En
comparant une simulation cosmologique prenant en compte la physique des
baryons avec la simulation matière noire seule associée, j’ai mesuré l’effet des
baryons prédit par ces simulations sur le spectre en puissance, la variance et
le troisième moment de la distribution de matière. J’ai montré qu’un modèle
de halo, incluant la présence de baryons sous la forme d’une concentration
centrale de matière dans les halos, reproduit avec précision et jusqu’aux petites
échelles la variance et le troisième moment du champ de densité.
En raison des problèmes connus relatifs aux baryons observés dans les
simulations cosmologiques actuelles, j’ai développé le modèle afin d’inclure
des ingrédients connus par des observations. Le modèle présenté dans ce
travail rend compte de la présence d’une galaxie centrale de taille et de masse
réalistes, du halo de gaz chaud, et de la contraction adiabatique de la matière
noire. J’ai appliqué ce modèle à la détermination des paramètres d’énergie
noire à partir de l’expérience Euclid, qui verra le jour dans un futur proche. Les
résultats suggèrent que la dégradation des contraintes obtenues sur l’énergie
noire et due aux effets systématiques des baryons est moins forte que ne le
prédisent les simulations actuelles, bien que les baryons soient responsables
de biais importants sur la valeur de ces paramètres.
xiii

RÉSUMÉ
Au cours de ce travail, j’ai également travaillé au développement et à
l’extension du code RAMSES, notamment en développant un solveur d’autogravité parallèle. Basé sur une méthode d’accélération multigrille et spécialement adapté au schéma numérique de RAMSES, le nouveau solveur de
Poisson apporte des gains de performance significatifs, en particulier pour
la simulation de certaines configurations astrophysiques comme les galaxies
isolées et les amas.

xiv

Abstract
Understanding the mysterious nature of dark energy, which drives the acceleration of the expansion of our Universe, remains one of the biggest challenges
of physics. Observations of weak gravitational lensing will provide strong
constraints on the cosmic expansion history and the growth rate of large scale
structure, yielding clues to the properties and nature of dark energy. The
interpretation of upcoming high resolution weak lensing surveys will have to
account for complex systematic effects. In particular, at small cosmological
scales, baryonic physics are expected to modify the total matter distribution.
My work has focused on determining and modeling the impact of baryons
on the statistics of the large scale matter distribution in the Universe. By
comparing a cosmological simulation including state-of-the art prescriptions
for baryonic physics to a companion run with dark matter only, I have extracted the effect of baryons on the power spectrum, variance and skewness
of the total density field as predicted by these simulations. I have shown
that a model based on the halo model construction, featuring a concentrated
central component to account for cool condensed baryons, is able to reproduce
accurately, and down to very small scales, the measured amplifications of
both the variance and skewness of the density field.
Because of well-known issues with baryons in current cosmological simulations, I have extended the central component model to rely on as many
observation-based ingredients as possible. The model presented in this work
accounts for the presence of a bright central galaxy with accurate mass and
size, the hot gas halo, and the adiabatic contraction of the dark matter. As an
application, I have studied the effect of baryons on the predictions of the upcoming Euclid weak lensing survey. The results suggest that the deterioration
of dark energy constraints from weak lensing due to systematic baryonic effects might not be as strong as suggested by current simulations, even though
baryons are still responsible for important biases on these parameters.
During the course of this work, I have also worked at developing and
extending the RAMSES code, in particular by developing a parallel self-gravity
xv

ABSTRACT
solver. Based on a multigrid acceleration method and specially adapted
to RAMSES’ numerical scheme, the new Poisson solver offers significant
performance gains, in particular for the simulation of some astrophysical
setups such as isolated galaxy or cluster simulations.
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Foreword
Since the early ages of astronomy, light from stars, planets and nebulæ has
been the primary means of study of the Universe. As the sophistication of
observational techniques progressed, it became clear that there was more
than meets the eye, and that visible astrophysical objects made from baryons —
i.e., ordinary matter — only accounted for a small fraction of the contents
of the Universe. With the discovery of dark matter, it was understood that
baryons are not the main driver of the cosmic dynamics at very large scales.
The development of modern cosmology, and the recent observation of the
acceleration of cosmic expansion attributed to a unknown component, dark
energy, led to the development of a concordance cosmological model, the
so-called ΛCDM paradigm.
There are high hopes that observational techniques based on weak gravitational lensing will be able to place strong constraints on the cosmological
parameters, and provide clues to the nature of the eluding dark energy. Because of the fine resolution of upcoming weak lensing experiments, the physics
of baryons is expected to come into play at the scales probed by future imaging
surveys. This important application alone mandates a good understanding of
its effects on the clustering of matter in the Universe.
While the individual microscopic physical processes are well understood
from a theoretical standpoint, the assembly of baryons into interacting astrophysical objects gives rise to a great level of complexity, for which the power of
analytical studies is limited. In the last decades of the twentieth century, computer simulations arose as a new powerful form of laboratory experiments,
for natural sciences and astrophysics in particular. Simulations are one of the
closest equivalents of controlled experiments available to the astrophysicist,
with the very distinct advantage that it allows testing and comparison of various theoretical models for complex astrophysical processes. Initially limited
to simple N-body experiments with a few particles to probe the dynamics of
gravity in collisionless systems, simulations have thrived thanks to the advent
of more and more powerful and accessible computers. The diversity, comxvii
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plexity and accuracy of the astrophysical codes have flourished, as numerical
methods and physical models were developed. Cosmological simulations
with hundreds of millions of particles and rich physics are now no longer an
extraordinary feat.
In this work, we were primarily concerned with the effect of baryons on
the large-scale distribution of matter, as can be probed by weak gravitational
lensing observations. This manuscript is organized as follows. In Chapter 1,
we give a short review of the formation of large scale structure and galaxies in
the currently favored cosmological scenario, and discuss weak gravitational
lensing as a powerful tracer of the growth of structure and dark energy. Next,
in Chapter 2, we discuss the statistical study of cosmic fields, and the impact of
early gravitational evolution on the correlation functions and moments of the
density field. Though the gravitational dynamics at early ages of the Universe
may be described using perturbation theory, the approach breaks down for
dense structures, which make up most of the mass in the local Universe today.
The halo model, introduced in Chapter 3, provides a powerful prescription to
compute statistics in the nonlinear regime. In Chapter 4, we present results
on the statistical effects of baryons on the density field, as computed from
the MareNostrum simulation, a state-of-the-art cosmological run including
rich baryonic physics performed using the RAMSES code. We interpret the
MareNostrum in terms of the halo model in Chapter 5, where we extend
the results of the simulation to a more realistic model based on observations.
After computing the statistics predicted by our model, we study their impact
on the determination of dark energy parameters from weak gravitational
lensing. Finally, in Chapter 6, we present a self-gravity solver which we
developed for RAMSES, in order to improve the performance for a number
of grid configurations occurring in computational astrophysics. We cover
the particularities of the solver and its performance in terms of convergence
speed. We also discuss possible improvements in terms of serial and parallel
performance, and its ongoing extension to a nonlinear problem encountered
in modified theories of gravity.
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CHAPTER

The formation of large scale
structure and galaxies
1.1

Contents and dynamics of the Universe

The foundations of modern physical cosmology lie in the realization that
our Universe is not static and infinite in time as initially believed, but rather
undergoes a global expansion. Einstein’s theory of gravity, General Relativity,
provided the framework to understand the cosmic dynamics in 1915, but
expanding universe solutions to the equations were not derived until 1922 by
Friedmann. The expanding universe theory gained traction with Hubble’s
observations of the relationship between the spectral redshifting of galaxies
and their distance in 1929. The discovery of the cosmic microwave background
in 1964 strongly favored Friedmann’s dynamically expanding universe and
the corresponding so-called Big Bang model over the principal rival theory of
a steady-state universe. Because the Einstein equations of General Relativity
tightly couple the dynamics and fate of our Universe to the nature of its
contents, determining its constituting species is a central issue in cosmology,
which, even today, is far from resolved.

1.1.1

Baryons, dark matter and dark energy

Traditional matter, found in stars, planets and galaxies, cosmological gas, has
been the primary subject of astronomical study for centuries. Collectively
referred to as baryons in cosmology, ordinary matter couples to the electromagnetic field, which provides it with collisional properties, such as pressure,
heating and cooling processes, and interaction with radiation.
Since Zwicky, in 1933, measured traces of missing gravitational mass in
the Coma cluster, evidence has been growing that some form of matter was
not directly visible to telescopes and experiments, but played a major role in
the dynamics of astrophysical objects. Further occurrences of “missing mass”
1

1

1 . T h e f o r m at i o n o f l a r g e s c a l e s t r u c t u r e a n d g a l a x i e s
came with observations that the flatness of the rotation curves of galaxies
cannot be explained by the visible mass of the galaxy alone, and that its
gravitational mass has to extend much further to account for the flatness
of their rotation profile. Measurements of velocity dispersions in clusters,
and data from strong and weak gravitational lensing, similarly indicate that
about 85% of the gravitational mass of the Universe is made of some unseen
component, fittingly called dark matter, of yet unknown nature but whose
properties are by now thought to be well understood. Because it has not
been observed directly yet, dark matter is believed to be interacting only
very weakly with traditional matter, typically only gravitationally. Recent
observations of the Bullet Cluster (Clowe et al., 2006) combining weak lensing
and X-ray data are thought to provide the best evidence yet of the existence of
large masses of non-collisional matter within clusters.
Even more puzzling is the recently observed accelerated expansion of the
Universe. Precise observations of type Ia supernovæ — whose luminosity is
believed to be a constant, which makes them suitable “standard candles” —
suggest the recent cosmic expansion rate to be faster than predicted for a
universe filled only with matter (Perlmutter et al., 1999; Riess et al., 1998).
This effect is theorized to be caused by some yet unobserved species, the socalled dark energy, which unlike dark matter does not cluster in gravitationally
bound structures but exerts some repulsive gravitational force, and is believed
to be mostly evenly distributed in the Universe. The precise nature and
even properties of dark energy remain very mysterious to this day. In the
current concordance model (the ΛCDM paradigm), dark energy is thought
to behave like a cosmological constant, acting as a fluid with negative pressure
and uniform and constant density.
Recent observations of the cosmic microwave background have provided
us with unprecedented information on the relative abundances of the constituting ingredients of our Universe. In the current concordance cosmological
model, three different species essentially contribute to the energy content of
the Universe at the present time. Baryons represent less than 5% of the energy
density, mostly in the form of free hydrogen and helium, and heavier elements
only represent about 0.03% of the total energy budget. Dark matter is believed
to account for about 25% of the energy density. Dark energy, which enters the
energy density budget but is not considered to be matter strictly speaking,
represents the remaining 70%.
It is convenient to parametrize the energy densities of the various species
in units of the critical density at the present time,
ρc =

3H02
,
8πG

(1.1)

where H0 ≈ 70 km/s/Mpc is the current expansion rate of the Universe, the
so-called Hubble constant. The abundance of some species X is then specified
by the dimensionless parameter Ω X ≡ ρ X /ρc . Since the current total density
2
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of the Universe is thought to be critical or nearly so, one simply has Ωb ≈ 0.05,
Ωm ≈ 0.3, ΩΛ ≈ 0.7, where Ωb , Ωm and ΩΛ are the baryon, total matter
(baryons and dark matter) and dark energy density parameters, respectively.

1.1.2

Cosmic dynamics and the Friedmann equation

In the currently favored Big Bang model, the Universe we see today is the
result of the expansion and dynamic evolution of an initially extremely dense
and compact state. At the energy densities involved in the very early stages
of the life of the Universe, we expect our current understanding of physics
to break down. However, as gravity decouples from other fundamental
interactions — through a yet to be discovered process — General Relativity
becomes our best description of the gravitational interaction.
Gravity is the dominant large-scale force in the Universe, because of its
infinite range. As a consequence, apart from the very earliest times after the
Big Bang, General Relativity is the relevant theoretical framework to describe
the dynamics of the Universe. The cosmological principle assumes that at
very large scales, the Universe may be seen as homogeneous and isotropic.
This is the translation of the assumption that there is no privileged location
and direction in our Universe, in the sense that laws of physics should “look”
the same to every observer.
Under these assumptions, the spacetime metric of General Relativity takes
a particularly symmetrical form, the so-called Friedmann-Lemaître-RobertsonWalker (FLRW) metric, which is fully determined up to some scalar scale
factor a(t), parametrized by the coordinate time t. The evolution of a(t) is
linked to the matter contents in the Universe by the Einstein equations, which
determine the dynamics of spacetime.
Assuming that the contents of the Universe is an ideal fluid with a diagonal
stress-energy tensor, the expansion rate
H (t) ≡

ȧ(t)
,
a(t)

is given by the Friedmann equation


H 2 ( a) = H02 · Ωm a−3 + ΩK a−2 + ΩΛ ,

(1.2)

(1.3)

where we set t = 0 and a = 1 at the present time. In this equation, ΩK ≡
1 − (Ωm + ΩΛ ) is the density of curvature. Note that for currently favored
values of the parameters, ΩK ≈ 0, corresponding to the fact that our Universe
is flat or very nearly so. Because of historical uncertainties on the value of H0 ,
it is customary to define a dimensionless factor h by H0 ≡ h × 100 km/s/Mpc.
The redshift z is defined as
1
z≡
.
(1.4)
1+a
Note that the time coordinate t, the expansion factor a and the redshift z play
a similar role of parameterizing an “epoch” in the history of the Universe.
3
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1.1.3

Dark energy cosmology

The Friedmann equation (1.3) is valid for a particular kind of dark energy,
corresponding to the behavior of a cosmological constant — the simplest form
of dark energy that can be envisioned. A cosmological constant, also called
pure-Λ dark energy, has an equation of state (EOS) w = −1, with
w=

p
,
ρ

(1.5)

where p is the pressure associated with dark energy and ρ is its energy density.
As previously mentioned, dark energy is expected to have a negative equation
of state w because it acts as a repulsive force.
Since there is no compelling reason — other than on aesthetic grounds — to
believe that w = −1 should hold, the value of w is generally set free, to be
fitted to observational data. Note that error bars on the various determinations
of w are currently compatible with w = −1.
There is also an ongoing interest in a possible evolution of the equation of
state (1.5) with the expansion, which would indicate a deviation from a purely
Λ-like behavior. Many authors use the parameterization of Chevallier and
Polarski (2001); Linder (2003):
w ( a ) = w0 + ( 1 − a ) w a

(1.6)

so that w0 encodes the present-time value of the EOS, while wa accounts for
its evolution with the expansion factor. We shall use these conventions in the
manuscript.
In presence of dark energy with an equation of state given by Eq. (1.6),
the dark energy contribution to the Friedmann equation (1.3) is slightly modified (Linder, 2003, see e.g.). Instead of ΩΛ on the right hand side, the new
contribution is now ΩΛ q( a), where
q( a) = a−3(1+w0 +wa ) e−3wa (1−a) .

(1.7)

Therefore, whenever wa 6= 0 or w0 6= −1, q( a) is not identically 1 and the dark
energy model deviates from a pure cosmological constant.

1.2
1.2.1

Initial density fluctuations and the gravitational
instability
The cosmic microwave background anisotropies

The accidental discovery of the cosmological microwave background (CMB)
in 1964 by Penzias and Wilson led to one of the major revolutions in the
study of the early Universe. Looking deep in space (and thus far in the past),
one finally reaches the point in time where the Universe transitioned from
4
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opaque to transparent, about 380,000 years after the Big Bang, corresponding
to zCMB ≈ 1100. The image of the Universe at this point, known as the surface
of last scattering, is our earliest possible picture of what our Universe looked
like in its infancy.
Anisotropies on the CMB radiation were confirmed by numerous ground-,
balloon- and space-based experiments. The WMAP1 mission produced significant constraints on the contents of the Universe, and has so far confirmed
our modern understanding of the concordance cosmological model (see e.g.
Spergel et al., 2007). The starting Planck mission2 will provide even greater
resolution on the CMB anisotropies, as well as additional data on the polarization of the CMB.
A striking result from CMB observations is that the microwave background
is nearly homogeneous: temperature fluctuations have a relative amplitude
of order 10−5 at an angular scale of about 1 degree. However, the slight
anisotropies are of paramount importance in the dynamics of the Universe,
because they are thought to have seeded the growth of large scale structure
through gravitational instability.

1.2.2

The power spectrum of the initial density fluctuations

Our theoretical understanding of the initial density fluctuations today relies
on the inflationary mechanism, by which the Universe initially underwent
an extremely short and rapid expansion. This theory proposes that the inflationary stage was triggered by a phase transition giving rise to a scalar
field (the so-called inflaton field). The primordial density perturbations are
assumed to be the relic of the quantum fluctuations of this scalar field (Liddle
and Lyth, 1993), and are thought to be scale-invariant, because of the lack of
characteristic scale and time in the inflationary process. The distribution of
fluctuations among the different scales can be described by its power spectrum
P(k ), which we will properly define and discuss in detail in Chapter 2. In
terms of the primordial power spectrum P(k ) of the density fluctuations, we
may thus write
Pprim (k ) ∝ kns ,
(1.8)
where ns is the spectral index. The primordial spectrum with ns = 1, called
the Harrison-Zel’dovich spectrum or scale-invariant spectrum, is particularly
important because it corresponds to fluctuations of the metric with the same
power at each resolution scale. However, WMAP measurements seem to favor
ns = 0.958 ± 0.16, excluding ns = 1 in a statistically significant way (Spergel
et al., 2007).
Immediately after inflation, the Universe, which is radiation-dominated
at this stage, continues to expand, albeit at a much slower rate. Between
1 Wilkinson

Microwave Anisotropy Probe

2 http://www.esa.int/SPECIALS/Planck/index.html
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nucleosynthesis and the CMB epoch, interaction processes modify the shape
of the primordial power spectrum, among which are (see e.g. Peacock, 1999):
• free-streaming of the dark matter,
• freezing of the sound waves at the matter–radiation equality, as the
speed of sound drops significantly,
• smoothing by photon diffusion (Silk damping).
To account for these effects, the resulting power spectrum can be expressed
from the primordial spectrum Pprim using transfer functions:
P(k ) = Pprim (k ) T 2 (k ).

(1.9)

Transfer functions may be computed from the cosmological parameters by
integrating the effects mentioned above. See in particular Bardeen et al. (1986);
Eisenstein and Hu (1999) for popular models of T (k ). For adiabatic perturbations, T → 1 at large scales because there can be no interaction at scales larger
than the horizon.
With the knowledge of the primordial power spectrum and the determination of the transfer function, we have a full theoretical model for the power
spectrum of the initial density fluctuations.

1.2.3

Gravitational instability and the birth of structures

At the time of the CMB era, matter in the Universe not relativistic anymore, and
its dynamics are largely driven by the dark matter. The dynamical evolution
of the dark matter in phase space may be described by the Vlasov-Poisson
equation (see e.g. Bernardeau et al., 2002). Because we are primarily interested
in the evolution of the space distribution of the fluctuations, we do not need
to solve the complex Vlasov equation for the whole phase-space dynamics.
The Euler equation is derived by taking moments of the Vlasov equation:
∂ρ
+ ∇ · (ρu) = 0,
∂t
∂ (ρu)
+ ∇ · (ρu ⊗ u) = −∇φ.
∂t

(1.10a)
(1.10b)

The fluid evolution is coupled to the gravitational potential φ by the Poisson
equation
∆φ = 4πGρ.
(1.11)
Because the initial density fluctuations have a very low amplitude, we may
linearize these equations in the overdensity
δ≡
6

ρ − ρ̄
,
ρ̄

(1.12)
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which yields (e.g. Peebles, 1980):
∂δ
∂2 δ
+ 2H − 4πG ρ̄δ = 0.
2
∂t
∂t

(1.13)

The linear regime is therefore described by a second-order linear ordinary
differential equation. In particular, in linear theory, all Fourier modes of the
overdensity δ evolve independently. This is no longer the case when nonlinear
mode couplings arise in later stages as |δ| grows, but as long as |δ|  1, we
may expect (1.13) to hold.
Eq. (1.13) has two independent solutions, corresponding to growing and
decaying modes for δ. The gravitational instability process is only driven by
the growing mode, so we discard the decaying mode and write for the growing
mode D+ (z):
D+ ( z )
δ(x, z) = δ(x, z0 )
.
(1.14)
D+ ( z 0 )
The gravitational instability, which is responsible for the growing mode of
the density fluctuations, plays the role of the initiator of large scale structure
formation. However, the linear regime cannot explain the very dense objects
we witness in the Universe today, nor why they seem to be structured in a
hierarchy of increasing masses.

1.3

Growth of large scale structure: the hierarchical
scenario

The local Universe we observe today features a tremendous dynamic range in
density. At cosmological scales, astrophysical objects appear to be structured
hierarchically: galaxies — which are very dense at cosmological scales, being
6 orders of magnitude denser than the Universe — are often part of a group of
galaxies, which themselves can be found assembled in larger clusters. These
large-scale clustering properties of galaxies have been well observed by recent
large surveys such as the 2-degree Field Galaxy Redshift Survey (2dFGRS)
and Sloan Digital Sky Survey (SDSS). A challenge for the theory of large scale
structure is therefore to explain the formation of these structures from the
gravitational instability.
The instability process results in the accumulation of matter in overdense
regions of space. As these small regions collapse on themselves, they enter a
strongly nonlinear regime where linear theory ceases to hold, and decouple
from the background Friedmann expansion, becoming individual structures
often called halos after their spheroidal shape and tapering density profiles. As
gravity contracts overdense regions over themselves, the space distribution of
halos forms a web- and sponge-like structure with large voids separated by
walls and filaments. This “cosmic web”, represented on Figure 1.1, has been
7
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Figure 1.1: From Springel et al. (2005). Large scale galaxy distribution from the 2dF and
Sloan surveys, and from the Millennium simulation. Galaxies are found clustered in dense structures, connected by filaments and walls, and trace the large
scale distribution of the dark matter.

observed on the galaxy distribution on the 2dF and Sloan surveys, and is well
reproduced by simulations.
In the currently favored ΛCDM paradigm, structure grows according
to the so-called hierarchical or bottom-up scenario: low-mass halos form first,
from small-scale perturbations in the density field. These low-mass objects
subsequently merge into more massive ones, and the process repeats itself
at all scales as larger and larger mass concentrations are brought together
by gravity. This bottom-up scenario of halo assembly through hierarchical
mergers is very well supported by cosmological simulations. An illustration
of the growth of the halo mass distribution with redshift in the Millennium
simulation (Springel et al., 2005) is shown on Figure 1.2. At early times,
halos are confined to the small-mass end of the spectrum as they are just
forming from local gravitational instabilities, and as small structures merge
together, they are found in larger and larger numbers at higher masses. This
process is also responsible for the substructure of dark matter halos, where
the merger remnants can be found in the form of smaller satellite subhalos
(Moore, Ghigna, Governato, Lake, Quinn, Stadel and Tozzi, 1999).
The ΛCDM paradigm predicts a greater number of small halos persisting
8
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Figure 1.2: From Springel et al. (2005). Mass distribution of the dark matter halos at
different redshifts in the Millennium simulation. The evolution of the mass
distribution illustrates the bottom-up hierarchical growth of structure: at high
redshift, the halo distribution is confined to the small masses, and grows to the
higher masses as small halos merge to form more massive ones.

at z = 0 than observed, a discrepancy that has been known as the “missing
satellites” problem (Moore, Ghigna, Governato, Lake, Quinn, Stadel and
Tozzi, 1999; Klypin et al., 1999). Recent results tend to close the gap between
simulations and observations, as mechanisms are proposed to explain the
suppression of galaxy formation in low-mass halos (e.g Kravtsov et al., 2004),
while observations account for more and more dwarf satellites (Belokurov
et al., 2007; Simon and Geha, 2007).
Another prediction of pure dark matter simulations is the presence of a
central cusp in halo profiles, even though the actual inner structure is disputed (e.g. Moore, Quinn, Governato, Stadel and Lake, 1999; Jing and Suto,
2000; Power et al., 2003). However, cuspy dark matter profiles seem to be in
contradiction with observations of galaxies (Burkert, 1995; de Blok and Bosma,
2002; Gentile et al., 2004; van Eymeren et al., 2009). Note that in the presence
of baryons, we may not expect results from pure dark matter simulations to
hold at all scales. In the inner profile region in particular, the presence of a
galaxy is expected to have a significant impact on the dark matter distribution.
9
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1.4

Baryonic physics and the formation of galaxies

We now discuss the dynamics of baryons in a universe where dark matter dynamics are driven by the gravitational instability and the hierarchical structure
formation scenario.

1.4.1

Dynamics of the gas at large scales

The essential difference between baryons and dark matter lies in the collisional
nature of the gas. Under the sole influence of gravity, a dense region of
gas — justp
like dark matter — would collapse on itself in a characteristic time
tgrav ∼ 1/ Gρ. However, compression waves propagating in the gas cloud
may oppose this collapse, and the characteristic time for this process to take
place is tsound ∼ λ/cs , where λ is the size of the cloud and cs the speed of
sound. Setting tgrav = tsound yields a characteristic value of λ, the so-called
Jeans length λJ (Jeans, 1902):
1
λJ ∼ cs p .
Gρ

(1.15)

Prior
√to the CMB era, baryons and photons form a relativistic fluid, with
cs = c/ 3. The value of the Jeans length λJ is close to the size of the horizon,
and the baryon–photon gas is therefore pressure-supported and does not
collapse. Dark matter, on the other hand, feels no pressure and starts to evolve
under the gravitational instability early on.
As photons decouple from matter at the CMB, the effective sound speed
cs plummets to a non-relativistic value, and the pressure support of the gas
quickly vanishes (Peacock, 1999). As a result, the gas now freely “falls” into the
potential wells created by dark matter clumps, since baryons merely account
for one fifth of the mass budget. Therefore at early times after the CMB, we
can expect the gas to follow the dark matter in the sense that
δgas ∝ δCDM .

(1.16)

As large scale features in the gas evolve with dark matter however, the gas
once again becomes collisional as denser objects are formed. Kinetic energy
from the gravitational collapse is stored as internal energy, increasing the
pressure and heating up the gas in order to oppose the infall.

1.4.2

From diffuse gas to galaxies

Radiative cooling and phases of the gas
Since baryons, unlike dark matter, couple to the electromagnetic field, they can
release some of their internal energy in the form of radiation through various
atomic-level processes. This mechanism is known as radiative cooling. The
10
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amount of internal energy per unit time and volume lost to the electromagnetic
field may be written
e = n2 Λ( T, Z ),
(1.17)
where n is the density of the gas, T and Z are the temperature and metallicity
of the gas, and Λ is the cooling function, which increases with Z (Gnat and
Sternberg, 2007).
In the early stages of structure formation, the collapse of primordial gas
clouds led to a population of short-lived massive stars, which are thought to
be responsible for the reionization of the gas3 and the initial production of
heavy elements. Because they possess complex atomic levels structures with
finer transitions, heavy elements allow metal-rich gas to cool down efficiently.
At cosmological scales, the gas is expected to be found in three major
phases:
Diffuse gas. In the voids between halos and along small filaments, the cosmological gas forms a cold, diffuse medium. It can be observed through
absorption lines caused by atomic hydrogen in the spectrum of distant
quasars, the so-called Lyman-α forest (e.g. Seljak et al., 2006).
Hot gas. When falling down on the halos along filaments, diffuse gas is
heated and ionized by shocks as it virializes. It can also be heated by
non-gravitational processes, such as supernovæ explosions and active
galactic nuclei (AGNs). Hot gas is primarily observed through its energetic X-ray emissions.
Cold gas. Cooling gas falls in towards the center of the halo, where it accumulates in the form of a protogalaxy. This phase only occupies a very
small fraction of the volume of the halo.
Figure 1.3 illustrates the various phases of the gas from the simulations of
Rasera and Teyssier (2006). Note that even though current cosmological simulations do not resolve the physics within galactic disks, they give a good
overview of the distribution among the different phases at large scales. A
temperature map of the gas is represented on Figure 1.4, from the MareNostrum simulation which we will study in detail in Chapter 4. It provides an
illustration of the spatial arrangement of the phases mentioned above. Note
that at the scale of the figure, the dense cold gas of galaxies would appear as
tiny dots.
Galaxies
The cold gas phase is where star formation takes place to form the stellar
component of galactic disks. The greatest fraction of the volume of galaxies
3 Together

with quasars.
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Figure 1.3: From Rasera and Teyssier (2006). ρ–T phase diagram of the gas from a cosmological simulation with star formation and cooling. The phase diagram clearly
shows the diffuse cosmological component, the hot gas in hydrostatic equilibrium within dark matter halos, and the dense and cold gas that constitutes the
galaxies in the simulation. Note that feedback from supernovæ is not taken into
account, and that the cold interstellar medium is not resolved.

is occupied by the interstellar medium, or ISM, which has a highly complex,
multiphase and turbulent structure, containing ionized, neutral, molecular gas,
and dust. These properties of the ISM are essential to onset of star formation,
which gradually converts cold gas into stars in the galactic disk. As stars reach
the end of their life, they release energy in the form of supernovæ, which inject
hot gas and drive turbulence in the ISM, contributing to the regulation of the
interstellar medium (McKee and Ostriker, 1977).
The galaxies we observe today may be classified by their morphology on
the Hubble sequence (Figure 1.5). The majority of galaxies with a mass over
1010 M can be split into two groups:
Spiral galaxies, which are constituted by a thin rotating disk of gas and stars,
with a central spheroidal stellar “bulge”. Spiral galaxies in the local
Universe have gas fractions of 10–20% of their total baryonic mass, and
tend to be the most star-forming galaxies.
Elliptical galaxies are spheroidal in shape and supported by their high internal velocity dispersion. They usually contain old stars, and gas only
represents a very low fraction of their baryonic mass.
12
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Figure 1.4: Gas temperature in the MareNostrum simulation at z = 1.9. The box is
50 Mpc/h wide. Cold diffuse gas (blue background) condenses in filaments
connecting halos of hot gas (red). Galaxies are not visible at the scale of this
figure, appearing as small dots of cold gas on the image.

Figure 1.5: The Hubble sequence (image credit: Ville Koistinen).
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Galactic evolution proceeds from a number of internal and external mechanisms which generally evolve a galaxy from the right to the left of the Hubble
sequence of Figure 1.5. Internal processes (such as bar instabilities) tend to result in the growth of the central stellar bulge, and the migration from late-type
(spiral) to early-type (elliptical) in the Hubble sequence. Galaxies can also
acquire mass from their surrounding environment. In massive halos featuring
a surrounding hot gas halo, a fraction of the hot gas is able to cool down and
fall into the galaxy at the center, a process known as hot mode accretion. Fresh
gas falling along large scale structure filaments may also penetrate the hot
gas and reach the galaxy (cold mode accretion), which happens either for small
halos, or massive halos at high redshift (cooling flows, as shown by Birnboim
and Dekel 2003; Dekel and Birnboim 2006, see also Ocvirk et al. 2008; Kereš
et al. 2009 for simulations). The infalling streams contribute to the cold gas
content of the galactic disk.
In addition to gas accretion, in the hierarchical scenario, galaxies will also
gain mass through mergers, when their host halo merges with another. At
the galactic scale, this will result in strong transformations of the galactic
morphology, resulting in the formation of a more massive, spheroidal galaxy.
This transformation may be sudden, in the case of a major merger, whenever
the galaxy has a mass comparable to the one of the colliding disk (see e.g.
Bournaud et al., 2005). In the case of multiple incoming galaxies with much
smaller masses, the minor mergers can result in a gradual change from latetype to early-type (Bournaud et al., 2007).
The morphology of a galaxy is related to the mass of its host dark matter
halo, since the mass of the halo impacts gas accretion, and also because
massive halos are the result of mergers between smaller halos. At the low-mass
end of the spectrum, galaxies of masses 108 M to a few 109 M are known
as dwarf galaxies, and come in many different morphologies. Spiral galaxies,
such as the Milky Way, typically have a stellar mass in the 1010 –1011 M range,
for a host halo mass up to a few 1012 M . The most massive galaxies we see
today are ellipticals, which generally occupy the center of a massive dark
matter halo hosting a number of other, smaller galaxies. It is the case of the
galaxy M87, at the center of the Virgo galaxy cluster, with a stellar close to
1012 M for a total estimated cluster virial mass of 6.9 × 1014 M (Tully and
Shaya, 1984; Gebhardt and Thomas, 2009).
Such big galaxies at the center of groups or clusters seem to play a particular role, as they are generally much more massive than any other galaxy in the
halo (Dubinski, 1998). For this reason, they are known as bright central galaxies (BCG). Dynamical friction is responsible for the fall of smaller satellites
galaxies towards the center (Lacey and Cole, 1993), which is the primary mass
growth mechanism for central galaxies (De Lucia and Blaizot, 2007).
14
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1.4.3

Baryons: the large-scale picture

We conclude this section with a summary of the effects of baryonic physics on
the large scale mass distribution. At very large scales, the distribution of the
total mass is mostly unchanged by the presence of baryons, which are simply
following the dark matter. Within halos however, the picture is different. In
the core, galaxies concentrate a sizable fraction of the halo mass into a central
component of gas and mostly stars. For most groups and clusters of galaxies,
the center of the halo is occupied by a massive elliptical galaxy resulting from
mergers of infalling satellites. Extending further out is a spherical region of
smooth hot gas in hydrostatic equilibrium in the potential well created by
dark matter. Even though this picture is somewhat simplistic and does not
account for energetic processes such as feedback from supernovæ or AGNs, it
provides a good large-scale sketch of the location of baryons.
In the next section, we turn to the discussion of how of weak gravitational
lensing can be used to constrain the cosmological parameters. Because weak
lensing is sensitive to the total mass distribution (gas, stars and dark matter),
we will see that baryons are expected to impact the conclusions of weak
lensing surveys.

1.5

Probing the cosmology with weak gravitational
lensing

The discovery of the acceleration of the cosmic expansion has spurred a considerable interest in dark energy. Since the dark energy component is assumed
to be smooth and only starts to dominate in Eq. (1.3) at late times, the primary
means of study is by probing the expansion rate of the Universe, for example
by studying its effect on the growth rate of large scale structure at late times.
Weak gravitational lensing appears as a good candidate to probe the evolution of the mass distribution in the Universe up to z ∼ 2. Weak lensing is
the effect caused on deep and wide field galactic images by the presence of
a mass distribution between the source galaxies and the observer. The gravitational pull of the mass distribution deviates light rays traveling towards
the observer, resulting in a distortion in the observed image. Even though
the original source image is not accessible, it is possible to extract information
about lensing matter distribution from a large sample of observed galaxies.
The detection of weak gravitational lensing by large scale structure, announced by Wittman et al. (2000); Bacon et al. (2000); van Waerbeke et al.
(2000); Kaiser et al. (2000), spurred a new interest in the technique for probing
the dark energy parameters. A considerable advantage of weak lensing measurements is that they are only sensitive to the total mass distribution, which
not only allows us to probe the distribution of the invisible dark matter, but
also makes the interpretation of weak lensing data independent of any kind
15
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of assumption on the distribution of visible mass with respect to total mass.
Weak lensing measurements are also devoid of complex selection effects, and
their physics are very well understood4 .
In this section, we first briefly present the weak lensing formalism, and
introduce the convergence power spectrum. We then discuss the accuracy on
the theoretical 3D power spectrum P(k ) required to constrain the dark energy
parameters ΩΛ , w0 and wa , and comment on the expected uncertainties due
to baryon physics at small scales and their impact on the determination of the
cosmology.

1.5.1

Deflection of light by mass

The distortion of a source image by the mass distribution can be derived
quite simply in the weak field limit. Figure 1.6 pictures the deviation of a
light ray, emitted from a distant source located within the source plane, by a
single deflecting mass located along the line of sight in the lens plane. The
distances Dd , Ds and Dds are to be understood as angular diameter distances,
such that ξ = Dd θ, η = Ds β, . . . , etc. Whenever the extension of the source
is small compared to both Dd and Dds , the trajectory of the light ray may be
modeled as two straight segments. In the weak field limit (away from the
Schwartzschild radius of the lensing mass), General Relativity predicts the
deflection angle α̂ to be
4GM
α̂ = 2 .
(1.18)
c ξ
Suppose now that all deflecting mass is still confined to the lens plane, but
may be distributed in the plane with a surface density mass density Σ(~ξ ). The
deflection angle may now not be coplanar with the source and observer, and
becomes a 2D angular vector ~α̂. Directly generalizing (1.18), we get

~α̂(~ξ ) = 4G
c2

Z

~ξ − ~ξ 0
d2~ξ 0 Σ(~ξ 0 )
.
|~ξ − ~ξ 0 |2

(1.19)

Eq. (1.19) yields the total deflection angle for the ray with 2D “camera”
coordinates ~ξ. We still need to link ~ξ to the real position of the source object in
the sky, ~η on Figure 1.6. This is easily done in terms of the angles β and θ:

~β = ~θ − Dds~α̂(~θ ) ≡ ~θ −~α(~θ ).
Ds

(1.20)

The angle ~α defined above from ~α̂ corresponds to the apparent angular deflection of the source on the sky for the observer. If the deflection angle ~α(~θ )
is strong enough, for a fixed source location ~β, Eq. (1.20) may admit more
than one ~θ solution, which corresponds to multiple lensed images (in a strong
4 The physics of light deflection and weak gravitational lensing, not dark energy or baryons!
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θ
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Ds

Figure 1.6: Illustration of the gravitational lensing of a source object by a single lens plane.
The notations follow those of Bartelmann and Schneider (2001).

lensing regime). Note that we can explicitly write out ~α as a function of ~θ from
(1.19) and (1.20):
4G
~α(~θ ) = 2
c

Z

D D ~θ − ~θ 0
d2~θ 0 Σ(~θ 0 ) d ds
.
Ds |~θ − ~θ 0 |2

(1.21)

This equation may also be written

~ ψ,
α(~θ ) = ∇

(1.22)

with
ψ(~θ ) =

4G
c2

Z

d2~θ 0 Σ(~θ 0 )

Dd Dds
log ~θ − ~θ 0 .
Ds

(1.23)

In the lens plane, ψ plays the role of a deflection potential.
In the weak lensing regime, the lensing equation (1.20) can be linearized
using the Jacobian matrix
∂β
∂α (~θ )
∂2 ψ(~θ )
= δij −
.
Aij (~θ ) ≡ i = δij − i
∂θ j
∂θ j
∂θi ∂θ j

(1.24)
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where δij is the Kronecker delta. Note that due to the curl-free nature of the ~α
implied by Eq. (1.22), the matrix Aij is symmetric. We may therefore write


1 − κ − γ1
−γ2
.
A(~θ ) = 
(1.25)
−γ2
1 − κ + γ1

The quantity γ(~θ ) = γ1 + iγ2 is the shear distortion, and corresponds to the
local anisotropic deformations of the image. The convergence κ (~θ ) is the local
isotropic part of the deformation matrix.

1.5.2

Weak lensing in cosmological context

Cosmic shear is the deformation effect caused by the whole volume of large scale
structure lying between the observer and the source plane. A rigorous treatment of the subject is beyond the scope of this introductory section, and we
refer the reader to Bartelmann and Schneider (2001), Section 6, for a thorough
discussion. The essential changes with respect to the previous section are:
• Light rays now cover cosmological distances, where cosmic expansion
and geometry need to be taken into account.
• Rays are being lensed by a continuous series of lens planes as they travel
towards the observer.
• The sources themselves are distributed along the depth of the survey.
We can define κ in cosmological context by analogy with the thin lens
approximation by
1~
κ (~θ ) = ∇
·~α(~θ ).
(1.26)
2
From this point on, we limit our discussion to the case of a flat universe
(ΩK = 0), for which the angular diameter distance coincides with the comoving
distance χ:
Z 0
dt0
χ(t) =
c 0 ,
(1.27)
a(t )
t

where we have again set t = 0 to be the present time. Assuming the source
distribution
is not a single source plane but a continuous distribution n(χ)
R
with n(χ)dχ = 1, the expression of κ is
κ (~θ ) =

3H02 Ωm
4c2

Z χH
g(χ)
0

a(χ)

δ(χ~θ, χ)dχ,

(1.28)

where χH is the comoving distance of the horizon, δ is the 3D total matter
overdensity, and where we have introduced the weighting function
g(χ) ≡ 2
18

c
H0

Z χH
χ

n(χ0 )

χ(χ0 − χ) 0
dχ .
χ0

(1.29)
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Note that the (χ0 − χ)χ/χ0 term in this equation is exactly the Dd Dds /Ds term
appearing in (1.21).

1.5.3

The convergence power spectrum

Eq. (1.28) relates the convergence component of the weak lensing signal to
a convolution of the 3D matter distribution δ. The statistical properties of
the clustering of matter can be described in part by the 2-point correlation
function ξ (r ), whose Fourier transform is the 3D power spectrum P(k ) (the
statistical details will be introduced in §2.2.1).
The convergence (1.28) is essentiallyDa 2D projection
of the 3D matter denE
0
~
~
sity δ. Its angular correlation function κ (θ )κ (θ ) only depends on ~θ 0 − ~θ

because of homogeneity and isotropy.
At small angular separations, the convergence power spectrum C (`) may
be defined as the Fourier transform of the angular correlation function of κ,
and is a function of the angular multipole ` ≈ π/θ. C (`) may be computed
directly from Eq. (1.28) using the approximation of Limber (1954), assuming
that
• the angular separation θ is small,
• the depth of the survey is large compared to the typical correlation
length.
Under these assumptions, the convergence power spectrum writes (see also
the appendix of Kaiser, 1992):


Z
9H04 Ω2m
g ( χ )2
`
C (`) =
P
,
χ
dχ.
(1.30)
a2 χ2
χ
16c4
The convergence power spectrum C (`) does not encode the full weak
lensing statistics, because the convergence map is not Gaussian. However, it
contains valuable information to constrain the cosmological parameters and
probe the growth rate of large scale structure.

1.5.4

Theoretical prospects and challenges

Because the convergence spectrum depends on the 3D power spectrum across
the whole integration range in χ, it is impacted by the growth rate of structures.
In addition, the weighting of the 3D power in (1.30) depends on the χ( a)
relationship (1.27), which probes the cosmic expansion rate.
The determination of the history of cosmic expansion can further be improved using power spectrum tomography, by separating galaxies into different
redshift bins using photometric redshifts and computing the convergence
cross-spectra across pairs of bins. This technique is expected to improve constraints on the cosmological parameters by as much as an order of magnitude
19
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Figure 1.7: From Refregier (2003). Weak lensing convergence power spectra for different
cosmological models.

(Hu and Tegmark, 1999; Hu, 1999). More importantly, it could be used to
significantly constrain w0 and the evolution wa of the equation of state of dark
energy (e.g. Heavens, 2003; Song and Knox, 2004; Takada and Jain, 2004).
At multipoles ` & 103 , the convergence spectrum is sensitive to nonlinear
structures, which dramatically increase the constraints on the cosmological
model (see Figure 1.7, from Refregier 2003), and, logically, on the values of the
cosmological parameters. Dark energy uncertainties, in particular, are greatly
reduced when these nonlinear scales are taken into account (e.g. Zentner et al.,
2008).
At such small scales however, weak lensing measurements are affected
by various sources of systematic errors. Some of them are observational:
the knowledge of the imaging device’s point spread function (PSF) and its
correction and shear calibration play an essential role in the quality of the
galaxy shape measurement. A good determination of photometric redshifts is
essential for tomography, as studies suggest that small errors on the photo-z
may lead to a strong degradation of the dark energy constraints (e.g. Ma et al.,
2006).
Other systematics are introduced by imperfect theoretical knowledge of
properties of the distribution of the source galaxies, such as the intrinsic alignments of the disks. Weak lensing studies usually assume galaxy orientations
(and therefore the galaxy shape noise) to be uncorrelated. Coherent align20
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ments (for example along large scale structure filaments, see e.g. Hahn et al.
2010) can therefore induce systematic effects (Heymans et al., 2004; Hirata
and Seljak, 2004; Mandelbaum et al., 2006; Bridle and King, 2007). It has been
suggested that systematics from intrinsic alignments can be minimized using
cross-spectrum tomography (Takada and White, 2004).
Another major theoretical challenge for the determination of cosmological
parameters from the weak lensing signal is that it requires a model of the
nonlinear power spectrum P(k, z) at a percent-level accuracy (Huterer, 2002;
Huterer and Takada, 2005). For pure dark matter ΛCDM universes, analytic
power spectra have been developed and calibrated to numerical simulations,
such as the famous prescriptions of Peacock and Dodds (1996) and Smith et al.
(2003). There has also been some interest in using numerical power spectra
from N-body simulations for weak lensing studies (e.g. Heitmann et al., 2005).
However, our Universe is not made of pure dark matter, and at small
scales, the collisional nature of baryons is expected to alter the power spectrum
in a significant way. Analytic studies (White, 2004; Zhan and Knox, 2004)
predict an amplification of the C (`) of the percent level at the very least at ` ∼
103 , and increasing dramatically at smaller scales. Subsequent cosmological
simulations including baryonic physics such as star formation and supernova
feedback seem to confirm the existence of a strong boost of the statistics due to
baryons at small scales (Jing et al., 2006; Rudd et al., 2008; Guillet et al., 2010).
Systematic errors introduce biases in the parameter determination, and the
requirements on the amplitude of the systematic errors required to keep biases
under control are stringent (e.g. Huterer et al., 2006; Amara and Réfrégier,
2008). It has even been suggested that failure to account for the effects of
baryons may result in the invalid rejection of General Relativity as a viable theory of gravity (Hearin and Zentner, 2009). However, if these systematics can
be accounted for in the power spectrum by introducing additional parameters,
the model could enter a self-calibration regime, where the new parameters are
fitted and the systematic bias is greatly reduced, while the constraints on dark
energy parameters are only marginally degraded (Huterer et al., 2006; Zentner
et al., 2008). In addition, self-calibration could provide interesting constraints
on the newly introduced parameters modeling the systematics. Rudd et al.
(2008) have proposed a halo model for the nonlinear power spectrum in presence of baryons, which relies on modified halo concentrations, and Zentner
et al. (2008) have shown self-calibration to be viable for this model, while
helping constrain dark matter halo concentrations.
In the Chapter 5, we will present a model for the statistics of the density
field based on a somewhat different idea: In the same spirit as White (2004), we
introduce a central core component in the halo. We show that this prescription
provides a better restitution of the statistics of the MareNostrum simulations
than modifications of the concentration parameter relation. In order to exploit
the model for realistic predictions, we identify the central component with a
bright central galaxy, and derive the statistics using model ingredients derived
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as much as possible from observations.
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CHAPTER

Cosmic statistics
The study of the Universe at cosmological scales largely relies on a statistical
characterization of the density field, to quantify the deviation induced by
gravity from a purely homogeneous matter distribution. The corresponding
set of statistical tools is at the heart of our work, and we cover the relevant
notions in this chapter. Note that we refer the reader to Bernardeau et al. (2002)
for a thorough review of the topic.
We start off by discussing the motivation and base concepts of the statistical description of the cosmic fields. We then cover the 2-point correlation
function and the power spectrum, as well as probes of higher-order statistics:
the cumulants of the smoothed density field. Next, we give a summary of
the effects of gravitational dynamics on these statistics, as predicted by treeorder perturbation theory. Finally, we discuss two important topics related to
practical estimation of the statistics which are relevant to our study: the case
of a continuous field sampled by particles — e.g., the dark matter density in
simulations — and the finite volume effects or “cosmic variance”.

2.1
2.1.1

Statistical description of the fields
Why a statistical description?

The widely agreed-upon hierarchical scenario of structure formation predicts
large scale structure which we see today to have assembled from very small
and early objects in a bottom-up process. Those initial structures formed from
slightly overdense regions in the initial density field.
Our knowledge of the initial density field is essentially statistical in nature.
A first reason for this is theoretical: current popular models for the primordial
density fluctuations are based on inflation models, where the inhomogeneities
arise from the inflationary “freezing” of quantum fluctuations (e.g. Liddle
and Lyth, 1993). Quantum theories are purely statistical in nature, as the only
observationally meaningful quantities are statistical averages over all possible
23
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quantum states of some operator. This statistical essence therefore carries over
to the modern description of initial density fields.
Another reason is related to observational realities: because cosmological
time scales are much larger than any possible observation duration, observing
large scale structure requires mapping large and deep areas of the sky. Therefore, it is not possible to follow individual cosmological systems, and statistics
come into play.

2.1.2

The ergodicity hypothesis

It is essential to note, however, that statistics from observations (e.g. correlation functions for the galaxy distribution) are, at a first thought, very different
in nature from statistics of quantum field theory. Observations may only
describe the statistical distribution in redshift and space of objects which we
witness in our single stochastic realization of the Universe. Observables from
quantum field theory, however, are averages over all possible quantum states,
and, unlike observations, have access — within their theoretical framework —
to all possible “universes”. In other words, observations are spatial averages,
whereas theoretical observables are ensemble averages.
These two kinds of statistics may be reconciled by the ergodicity hypothesis.
Consider a collection of observations of small patches in the sky. Each one
of these patches is a snapshot of a part of the unique realization which is
our Universe. However, if the patches are sufficiently scattered such that the
distances between the patches are greater than the typical correlation lengths
for the phenomena of interest, they may readily be seen as independent
realizations, and be used to compute an approximate ensemble average from
distinct spatial samples.
This assumption is known as the ergodicity hypothesis: provided that a data
set covers a large enough volume of the phase space, we can identify averages
over space (or time) with averages over all possible realizations.
It may be extremely difficult to estimate whether the ergodicity hypothesis
is justified for a given set of observations and observables. It is, however, our
only tool to estimate ensemble statistics from observations and simulations.

2.1.3

The multipoint distribution function

We shall not define statistical fields rigorously, as it is well beyond the scope
of this introduction. An intuitive idea of their nature is certainly sufficient for
our purposes. We may define a statistical field δ(x) as the field analogous of a
random variable. While random variables are characterized by their probability distribution function (PDF), random fields introduce a spatial component
which requires us to describe its statistical properties as a function of space.
The joint multipoint probability distribution function (MPDF) provides that
description. In essence, the MPDF describes the probability that the field takes
24
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particular values simultaneously at particular points in space. If pn is the
n-point MPDF, one can informally think of
pn (x1 , x2 , . . . , xn ; δ1 , δ2 , . . . , δn )dδ1 · · · dδn

(2.1)

as the (infinitesimal) probability that the field δ simultaneously takes the
values δi ± dδi at points xi . An important special case is Gaussian fields, whose
n-point MPDFs are n-variate Gaussian distributions for all n.
If, for all n, pn is invariant under simultaneous translation of the coordinates x1 , . . . , xn , the field is said to be statistically homogeneous. Whenever
the pn are invariant under spatial rotations, the field is said to be statistically
isotropic.

2.2

Correlation functions, moments and cumulants

We now introduce additional mathematical tools for the study of statistical
fields around the example of the primordial overdensity field δ. At a fixed,
early redshift, the matter distribution in the universe may be described by
its density ρ(x), which, for a given statistical realization, is a regular (nonstatistical) field. We now consider the overdensity field δ introduced in 1.2.3:
δ(x) =

ρ(x)
− 1,
ρ̄

(2.2)

which quantifies the departure from a purely homogeneous universe (which
corresponds to δ = 0 everywhere).
If we do not fix the statistical realization of the Universe, which is formed
as the initial quantum fluctuations “freeze” during inflation, δ becomes a
stochastic field. δ therefore can be described in terms of its MPDF in the sense
of equation (2.1). Basic principles of physics dictate that the MPDF of the
primordial density field must be both homogeneous and isotropic, accounting
for the fact that there is no privileged location or orientation in our Universe.

2.2.1

The two-point correlation function and the power spectrum

The two-point correlation function ξ, is defined as
ξ (r ) ≡ hδ(x)δ(x + r)i ,

(2.3)

where the average is to be understood in terms of MPDF as:

hδ(x)δ(x + r)i =

Z

dδ1 dδ2 p2 (x, x + r; δ1 , δ2 ) δ1 δ2 ,

(2.4)

which only involves the 2-point MPDF. Note that, because of the statistical
homogeneity of the density field, the right hand side of (2.3) does not depend
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on x. Also, because the field is statistically isotropic, this same term only
depends on the norm of r. Therefore, we may write ξ = ξ (r ). The twopoint correlation function is particularly important in the study of statistical
fields: it is the simplest non-trivial object which can be constructed to probe
the statistics of the fields. Because it measures the amount of “overlap” of
the density field with itself as a function of distance, it contains valuable
information about the distribution of matter at different scales.
In order to extract the scale information from ξ, we may consider its Fourier
transform, the power spectrum P(k), defined as
P(k) =

Z

eik·r ξ (r )d3 r

(2.5)

Because of the statistical homogeneity and isotropy, P only depends on the
modulus of the wave vector k. For a given wavenumber k, P(k ) represents
the amplitude of fluctuations of scale R ∼ 2π/k present in the density field.

2.2.2

Connected moments, cumulants, and hierarchical
amplitudes

Consider a n-point correlation function (also called n-point moment), analogous to the average (2.4):
(2.6)
hδ1 δ2 . . . δn i .
It is useful to define the connected moments, written h·ic , from the regular
moments by

hδ1 i = hδ1 ic ,
hδ1 δ2 i = hδ1 ic hδ2 ic + hδ1 δ2 ic ,
..
.

(2.7a)
(2.7b)

The successive terms are generated using the expansion illustrated on Figure 2.1. Connected moments are particularly interesting in the case of Gaussian or nearly-Gaussian fields (such as the initial density field), because, for
such fields, all the n-point connected correlation functions with n > 2 may be
computed from the 2-point correlation function, by virtue of Wick’s theorem
(see Bernardeau et al., 2002). Thus, in essence, Gaussian fields are entirely
statistically characterized by their power spectrum.
A particular case of (2.6) occurs when all the points x1 , . . . , xn in the correlator are indistinct. In such a case, (2.6) becomes simply hδn i , the one-point
moment of order n. Because of the statistical homogeneity of the field, it does
not depend on point x where δ is sampled.
Similarly, the cumulant of order n, hδn ic may be computed from the onepoint moments of order δk , k ≤ n using the relations between the regular
and connected moments described above.
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Figure 2.1: Expansion of the four-point moment in terms of connected parts.

Note that, if we assume that the dynamics and statistics are scale-free, the
scaling behavior of the 2-point correlation function may be written
ξ 2 (λx1 , λx2 ) ∼ λ−γ ξ 2 (x1 , x2 ),

(2.8)

where γ is some scaling exponent. The n-point correlation function ξ n may, to
leading order, be expressed in terms of sums of products of n − 1 two-point
ξ 2 terms using tree-level diagrammatics (see Bernardeau et al., 2002), which
leads to the scaling relation
ξ n (λx1 , . . . , λxn ) ∼ λ−γ( N −1) ξ n (x1 , . . . , xn ).

(2.9)

Therefore, from (2.8) and (2.9), we expect
ξn
ξ 2n−1

∼ constant with scale.

(2.10)

This is particularly important for the study of self-similar processes in the
stable clustering regime, where the physical size of small scale structures remain
constant because they are decoupled from the expansion (Davis and Peebles,
1977). Because of the scaling (2.10), it is meaningful to define the ratios
Sn ≡

hδn ic

hδ2 inc −1

,

(2.11)

which are called the hierarchical amplitudes. The hierarchical amplitudes are
of great practical interest, because they contain information about the nonGaussian character of the density field. Also, being one-point statistics, they
are relatively easy to compute from observations or simulations. We shall
often use the terms “density cumulants” and “hierarchical amplitudes” to
refer identically to the quantities Sn . The particular amplitudes S3 and S4 are
often respectively called the skewness and kurtosis of the density field.
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2.2.3

Cumulants of the smoothed density field

The one-point moments of the pure, non-smoothed density field δ are rather
difficult to interpret, because they correspond to theoretical estimates at infinite resolution. In practice, observations and simulations are limited in
resolution, and features smaller than some scale R are eliminated by some
cutoff process. The effect of including or omitting small-scale fluctuations
can be significant: at very large scales, the Universe is close to homogeneous,
whereas at size of the Earth, the density contrast can vary by over 30 orders of
magnitude. In fact, this admittedly extreme example illustrates that it makes
little sense in astrophysics to talk about statistical quantities such as variance
without specifying the scale.
From a theoretical standpoint, the corresponding idea is to study moments
of the smoothed density field, that is, δ with all features smaller than some scale
R taken out. This can be done by smoothing with some smoothing kernel
WR (x) (also called window function), defining:
δR (x) ≡ (W ? δ)(x) =

Z

d3 yδ(y)WR (x − y),

(2.12)

where
R 3 ? denotes the convolution product, and WR is normalized such that
d xWR (x) = 1. The smoothing kernel WR may typically be a tophat window:
WR (x) = 4πR3 /3

or a Gaussian filter:
WR (x) =



R

3

q

(2π )3

 −1

 −1

1|x|≤ R ,


x2
exp − 2
2R

(2.13)



,

(2.14)

depending on the particular application.
We can then define scale-dependent density cumulants, and, equivalently,
the corresponding scale-dependent hierarchical amplitudes from Eq. (2.11):
Sn ( R ) ≡

hδRn ic

δR2

n −1
c

.

(2.15)

Note that, because of (2.10), the Sn ( R) are expected to be independent of R in
a scale-free regime.
Among the smoothed one-point moments, the variance σ2 ( R) deserves
a particular treatment because of the central role it plays in the halo model
framework and in astrophysics in general. In particular, it is interesting to
relate it to the power spectrum P(k ), because in the halo model, the linear
power spectrum is a given, fiducial quantity. Writing σ2 ( R) = δR2 , using
(2.12), replacing the correlator hδδi by its expression as the inverse Fourier
transform of P(k ) and collapsing the integrals, one obtains:
2

σ ( R) =
28

Z

dk


k2
P(k )WR2 kR2 .
2
2π

(2.16)

2.3. Cosmic statistics in perturbation theory
While similar relationships exist between the Sn , n ≥ 3, they are more complicated because they involve the 3- and 4-point correlation functions and the
corresponding bispectrum and trispectrum with angular integrals.

2.3

Cosmic statistics in perturbation theory

After motivating and introducing statistical tools for the study of cosmic
fields, we now briefly turn to the discussion of the statistical properties of the
dark matter density field arising from physical processes in the early history
of the Universe. The large scale structure of the Universe as observed at
the present time is thought to be the result of the gravitational evolution of
Gaussian initial density fluctuations (Peebles, 1980; Blumenthal et al., 1984).
Because of its Gaussian nature, this initial field is entirely specified by its
2-point correlation function, the so-called primordial power spectrum, and all
higher order connected moments vanish. Gravitational dynamics are then
responsible for the development of non-Gaussian statistics.
Since perturbation theory (PT) is one of the pillars of the halo model, many
halo model computations make use of the PT results. As we shall be using the
halo model to study cosmic statistics, we now briefly summarize some results
from perturbation theory on the various statistical quantities.
The general approach of perturbation theory to the problem of non-linear
evolution starts with the equations of motion for dark matter like fluids, which
we introduced in Eq. (1.10) on page 6. The idea is then to relate the dynamics
to the time evolution of statistical quantities. Starting from the dynamical
equations, it is possible to derive the time evolution of the correlation functions, the so-called BBGKY1 hierarchy, which plays a similar role for gravity
as the Schiwnger-Dyson equations of quantum field theory. The BBKGY
hierarchy was the subject of intense study in the 1970’s, in particular by Davis
and Peebles (1977).
The problem of deriving meaningful n-point correlation functions from the
BBKGY evolution equations is however nearly intractable. Some of the most
successful subsequent approaches to perturbation theory have focused on the
study of one-point moments, and in particular of the cumulant hierarchy (Fry,
1984b,a; Bernardeau, 1992, 1994).

2.3.1

The linear variance and power spectrum

As discussed in §1.2.3, in the early stages of the evolution of the Universe, the
evolution of the overdensity field is well described at the leading order by a
simple linear evolution where all the modes of δ evolve independently and at
1 Named after Bogoliubov, Born, Green, Kirkwood and Yvon, who independently derived
the equations.
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the same rate:
δ(x, z) = δ(x, z0 )

D+ ( z )
,
D+ ( z 0 )

(2.17)

where z0 is some fixed early initial epoch, and D+ is the linear growth factor
introduced in §1.2.3.
This linear evolution is sufficient to derive the leading order evolution of
the 2-point correlation function hδδi , and therefore of the power spectrum
P(k) and the variance σ2 ( R), which write simply:


2
D+ ( z )
ξ lin (r, z) = ξ (r, z0 )
,
D+ ( z 0 )


D+ ( z ) 2
,
Plin (k, z) = P(k, z0 )
D+ ( z 0 )
2

D+ ( z )
2
.
σlin
( R, z) = σ2 ( R, z0 )
D+ ( z 0 )

2.3.2

(2.18a)
(2.18b)
(2.18c)

The cumulant hierarchy in perturbation theory

Remember that since δ is initially Gaussian, all its higher-order connected
moments vanish at very high redshift. Therefore, linear evolution is not
sufficient to describe higher order statistics to leading order, and it becomes
necessary to consider the couplings induced between different modes of
the density field by gravitational dynamics. Couplings between modes are
represented as vertices in Feynman diagrams (see Bernardeau et al., 2002, for
a review in the case of gravitational dynamics), which are a way of expressing
various terms arising in the perturbative series expansion. The loop topology
of the diagram — in a graph-theoretic sense — determines its order in the
series expansion. The leading non-vanishing contributions to the perturbative
expansion arise from the simplest diagrams: connected diagrams without
loops, the so-called tree diagrams.
For tree-order perturbation theory, the results for volume-averaged correlation functions were first derived by Fry (1984a). Letting

γn ≡

dn log σ2 ( R)
,
d logn R

(2.19)

the first scale-dependent amplitudes in perturbation theory write (Bernardeau
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et al., 2002):
34
+ γ1 ,
7
60712 62
7
2
S4PT ( R) =
+ γ1 + γ12 + γ2 ,
1323
3
3
3
200575880 1847200
6940 2 235 3
PT
S5 ( R ) =
+
γ1 +
γ +
γ
305613
3969
63 1
27 1
1490
50
10
+
γ2 + γ1 γ2 + γ3 .
63
9
27
S3PT ( R) =

2.4

(2.20a)
(2.20b)

(2.20c)

Continuous fields sampled by particles

We now turn to the statistical specificities of cosmological simulations. Many
astrophysical observations of the mass distribution in the Universe are discrete
in nature, such as catalogs of galaxies or clusters. In addition, numerical
simulations always rely on discrete particles to simulate the cold dark matter
component. The determination of the statistics of the number of data points
in given volumes of space — the so-called counts-in-cells — turns out to be a
powerful tool for studying the clustering of matter in the Universe.

2.4.1

Local Poisson sampling of a continuous field

While numerical simulations of cold dark matter rely on particles to attempt
to reproduce the dynamics of the CDM component, the actual distribution of
dark matter is, for all common purposes, continuous. If we assume that the
particles are unbiased tracers of the underlying density field, it is reasonable
to believe that the particle count in a given (small) cell results from a local
Poisson process whose parameter (expectation number N̄) is related to the
local density in the cell by:
N̄ = n̄v(1 + δ),

(2.21)

where n̄ is average number of particles per unit volume, v is the volume of
the cell, and δ is the local overdensity.
Under this assumption, the probability PN of finding exactly N particles
in the cell can be expressed as
PN =

Z

p(δ)P s [ N, N̄ (1 + δ)] dδ,

(2.22)

where p(δ) is the 1-point distribution function of the density field δ and P is
the Poisson counts distribution function.
As discussed in Bernardeau et al. (2002), the validity of the local Poisson
sampling hypothesis may be disputed, in particular when applied to extended
objects such as galaxies or halos. Such objects cannot be arbitrarily close to
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each other and still be identified as distinct points. They are therefore anticorrelated at small scales, which invalidates the local Poisson hypothesis. With
dark matter particles however, the assumption holds generally very well at
scales bigger than the local inter-particle distance (where N-body relaxation
intervenes) and the force softening length.

2.4.2

Computing the density cumulants using counts-in-cells

We now turn to the problem of estimating the Sn in simulations or galaxy
catalogs, which are discrete in nature, but for which we would like to estimate
the statistical properties of the underlying continuous field and not its random
Poisson sampling.
Given a region of space of volume v, we can count the number N of discrete
objects which lie within this volume. Defining δ̃ ≡ N/ N̄ − 1 to be the local
particle count density contrast, we may expect the one-point moments of δ̃ to
be related to the ones of the smoothed continuous underlying density field δR ,
for a smoothing scale R ∼ v1/3 . It is indeed the case, and for the moments of
order 2 and 3, the relations are (see e.g. Peebles, 1980; Fry, 1985; Szapudi and
Szalay, 1993; Bernardeau et al., 2002):
1
,
N̄
3 2
1
+
δR + 2 .
N̄
N̄

δ̃2 = δR2 +

(2.23a)

δ̃3 = δR3

(2.23b)

Note that the h·iP averages above are with respect to the Poisson sampling
process. The 1/ N̄ terms indicate that these naive estimators are biased, due to
the discreteness of the sampling: as N̄ → ∞, the biases vanish.
There is a simple and elegant way of obtaining unbiased estimates of the δ̃
using factorial moments. Introducing the notation

( N )k ≡ N ( N − 1)( N − 2) · · · ( N − k + 1),

(2.24)

the factorial moments Fk are defined as
Fk ≡ h( N )k i = h N ( N − 1)( N − 2) · · · ( N − k + 1)i .

(2.25)

By establishing an identity between the generating function of the countsin-cells and the moment generating function of the smoothed density field,
Szapudi and Szalay (1993) have shown that the Fk are unbiased estimates of
the moments in the sense that
D
E
Fk = N̄ k (1 + δR )k .
(2.26)
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2.5

Finite volume effects in observations and
simulations

We conclude this chapter with a short overview of errors associated with
estimators of cosmic statistics. In particular, we discuss the origin of cosmic
variance in cosmological simulations, and how it can be minimized in the
context of our study of the effect of baryons by studying the ratio of estimators
from two simulations with the same random phases but differing physics.

2.5.1

Cosmic variance and bias

In computer simulations and observations, statistical quantities such as the
power spectrum are generally evaluated using an estimator of the statistics
over a finite volume of data — limited by the computational volume, the survey
area, etc. Estimating the underlying (ensemble) statistics of a field using only
a single realization (the observations) relies on the ergodicity (or “fair sample”) hypothesis described in §2.1.2. As a result, the finiteness of the sample
size impacts the quality of the estimation, because the statistical information
contained in the sample is limited by the its volume.
Given an infinite, single realization of, say, the density field at z = 0, and
assuming the field to be ergodic, we would be able to extract the exact statistics
of the underlying ensemble process. Now, consider a set of subvolumes of size
L extracted from the infinite realization. Given a statistic X and an associated
estimator, we may compute the estimated statistics X̂i each subvolume i. Since
subvolumes only contain partial information on the density field statistics,
the X̂i depend on the particular chosen subvolume. We expect the collection
of the X̂i to follow some statistical distribution, whose properties determine
the cosmic errors of our particular estimator at scale L. Statistics of estimators
relevant to this work (e.g. the factorial moments) have been studied for
example by Szapudi et al. (1999).
Cosmic variance is the variance of the distribution of the estimations. Generally speaking, it is proportional to σ2 ( L), the variance of the density field at
the sample size (e.g Szapudi et al., 1999; Bernardeau et al., 2002). Note that
the estimator may also be biased, in the sense that one may have X̂i i 6= X.
Because of the finite computational box size, estimation of statistics from
simulations are subject to this cosmic variance issue. But more importantly,
the dynamics in simulations are modified by the box size. Since structure
growth occurs from small scales to large scales, the size of the typical structure
collapsing at the current time in the simulation increases. As this characteristic
mass approaches the size of the computational box, it starts to feel the periodic
boundary conditions, and the growth of the biggest halos is quenched by the
lack of new infalling material.
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2.5.2

Ratios of statistics: a cure against cosmic variance in
simulations

In this work, we are primarily interested in the effect of baryons on the cosmic
statistics. Cosmological simulations, which we describe in Chapter 4, are our
primary means of experimental study. The study is best done by running two
cosmological simulations using identical parameters and initial conditions
but differing physics (one with dark matter only, the other one with baryonic
physics). However, cosmic statistics in simulations are sensitive to cosmic
variance, in particular higher-order statistics such as the skewness.
It is possible to eliminate most cosmic variance issues by considering ratios
of statistics between simulations with the same set of initial random phases.
Consider two simulations A and B with the same initial phases, but with
differing physics which we wish to investigate (typically, simulation A is dark
matter only, while simulation B include baryon physics). We wish to study
the physics through some statistic X (for example, the third moment S3 ). For
each setup A and B, there is a corresponding true statistic X A and XB , which
by definition is devoid of any cosmic variance. Our goal is to determine the
effect of the physics on X using estimates X̂ A and X̂B of X A and XB from
simulations.
Because the simulations only model a finite volume of space, X̂ A and X̂B
are subject to cosmic variance. We may therefore define the random variables
e A and eB
X̂ A ≡ X A (1 + e A ) ,
X̂B ≡ XB (1 + eB ) ,

(2.27)
(2.28)

which express the stochastic nature of X̂ A and X̂B with respect to the initial
random phases.
By Taylor expanding to second order in e, the moments of the ratio X̂B / X̂ A
are


X̂B
1
= XB X −
A [1 + (h e B i − h e A i)
X̂ A
(2.29)


2
2
+ e A − he A eB i + o (e ) ,
+
*
2
X̂B
2
= XB2 X −
A [1 + 2 (h e B i − h e A i)
X̂ A
(2.30)


2
2
2
+ 3 e A − 4 he A eB i + eB + o (e ) .
After some straightforward algebra, the variance of the ratio writes
*
2 + 
2
X̂B
X̂B
2
−
= XB2 X −
A [var e A + var e B − 2 cov( e A , e B )] .
X̂ A
X̂ A
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(2.31)

2.5. Finite volume effects in observations and simulations
There are some interesting things to notice on these expressions. First, note
in Eq. (2.29) that even if the estimators X̂ A and X̂B are unbiased (i.e. he A i =
heB i = 0), the ratio X̂B / X̂ A is a biased estimator of XB /X A . This is the
consequence of the well-known fact that nonlinear combinations of unbiased
estimators are not in general unbiased estimators themselves.
Because e A and eB represent the stochasticity of X̂ A and X̂B due to the
cosmic variance sampling, and since simulations A and B are run from the
same initial phases, we may expect2 e A ≈ eB . In this limit, we see that both
the bias in Eq. (2.29) and the variance of Eq. (2.31) vanish.
This suggests that we can minimize the effect of cosmic variance on our
conclusions by studying the ratios or boosts of the statistics between simulations with differing physics but the same set of initial random phases. This
simple process takes out most of the systematic errors from the statistics while
extracting the essential information concerning the effect of baryonic physics
on cosmic statistics.

2 This

only holds as long as the physics between the two runs are not too different, because
it assumes that the underlying processes which contribute to the statistics X react in the same
way to large-scale effects of cosmic variance. We will assume that this is the case in our
applications.

35

CHAPTER

The halo model
In this chapter, we describe the halo model, an analytic prescription for the
study of the clustering of matter. The halo model combines large scale perturbation theory and properties of virialized halos to construct a model for the
statistics at all scales. After discussing the properties of virialized halos, we
introduce the halo model formalism for the computation of cosmic statistics,
in particular the power spectrum P(k ) and density cumulants Sn ( R) of the
smoothed density field. Finally, we discuss the successes and limits of the
halo model prescription, which appears as a versatile tool — even though no
silver bullet — for the study of cosmic statistics.

3.1

History and introduction

The halo model approach finds its origins in the work of Neyman and Scott
(1952), who proposed to study the spatial distribution of galaxies by considering them as a collection of discrete objects with internal properties. With
the development of modern cosmology and the understanding that dark matter dominates the matter component in the Universe, the approach gained
popularity as a way to study galaxies as biased tracers of the dark matter
distribution (White and Rees, 1978).
The general idea of the halo model framework is to describe the distribution of matter in the Universe as a collection of virialized halos, instead of a
continuous statistical field. The validity of this approach is well supported
by both observations and numerical simulations, which show that the late
Universe is mostly made of voids, separated by walls and filaments along
which dense, ellipsoidal virialized structures form.
In this work, we present the halo model from a cosmic statistics perspective,
and we will be primarily interested in theoretical models for the density power
spectrum and the cumulants. Many analytical or semi-analytical approaches
exist for the dark matter power spectrum (Hamilton et al., 1991; Jain et al.,
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1995; Peacock and Dodds, 1996; Smith et al., 2003). These approaches usually
rely on linear theory on large scales, and “stable clustering” on small scales
(see Peebles, 1980), and scaling procedures as introduced by Hamilton et al.
(1991) to describe the transition regime.

3.2

Properties of dark matter halos

Following the idea that the matter of the universe can be seen as a collection
of halos with individual positions and properties, to fully characterize the
matter distribution, one needs to answer three main questions:
• When does a given halo form?
• What is the mass distribution of dark matter halos?
• What is the density profile of dark matter halos?
These questions find their answers in physical arguments.

3.2.1

Birth of a halo and the spherical collapse model

Because of the mechanism of the gravitational instability, halos which we see
at the present epoch have been formed by gravitational collapse of overdense
regions of the Universe. Provided we choose a model of halo collapse, we can
therefore answer the question of the epoch of halo formation.
A very useful model is the spherical collapse model. This model follows
the gravitational collapse of a “tophat” initial perturbation in the density
field, and was first studied by Gunn and Gott (1972). The initial setup is a
spherical region of comoving Lagrangian radius ri , with overdensity δi > 0,
in an otherwise homogeneous universe with δ = 0.
At a later time, the (Eulerian) size of the region will be r, and the overdensity of the region δ = (r/ri )3 − 1. Gunn and Gott (1972) have then shown that,
in an Einstein-de Sitter universe, the dynamical evolution of the spherical
region has the parametric form (see also Cooray and Sheth, 2002):
1 + z (1 − cos θ )
r (z)
=
,
ri
(5/3)δ0
2
 2/3
1
3
(θ − sin θ )2/3
=
.
1+z
4
(5/3)δ0

(3.1)
(3.2)

In these expressions, δ0 represents the initial overdensity δi extrapolated to
the present time using linear theory:
δ0 =

D+ ( z = 0 )
δi ,
D+ ( z i )

(3.3)

where D+ (z) is the amplitude of the growing mode of linear perturbation
theory, as introduced in §1.2.3.
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θ=0

Overdensity
follows cosmic
expansion

θ=π

θ = 2π

Overdensity
decouples from
the expansion
and starts
to collapse

Overdensity
collapses
on itself

Formation of a
virialized halo

Figure 3.1: Stages of the spherical collapse of an overdense spherical region, as seen in
physical (non-comoving) coordinates.

Critical collapse overdensity
At the end of the collapse process, at θ = 2π, one has from eq. (3.2):
3
δ0
=
1+z
5



3π
2

2/3

≈ 1.686.

(3.4)

This can be interpreted as follows: in order to collapse at redshift z, a spherical
region must have had an initial overdensity δi such that the corresponding δ0
(from Eq. 3.3) verifies (3.4). Conversely, a region with a given δ0 will collapse
at the redshift z given by this same equation.

Virial density contrast
The spherical collapse process as described by those equations is singular at
θ = 2π, with a vanishing region radius. However, in real halos, the dark
matter shells would cross in the final stages of the collapse, leading to violent
relaxation and virialization of dark matter.
The final size of the resulting virialized halo may be estimated using
an energy argument and the virial theorem. Assuming the conservation of
mechanical energy for the halo in physical coordinates, one can equate the
energy at turnaround and after virialization: Eta = Evir . At turnaround, the
energy is purely potential as the expansion of the region comes to a halt:
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Kta = 0 and Eta = Uta . After virialization, the virial theorem writes:
Evir = Kvir + Uvir
1
= − Uvir + Uvir
2
1
= Uvir .
2

(3.5)
(3.6)
(3.7)

The conservation of energy therefore yields Uta = 12 Uvir . As the gravitational
potential energy scales as 1/r, we get for the approximation of the virial radius:
1
rta .
(3.8)
2
The value of rta may be computed from (3.1). In terms of density contrast, one
finds:
∆vir = 18π 2 ∼ 178.
(3.9)
rvir ∼

3.2.2

The mass function of dark matter halos

The statistical description of halos requires a model for mass distribution
of dark matter halos. Fortunately, the spherical collapse model introduced
previously provides most of the ingredients necessary for a model of the mass
function of the dark matter halos.
As halos form from initially overdense regions, the problem is to estimate
the number distribution of such regions in the initial density field, which we
identify with later halos. Writing n( M, z)dM the number density (per unit
volume) of halos of mass in the range [ M, M + dM] at redshift z, can write
without loss of generality using dimensionless quantities f and ν:
m
n( M, z)dM = f (ν, z)dν,
ρ̄

(3.10)

where ν is some dimensionless measure of the scale.
Equivalent measures of the size of a Lagrangian region
It is useful to relate a region’s comoving Lagrangian radius R to its mass M.
In terms of comoving density and Lagrangian radius one has
M=

4
π ρ̄(1 + δi ) R3 ,
3

(3.11)

where δi is the initial overdensity of the region. For mass/size conversions,
one may readily neglect the δi term, which at very early redshifts is usually
much less than 1. Additionally, whenever a region is to be identified with
a collapsing halo, the virial radius Rvir may be defined by the virial density
contrast ∆vir :
−1/3
Rvir = R · ∆vir
.
(3.12)
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Note that, in this equation, ∆vir may or may not be given by (3.9). The spherical
collapse model is a useful tool for the study of halo collapse, but the choice of
the ∆vir parameter is usually dictated by the choice of halo profile (typically,
∆vir = 200 is widely used for the NFW profile) or is left as a free parameter of
the halo model.
It will also turn out to be convenient to parametrize scale by the variance
of the initial density field σ in spheres of radius R. From the relationship
between the power spectrum and the variance presented in §2.2.3, Eq. (2.16),
we get:
Z
k2
2
σlin ( M, z) = dk 2 Plin (k, z)W (kR)2 ,
(3.13)
2π
where W ( x ) is some window function of radius 1. The variance σ2 ( M ) is a
decreasing function of M and R: as the radius R grows, the averaging volume
increases and the statistical variance drops.
We therefore have three different measures of scale, the mass M, the radius
R, and the variance σ2 . We tend to use them interchangeably in the mass
function formalism, keeping in mind that all of them are different ways to
parametrize the scale of regions of Lagrangian space.
The Press-Schechter approach
Press and Schechter (1974) introduced a simple model for the number density
of such regions. Assuming a Gaussian initial density field, one can derive
the volume density of points where the density locally exceeds the spherical
collapse threshold. Interpreting such regions as “already bound” regions,
differentiating with respect to the halo mass will yield the expected mass
function. In the notations of (3.10), the Press-Schechter result is:
r
 2
2
δsc (z)
−ν
f PS (ν) =
exp
,
ν=
,
(3.14)
π
2
σlin ( M, z = 0)
where the PS subscript stands for “Press-Schechter”. Note that f does not
depend explicitly on z or even on the cosmology, in that sense, this form for
the mass function is said to be universal. This predicted universality has been
found to be in accordance with simulations (see e.g. Jenkins et al., 2001).
This form has been shown to be an acceptable fit of the simulations over a
large mass range, and is widely used in the literature.
Note that, even though the dynamics and even the initial conditions might
be scale-free, (3.14) features a characteristic mass scale M? (z), corresponding
to ν = 1, i.e.
δsc (z) = σlin ( M? (z), z = 0) .
(3.15)
The existence of this mass scale lies in the dynamics of the spherical collapse
process, and M? is the mass of a typical halo collapsing at redshift z.
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Excursion set developments
The original derivation of (3.14) in Press and Schechter (1974) was unsatisfactory however, as a famous “fudge factor” of 2 had to be introduced by
hand-waiving arguments to obtain a properly normalized mass distribution
of halos. Bond et al. (1991) gave a more satisfying and also more powerful
derivation of the Press-Schechter result, which extends nicely to the problem
of halo bias.
Bond et al. (1991) proposed to look at the initial density field through a
series of smoothing filters of decreasing smoothing radius R (or, equivalently,
of increasing variance σ2 ). They argued that the fraction of space for which
the smoothed density field exceeds the collapse threshold at scale R and not
at any larger smoothing scale R0 > R corresponds to the fraction of mass which
belongs to halos of scale R. The calculation of this fraction relies on the clever
observation that, under reasonable assumptions, the average density within
a region of fixed center with a decreasing extension R follows a Brownian
random process (hence the name “excursion set”).
The reasoning of Bond et al. (1991) reproduces the results of Press and
Schechter (1974), with the “fudge factor” of 2, without the need for any additional argument. In addition, it provides a useful framework for problems
related to halo biasing (see §3.2.3).
Sheth-Tormen mass function
Refinements have been proposed to the form (3.14). Audit et al. (1997) have
studied the effect of shear and tidal effects on the Press-Schechter mass function. Sheth and Tormen (1999) introduced a new generalization of the PressSchechter result:
r h


 i
qν2
2q
2 −p
exp −
1 + qν
f ST (ν) = A( p)
(3.16)
π
2

where p and q are new parameters, and A( p) is the normalization constant.
Most numerical simulations suggest p ≈ 0.3, q ≈ 0.707, A( p) ≈ 0.322. This
form seems to provide a better fit overall to the simulations (Jenkins et al.,
2001), both at the low-mass and high-mass ends of the distribution (see Figure 3.2). It has also been considered in the context of ellipsoidal collapse (Sheth
et al., 2001; Sheth and Tormen, 2002).

3.2.3

Deterministic biasing

The spatial distribution of objects such as galaxies and halos is not random,
and tends instead to follow the large scale matter distribution. This is because
halos appear in regions where matter is already clustered, and this happens
preferably in already overdense parts of space.
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Figure 3.2: From Jenkins et al. (2001). Comparison of the Press-Schechter (dashed line) and
Sheth-Tormen-like (dotted line) formulæ to numerical simulations of the Virgo
collaboration.

In the halo model framework, this question translates into: how many
halos of a given mass can we find in a region of space of volume V enclosing a
mass M = V (1 + δ) ρ̄? This question is of great theoretical and observational
importance: it provides a link between the total mass distribution on large
scales, which is dark matter dominated, and the local distribution of galaxies,
which act as visible tracers of the dark matter.
Following the notations of Mo and White (1996), we shall write
N (m, z1 | M, V, z0 )
the average number of halos of mass m which collapsed at redshift z1 , and
which are found in cells of size V containing mass M at z0 . We also define
δh (m, z1 | M, V, z0 ) =

N (m, z1 | M, V, z0 )
− 1,
n(m, z1 )V

(3.17)

which is, in essence, the local overdensity of halos in the cell V: if δh > 0, there
are more halos of mass m in the cell than there are on average in the local
Universe.
The power of the excursion set approach of Bond et al. (1991) is that it
provides a model for the numerator. Essentially, in order to collapse at z1 , the
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halos inside the volume V only “see” a lower overdensity threshold, as they
are already located in an overdense region. As shown in Bond et al. (1991); Mo
and White (1996), this amounts to replacing the overdensity in the expression
for n(m, z) by δsc (z1 ) − δ0 , and the variance by σ2 (m) − σ2 ( M), where δ0 is
the initial overdensity (extrapolated to z = 0 using linear theory) required for
a region to reach overdensity δ at z0 . Note that because δ is the result of the
spherical collapse process in the cells V, the relationship between δ0 , δ and z0
is non-linear. It is possible to derive good approximations of δ0 (δ, z0 ) (Mo and
White, 1996).
At large cell volumes V, we expect |δ|  1 and σ( M)  σ(m). Under
these assumptions, it is possible to expand δh in Taylor series in δ (see e.g. Mo
and White, 1996) to get:
δh (m, z1 | M, V, z0 ) =

∑ bk (m, z1 )δk .

(3.18)

k >0

The coefficients bk (m, z1 ) of the expansion are called the bias parameters. Their
values depend on the chosen mass function. For the Press-Schechter and
Sheth-Tormen mass functions, the values of the first bk can be found in Cooray
and Sheth (2002); Scoccimarro et al. (2001).
Note that the parametrization (3.18) is only valid at large scales, when
there is no scatter in the δh (δ) relationship. The biasing can then be considered
deterministic. On smaller scales, the scatter becomes important (Mo and
White, 1996), but we will not be taking it into account in our study.

3.2.4

Halo density profiles

To fully describe the properties of the matter distribution with the halo model,
we further need to account for the fact that halos are not point-like objects.
Within the spatial extension of the halo, matter adopts a particular distribution
ρ(x − x0 ) with respect to the halo center x0 . In astrophysical halo profiles, the
matter tends to concentrate towards the center of the halo region.
A common assumption in the halo model framework is that the halo
profile ρ(x) is spherically symmetric around x0 . Dark matter simulations
show that this is typically not the case for dark matter halos in the absence of
baryons: such halos tend to be triaxial objects, with 2:1 ellipticity ratios easily
attained (e.g. Frenk et al., 1988; Dubinski and Carlberg, 1991). Halo profiles
are therefore to be understood as spherically-averaged profiles ρ(r ), defined as:
2

4πr ρ(r ) ≡

Z

S(r )

ρ(x − x0 )d2 x,

where S(r ) is the sphere of center x0 and radius r.
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(3.19)

3.2. Properties of dark matter halos
The NFW profile
Many dark matter halo profiles in use in the literature feature a characteristic
radius rs . In particular, functional forms of the kind
ρ (r | m ) =

ρs
,
(r/rs )α (1 + r/rs ) β

(3.20)

where ρs is in essence the profile density at rs , have been thoroughly studied
in the literature. The Navarro-Frenk-White (NFW) profile, introduced by
Navarro et al. (1997) and corresponding to (α, β) = (1, 2), has been the subject
of numerous studies. Indeed, the NFW form seems to fit all virialized dark
matter halos obtained in numerical simulations from hierarchical processes,
on a wide mass range and independently from the cosmological model.
Because structures such as cluster halos only have a finite extent, it is
necessary in practice to introduce a cutoff on the radial extension of the profile.
A common choice of cutoff is the halo’s virial radius Rvir . For NFW profiles, it
is customary to stop the profile at R200 defined by:
M(r < R200 ) = 200 ρ̄

4π 3
R ,
3 200

(3.21)

where M (r < R) is the total mass enclosed by the halo profile below radius
R. For the rest of this discussion, we shall talk generically of Rvir , implicitly
to be understood as R200 in the case of NFW profiles. Letting x = r/rs and
c = Rvir /rs , the NFW profile writes:
ρ ( x ) = ρ s x −1 (1 + x ) −2 ,

0 < x ≤ c.

(3.22)

The parameter c is the NFW halo concentration parameter. Because halos of
different masses assemble at different times, their environments — and particularly the background density — will be different at their respective times of
collapse. There is solid evidence suggesting that this environment “imprints”
the halo formation process, in such a way that the characteristic density of
the halo reflects the mean density of the Universe at a suitably defined time
of collapse (see e.g. Navarro et al., 1997; Kravtsov et al., 1997; Avila-Reese
et al., 1999; Eke et al., 2001). Numerous works based on N-body simulations,
included the studies cited above, have actually confirmed the average c( M)
to decrease with mass, and the statistics of the ( M, c) distribution have also
been studied (see e.g. Jing, 2000; Neto et al., 2007).
Many prescriptions for c( M) have been proposed in the literature, in
the form of power laws (Navarro et al., 1997; Bullock et al., 2001). We will
primarily consider concentration parameters of the form of Cooray and Sheth
(2002):

b
c0
M
c( M, z) =
,
(3.23)
1 + z M? ( z )
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where M? (z) is the characteristic mass scale of Eq. (3.15) at redshift z, and c0
and b are free parameters, with b < 0. Typical values found in the literature
and associated with the c( M ) relationship of Bullock et al. (2001) are c0 ≈
9, b ≈ −0.13.
For convenience, we define u( x ) as the halo profile with total mass normalized to 1. Since the profiles depend on the mass M of the halo which we
consider (for example through the c( M) relationship), we will explicitly write
u ( x | M ):
ρ( x | M)
.
(3.24)
u( x | M) = R c
2 ρ ( y | M )dy
4πx
0
Following the notations of Cooray and Sheth (2002), we also define u(k| M),
the (3D) Fourier transform of u( x | M ), normalized such that u(k = 0| M ) = 1.

3.3
3.3.1

Statistics in the halo model framework
Density field

Following the core idea of the halo model that all matter resides in a collection
of virialized halos of masses Mi at positions xi , we can write the density field
as:
ρ ( x ) = ∑ Mi u ( x − x − i | Mi ) .
(3.25)
i

We can make the halo statistics appear explicitly by artificially introducing
delta functions and an integral:
ρ(x) =

∑
i

Z

dM d3 x δ( M − Mi )δ3 (x0 − xi ) M u(x − x0 | M ).

(3.26)

This last form is very useful for the computation of correlation functions.

3.3.2

Power spectrum

Scherrer and Bertschinger (1991) were the first authors to compute the power
spectrum in the halo formalism. The computation was later extended in the
same spirit by Ma and Fry (2000). Starting off by computing the 2-point
density correlation function of the local overdensity δ, we get from (3.26):
ξ (y − x) ≡ hδ(x)δ(y)i = ξ 1h (y − x) + ξ 2h (y − x).

(3.27)

where ξ 1h (y − x) contains all terms from the resulting double summation
involving the same halo (i = j), and ξ 2h (y − x) groups all terms i 6= j coming
from different halos. Therefore, ξ 1h is the short-range part of the contribution
function, whereas ξ 2h describes the correlations at large scales, where the separation is much bigger than the typical size of the halos. Figure 3.3 illustrates
two configurations contributing to the two terms each.
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ξ 1h

ξ 2h

Figure 3.3: Configurations of 1-halo and 2-halo contributions to the correlation function.
The small-scale correlations are dominated by ξ 1h , inside the halo profiles. At
larger separations, beyond the characteristic halo size, ξ 2h takes over.

Since the power spectrum is simply the Fourier transform of the correlation
function, it may also be written:
P(k ) = P1h (k ) + P2h (k ).

(3.28)

For separations |x − y| well within the typical size of the halos, the correlation
function is dominated by contributions from the same halos, and ξ 1h is essentially the autoconvolution of the halo profile. In k-space, the corresponding
P1h term writes
Z
M
P1h (k ) = dν f (ν) |u(k |ν)|2 .
(3.29)
ρ̄
Note that, in this integral, M and ν play a similar role and parametrize the
scale of the halo: M is related to the density field variance by Eq. (3.13), and ν
is obtained from the variance by (3.14).
Looking into the ξ 2h term, the sum over terms i 6= j (different halos)
expresses the correlation function ξ hh (r | Mi , M j ) of the halo counts in different
points in space (not to be confused with ξ 2h ). Recalling that we have previously
found the overdensity of halo counts δh to be related to the local overdensity
by the bias relation (3.18), in the large scale limit (where δ  1), we may
simply take
δh ≈ b1 ( M)δ,
which leads to
ξ hh (r | Mi , M j ) ≈ b1 ( Mi )b1 ( M j )ξ (r ).

(3.30)
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where ξ is the correlation function of δ. At very large scales, it is reasonable to
resort to linear theory and take
ξ (r ) ≈ ξ lin (r ).
Under these approximations, the P2h term writes (see e.g. Cooray and Sheth,
2002):
Z
2
P2h (k ) =
dν f (ν)u(k |ν)b1 (ν) Plin (k ).
(3.31)

3.3.3

The density cumulants Sn in the halo model

At large enough scales, the one-point statistics Sn may be computed using
perturbation theory as discussed in §2.3.2. However, perturbation theory
breaks down at small scales, where discrete halos are expected to contribute
to the density cumulants.
A first interesting refinement taking discrete halos into account is the
so-called Poisson cluster model, where halo-halo correlations are neglected
and halo profiles are assumed to be point-like (Sheth, 1996). Halo profiles,
however, are responsible for most of the behavior of small-scale statistics, and
thus neither perturbation theory nor the point cluster model are appropriate
for careful small-scale statistics studies. It is therefore necessary to account for
the halo profile form factors.
Fortunately, the full computation of the higher-order cumulants in the halo
model was developed by Scoccimarro et al. (2001). Following the authors, we
define:
um ( R, ν) ≡
Ai,j ( R) ≡

Z

Z

k2 dk
[u(k|ν)]m |W (kR)|2 ,
2π 2
dν f (ν)bi

(ν)u2 ( R, ν) [u( R, ν)] j

(3.32)


M
ρ̄

 j +1

.

(3.33)

Note that the amplitudes Ai,j ( R) are essentially vertices involving j + 2
points within the same halo, because there are j + 2 copies of the profile
u(k, ν) being integrated on the same halo scale ν together in (3.33). Indeed,
setting i = j = 0 yields the expression (3.29) for the one-halo term of the
power spectrum, involving two points in the same halo (see Figure 3.3). The
i index appears in the bias parameter bi , and therefore i = 0 corresponds to
correlations computed within a single isolated halo, since b0 ≡ 0 (again, just
like the one-halo term). A diagrammatic representation for the Aij vertices is
proposed on Figure 3.4.
Because Sn ( R) is the average value of the n-point cumulant over a cell of
volume V ∼ R3 , we need a way to estimate the connected correlation function
ξ n in the halo model framework. Overall, the n points of the correlation
function may involve between 1 and n different halos. Note that, because the
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A1,2

A0,3

Figure 3.4: Symbolic representation for the amplitudes A1,j and A0,j of Eq. (3.33). Each
dot represents one the n points involved in the n-point correlation function.
The A1,j halo vertices are connected to foreign halos because of the b1 bias
term. The A0,j amplitudes do not involve bias parameters and do not account
for halo-halo correlations.

points are labeled in the correlation function, they are distinguishable, while
the halos are not, because of their stochastic nature. It may be that the n points
all fall in a same halo (case D of Table 3.1), and there is exactly one such case.
On the contrary, there is one configuration for which no same points belong
to the same halo (situation A of Table 3.1). In between, the n distinguishable
points are distributed among m indistinguishable host halos, with none of the
m halos left empty. The number of such configurations is the Stirling number of
the second kind S(n, m) (Stirling, 1730; Abramowitz and Stegun, 1972; Scherrer
and Bertschinger, 1991).
Among these configurations however, some are sub-dominant because of
the scaling properties of the 2-point correlation function. Scoccimarro et al.
(2001) introduced the parameter 0 < αn,m ≤ 1 to account for the fact that only
a subset of the S(n, m) ways of assigning points to halos actually dominate.
The configurations with the most significant contribution for given values
of n and m are the ones featuring the halo vertex A1,n−m−1 . In effect, these
configurations concentrate as many points as possible within a single halo.
The maximum number of points for this halo is n − m + 1, because we then
still need to assign at least one point to each of the remaining m − 1 halos, for
a total of n points. For the kurtosis S4 , these configurations are represented on
Table 3.1.
In this kind of configuration, we need to know how to compute the longrange correlations between points of different halos, and how to account for
particles located within a same halo. The long-range component is easily
dealt with: we can simply compute the connected halo-halo correlations using
perturbation theory, like we did with linear theory for the two-halo term of the
power spectrum. This approximation yields the hδm iPT
c contributions listed in
Table 3.1. In the case where we have exactly 1 point per halo (case A), there is
no vertex contribution, because we are mostly dominated by large-scale PT
correlations. Whenever two or more points share a common host halo, like in
cases B–D, the halo form factor comes into play through the halo vertices of
Figure 3.4.
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(A)

(B)

(C)

Configuration

Configuration count

(A) (m = 4)

S(4, 4)α4,4 = 1

(B) (m = 3)

S(4, 3)α4,3 = 6 ×

(C) (m = 2)

S(4, 2)α4,2 = 7 ×

(D) (m = 1)

S(4, 1)α4,1 = 1

(D)

Contribution to δ4

c

PT
c
PT
3
δ c A1,0
PT
δ2 c A1,1

δ4

1
3
4
7

A0,2

Table 3.1: Configurations contributing predominantly to the kurtosis S4 ( R) in the halo
model, with their respective configuration counts and diagram values.

The general formula for the one-point cumulant of order n in the halo
model is then (Scoccimarro et al., 2001)

hδn ic = hδn iPT
c +

n −1

∑

m =2

hδm iPT
c S ( n, m ) αn,m A1,n−m−1 + A0,n−2 .

(3.34)

In Table 3.1, the first term corresponds to configuration A, the sum over m
to configurations B and C, and the A0,n−2 term to configuration D. From the
diagrammatic expansion, the kurtosis reads
PT
D E
D EPT
δ3 c
4 δ2
4
4
δ
= δ
+6
A1,0 + 7
c
c
3
7

3.4

PT
c

A1,1 + A0,2 .

(3.35)

Successes and limits of the halo model

Because of its predictive power, the halo model can be a valuable tool for a
broad class of astrophysical problems and in particular cosmic statistics. Yet, it
is certainly not the panacea to all issues regarding the study of the distribution
of matter in the Universe.
In fact, the halo model encounters its first shortcomings in its most basic
principles: that the mass distribution in the Universe may be represented
as a collection of individual, virialized dark matter halos. It is well known
from cosmological simulations that matter is distributed along filaments and
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sheets delimiting large voids. Even though a large fraction of the mass is
usually contained within gravitationally bound “clumps” found along dark
matter filaments, an important fraction of the mass is certainly not virialized,
especially at high redshift. In principle, this is accounted for in the halo model
by adding an “infinite-mass” bin to the halo mass function f , representing
the mass fraction of halos not yet virialized, which are treated as belonging
to the “background” mass. This workaround, however, does not deal with
the fact that a significant fraction of the non-background mass may exist in an
unclustered state.
One of the other assumptions of the halo model is the absence of halo
substructures, as in the traditional approach small-scale one-halo terms only
involve the halo profile, and not potential sub-halos. It is known that halo
substructure can account for ∼ 15% of the total mass of the halo (e.g. Ghigna
et al., 2000; Shaw et al., 2007). Some halo models accounting for substructure
have been proposed (see e.g. Sheth and Jain, 2003). These sub-halos are
expected contribute in a significant way to the statistics at very small scales
(Dolney et al., 2004; Hagan et al., 2005).
Additionally, as discussed in the section on halo profiles, the traditional
halo model also assumes spherical symmetry of the mass distribution within
halos. In cosmological simulations however, the non-sphericity of dark matter
halos is well-established (Dubinski and Carlberg, 1991). Ellipticity is thought
to have a ∼ 10% effect on the skewness at scales k ∼ 100 h/Mpc (Smith et al.,
2006).
It is also worth noting that, in the traditional halo model, ingredients such
as the bias parameters bi or the concentration model c( M) are deterministic.
However, it is well known from N-body simulations that the concentration
parameters for example exhibit some scatter around a mean c( M ) behavior
(see Neto et al., 2007, for a statistical study).
In the light of these admittedly well-founded criticisms of the halo model,
it is important to consider the halo model for what it is: a sophisticated and
clever way of interpolating between the large-scale behavior of the matter
distribution, well described by linear and perturbation theory, and the realm
of virialized structures and halo profiles. One of the strong points of the halo
model is that it introduces meaningful parameterizations of this interpolation,
which are usually easy to calibrate against observations and simulations. Such
parameters include the c( M ) model, the reference virial density contrast ∆, or
the details of the halo profile. Since many ingredients, such as profile sphericity, determinism of the parameters, etc., are the expression of an average
behavior of dark matter halos, one could argue that the cumulating effects
of many approximations and the great number of independent “tweakable”
parameters strip the halo model of its predictive power for the study of smallscale statistics. Note that while it would be in principle possible to remedy
most of the weak spots listed above, by introducing additional averaging
over the distributions of stochastic parameters or taking the ellipticity of halo
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profiles into account, it is in our opinion a very complex task for a small gain.
We should accept that the halo model framework is probably not the road to
perfect theoretical models suitable for fitting future weak lensing convergence
power spectra. On the other hand, it is simple enough to incorporate a lot
of meaningful physics and perform tractable calculations in a well-known
and well-controlled context. It is, as such, a powerful exploratory tool for the
different aspects of the physics which play a role in our current understanding
of the distribution of matter in the Universe.

52

CHAPTER

Cosmic statistics of baryons in
the MareNostrum simulation
Computer simulations are one of the few substitutes for laboratory experiments which are available to the astrophysicist. In particular, computational
astrophysics enables the exploration of different physics and makes it possible
to isolate complex processes over which we have no control in observations.
Our primary tool for numerical simulations of large scale structures and galaxy
formation has been the RAMSES1 code (Teyssier, 2002).
In this chapter, we describe our analysis of the MareNostrum simulation,
a large RAMSES cosmological simulation with rich physics including most
processes believed to be relevant for galaxy formation. This simulation was rerun with the same set of initial conditions but for a dark matter only universe,
to serve as a reference point. By comparing the statistics of the two simulations,
we extracted the effect of baryons on the small-scale statistics.
We first give a short overview of the essential aspects of the RAMSES
code, before describing the MareNostrum simulation in more detail. We then
cover our implementation of the computation of the variance and the higherorder cumulants Sn , and present our results on the effect of baryons on the
power spectrum, variance and skewness in particular. Finally, we discuss
the robustness of our results with respect to well-known shortcomings of
computer simulations: cosmic variance errors and the overcooling problem.

4.1

A brief overview of RAMSES

Initially developed as an astrophysical grid hydrodynamics code, RAMSES
has evolved over the years into a general purpose astrophysics code, with
support for self-gravity, magnetohydrodynamics (MHD), star formation and
supernova feedback, metallicity-dependent cooling and other features.
1 http://irfu.cea.fr/Projets/Site_ramses/RAMSES.html
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RAMSES is a massively parallel code, written in FORTRAN 90 using the
MPI API for message passing between processes. The code has been made to
run on more than 16000 processors.

4.1.1

Adaptive Mesh Refinement (AMR)

RAMSES simulates hydrodynamics using a grid-based approach: the various hydrodynamical quantities are discretized on an Eulerian grid, and the
physical equations are transposed to discrete approximations on the grid.
In astrophysical applications, the presence of self-gravity has dramatic
implications: it tends to cause objects to collapse on themselves, causing very
small and dense structures, with a very high density contrast between the
densest clumps in the simulation and the voids. For this reason, RAMSES
uses adaptive mesh refinement (AMR), and introduces finer grids in areas
where a high resolution is needed (such as in the center of dense clusters),
while keeping the grid count and resolution to a minimum in other regions.
In particular, RAMSES uses octree AMR, a form of cell-based AMR, where
every grid cell may be refined on an individual basis, based on its own state.
This is in contrast to a number of other codes, such as ENZO2 , which use
patch-based AMR and rely on whole grid patches of many cells at once to
cover areas of interest. The cell-based approach produces grid configurations
which evolve smoothly with the flow, following discontinuities and shocks
throughout their evolution, which ensures an efficient use of the cells. It
is however more difficult to program than the patch-based approach, and
introduces an important overhead due to the need to navigate the AMR tree
for many operations such as neighbor fetching. The cell-based approach also
makes cache and memory access optimization very difficult, because of the
extreme granularity of the memory accesses.

4.1.2

Dark matter physics: particle-in-cell

Cold dark matter (CDM) is usually modeled as a pressureless fluid, with
equation of state P = 0. The usual numerical approach consists in sampling
the phase space of the dark matter distribution by a collection of discrete
particles, which interact only gravitationally without collisions.
RAMSES uses the AMR grid to compute the gravitational potential caused
by the particle distribution. The particles are first projected onto the grid to
compute the local density in every grid cell, in the so-called particle-in-cell
(PIC) approach. In RAMSES, the mass of a particle is distributed among the
cells using the cloud-in-cell (CIC) scheme (see Hockney and Eastwood, 1981).
Once the grid-based total mass distribution (CDM and gas) has been obtained,
the gravitational potential φ is computed in every cell by solving the Poisson
2 http://lca.ucsd.edu/projects/enzo
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Level 0

Level 1

Level 2

Level 3

Figure 4.1: 2D illustration of a cell-based AMR quadtree. The white cells are split cells (i.e.
refined cells), while the blue cells are leaf cells. The leaf cells, when gathered
from all AMR levels, form a partition of the computational domain (the top-level
white cell).

equation. Chapter 6 describes this process in detail in the context of the new
multigrid self-gravity solver which we have implemented.
The force acting on each particle is then computed by differentiating the
potential φ and interpolating ∇φ at the particle’s position. The particle velocities and positions are then updated using a second-order predictor-corrector
scheme presented in Teyssier (2002).

4.1.3

Gas physics

In astrophysical applications and in particular in cosmology, most hydrodynamical processes are well described by compressible inviscid flows. The
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governing equations are the compressible Euler equations:
∂ρ
+ ∇ · (ρu) = sm ,
∂t
∂ (ρu)
+ ∇ · (ρu ⊗ u) + ∇ P = s p ,
∂t
∂E
+ ∇ · (( E + P) u) = se ,
∂t

(4.1a)
(4.1b)
(4.1c)

where ρ is the fluid density, u is the local Eulerian fluid velocity, P is the
pressure and the total energy E is obtained from local quantities as


1 2
(4.2)
u +e ,
E=ρ
2
where e is the local specific internal energy. The source terms sm , s p and se
represent the local mass, momentum and energy density creation, respectively.
While equations (4.1) account for the conservation of mass, momentum
and energy, they do not take into account the thermodynamics, i.e. the equation of state of the fluid. A commonly used equation of state is the classical
ideal gas law:
P = ρ (γ − 1) e,
(4.3)

where γ = C p /Cv is the gas adiabatic index.
Equations (4.1) with vanishing source terms may be cast into a so-called
conservative form:
∂U
+ ∇ · F (U) = 0.
(4.4)
∂t
The vector U = (ρ, ρu, E) is called the conservative state vector.
The conservative equation (4.4) is particularly interesting because it can
be used to derive exact conservation laws over finite volumes. In a 1D case,
given a discretization of space { xi }, we can integrate (4.4) over a finite spatial
volume xi → xi+1 and get:
h
i
dUi
1
+
F (U )| xi+1 − F (U )| xi = 0,
(4.5)
dt
x i +1 − x i
Z x i +1
1
Ui (t) ≡
U (t, x ) dx.
(4.6)
x i +1 − x i x i

Equation (4.5) for the evolution of the average value Ui in the [ xi , xi+1 ] “cell”
is exact. The hard work resides in computing the value of the fluxes F at the
cell boundaries. Godunov (1959) proposed to consider piecewise-constant
solutions U ( x, t) = Ui (t), ∀ x ∈ [ xi , xi+1 [, and to compute the interface fluxes
Fi−1/2 , Fi+1/2 from the values of the two states at each side of each interface by
solving the associated discontinuity problem (the so-called Riemann problem).
Solving the Riemann problem consists of the determination of the final
state Ui?+1/2 (t) at the interface between two initially given and constant left
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and right states UiL+1/2 = Ui and UiR+1/2 = Ui+1 . Once Ui?+1/2 (t) is computed,
Godunov’s method proposes to take F (U ? ) as the interface flux. The state Ui
in the cell can then be updated using the evolution equation (4.5). Various
Riemann solvers have been developed for hydrodynamics and MHD. The
choice of the Riemann solver is a critical one, as it may dramatically influence
the numerical dissipation of the scheme.
Even with sharp Riemann solvers, because of the piecewise constant reconstruction, the original Godunov scheme just described only provides firstorder spatial accuracy and is particularly diffusive. As a result, it is unsuitable
for most applications, and in particular does not resolve shocks well, as discontinuities tend to be spuriously smeared out as they evolve. The MUSCL
scheme (Monotone Upstream-centered Schemes for Conservation Laws), first
introduced by van Leer (1979), proposes to use a higher-order reconstruction
of the solution within the cells: instead of assuming U ( x, t) to be piecewiseconstant in x, the solution is taken to be piecewise linear. The slope of the
reconstructed solution within each cell determines new left and right states at
each cell interface. The method is much less diffusive and sports second-order
spatial accuracy. The reconstruction slope, however, must be chosen carefully,
as aggressive reconstructions will cause spurious oscillations and possibly
render the scheme unstable. For this reason, a variety of slope limiters have
been introduced.
RAMSES uses the MUSCL scheme and provides a selection of Riemann
solvers and slope limiters. The MareNostrum simulation which we describe
in this chapter used a characteristic tracing solver (acoustic) with the minmod
slope limiter. Coupled to AMR, the MUSCL scheme allows for a fine capturing
of the shock fronts, which play a critical role in the gas dynamics around
galaxies in virialized halos.

4.2

The MareNostrum simulation

The MareNostrum simulation is a cosmological simulation which ran in the
summer of 2006 on the MareNostrum supercomputer located at the Barcelona
Supercomputing Centre3 in Spain. It it a physics-rich simulation, whose
originality resides in the implementation of most (if not all) of the physical
ingredients that are part of the current theory of galaxy formation, while still
providing a large enough sample of the Universe for statistical cosmology,
especially at large redshifts.
The simulation was run using RAMSES, on 2048 processors of the MareNostrum computer, over 4 weeks dispatched over one full year. The effort was part
of a consortium between the Horizon Project4 in France, and the MareNostrum
3 http://www.bsc.es/
4 http://www.projet-horizon.fr/
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Figure 4.2: Density of the gas in the MareNostrum simulation, at z = 2.5. At large scales,
the gas density follows the dynamics of large scale structure, driven by the
dark matter. At small scales, early galaxies are visible as tiny peaks in the gas
density.

galaxy formation project in Spain5 .
We now discuss in more details the physics modeled in the MareNostrum
simulation. In addition to the pure N-body dark matter, and gas hydrodynamics, the simulation modeled the following aspects of baryon physics:
• Baryonic cooling due to radiative processes
• Intergalactic background UV heating
• Effective model for the interstellar medium (ISM)
• Star formation
• Supernova feedback and metal enrichment

4.2.1

Cooling and heating

On astrophysical scales, heat transfer by radiation becomes of paramount
importance: because of gravity, many astrophysical processes tend to compress the gas into smaller volumes, leading to denser and hotter gas regions.
5 http://astro.ft.uam.es/~marenostrum/
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Radiative cooling being extremely efficient for hot and dense gas, it plays a
central role in baryon physics at small scales. Furthermore, the intergalactic
medium is continuously heated by the background UV flux arising from active
galactic nuclei and massive stars.
The cooling model used in MareNostrum accounts for density- and metallicity-dependent cooling rates, as metal enrichment by supernovæ byproducts
was shown to have a strong effect on the cooling rate (Sutherland and Dopita,
1993). The UV background heating model follows Haardt and Madau (1996).

4.2.2

Modeling of the interstellar medium (ISM)

The interstellar medium is highly complex, because its multi-phase and turbulent structure (see e.g. Yepes et al., 1997; Springel and Hernquist, 2003).
The approach adopted in the MareNostrum simulation is to account for the
ISM in a simplified form, using a polytropic equation of state (Schaye and
Dalla Vecchia, 2008; Dubois and Teyssier, 2008). The idea is that, in the presence of unresolved features in the simulations (such as turbulence, transitions
between the ionized and molecular phases, etc), the gas quickly reaches a
state of near thermal equilibrium, similar to an ideal gas law. In that limit, its
equation of state may be written
 neff −1
ρ
T = T0
,
(4.7)
ρ0
where neff is the effective polytropic index. For the MareNostrum simulation,
neff was fixed to 5/3. The ISM was defined as a gas with density exceeding
n0 ≈ 0.1 H/cc.

4.2.3

Star formation and supernova feedback

The star formation scheme forms stars from ISM gas only (nH > n0 ), by
spawning star particles from the ISM gas at a rate consistent with the Kennicutt
law derived from local observations of star-forming galaxies (Kennicutt, 1998).
In terms of star formation rate, we have
ρgas
dρ?
=
,
dt
t?

t? = (nH /n0 )−1/2 · 8 Gyr.

(4.8)

The supernova feedback model, described in Dubois and Teyssier (2008),
focuses on supernova superbubbles rather than individual blast waves created
by supernovæ. Superbubbles are formed when individual supernovæ blast
bubbles coalesce into large-scale features, which can be resolved by numerical
simulations, while individual supernova shocks themselves cannot. The
feedback scheme injects kinetic energy in bubbles of radius rSN ∼ 100 to
200 pc, similar to turbulent forcing at scale rSN . In practice, the energy is
injected as a Sedov blast wave into the flow variables, and by converting
stellar mass into “debris” particles.
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4.2.4

Cosmology

The MareNostrum cosmology corresponds to a 50 Mpc/h box of a ΛCDM
universe, with the following concordance cosmology parameters: Ωm =
0.3, ΩΛ = 0.7, Ωb = 0.045, h = 0.7, σ8 = 0.9. The maximum AMR refinement
level was adjusted during the course of the simulation, so that the resolution
was 1 kpc physical, not comoving, and each dark matter particle has a mass m p
of about 8 × 106 M · h. This made the simulation ideally suited to the study of
galaxy formation in a cosmological context, from dwarf- to Milky-Way-sized
objects at high redshifts. Such a resolution resolves the radial extend of the
bigger galaxies, but barely resolves the smallest structures or the vertical extent
of the disks. The simulation was stopped at z ∼ 1.5 because the allocated time
was depleted. At the end of the simulation, the code had formed more than
2 × 108 star particles, and the AMR grid contained more than 5 × 109 cells.
The initial conditions for the simulation were generated using the MPGRAFIC6 code (Prunet et al., 2008), a parallel version of GRAFIC (Bertschinger,
2001). The linear power spectrum is the analytical fit of Eisenstein and Hu
(1999) without baryon wriggles. A realization of the initial density field is
generated by MPGRAFIC from a set of fixed random phases, by constructing
the Fourier modes of the overdensity δ from the phases and the linear power
spectrum. At the start of the simulation, RAMSES displaces dark matter particles (which are initially arranged as a perfect lattice) using the Zel’dovich
approximation (Zel’dovich, 1970) to account for the overdensity computed by
MPGRAFIC. The positions and velocities from the Zel’dovich approximation
are then used as initial conditions for the simulation.
In order to quantify the effects of baryons on cosmic statistics, a “twin” run
of the MareNostrum simulation was carried out, this time with baryons converted to dark matter (Ωm = 0.3, Ωb = 0.0). This second simulation, dubbed
“MN-DMO” for “dark matter only”, uses the same set of initial random phases
as the MareNostrum simulation, so that the only differences between the
MN and MN-DMO runs reside in the baryon physics. The DMO run was
carried out up to z = 2, where will we be making all the cosmic statistics
measurements for both simulations.

4.3
4.3.1

Measuring the MareNostrum statistics
Roadmap

In this section, we describe how we analyzed he statistics of the MareNostrum
twin simulations. The objective is the extraction, from the MareNostrum runs,
of the statistical impact of the baryons. The power spectrum P(k) is one of
the most frequently studied quantities in simulations, because it is relatively
simple to compute and easy to interpret. It has been the primary tool for the
6 http://www2.iap.fr/users/pichon/mpgrafic.html
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study of baryon statistics so far (White, 2004; Zhan and Knox, 2004; Jing et al.,
2006; Rudd et al., 2008).
In this work, extend the previous studies of baryon statistics by computing
the one-point moments Sn ( R) in the MareNostrum simulation. The one-point
moments contain a lot of information about the statistics of the density field.
The fact that they are local quantities makes them relatively easy to compute,
in contrast to the multipoint correlation functions. Indeed, while computing
a 3-point correlation function on an AMR simulation may be done using
a double tree walk algorithm, it is at the cost of a particularly tedious implementation. Moreover, the additional degrees of freedom associated with
n-point correlation functions — some of which are reduced because of statistical isotropy and homogeneity — are difficult to handle. One-point moments
locally combine the information from the n-point correlation functions, in the
well-understood framework of particle counts-in-cells (for particle species).
With the astrophysical application of weak lensing in mind, we shall
be primarily interested in the effects of baryons on the total matter density.
In the DMO case, this simply reduces to the dark matter particle density.
In the baryonic run, we have to account for the three components which
constitute the total mass: dark matter, gas, and stars. We will discuss the
proper measurement of the one-point moments for the species, and their
reconstruction for the total matter density.
Care must be taken when measuring the Sn , at both very small and very
large scale. At small scales, shot noise from the particle sampling of the fields
becomes significant. At large scales (approaching the size of the simulation
box), statistics are plagued by cosmic variance. This may lead to spurious
effects on the Sn . The approach we adopt here, comparing the baryonic run
with the DMO statistics, partly alleviates this problem: at very large scales, we
expect the statistics to suffer from the same systematic effects. As discussed in
§2.5.2, this causes systematics to mostly cancel out for the ratio (boost) of the
statistics.
In practice, while we measured Sn ( R) for 3 ≤ n ≤ 10, we will mainly
discuss the skewness S3 ( R), which is the first non-Gaussian statistic. Note
however that higher order cumulants n > 3 are used in our study for the
computation of cosmic errors with the FORCE code (see §4.5).

4.3.2

Statistics with heterogeneous species

RAMSES simulates different kinds of matter as different kinds of species:
continuous (cell-based) for the gas density, particle-based for the stars and the
dark matter. Because particles induce shot noise, it is advisable to treat the
different species separately.
The total underlying continuous matter density field may be written:
ρtot (x) = ρ g (x) + ρDM (x) + ρs (x),

(4.9)
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where ρ g , ρDM and ρs , are the gas, dark matter and star densities, respectively.
Let us now consider a fixed scale R at which we want to compute the cumulants. We will write with a tilde notation the various density fields smoothed
at scale R.
We can write the order k cumulant of the smoothed total density field as:
D

k
ρ̃tot

E

c

k E
ρ̃ g + ρ̃DM + ρ̃s
c


D
E
k
k1 k2
k3
=
ρ̃ g ρ̃DM ρ̃s
,
∑
k1 , k2 , k3
c
k +k +k ≤k

=

D

1

2

(4.10)
(4.11)

3

which is simply an application of the multinomial theorem, because the h·ic
operation is linear. Note that Eq. (4.11) actually involves two averaging operations: the first one occurs within cells of volume v ∼ R3 , as the smoothing
operation is nothing else than averaging over cells. The other one is the
ensemble average.
This double average process becomes manifest when we go one step further, and replace the ρ̃k for the particle species with their factorial moment
unbiased estimator, as described in 2.4.2. Assuming the local Poisson hypothesis holds, one has:
 m k
p
(4.12)
ρ̃k =
h( N )k iP ,
v
where h·iP is the counts-in-cell Poisson process average, not to be confused with
the statistical field ensemble average h·ic .
If we substitute (4.12) into the right hand side of (4.11), we obtain a term
of the form
 D
E
D
E 
k1
ρ̃ g ( NDM )k2
.
(4.13)
( Ns )k3
PDM

Ps

c

At that point, it is important to realize that the Poisson processes PDM and Ps ,
which sample the dark matter and star fields with particles, are statistically
independent, even though the underlying fields ρDM and ρs are not. This is
simply the consequence of the fact that while the dark matter and star density
fields are correlated, the ways they are sampled by particles in a particle
simulation are not. In addition, ρ̃ g is impervious to the Poisson sampling
processes, so we can write (4.13) as:
D

ρ̃kg1 ( NDM )k2 ( Ns )k3

E

PDM , Ps , c

.

(4.14)

In simulations, we cannot perform the Poisson and ensemble averages
directly (at least, not from a single run). We have to rely on the ergodicity
hypothesis (see §2.1.2) to compute ensemble averages. Therefore, Poisson
averages are estimated within cells of volume v, and ensemble averages are computed
by averaging the cells over the whole simulation volume.
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The transformation from Eq. (4.11) to (4.14) holds without approximation,
and justifies that we can use the factorial quantities ( N )k of the counts-in-cells
as local substitutions for the smoothed density fields ρ̃k for particle species
without introducing bias.
Given all correlations of the form (4.14), for k1 + k2 + k3 ≤ k, we can reconstruct using (4.11) the unbiased moments of the total density field, properly
treating particle shot noise.

4.3.3

Computing the correlations between species

We now describe the practical computation of the correlators (4.14), from the
baryonic and DMO outputs at z = 2. We chose to carry out all smoothing
and averaging computations over Cartesian grids, for the sake of simplicity
and efficiency. Because of the target resolution of a few kiloparsecs for the
statistics, we chose Cartesian grids of size 20483 (equivalent to AMR level 11).
The first step was therefore producing Cartesian grids of the density of
the various species. The gas density was projected onto a 20483 grid using the
so-called donnercell scheme, where every Cartesian cell is filled with the value
of the finest AMR cell which contains it (there is always exactly one such cell).
The particle species (dark matter and stars) were binned mass-weighted using
the nearest-grid-point (NGP) scheme.
Note that we did not use any interpolation on purpose. Using NGP-like
schemes is consistent with the counts-in-cells idea (since NGP essentially
counts the particles in each cell). In addition, using interpolation often aggravates convolution effects which are very visible for example on the power
spectrum (see e.g. Hockney and Eastwood, 1981), and may require adequate
correction. It was not immediately clear to us what role interpolation may play
on higher-order statistics. Using donnercell for the gas (which performs no
interpolation) ensured an equal treatment of the gas and particle components.
From this binning step, we obtained three Cartesian cubes for the baryonic
run (gas density, CDM and star mass), and one cube for the DMO run (the
CDM mass in each cell).
We then successively smoothed every cube with a series of cubic kernels of
increasing cell size nsmooth , from 1 cell wide to about 256 cells wide (covering
1/8 of the simulation box’s linear size). The smoothing was performed in
O( N ) time, using a fast convolution method: for a given 3D density array
ρijk obtained from the binning step, we first compute the cumulated array aijk
such that
aijk =

∑ ρ pqr .

(4.15)

p ≤i
q≤ j
r ≤k

Given any index range (i, j, k ) → (i0 , j0 , k0 ), it is possible to express the sum of
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Figure 4.3: Summation of an arbitrary rectangular region (black outline) of a 2D array ρ
(black grid) using a fast convolution method. In the notations of the text, one has
i = 4, i0 = 7 and j = 3, j0 = 4. Provided the a array is computed as in (4.15),
the sum in the outlined region can be expressed as s = a74 − a72 − a34 + a32 .
This is easily understood as first summing all elements of the array up to (i, j)
(yields a74 ), then subtracting the side blocks (middle blue, a34 and a72 ), and
finally adding the dark blue block which was subtracted twice at the previous
step (a32 ).

ρ in the range, i.e.

∑

ρ pqr ,

i ≤ p ≤i 0
j≤q≤ j0
k ≤r ≤ k 0

as a simple combination of the auvw , u ∈ {i − 1, i0 }, v ∈ { j − 1, j0 }, w ∈
{k − 1, k0 } (there are four such values in 2D, and eight in 3D). A full 2D
illustration of the method is presented on Figure 4.3. Note that it generalizes
without difficulty to 3D. The strength of the method is that, once aijk has been
computed — which costs only O( N ) — it can be reused for any kernel size.
In practice, as it is cumbersome at best to work with 20483 -sized arrays in
memory, we have split up each such grid into smaller blocks. This makes it
necessary to manage overlap regions (which need to be as big as the kernel
size). We also take into account the fact that the whole simulation box is periodic, which allows us to retain all information at the computational domain
boundary in spite of the smoothing.
Once we have computed, for various cell sizes v, the smoothed gas density
field ρ̃ g and the particle counts NDM and Ns , we evaluate the correlations
D

ρ̃kg1 ( NDM )k2 ( Ns )k3

E

by averaging over the whole volume (in accordance with the ergodicity principle). We then reconstruct the moments of ρtot using Eq. (4.11), after restoring
the appropriate multiplicative factors arising from (4.12).
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Finally, the moments of δ = ρ/ρ̄ − 1 are computed from the ρk using the
binomial expansion.

4.3.4

Computing the power spectrum

Because of the particular significance of the 3D total matter power spectrum
P(k ) in the convergence power spectrum, we have also measured P(k) in
the dissipative and DMO simulations, in addition to the one-point statistics.
Remember from Eq. (2.16) on page 28 that the variance of the total matter
density field smoothed at scale R can be expressed as:
σ2 ( R ) =

1
2π 2

Z

dk 3
k P(k ) |W (kR)|2 ,
k

(4.16)

where W is the Fourier transform of a spherical top-hat window function with
volume unity:
3
(4.17)
W ( x ) = 3 (sin x − x cos x ) .
x
Various sophisticated techniques for estimating the power spectrum have
been proposed, especially for correcting mass assignment and sampling effects (Jing, 2005; Cui et al., 2008; Colombi et al., 2009). Since the 2-point
correlation function (or, equivalently, the power spectrum) is not our primary
interest in this work, we have settled for a simple method which we expect
to yield reasonable results, even if not as accurate as our one-point moments
measurements.
The gas and particles densities were mapped onto a 20483 base grid and
added up, using donnercell for the gas and NGP binning for the dark matter
particles. The spectrum is computed using FFT folding (see Jenkins et al., 1998;
Colombi et al., 2009) and corrected for the NGP convolution and shot noise
bias effects (Hockney and Eastwood, 1981).

4.4

The impact of baryons on the MareNostrum
statistics

Because of cooling, the baryons will condense to form dense structures such
as disks at the centre of dark matter halos. Figure 4.4 shows a density map of
one of the biggest MareNostrum halos, together with contours of the density
ratio ρbar /ρCDM . The effect of cooling can be seen as dense baryon-dominated
regions at the cores of the halos and halo substructures.
The small-scale baryonic features directly impact the density statistics at
small scales: as the smoothing scale decreases, the disks become more and
more apparent in the density PDF as peaks in the high-density regions. We
can expect this process to broaden the distribution, thereby increasing the
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500 kpc/h

Figure 4.4: Map of the projected dark matter density of one of the biggest halos in the
MareNostrum simulation (Rvir = 0.59Mpc/h comoving, shown as the dashed
circle) at z = 2. The contours represent isovalues of the baryon to dark matter
density ratio ρbar /ρCDM . The outer black contours correspond to ρbar =
0.1ρCDM , while the inner red contours delimit ρbar = ρCDM regions. The total
matter density is baryon-dominated at small scales well within the halo core.
The bright central galaxy clearly stands out of the largest halo substructures,
whose distribution within the halo remains mainly unaffected by the presence
of baryons (see Weinberg et al., 2008).

variance, and as only the higher-density regions are affected, the skewness
should also increase.
The computed variance σ2 and skewness S3 from the MareNostrum dissipative and DMO simulations is presented on Figure 4.5. Comparing the
DMO simulation (solid black) with the total matter in the dissipative run (blue
dashes), we indeed note that the presence of baryonic physics dramatically
amplifies both σ2 and S3 at small R. At k ∼ 10h/Mpc, the power spectrum
boost reaches about 35% (see Fig. 4.6), most of which is caused by cold baryons
(stars). Because our study is carried out at z = 2, precise comparisons with previous results of Jing et al. (2006); Rudd et al. (2008) are difficult. Note however
that we observe the same qualitative effects. The variance plot on Figure 4.5
also demonstrates the presence of CDM adiabatic contraction (Gnedin et al.,
2004). As the gas cools down, its contraction drags the dark matter into local
potential wells created by dense baryon clumps. This effect results in a net
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Figure 4.5: Variance (left) and skewness S3 ( R) (right) of the density field measured in the
MareNostrum simulations. The solid black line is the dark matter only (DMO)
simulation. For the baryonic run (dashed and dotted curves), the short-dashed
black curve corresponds to the dark matter, the dotted red line to the baryons,
and the long-dashed blue line to the total matter. The error bars are obtained
from the subvolumes method described in the text.

condensation of the dark matter, whose effect on variance can be seen by
comparing the DMO run (solid black curve) with CDM of the dissipative
run (short-dashed curve). Both observed boosts and dark matter contraction
effects are well in accordance with the results presented in Weinberg et al.
(2008).

4.5
4.5.1

How far can we trust the MareNostrum statistics?
Cosmic variance

Because of the relatively small size of the MareNostrum simulation box, the
results presented on Figure 4.5 are contaminated to some degree by cosmic
variance and finite volume effects. We have estimated those effects in the
MareNostrum DMO simulation. Note that the rigorous determination of error
bars is beyond the scope of this work, and we do not expect baryons to modify
those uncertainties significantly.
The cosmic variance and finite volume effects on the statistical quantities
were sampled by three different independent methods. We have run a set of
10 smaller 2563 cosmological simulations up to z = 2 with the same box size
and power spectrum as the MareNostrum box, only with differing random
phases. The statistical quantities were then computed on each box, and the
variance of those quantities over the 10 boxes were used as a first estimate of
the MareNostrum cosmic variance effects. While such ensemble simulations
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Figure 4.6: Power spectrum of the total matter in the MareNostrum simulations. As in
Fig 4.5, the solid black line is the DMO simulation, while the blue dashed line is
the total matter of the baryonic run.

are easy to carry out, this method is known to underestimate the actual cosmic
variance, as all the realizations of the initial density field are constrained:
the total box matter density is fixed to the background matter density of the
universe. In addition, this method cannot be used to determine the variance
at small scales because of the low resolution of the ensemble simulations.
Relative cosmic error derived from this set of simulations is presented on
Figure 4.7 (dashed curve). The FORCE code (FORtran for Cosmic Errors
Colombi and Szapudi, 2001), implements the results of Szapudi et al. (1999)
and provides cosmic variance estimations given the values of the density
cumulants. The corresponding cosmic error, based on the MareNostrum
DMO cumulants, is shown as the solid curves on Figure 4.7. This estimation
relies on a perturbative expansion which breaks down when relative errors
approach unity. As the MareNostrum errors range from about 5% to 30%, the
FORCE computation still holds, but the quality of the estimation is impacted,
especially at small scales where the errors on high-order cumulants increase.
To confirm the FORCE results at small scales, we have studied the variance of
the statistical quantities
over a random sample of cubic subvolumes of size `.
p
Let eX (`, R) = var(X(R))/ X̄ ( R) be the relative cosmic error of a statistical
quantity X at scale R defined on subvolumes of size `. To obtain the cosmic
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Figure 4.7: Estimates for the relative cosmic errors ∆σ2 /σ2 (left) and ∆S3 /S3 (right) for
each method described in the text. The dashed curves correspond to the 10
ensemble simulations, the solid curves to results of the FORCE code, and the
dotted curves to the subvolumes estimation.

variance of the whole simulation box (i.e., eX ( L, R) for all R), we computed
eX (`, R) for ` = L/8, L/16, L/32 and extrapolated in ` to ` = L assuming the
power-law form eX (`, R) = eX ( L, R)(`/L)η . This last estimation of the error
is represented on Figure 4.7 in dotted lines. None of these methods ensures
accurate determination of the errors over the whole range of scales, however,
they paint a clear picture of cosmic variance in the MareNostrum simulations.
As can be seen on Figure 4.5, the observed boosts in σ2 and S3 are well above
cosmic variance effects. Note that scales comparable to the MareNostrum
box size correspond to a patch of z = 0.5 sky extending over about 4 squared
degrees.
For our present study, it is important to notice, however, that since both
the DMO and dissipative runs have been performed using the same set of
random phases for the initial conditions, ratios of statistical quantities such as
2 /σ2
σtot
DMO are mostly devoid of finite volume contamination, as discussed in
§2.5.2.

4.5.2

The overcooling problem

An important caveat for the interpretation of baryonic numerical simulations
is that the current theoretical understanding of cooling processes in an astrophysical context is far from complete. As cooling is very efficient in dense,
low-mass structures, the hierarchical scenario tends to predict most of the
baryons to collapse early and form stars, in contradiction with observations of
baryon fractions in galaxies and hot cluster gas (Dekel and Silk, 1986; Blan69
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chard et al., 1992; Navarro and Benz, 1991; Somerville and Primack, 1999;
Sommer-Larsen et al., 1999; Cole et al., 2000).
Accordingly, hydrodynamical simulations with star formation and cooling
processes alone generally feature a rapid condensation of baryons into dense
star-forming clumps (e.g. Navarro and White, 1993; Kay et al., 2002). In
simulations, this effect leads to galactic disks which are both too small and
too dense. These discrepancies with observations, the so-called overcooling
and angular momentum problems, are not yet fully understood. Supernova
feedback appears to partially alleviate the issue (Yepes et al., 1997; Springel and
Hernquist, 2003), even though it is believed not to resolve it fully (e.g. Dubois
and Teyssier, 2008; Piontek and Steinmetz, 2009). Recent implementations
of AGN feedback in simulations (Sijacki et al., 2007; Booth and Schaye, 2009)
seem to significantly improve the situation in galaxy clusters (Puchwein et al.,
2008; McCarthy et al., 2010; Teyssier et al., 2010; Dubois et al., 2010; Sales et al.,
2010).
In the case of the MareNostrum simulation, the disk size and mass fraction fitted from the statistics should be taken with a grain of salt. Generally
speaking, because of the overcooling problem, simulations are expected to
overestimate the effect of baryons on small-scale statistics. The formation of
realistic galactic disks in simulations is notoriously difficult, and rely strongly
on the details of various baryonic ingredients such as the feedback model
and star formation efficiency (Governato et al., 2004, 2007; Scannapieco et al.,
2009; Agertz et al., 2010). Even though simulated galaxy formation is making
progress, because of this current lack of understanding of small-scale physics,
it is unlikely that simulations can be used directly in the near future for directly
fitting cosmic statistics to observational data such as weak lensing spectra.
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CHAPTER

A halo model for baryons
We now present our work on the halo model statistics to account for the presence of baryons. As the halo model has proved to be a successful framework
for describing statistical properties of the dark matter density field in the
non-linear regime, there has been interest in extending it to baryons in the
context of the Sunyaev-Zel’dovich effect (Refregier and Teyssier, 2002) and of
the galaxy distribution (Seljak, 2000). In previous studies, White (2004) and
Zhan and Knox (2004) have used the halo model with a baryonic component
to describe the effect of cold and hot gas respectively from a semi-analytical
standpoint. More recently, Rudd et al. (2008) have shown that the halo model
can be used in a self-consistent way to describe the amplification of the power
spectrum caused by baryons as measured in cosmological simulations. They
proposed to modify the concentration parameter mass dependence of the dark
matter halos to account for the collapse of baryons at small scale, leading to
more concentrated halos.
In this work, we extend the previous models for cosmic statistics to smaller
scales, where baryons are likely to dominate the total mass distribution. The
MareNostrum simulation data are compared to the analytical prediction of
a modified halo model, taking into account small scale baryons physics in an
ad hoc way by adding to the halo mass profile a small baryonic component,
modeled as an exponential disk with mass fraction and scale length as the
only 2 additional free parameters. This approach, which modifies the shape
of the halo profile, is close to the one of White (2004). In contrast to previous
studies, we also compute the effect of baryons on the skewness of the mass
distribution. Using only the two additional parameters of the model, we can
fit the simulation data with great accuracy, for both the power spectrum and
the skewness. This has important consequences for future weak lensing surveys, since the disk parameters of the model could be fitted together with the
cosmological parameters, promoting baryons physics from a mere systematic
effect to an additional probe of the underlying cosmological model. Within
the modified concentration model of Rudd et al. (2008), statistical bias effects
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Figure 5.1: Principle of the comparison of the MareNostrum baryon statistics with halo
model predictions. The MareNostrum simulations (DMO and baryons) are run
from the same set of initial conditions. The amplification (“boost”) Asim
X =
sim /X sim for the statistic X is then computed from the simulations as
Xbar
DMO
detailed in Chapter 4. For the halo model part, a DMO halo model is first loosely
adjusted to the DMO simulation. We then modify (red arrow) ingredients of
the halo model to account for baryons, obtaining a modified model which we
halo /X halo for the statistics. We then
use to compute the boost Ahalo
= Xbar
X
DMO
halo for the various statistics.
compare the boosts Asim
X and A X

have been studied by Zentner et al. (2008), and further by Hearin and Zentner
(2009) in the context of the test of General Relativity by weak lensing surveys.

5.1

A simple model for the MareNostrum statistics

The philosophy, illustrated on Figure 5.1 is as follows: we first set up a “base”
halo model for the DMO simulation, attempting to reproduce reasonably the
DMO statistics with well-known and understood halo model ingredients. In a
second step, we attempt to derive from this DMO halo model a baryonic halo
model which will account for the presence of baryons. Because of the nice
properties of statistic ratios studied in 2.5.2, we attempt to reproduce, with
the halo models, the boost Xbaryons /XDMO for a given statistic X.

5.1.1

Dark matter only halo model

We now briefly summarize our setup for the base DMO halo model. We will be
using the halo model ingredients introduced in Chapter 3. The idea is to have
a simple and predictive base model, with well-known and well-controlled
parameters, which is able to reasonably reproduce the statistics of the DMO
simulation. Because we are working with boosts, we are not required to
fit the data exactly, and we instead choose to keep the base model as plain
as possible. Attempting a precise fit would be over-constraining the model
anyway, because the simulation exhibits finite volume effects which are not
reproduced by the theoretical predictions of the halo model.
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We adopt the Sheth-Tormen form for the mass function (3.16), with standard parameters. In order to account for the small size of the MareNostrum
simulation box, we have introduced a mass cutoff in the halo mass function.
The value of the cutoff is chosen slightly above the mass of the biggest identified halo, which is about 5.1013 M . While the cutoff has little effect on the
variance as computed by the halo model, the skewness drops significantly
at large scales, resulting in a better fit of the CDM halo model against the
measured S3 . This cutoff also ensures that we do not “pollute” the halo statistics with massive halos that are not present in the MareNostrum simulation.
Indeed, high-order moments at large scales are sensitive to rare events such
as individual massive halos (see e.g. Colombi et al., 1994).
The distribution of dark matter inside halos is described using the standard
NFW profile (Eq. 3.22). The virial overdensity ∆ is taken to be 200. The
concentration parameter is given by Eq. (3.23), and we found the common
parameter values c0 = 9, b = −0.13 to yield satisfactory results.

5.1.2

Pure NFW profiles do not reproduce higher-order statistics

Now that we have a halo model for the DMO case, we may attempt to modify
it in order to account for baryons. The simplest possible modification is to
keep all the DMO model ingredients, and tweak the adjustable parameters
which may be affected by baryons. As we are dealing with small-scales effects,
the only relevant aspect of the halo model is the halo profiles u(r | M). With
NFW profiles, the only degree of freedom is the concentration parameter
c ( M ).
It was shown by Rudd et al. (2008) that the power spectrum boost due
to baryons can be partially reproduced by modifying the c( M) of the DMO
halo model. The authors used cosmological simulations with the ART code
(Kravtsov et al., 1997), similar to RAMSES, in a 60 Mpc/h box. The simulated
physics are very similar in their completeness to the MareNostrum simulation.
The mass resolution, however, is coarser, with 2563 particles, corresponding
to a particle mass of about 109 M /h. Rudd et al. have measured, in their
simulations, the halo mass function f and the concentration parameters c( M)
in the baryonic and DMO runs. Using the measured f and c( M), they show
that the halo model successfully reproduces the power spectrum boost, as
shown by Figure 5.2.
Rudd et al. established that the c( M) form for the baryonic run can still be
fitted with a Bullock-type formula (3.23), with a characteristic concentration
c0 increased by about 70% and a slightly steeper slope b. As underlined by
the authors, this suggests that the effects of baryons are essentially localized
within virialized structures and amounts to local redistribution of the total
mass within the halo profiles.
We have accordingly tried to adjust the concentration parameters with a
NFW profile to obtain a good match for both the variance and skewness at
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Figure 5.2: From Rudd et al. (2008). Power spectrum boost measured in simulations (solid
blue) of Rudd et al. (2008) compared to a halo model prediction (dashed pink)
with modified c( M). Note that the redshift is z = 0.55.

small scales. The power spectrum, variance and skewness boosts for a NFWbased model with parameters comparable to Rudd et al. (2008) (c0 = 20, b =
−0.15) are presented as the dotted green curves on Figure 5.3 and 5.4. This
model reproduces the MareNostrum variance and power spectrum boosts
down to a scale of about 0.5 Mpc/h. At smaller scales however, the halo model
underestimates the variance amplification. A large part of this discrepancy is
likely due to the difference in the redshifts of the two studies, as well as in the
simulation codes and physical modeling. Note however that the skewness S3
of this halo model lacks much of the measured small-scale amplification, as
can be seen on Figure 5.4. The distinctive bend is also not reproduced at all,
which suggests the profile form distributes matter too evenly across scales.
With the partial success of this profile, one might expect NFW profiles
with higher concentrations to yield better fits. It turns out however that
reasonably fitting the variance boost at small scale requires very high values
of c0 , exceeding 30. Such high values of the concentration parameter are
too high to be accepted as physically meaningful. Yet more importantly,
while increasing c0 will indeed boost the variance, it fails to reproduce at all
the corresponding small-scale skewness amplification. This can be seen on
Figure 5.4, and the S3 boost of a pure NFW halo model remains essentially flat
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Figure 5.3: Power spectrum boosts measured in the MareNostrum simulations (solid blue)
at z = 2, and computed from a NFW halo model (dotted green) and composite
halo profile model (dashed red).

for varying values of c0 , with a very weak dependence.
This leads us to believe that, while the NFW profile with adjusted concentration parameters has merits in modeling the variance amplification caused
by dissipative physics, it can only paint a limited picture of the statistical
properties of the density field in the presence of baryons. As increasing c0
essentially amounts to concentrating more matter within the central region of
the halos, we naturally turn to other centrally-concentrated halo profiles.

5.1.3

Cuspy and isothermal profiles

One way to concentrate more matter within the center region is by using a
family of profiles with steeper central cusps than NFW of the form:
u α ( x ) = x − α (1 + x ) α −3 ,

(5.1)

where α = 1 yields an NFW profile. We have tested this family of profiles on
a wide range of values 1 ≤ α ≤ 2.5. For each value of α, we attempted to find
an best-fitting value of (c0 , b), again by exploring the parameter space. It is
interesting to note that high values of α, in the range [2.0, 2.15], produce to
some extent both the σ2 small-scale steepening and a strong S3 amplification.
Isothermal (α = 2) profiles are known to be a good description of the total
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Figure 5.4: Variance (left) and skewness (right) boosts in the MareNostrum simulations
(solid blue) at z = 2, and computed from a NFW halo model (dotted green) and
composite halo profile model (dashed red).

density in halos hosting elliptical galaxies (see e.g. Gavazzi et al., 2007; van de
Ven et al., 2009). In the case of the MareNostrum simulation however, this
property seems coincidental, as the simulated physics form no truly elliptical
galaxy comparable to observations. Moreover, the residuals of the best σ2 and
S3 fits for such profiles cast doubt on the legitimacy of the analytical form uα
for the statistical analysis of the simulation.

5.1.4

Adding a cold baryons component

A good candidate profile which is both centrally-concentrated and physicallymotivated is a composite halo profile, parametrized by the dimensionless parameters f d and λd :
u f d ,λd (r | M) = (1 − f d ) uNFW (r | M )

+ f d uexp,λd (r | M) ,

(5.2)

where uexp,λd is a spherically averaged exponential disk profile with length
scale rd proportional to the halo’s virial radius:
uexp,λd (r | M) ∝

exp(−r/rd )
,
r/rd

rd ≡ λd Rvir .

(5.3)

The dimensionless parameter λd is essentially the spin parameter of the halo,
and defines the disk scale rd . The profile u f d ,λd features a central r −1 cusp
and behaves like the NFW profile for radii bigger than the disk length scale
rd . However, because of the profile normalization, it concentrates more mass
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within the central exponential than a pure NFW. u f d ,λd can be seen as a halo
profile concentrating a fraction f d of the mass within a central exponential
disk profile, and the remaining 1 − f d in a standard NFW component.
This form of composite profile is physically motivated. The total mass
distribution in group-sized halos is known to be well described by a halo
component and a concentrated component corresponding to the bright central
galaxy (see, e.g., Dubinski, 1998). The presence of baryons does not fundamentally change the diffuse halo component: the distribution of satellite galaxies
within halos is very similar to the halo occupation distribution of dark matter
substructures in pure N-body simulations (see Weinberg et al., 2008). This
suggests keeping a NFW profile to account for the dark matter, diffuse gas and
halo substructures, while introducing a spiked central component mimicking
the bright central galaxy’s disk. We may expect this NFW profile to be more
concentrated than in the dark matter only case, because of the adiabatic contraction of the dark matter due to the presence of baryons. This will therefore
lead to an increase of c0 in the c( M) relationship. For the composite profile, f d
is to be understood as the fraction of the total halo mass which resides in the
galactic disk in the form of baryons. As most formed galaxies found at z = 2
in MareNostrum simulation are spirals, we restrict ourselves in this section to
an exponential disk profile for the central component. We believe this form
captures the essential features of the dense central baryonic regions which
are important for the halo model. It also places interesting constraints on the
profile parameters f d and λd , as mass fractions and angular momenta of disks
are well-studied, both theoretically and observationally.
In the study of the MareNostrum statistics presented in this section, we
further assume both λd and f d to be independent of halo mass. Here again, we
explored the ( f d , λd ) parameter space to find a good fit to the MareNostrum
data. Our best model has parameters:

c0 = 13.5



 b = −0.15
(5.4)

f
=
0.09
d



λd = 0.025
The corresponding power spectrum, variance and skewness boosts are represented on Figure 5.3 and 5.4 as red dashed curves. This halo profile reproduces
accurately both the measured σ2 and S3 amplifications down to the smallest
scales. As a comparison, we plotted the relative error on the power spectrum
prediction on Figure 5.5, together with error bars on the lensing convergence
power spectrum for the CFHT suvey and upcoming experiments such as LSST
and Euclid.
One should note that the values of the best-fitting λd and f d parameters
are in good agreement with the expected physical properties of the galaxies of
the simulated MareNostrum universe. Note that the mass fraction f d = 0.09 is
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Figure 5.5: Error on power spectrum predictions for the DMO (dashed black), modified
NFW (dotted green) and composite (solid red) models. The gray shaded areas
correspond to experimental error bars on the convergence power spectrum for
the CHFT (light gray) and Euclid (dark gray) experiments.

bigger than expected to be found in observations by a factor of about 2, which
is probably the manifestation of overcooling.
The modified c0 and b parameters of Eq. 5.4 for the NFW profile correspond to a more concentrated CDM component than in the pure DMO model.
This is in accordance, both qualitatively and quantitatively, with the results
of Rudd et al. (2008). It is interesting to note that the variance boost caused
by the NFW component is of the same order of magnitude as the adiabatic
contraction effect visible on the MareNostrum statistics on Figure 4.5, albeit
slightly weaker. This supports the idea that the composite halo profile concentrates a significant fraction of the halo’s baryonic mass within the central
disk, while the remaining halo gas essentially follows the NFW component
which accounts for the cold dark matter. This last CDM component “feels”
the presence of the cold gas through the process of adiabatic contraction.
At this stage, we chose not to introduce any mass or redshift dependence
in f d and λd . This is relevant in the case of MareNostrum, because of the
narrow mass range of the galaxies formed in the course of the simulation.
However, a full model should account for the variation of the disk radius and
of the mass/luminosity ratio as a function of halo mass in real galaxies. We
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now present such refinements to our approach.

5.2

Towards a realistic halo model for baryons

Now that we have shown our halo model to be a predictive theoretical framework for the study of cosmic statistics with baryons, we will discuss some
refinements needed to upgrade it from the particular context of the MareNostrum simulation to a sounder physical model. The idea of the work presented
in this section is to consider the MareNostrum simulation as a “crutch” and
validation tool, in order to extend the capabilities of our halo model with
richer astrophysical ingredients.
We have shown that, in accordance with the conclusions of Rudd et al.
(2008), most of the baryon statistics are driven by the reorganization of the
matter distribution within halos. In our composite profile model, the core
parameters are:
• the profile form of the cold baryon component, chosen to be a sphericallyaveraged exponential disk,
• the mass fraction f d of the disk,
• the disk scale length rd , and in particular the coefficient λd such that
rd = λd Rvir ,
• the transformation of the CDM halos induced by baryons.
In the previous section, we have used simple ad-hoc models for this parametrization of the effect of baryons. We now discuss improvements to each of these
points one by one.

5.2.1

Cold baryons in the bright central galaxy interpretation

Our halo model accounts for a single condensed object sitting at the center of
each dark matter halo. This prescription is certainly justified in the MareNostrum simulation, where dark matter halos at z = 2 are typically group-sized
or less (the mass of the biggest dark matter halos is around 3–5×1013 M ).
One way to extend the model to larger scales is to consider the central
condensed object (formerly the galactic disk) as the profile of the host halo’s
bright central galaxy (BCG). It is well known that most clusters and groups of
galaxies contain a central and particularly massive galaxy, whose particular
properties arise from the collapse and hierarchical growth of the halos (see
e.g. Dubinski, 1998). Such large virialized structures also contain a number of
smaller satellite galaxies orbiting the BCG. While it may be possible to account
for the effect of individual satellite galaxies on the statistics, for example using
the halo occupation distribution (HOD) approach, we opt here instead for a
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simpler model, where we account for the mass of satellite galaxies as a smooth
component.
Effect of the inner baryon profile
In the MareNostrum halo model, we used an exponential disk profile for the
inner cold baryon distribution. This was motivated by the fact that galaxies
formed in the simulations were mainly spirals. However, extending the
previous model to a wider range of galaxy masses and morphologies requires
a careful analysis of the effect of the inner halo profile on the statistics.
We find that the actual form of the inner profile does not have a strong
effect on statistics at intermediate scales. The effect of the inner profile on the
variance is shown on Figure 5.6. The variance of the total mass is plotted for
the exponential disk model (solid blue), for Hernquist profiles (dotted red)
and for a so-called Poisson model (dashed green) where galaxies have no inner
profile and are accounted for as delta functions in the density. The Poisson
model effectively factors out all dependence on inner profile shape, and we
can see that for scales ranging from 1 down to 0.03 Mpc/h, the three models
are in perfect agreement. This suggests that at scales larger than 0.03 Mpc/h,
the statistics due to galaxies are well within the domain of the point cluster
(or Poisson cluster) models (see e.g. Sheth, 1996). An immediate interesting
consequence is that for this model, at intermediate scales, the baryon statistics
are driven by only one parameter: the baryon mass fraction f d .
As we progress into smaller scales within the core of the halo, the finite
characteristic size rd of the baryon component starts to impact the variance.
In order to assess the effect of the galaxy morphology on the statistics in our
model, we compare the exponential disk profile (typical of late-type spiral
galaxies) with the Hernquist profile (Hernquist, 1990) which is commonly
used as 3D a density profile for the stellar mass in elliptical galaxies. The
Hernquist profile normalized to unit mass writes
u (r ) =

1 a
1
,
2π r (r + a)3

(5.5)

where a is the profile scale length. As can be seen on Figure 5.6, there is only
a very small difference in the effect between the Hernquist and exponential
profiles, provided that we match the half-mass radii. Note that both profiles
feature a r −1 cusp at the origin. For such profiles, we conclude from Figure 5.6
that the rd parameter defines most of the small-scale statistics.
A sophisticated model could certainly use a family of profiles, such as the
one introduced by Dehnen (1993), to parametrize the profile with the host
halo mass. However, the very small difference which we observe due to the
inner mass distribution does not mandate using such complex models. The
Fourier transforms of Dehnen profiles are not easily computed analytically,
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Figure 5.6: Effect of the inner baryonic component of the halo profile on the variance. The
solid blue curve corresponds to exponential disk profiles, the dotted red line is
for Hernquist profiles with the same half-mass radius, while the dashed green
line is obtained by placing all the cold baryon mass within a single delta function
at the center of the halo. At larger scales, the variance amplification of the disk
model is very well reproduced by the delta function (Poisson) model. Below
∼ 30 kpc/h, the inner structure of the profile takes over, but the Hernquist
and exponential profiles produce almost identical effects.

and computing the numerical Fourier transforms with sufficient resolution is
particularly time-consuming in our halo model code.
From Figure 5.6, it is clear that Hernquist profiles and spherically averaged
exponential disks may be used interchangeably as far as statistics are concerned. However, the majority of cold baryons is in the form of stars, whose
distribution within massive galaxies is closer to a Hernquist form than an exponential disk. Many studies of group and cluster galaxies (and in particular
BCGs) therefore focus on De Vaucouleurs fits (de Vaucouleurs, 1953) of the
intensity profiles, which may be seen as 2D projections of Hernquist profiles
(Hernquist, 1990). For these reasons, we choose to use the Hernquist profile to
represent the inner cold baryon profiles over the whole mass range.
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Realistic stellar masses
In our MareNostrum model, we used a constant cold baryon mass fraction
f d independent of mass. This approximation was in part justified by the
relatively small mass range of galaxies in the simulation at redshift z = 2.
Adopting the bright central galaxy interpretation, we would like to model
more accurately the variation of the cold baryon fraction f d with the host halo
mass M. We further assume that f d can be identified with the total stellar mass
M? . This assumption holds very well for massive, early-type elliptical central
galaxies, which are generally gas-poor.
Theory predicts the evolution of the stellar mass over host halo mass ratio
to be determined by two processes. In the low halo mass range, Dekel and Silk
(1986) proposed a mechanism based on supernovæ-driven winds to explain
the decreasing M? /M ratio with decreasing M. The gravitational potential
wells created by small halos are not deep enough to trap gas in the presence
of shock bubbles from supernovæ, and small halos are stripped from their gas.
This gas removal process would be responsible for a depletion of baryons in
the small halos, resulting in a quenching of the star formation. The critical
mass scale for this effect was computed by Dekel and Silk (1986) from the total
energy released in supernovæ explosions, and found to correspond to halos
with a virial velocity dispersion of about 100 km/s.
In the high mass range, for halos beyond 1012 M , galaxy growth through
cold flow infall is stalled due to shock heating in the virialized gas of the
halo. In addition, the hot diffuse gas of massive halos is more easily heated by
feedback processes such as AGNs, which further quenches cooling and star
formation in the halo (Dekel and Birnboim, 2006). This causes a saturation
effect on M? , and f d drops consequently.
The current theoretical understanding of the stellar buildup at the center of
halos is however far from being complete, in part due to complex interactions
between processes such as galactic winds and AGNs which are not yet fully
understood. In our model, we choose to use an analytical fit based on observations of the halo’s central stellar mass. We use the parametrization of the
bright central galaxy stellar mass M?,c ( M) of Yang et al. (2009). In this work,
the authors use a galaxy group catalog constructed from the Sloan Digital
Sky Survey Data Release 4 (SDSS DR4) to derive the galaxy halo occupation
distribution, conditional stellar mass function and conditional luminosity
function of galaxies in groups. In particular, they study the properties of
central galaxies with host halo mass in the range 1012 M . M . 1015 M . We
use the following double power law fit:
M?,c = M0

( M/M1 )α+ β

(1 + M/M1 ) β
f d ( M ) = M?,c /M,
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Figure 5.7: Variation of the f d parameter with halo mass in our refined model. f d is interpreted as the bright central galaxy’s total stellar mass, parametrized following
Yang et al. (2009), divided by the host halo mass.

with the parameters from Yang et al. (2009):

log M0 = 10.3061



 log M = 11.0404
1

α = 0.3146



β = 4.5427

(5.7)

where stellar masses (M?,c , M0 ) are in units of h−2 M and halo masses (M,
M1 ) are in units of h−1 M . The resulting f d ( M) dependence is shown on
Figure 5.7. It features a peak at M ∼ 1012 M , about the mass of the Milky
Way’s halo, where f d reaches about 4%.
Note that observations exhibit a lognormal scatter around the mean f d ( M)
relation of σ( f d ) ≈ 0.17 (Yang et al., 2009; Behroozi et al., 2010). In our model,
we choose not to account for this scatter. It should be relatively straightforward
to modify the halo model with an additional integral over the distribution of
the f d ( M), but we feel it would not add significant value to the model. As
a result of this observational scatter, the values of the various parameters
(5.7) are determined up to some fit accuracy. This second type of error is
important, because it affects all halos of a given mass, whereas scatter impacts
individual halos independently. For the mass normalization M0 , Yang et al.
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(2009) measure a fit accuracy of about 3.4%. To account for this uncertainty
and further study the effect of f d on the model, we introduce a normalization
coefficient f d such that f d ( M ) = f d,0 ( M) f d where f d,0 ( M ) is given by Eq. (5.6),
and use the fiducial value f d = 1.
Galaxy size versus host halo size
We now turn to the discussion of the size rd of the central galaxy. In our
MareNostrum halo model, we used the simple scaling rd ∝ Rvir with a fixed
proportionality constant λd . This simple scaling law comes from tidal torque
theory for galactic disks (Mo et al., 1998). The gist of the model is to follow
the adiabatic collapse of a rotation-supported disk within a given dark matter
potential. The spin parameter λ of the halo is defined as
λ ≡ J | E|1/2 G −1 M−5/2 ,

(5.8)

where E is the total energy of the halo and J its angular momentum. In the
model of Mo et al. (1998), the disk scale length rd is
 
jd
1
rd = √
λRvir f r ,
(5.9)
2 fd
where jd is the ratio of the angular momentum of the disk to the halo’s, and
f r is a factor depending on the redshift, on f d and on λ. It is often assumed
that the specific angular momenta of the disk and the halo are approximately
equal, yielding jd / f d ≈ 1 (Mo et al., 1998). Furthermore, f r = 1 in the case
of a singular isothermal sphere (SIS) dark matter potential, and is a weakly
varying function of λ, f d and redshift for NFW halos.
While we can expect this model to hold reasonably well for galactic disks,
it cannot describe the scaling of galaxy sizes over stellar masses above 1010 –
1011 , because the population of massive galaxies is dominated by ellipticals
(e.g. Kauffmann et al., 2003).
We choose to use the fit of the effective radius Re as a function of M?
of Shen et al. (2003), which provides separate relations for early-type and
late-type galaxies. The fits are represented on Figure 5.8, and read

0.56
early
− 6 M?
Re ( M? ) = 2.88 × 10
,
(5.10)
M



0.39−0.14
M? 0.14
M?
late
10
Re ( M? & 10 M ) = 0.10 ×
× 1+
.
M
3.98 × 1010 M
(5.11)
We combine (see Fig 5.8) the two results over the whole mass range using the
stellar mass functions Φr and Φb for red (early-type) and blue (late-type):
early

R e ( M? ) =
84

Φ r ( M? ) R e

( M? ) + Φb ( M? ) Rlate
e ( M? )
.
Φ r ( M? ) + Φ b ( M? )

(5.12)
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Figure 5.8: Model for the galaxy stellar mass–size relation. The red dotted line is the fit to
the M? –Re relation of Shen et al. (2003) for massive early-type galaxies. The
blue dashed line corresponds to late-type galaxies, from the same paper. We
combine the two values of Re (solid green) over the whole mass range using the
stellar mass functions for red and blue galaxies using Eq. (5.12).

For Φr and Φb , we use the Schechter function fits of Yang et al. (2009) (see
Table 3, Figure 2 and Eq. (12) in their paper). From Eq. (5.12), Re , which
corresponds to the half-light radius of the 2D profile, is then mapped to
the characteristic scale of the Hernquist profile using the scaling relations of
Hernquist (1990).
Here again, note that we expect the mass–size relation to be scattered
around the mean. Like in the case of the cold mass fraction, we choose
to introduce a normalization parameter rd to control the normalization of
Eq. (5.12).

5.2.2

Adding a hot gas component

Large galaxy groups and clusters contain a significant amount of hot ionized
gas in virial equilibrium in the dark matter potential. Because the hot gas is
pressure-supported, it is distributed following a smooth profile with a core.
This significant difference compared to cuspy profiles is expected to play a
non-negligible role on the statistics. It was indeed shown analytically by Zhan
and Knox (2004), and in numerical simulations by Jing et al. (2006); Rudd et al.
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(2008) that hot gas is responsible for a depression in the total matter power
spectrum at scales 1 h/Mpc . k . 10 h/Mpc.
The hot gas profile
Assuming that the gas follows a polytropic equation of state, one can relate
the temperature and density profiles by


ρ ( r ) Γ −1
T (r ) = T0
,
(5.13)
ρ0
where Γ is the polytropic index. In the polytropic model, no energy equation is
required and the pressure is driven by external heating and cooling processes.
At hydrostatic equilibrium, the temperature profile is
T (r ) = T0

ln(1 + x )
,
x

with

k B T0
Γ−1
= 4πGρS rS2
,
µm P
Γ

(5.14)

where rS is the dark matter halo’s characteristic scale, x ≡ r/rS , and ρS =
ρNFW (rS ). m P is the mass of a proton, and the factor µ accounts for the fact
that hot cluster gas also contains helium. Ascasibar et al. (2003) proposed
to consider Γ as a free parameter to be fitted on simulations or observations.
Komatsu and Seljak (2001) used a more predictive approach, in which Γ is
computed to match the outer gas profile to the dark matter profile in the
outskirts of the halo. This underlying idea is that, far from the halo center,
the gas is no longer pressure-supported, and should therefore follow the pure
gravitational dynamics of the dark matter. This provides a unique prescription
to obtain the gas distribution from a dark matter profile. Since the procedure of
Komatsu and Seljak (2001) is rather complex, we use the simplified approach
of Teyssier (2006). Assuming that the hydrostatic equilibrium holds only in
dense regions with spherical overdensity ∆ > ∆eq , we can set the value of
Γ by imposing that the gas follows the polytropic equations in regions with
∆ > ∆eq , and smoothly connects to the NFW formula outside. Following
Teyssier (2006), we take
Γ = 1+

(1 + xeq ) ln(1 + xeq ) − xeq
,
(1 + 3xeq ) ln(1 + xeq )

with

xeq ≈

Rvir
,
51/3 rS

(5.15)

corresponding to the arbitrary choice ∆eq = 1000.
Mass fraction of hot gas
How much hot gas can we find in a halo? As we have already derived the
mass M? of cold baryons and the corresponding mass fraction f d from the halo
mass, we deduce the fraction f g of hot gas by imposing f d + f g + f CDM = 1,
that is
f g = (1 − f CDM ) − f d = f b − f d ,
(5.16)
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where f b is the total baryon fraction (cold and hot) in the halo.
For the baryon fraction f b , we take
fb =

Ωb
,
Ωm

(5.17)

Note that non-radiative simulations tend to predict lower fractions of about
0.9Ωb /Ωm (e.g. Eke et al., 1998; Frenk et al., 1999; Crain et al., 2007), whereas
some simulations with cooling suggest 1.1Ωb /Ωm (Kravtsov et al., 2005).
We use that fixed value over all the mass range and for all redshifts, as this
assumption seems supported by numerical simulations (Kravtsov et al., 2005).
The effect of hot gas on the variance with our model is presented on
Figure 5.10. In accordance with the results of Zhan and Knox (2004); Jing et al.
(2006); Rudd et al. (2008), we measure that the hot gas is responsible for a
damping of the variance at intermediate scales, between large scales where
gas follows the dark matter, and small scales where the galaxies dominate the
statistics.

5.2.3

Effect of baryons on the dark matter profile: adiabatic
contraction

As we previously briefly discussed in the study of the MareNostrum statistics,
the presence of dense baryons plays and important role at the core of dark
matter halos. Because of radiative cooling, dense gas at the center of halos
grows denser and colder, creating deep potential wells. The gravitational pull
of gas clumps tends to draw dark matter towards the center, resulting in an
increase of the central dark matter concentration. This process, which has been
studied by Blumenthal et al. (1986) and later Gnedin et al. (2004); Gustafsson
et al. (2006); Abadi et al. (2010); Tissera et al. (2010), induces potentially strong
modifications of the halo profile.
In the usual adiabatic contraction formalism, the contracted profile is
determined from the pure dark matter profile by “condensing” the baryons —
initially distributed identically to the dark matter — according to a smooth
transformation under the following assumptions:
• The growth of the baryonic profile is quasi-static, implying that there is
no shell crossing for the dark matter component.
• Some dynamical quantity is conserved during the process, typically, the
angular momentum of the shells.
i
One starts with an initial cumulated dark matter mass profile MCDM
(r ) and
i
an identical initial baryon profile Mbar (r ), typically both pure NFW profiles:
i
MCDM
(r ) = (1 − f b ) MNFW (r ),
i
Mbar
(r )

= f b MNFW (r ).

(5.18a)
(5.18b)
87

5 . A h a l o m o d e l f o r b a r yo n s

(r )
CD
M

Mi

Mf

CD
M

(r )

log M (r )

MCDM

rf

ri

log r

Figure 5.9: Illustration of the no shell crossing hypothesis in the theory of adiabatic coni
traction. The initial dark matter profile, MCDM
(r ), is contracted into the final
f
profile MCDM
(r ) by the mapping ri → rf (ri ) at constant mass.

Under the quasi-static contraction, these profiles will transform into the final
f
f (r ).
profiles MCDM
(r ) and Mbar
Because of the no shell crossing hypothesis, we think of the contraction
process as a transformation of radii from ri (r ) = r to a final value rf (r ) as
illustrated on Figure 5.9. For the dark matter distribution, no shell crossing
translates simply as
i
f
MCDM
(ri ) = MCDM
(r f ).
(5.19)
In the approach of Blumenthal
p et al. (1986), the conserved quantity is the
angular momentum J (r ) ∝ M (r )r, so we have
i
f
(ri )ri = Mtot
(r f )r f ,
Mtot

(5.20)

where now the total mass profile enters, because of the dynamical nature of
i (r ) = Mi
i
the equation. Initially, Mtot
CDM (r ) + Mbar (r ) = MNFW (r ). After the
f (r ) = Mf
f
contraction has taken place, the total mass is Mtot
CDM (r ) + Mbar (r ).
Expanding the total mass and using (5.19), we have


i
f
MNFW (ri )ri = MCDM
(ri ) + Mbar
(r f ) r f .
(5.21)
f , the only unknown in this equation is r f ,
Given a final baryon profile Mbar
which we can solve for numerically. Once we have obtained rf (ri ) from (5.21),
f
we can deduce MCDM
(r ) from (5.19).
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Gnedin et al. (2004) have refined this approach, by taking into account the
ellipticity of orbits of dark matter particles. The net effect is that the profiles
are somewhat less contracted.
There has been a lot of recent discussion on the subject of adiabatic contraction, which suggest that the models of Blumenthal et al. (1986) and even
Gnedin et al. (2004) tend to be predict stronger effects than what is observed
in simulations. In particular, Abadi et al. (2010) proposed a model with
"
#

i (r i ) n
Mtot
rf
= 1+a·
−1 ,
(5.22)
f (r f )
ri
Mtot
where a and n are two parameters. The model of Blumenthal et al. (1986)
corresponds exactly to a = n = 1, while the model of Gnedin et al. (2004) is
close to a = 0.8, n = 1. Abadi et al. (2010) found the parameters a = 0.3, n = 2
to be a good fit to their simulations. However, in some of our simulations,
we find the best-fitting of a and n to be very dependent on the halo accretion
history, in accordance with the conclusions of Abadi et al. (2010) and Tissera
et al. (2010).
In our model, we choose to implement a model similar to Abadi et al.
(2010), and thus weaker than Gnedin et al. (2004), as supported by recent
simulations. However, Eq. (5.22) is not practical for implementation in a
halo model code. Evaluating a single contracted profile using (5.22) requires
solving for r f at each point in r. In addition, we need such a u(r | M) profile for
each halo scale M, and then have to estimate the Fourier transform u(k | M )
numerically. The cost of doing so for reasonable values of samplings in mass
and radius is prohibitive. Instead, we use the observation of Abadi et al.
(2010) that the model of Gnedin et al. (2004) corresponds roughly to ( a, n) =
(0.8, 1). Gnedin et al. (2004) provide an analytical approximation to the rf /ri
ratio which — even if tedious to compute — is much cheaper to evaluate than
solving (5.22). Given rf /ri from Gnedin et al. (2004), we solve (5.22) for
i /Mf , taking ( a, n ) = (0.8, 1). This provides us with an effective value
Mtot
tot
of the mass ratio. We then inject that mass ratio back into the same equation
(5.22), this time using ( a, n) = (0.3, 2), to obtain the value of rf /ri in the model
of Abadi et al. (2010).
The net effect of adiabatic contraction on the variance is shown on Figure 5.10. As expected, the contraction of dark matter increases the small-scale
variance, because is tends to concentrate the dark matter mass at the center of
halos. Note that even though the increase in central density is nowhere close
to the density of the cold baryonic phase, the effect is relatively significant,
because dark matter amounts for 85% of the total mass.

5.2.4

Putting it all together: a self-consistent model

With all the ingredients which we just studied, we are now in position to
assemble a full model based on observations and simulations. A general view
89

5 . A h a l o m o d e l f o r b a r yo n s

2
2
σtot
(R)/σDMO
(R) − 1

0.4

0.2

0.0

−0.2
−0.4
10−2

10−1
R [Mpc/h]

100

Figure 5.10: Effect of the hot halo gas and adiabatic contraction on the variance in our
model at z = 0. The dashed black curve only features a central cold baryon
component without hot gas or back reaction on the dark matter profile. For
the dotted red curve, a hot gas halo within the dark matter’s NFW halo is
added to the previous model. The solid blue curve, our final model, takes
into account the adiabatic contraction of the dark matter as described in the
text. The smooth, hot gas core depresses the statistics at intermediate scales
within the halos, while at small scales, the condensed cold phase dominates
the statistics. Because adiabatic contraction tends to concentrate the mass at
the center of the halos, it contributes positively to small-scale variance.

of the model and its constitutive elements is presented on Figure 5.11.
The final, composite halo profile writes simply
utotal (r ) = f d uHernquist (r ) + f g ugas (r ) + (1 − f b )uAC (r )

(5.23)

where all u are normalized to unit mass by definition, so that the total mass
profile has unit mass as well.
Note that, in our model, the composite halo profile can be fully determined
from the host halo mass M through the determination of the various physical
properties of the baryon physics. In addition, the model is fully self-consistent.

5.2.5

Redshift dependence of the model ingredients

All the ingredients in the previous section were derived from observations
in the local universe. For weak lensing applications, we need to compute
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Halo mass M

Stellar mass M? , f d

Baryon fraction f b

Eq. (5.6)

Eq. (5.17)

BCG size

Hot gas fraction f g

DMO profile

Eq. (5.12)

Eq. (5.16)

Eq. (3.23)

Core profile

Hot gas profile

Eq. (5.5)

Eqs. (5.13), (5.14), (5.15)
DM profile
Eq. (5.22)

Composite profile
Eq. (5.23)
Figure 5.11: Summary of the relationships and dependencies between the different models
used in the composite halo model, with references to the main equations.

the power spectrum at all redshifts between the farthest visible sources and
z = 0. We now briefly discuss how we integrate redshift dependence on
the constitutive elements of our halo model. Note that the dark matter only,
“plain” halo model already accounts for redshift dependence through the
concentration parameter c( M, z) of Eq. (3.23), and the value of ν in Eq. (3.14).
The evolution of the stellar mass fraction f d with redshift at fixed halo
mass M is a complex matter. Star formation converts dense cold gas into stars,
so we expect it to increase the stellar mass with time while consuming the
cold gas in halos, so it is not modifying the total cold baryon mass by itself.
However, cooling, cold mode accretion, supernovæ feedback and AGNs are
all expected to modify the amount of cold baryons enclosed in the central
object. The redshift evolution of these processes is complex and not well
constrained by simulations and observations (see e.g. Ocvirk et al., 2008).
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In this work, we choose to keep the f d –M relation independent of redshift,
imposing a constant cold phase mass fraction for a given halo mass. For BCGs,
this is supported by the semi-analytical model of De Lucia and Blaizot (2007),
which predicts that for z . 2, most of the BCG growth comes from mergers
with satellites, and that for z . 1 the BCG growth rate roughly follows the
halo accretion rate (Figure 8 from their paper). In addition, in our model, the
total (cold and hot) baryon fraction in halos is kept a constant independent of
mass and redshift, as supported by Kravtsov et al. (2005). Even though other
simulations suggest that this ratio might evolve weakly with redshift (Ettori
et al., 2006), the dependence is not well understood and we settle here again
for a constant model.
Numerous observations also indicate that the Re –M? relation for galaxies
also evolves with redshift, in particular for ellipticals which tend to be more
compact at high redshift at fixed stellar mass (see e.g. Daddi et al., 2005;
Trujillo et al., 2006; van Dokkum et al., 2008; van der Wel et al., 2008; Mancini
et al., 2010). Many authors propose a parametrization of the form
R e ∝ (1 + z ) α

(5.24)

at fixed stellar mass. Values for α differ for early and late-type galaxies. The
size of spiral galaxies tends to evolve rather weakly with redshift (Mo et al.,
1998; Somerville et al., 2008).
Since our galaxy size model differentiates between early- and late-type
galaxies, we use two different values of α for Eq. (5.10) and Eq. (5.11). For
late-type galaxies, we use α = −0.40 corresponding to the data for massive
disks of Trujillo et al. (2006), which was found by Somerville et al. (2008) to be
in good agreement for disks with the disk scaling model of Mo et al. (1998).
For early-type galaxies, we take α = −0.98 from van der Wel et al. (2008).

5.3

Power spectrum, variance, skewness and
convergence in the composite model

We now present the statistics predicted by our model for the 3D power spectrum, the variance and skewness of the density field, and the weak lensing
convergence power spectrum C (`).

5.3.1

Results from the model

Figure 5.12 and Figure 5.13 show the variance, skewness and power spectrum
predictions of our model at z = 0 for the fiducial parameters of Table 5.1.
These predictions are in qualitative agreement with the results from Jing et al.
(2006) and Rudd et al. (2008). We postpone the quantitative comparison to the
discussion of the weak lensing convergence spectrum on the facing page.
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Figure 5.12: Variance and skewness (left and right, top row) and corresponding boosts
(bottom row) in the realistic composite halo model (solid blue) compared to
the DMO model (dashed black) at z = 0. The model features a decrease in
power at intermediate scales due to hot gas as noted on Figure 5.10. At very
small scales, cold baryons are responsible for a steep power increase.

From our model, we can compute P(k, z) at any reasonable redshift z . 3,
from which we can compute the fully projected convergence power spectrum
C (`) from the approximation of Limber (1954) (see §1.5.3). For the sake of
simplicity and in order to compare with previous work, we use a simple galaxy
distribution model with all source galaxies located on a thin sheet at redshift
1. The resulting C (`) is presented on Figure 5.14. We have superimposed
in gray shading the expected Euclid errors due to cosmic variance (at small
`) and shot noise (at large `) for bins in ` of width ∆`/` = 0.1. Note that,
as suggested by the studies of Jing et al. (2006) and Rudd et al. (2008), the
magnitude of the effect of baryons is well above the noise level of upcoming
lensing measurements.

5.3.2

Comparison with previous studies

The overall behavior of the convergence spectrum is globally in accordance
with previous studies of Zhan and Knox (2004) for hot baryons and White
(2004); Jing et al. (2006); Rudd et al. (2008) for stars. However, these studies
generally predict cold baryons to affect C (`) at scales as large as ` & 1–5 × 103 ,
whereas our model favors ` & 104 .
We argue that this discrepancy lies is caused differences in the halo stellar
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Figure 5.13: Power spectrum in the realistic composite halo model (solid blue) compared
to the DMO model (dashed black) at z = 0.

mass fraction f d in groups and small clusters between the different studies. A
unique property of our model is that f d drops relatively rapidly at halo masses
M > 1012 M , in accordance with the bright central galaxy interpretation,
because the mass of central galaxies saturate beyond this point. White (2004)
uses an analytic model of mass displacement within central regions of halos,
with a cutoff in the mass redistribution above 1014 solar masses. As a result,
the analytic model predicts strong baryonic effects up to scales about 5 times
larger than in our model. Note also that the model of White (2004) does not
account for the presence of hot gas, which further adds to the discrepancy
because the smooth hot gas halo damps the statistics.
While the simulations of Jing et al. (2006) and Rudd et al. (2008) agree
qualitatively on the effect of baryons on the C (`), the quantitative differences
between them are striking: the 10% convergence boost level in the former
study is reached at scales ` ≈ 104 , while the latter registers the same effect
at the much larger scale ` ≈ 2 × 103 . The authors of the studies attribute
this discrepancy to differences in star formation and supernova feedback
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Figure 5.14: Convergence power spectrum C (`) in the realistic composite halo model, for
the fully projected spectrum. The shaded gray areas correspond to Euclid
errors due to cosmic variance at small ` and shot noise at large `, for a
bandwidth ∆`/` = 0.1.

prescription. In addition, it is likely that these simulations do not resolve
baryon physics very well, with resolutions no better than about 9 kpc and
4 kpc respectively for the star formation runs.
The discrepancy between our model and simulations may well be explained in part by the overcooling issue (see §4.5.2). In particular, stellar
masses in groups and clusters in cosmological simulations are known to be
overestimate observations by a factor of 2–5, with larger discrepancies and
higher masses (Borgani et al., 2002, 2004; Saro et al., 2006; Nagai et al., 2007;
Kravtsov et al., 2009; Teyssier et al., 2010). Recent approaches to countering the
overcooling problem using AGN feedback have met with some success, but
are still unable to reproduce in simulations the observed high-mass decline of
the stellar mass fraction (see e.g. Teyssier et al., 2010; Puchwein et al., 2008).
To test the overcooling explanation, we have computed the C (`) amplification for a modified f d ( M) parameterization. The normalization of the peak
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fraction is left unchanged, but we modify the high-mass slope to account for
the discrepancy between stellar mass in observations and simulations, which
we estimate from (Kravtsov et al., 2009). The resulting convergence boost
takes off at ` ≈ 2 × 103 and reaches 10% at about ` ≈ 6 × 103 , which shifts our
model predictions between those of Jing et al. (2006) and Rudd et al. (2008).
This supports the interpretation of overcooling as a primary explanation for
the discrepancy. It is likely that current simulations yield overly pessimistic
predictions on the effects of baryons.

5.3.3

Discussion

In addition to the previous remarks, there are reasons to believe our model
predictions to be rather conservative. Indeed, the effect of the hot gas is to
produce a relatively strong damping at intermediate scales, as evidenced
by Figure 5.10. In particular, we neglect the back reaction of the hot gas
to the presence of the cold core, which contributes positively to small-scale
power. However, because dark matter accounts for almost 90% of the halo
mass, we expect adiabatic contraction of the dark matter — which we take
into account — to be the dominant effect in terms of total mass distribution.
Our model also assumes that all condensed baryons are in the form of
stars, which is a good approximation at low redshifts. Nevertheless, we are
missing a fraction of the condensed mass, which in our model is transferred to
the hot gas component, thereby contributing negatively to small-scale power.
A simple way to correct for this effect could be to compensate for the missing
cold gas by increasing the normalization of the mass fraction, in a possibly
redshift-dependent way. However, accounting for the small fraction of cold
gas does not seem a compelling reason to us to increase the complexity of the
model.
In the central galaxy interpretation of the halo core profile, we do not
account for substructure and subhalos containing smaller satellite galaxies.
This is a good approximation in galaxy clusters, where the central galaxy is
quite distinguishable from the numerous satellites. In groups however, it
is generally not possible to identify a single, stable central galaxy (De Lucia
and Blaizot, 2007). Hence, at scales ` ∼ 103 , real groups likely appear more
clustered than a halo with a single central component, which could result in
our model not capturing some of this power at intermediate scales.
While these approximations clearly impact the accuracy of the predictions
in the ` > 103 range, we would like to stress once again that the halo model
is not a fitting tool, but an exploratory tool for the baryonic statistics. As
such, we believe our model to take most of the relevant physical ingredients
into account, and to capture the effect of baryons on statistics with a minimal
number of physically meaningful parameters.
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Parameter

Fiducial value

Description

Ωm

0.2736

Matter density

Ωb

0.0456

Baryon density

ΩΛ

0.726

Dark energy density

h

0.705

Hubble constant

ns

0.96

Spectral index (see Eq. 1.8)

σ8

0.812

Power spectrum normalization

w0

−1.0

Dark energy equation of state (EOS)

wa

0.0

Evolution of dark energy EOS

fd

1.0

Cold baryon fraction normalization

rd

1.0

Galaxy scaling normalization

Table 5.1: Fiducial values of the parameters used in the model. We use the seven-year
WMAP best-fit values from Komatsu et al. (2010).

5.4

Predicted constraints on cosmological parameters

From the modified power spectra provided by our model to account for
baryons, we can now predict the effect of baryons on the determination of
cosmological parameters, and dark energy parameters in particular. This work
has been carried out in collaboration with Adam Amara and Julien Carron at
ETH Zürich, in part using a modified version of the iCosmo1 code (Refregier
et al., 2008) for weak lensing spectra and Fisher matrix computations from 3D
power spectra provided by our baryonic halo model.

5.4.1

A weak lensing survey model for the Euclid experiment

We now describe the computation of weak lensing observables from our
modified power spectra for a virtual survey corresponding to Euclid-like
measurements.
Survey properties
The baseline Euclid mission is expected to cover a wide area of the extragalactic
sky of 20, 000 deg2 , corresponding to a fraction f sky ≈ 0.48 of the full sky and
about the whole extragalactic area. The magnitude limit will provide 30–40
1 http://www.icosmo.org/
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Figure 5.15: Redshift distribution of the lensing sources used for weak lensing computations. The distribution follows the model of Smail et al. (1994) with parameters
α = 2, β = 1.5 and median redshift zmed = 1.

galaxies per arcmin2 , yielding shape data for more than q
2 billion galaxies
1 arcmin2
in the whole survey. With a minimal angular distance of 30
galaxies ≈ 5 ×

10−5 radians between individual imaged galaxies, the survey is expected to
resolve lensing statistics up to angular modes ` ≈ 105 .
Distribution of source galaxies and redshift binning
We assume a redshift distribution of source galaxies following Smail et al.
(1994) (see Figure 5.15):
(   )
z β
α
.
(5.25)
n(z) ∝ z exp −
z0
We take α = 2, β = 1.5, and we take z0 such that the median redshift of the
distribution is 1.
The Euclid imaging mission is expected to measure photometric redshifts
for galaxies with an accuracy of 3–5%. This allows for the computation of
convergence cross-spectra between galaxies in different redshift bins, which
provides stronger constraints on the geometry χ( a) than the fully projected
convergence.
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The model uses 10 bins in redshift, between z = 0 and z = 3, and thus
provides 10 × (10 + 1)/2 = 55 convergence cross-spectra. Within each bin, the
galaxy distribution is given by (5.25). This per-bin distribution is smoothed
at a scale ∆z = 0.03(1 + z) to account for the errors in photometric redshift
measurements.
Cross-spectra and the Fisher matrix
The cross-spectrum between bins i and j is noted Cij (`), and is defined as the
correlation between the contributions of bins i and j to convergence. Hence,
from Eq. (1.28) and (1.30), for a flat universe:


Z
gi ( χ ) g j ( χ )
9H04 Ω2m
`
P
Cij (`) =
, χ dχ,
(5.26)
a2 χ2
χ
16c4
where, analogously to Eq. (1.29), the lensing weight gi (χ) is
gi ( χ ) = 2

c
H0

Z

ni ( χ 0 )

χ(χ0 − χ) 0
dχ ,
χ0

(5.27)

and ni (χ) is the galaxy distribution in comoving distance in the bin i, normalized to unit integral.
In an experiment, the measured Cijobs (`) are estimators of the real underlying statistics Cijtrue (`). Following Amara and Réfrégier (2008), we write the
observed convergence cross-spectrum as
sys

Cijobs (`) = Cijtrue (`) + δCij + δCijnoise

(5.28)

where we account for systematic errors and noise from shape measurement.
This last term comes from the errors on intrinsic alignments of galaxies: if
the density of galaxies N̄i in a bin is too small, it is not possible to distinguish
between galaxy shape distortion due to lensing and intrinsic orientations of
galaxies. Assuming shape noise from different bins is not correlated, and that
it does not depend on redshift, we may write
δCijnoise = δij

2
σintr
,
N̄i

(5.29)

2 is the intrinsic alignment noise variance.
where σintr
From Eq. (5.29), an estimator for the real lensing power spectrum is
obs
noise
true
[
C
(`).
(5.30)
ij (`) ≡ Cij (`) − Cij
D
E
sys
Note that this estimator is biased whenever δCij
6= 0. The statistics of this

estimator can be described by its covariance matrix
n
o
true (`) , C
[
true (`) ,
[
Cij,pq (`) ≡ cov C
pq
ij

(5.31)
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which may be written (see Hu and Jain, 2004; Amara and Réfrégier, 2008):

Cij,pq (`) =



1
obs obs
obs obs
Cip
Cjq + Ciq
Cjp .
(2` + 1) f sky

(5.32)

The geometric factor (2` + 1) f sky is the number of independent modes in the
spectrum at scale `, and accounts for cosmic variance errors on the determination of the cross-spectrum.
The amount of information encoded in the model and observation in a
pair of parameters pα and p β among the parameters listed in Table 5.1 is given
by the Fisher matrix Fαβ :
`max

Fαβ =

∑ ∑∑
`

i,j p,q

∂Cij (`) h −1 i
∂C pq (`)
C (`)
.
∂pα
∂p β
ij,pq

(5.33)

Note that this expression assumes that the different ` modes are uncorrelated,
which strictly speaking only holds for small values of `. In this work, we use
`max = 2 × 104 .

5.4.2

Baryon-induced parameter variance and bias

Estimating parameter variance and bias with the Fisher matrix
The Fisher matrix Fαβ contains the amount of information on the parameters
pα and p β that can be extracted simultaneously by fitting the model to the
observation. It approximates the inverse covariance matrix of the parameters:
h
i

cov pα , p β ≈ F −1

.

(5.34)

αβ

As such, it is a very powerful tool to address a number of questions regarding the effect of baryons on the determination of the cosmological parameters:
Uncertainties How much can we constrain the various parameters of the
model given an observation?
Degeneracies Does our model break degeneracies in the determination of
the parameters, such as the (Ωb , h) and (Ωm , σ8 ) degeneracies?
Marginalization How is parameter variance impacted when assuming perfect knowledge of the baryonic parameters (parameter fixing), or in
contrast making no assumption about them (marginalization)?
Bias What are the systematic errors on the cosmological parameters associated with fitting baryonic spectra with a non-baryonic model?
100

5.4. Predicted constraints on cosmological parameters
A parameter pα is said to be fixed when its value is assumed to be known
with infinite precision. Fixing a parameter amounts to forming a new Fisher
matrix by taking out from F the row and column corresponding to pα .
On the other hand, a parameter pα can be marginalized by forming a new
covariance matrix by taking out the row and column from F −1 corresponding
to pα . Marginalizing corresponds to making no assumptions about the value
of the parameter. This new matrix F 0−1 can then be inverted to obtain the new
corresponding Fisher matrix F 0 .
We follow Huterer and Takada (2005); Huterer et al. (2006); Amara and
Réfrégier (2008) for computing the biases based on the Fisher matrix. The bias
vector Bα is first computed:
Bα ≡

∑ ∑∑
`

ij pq

h

C −1 (`)

i

sys

ij,pq

δCij (`)

∂Ctrue
pq (`)
∂pα

.

(5.35)

The parameter biases are then given by
bα ≡ h c
pα i − ptrue
=
α

∑
β

h

F −1

i

αβ

Bβ .

(5.36)

Baryons do not significantly alter parameter variance
We present on Figure 5.16 the confidence ellipses obtained for every pair of
cosmological parameter, in the dark matter only model (black), and in the
baryonic model after fixing the baryons (red). This last case corresponds
to a best-case scenario, where we assume full knowledge of the baryonic
parameters.
A first interesting result is that baryons do not seem to alter the variance
and correlations of the parameters significantly. Many confidence ellipses keep
the same general aspect, orientation and area when fixing the baryons. The
baryonic model seems to be breaking the slight Ωb –h degeneracy originating
from the transfer function, because stellar mass observations used in the model
are sensitive to the value of h.
The variances of the dark energy parameters ΩΛ , w0 and wa are particularly unaffected by either fixing or marginalizing the baryons. This can
be understood by looking at the correlation matrix of the parameters, presented on Figure 5.17. In the chosen ordering of parameters,
this matrix
n
o
is strongly block-structured. The parameter subsets

f d , rd , h, ns , Ωb

and

{σ8 , Ωm , ΩΛ , w0 , wa } are almost fully decoupled. This property seems related
to the fact that the latter group essentially enters the geometry χ( a) and growing mode D+ through the Friedmann equation, whereas parameters from
the former group do not play any role in the dynamics of the Universe. We
postpone further investigation on this aspect to the discussion.
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Figure 5.16: Predicted confidence ellipses (68% confidence regions) with and without
baryons for the determination of the cosmological parameters from the Euclid
experiment. The red ellipses are computed from Fisher matrices of the baryonic halo model for fiducial parameter values of Table 5.1. The black ellipses
are obtained from the dark matter only model, and their central points are
offset by the estimated bias arising when fitting baryonic spectra with the
DMO model. Plots related to dark energy parameters (ΩΛ , w0 , wa ) are lightly
shaded.

102

5.4. Predicted constraints on cosmological parameters

fd

rd

h

ns

Ωb

σ8

Ωm

ΩΛ

w0

wa

fd
rd
h
ns
Ωb
σ8
Ωm
ΩΛ
w0
wa

Figure 5.17: Correlation matrix of the parameters inq
the baryonic halo model. The gray

level codes the value of cov pα , p β / σα2 σβ2 in the range [0, 1].

Baryon systematics induce a bias in dark energy parameters

The same Figure 5.16 also displays the computed biases, by shifting the centers
of the dark matter model ellipses (black crosses) away from the fiducial values
of the baryonic model (red crosses). The interpretation is as follows: provided
that we fit the baryonic power spectra obtained by the fiducial values of the
parameters of Table 5.1 with the pure dark matter halo model, the black crosses
of Figure 5.16 would account for the biased best-fit values.
Unlike in the case of parameter variance, the baryons seem to play an
important role in parameter biasing: systematic errors cause biases on the
estimation of ΩΛ , w0 and wa which are comparable to the marginalized errors
on these parameters. From Eq. (5.35), the bias vector Bα is essentially determined by the overlap of the systematics δCsys (`) and the derivatives of the
convergence with respect to the parameter α.
Figure 5.18 represents the magnitude of both terms for a selection of parameters. Note that in this plot we use the fully projected convergence spectrum
(i.e. with a single redshift bin) to illustrate the point in a simple manner. The
derivatives are normalized in such a way that their overlap with δCsys (`)/C (`)
directly yields the contribution of parameter α to the bias normalized by the
marginal standard error, bβ /σβ . Because the magnitude of the normalized
derivatives with respect to ΩΛ , w0 and wa stay high at ` & 104 where the
systematics take off, we can expect the corresponding biases to be strong.
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Figure 5.18: Magnitude of the derivatives of the convergence power spectrum with respect
to a selection of parameters. Note that we plot the log derivatives of C (`),
multiplied by the parameter marginalized standard error σα , so that the result
is dimensionless. The overlap of the derivative with the systematic error
δCsys (`)/C (`) (thick black curve) contributes directly to the normalized bias
bα /σα . This overlap is biggest for the dark energy parameters ΩΛ , w0 and wa ,
contributing to their important biases visible on Figure 5.16.

5.5
5.5.1

Discussion and conclusion
Parameter correlations: halo model versus Smith et al.

Since the halo model strongly relies on decomposing large-scale linear evolution from small-scale clustering, it is reasonable to wonder whether the block
structure of the correlation matrix of Figure 5.17 is a direct consequence of this
decomposition, or whether it still holds in different approaches. We compare
on Figure 5.19 the correlations of the non-baryonic parameters for our halo
model and for the popular nonlinear power spectrum prescription of Smith
et al. (2003). The block structure of Figure 5.17 is preserved in the nonlinear
power spectrum model of Smith et al. (2003). While the correlations within
each block are rearranged slightly, the overall aspect of the correlation matrix
remains the same.
An important difference, however, is that the dark energy block of the
correlation matrix has a stronger diagonal structure in the Smith et al. model
than in the halo model: the parameters are more weakly cross-correlated. This
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Figure 5.19: Correlation matrices of the dark matter parameters for the dark matter only
halo model (left) and for the nonlinear power spectrum fit of Smith et al. (2003)
(right). Note that the block structure of Figure 5.17 remains, even though the
correlations within each block are slightly modified.

results in reduced uncertainties on the dark energy parameters in the case of
Smith et al., which explains the somewhat large uncertainties that our model
predicts for ΩΛ , w0 and wa in comparison to studies based on Smith et al.,
such as Refregier et al. (2010). This suggests that our variance estimates for
the dark energy parameters are quite conservative.

5.5.2

Effect of baryons on the determination of dark energy
parameters

In our model, the effect of fixing or marginalizing the baryonic parameters
only affect the constraints on w0 and wa at the percent level. This is notably
smaller than predicted by Zentner et al. (2008) using the model of Rudd et al.
(2008) based on halo concentrations, in which the authors find an degradation
of the order of 10% depending on the choice of `max used for the Fisher matrix
calculations. We explain this by the fact that the systematic errors in our
fiducial model do not take off until ` & 104 , an angular scale at which the dark
energy parameters are already strongly constrained by nonlinear scales.
In accordance with Zentner et al. (2008) however, we find significant
biases on parameters w0 and wa . Our systematics have less power than those
of Zentner et al., and our relative biases bα /σα are accordingly smaller, but
nevertheless close to 1 (see Figure 5.16). Therefore, the biases might still lead
to errors in the determinations of the cosmological parameters.
As noted by several authors (e.g. Huterer et al., 2006; Zentner et al., 2008),
it might be possible to alleviate the problems associated with systematics by
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jointly fitting the cosmological parameters and the model for the systematics
to the data, provided a sufficiently large `max is used (in the so-called selfcalibration regime). For our fiducial model, we find the marginal error on the
determination of f d to be about 30%, with Planck priors on the cosmological
parameters. The disk size normalization rd is almost completely unconstrained
by the survey, corresponding to the fact that the size of single galaxies is not
resolved for ` ≤ 2 × 104 .

5.5.3

Conclusion

We have introduced a halo model based on a halo profile with multiple components: a compact central component mimicking the halo’s bright central
galaxy, a hot gas halo with a smooth core, and a dark matter component
which feels the presence of the dense cold core through adiabatic contraction
of the mass shells. The various ingredients of this model are combined in a
self-consistent way, according to the general relationships of Figure 5.11. We
find a strong effect of baryons at small scales, in accordance with previous
studies of White (2004); Jing et al. (2006); Rudd et al. (2008). However, in our
model, the strong boost due to cold baryons is not felt until ` ∼ 104 , a result
which could be accounted for by overcooling in computer simulations.
As a application of this model of cosmic statistics, we studied the impact of
baryons on a theoretical Euclid weak lensing survey. We found the introduction of the baryonic parameters to mostly leave the dark energy uncertainties
unchanged, however, the systematics due to dissipative physics result in
biases which are strongest for the dark energy parameters.
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CHAPTER

An efficient multigrid solver for
self-gravity in RAMSES
In this chapter, we describe a new self-gravity solver which we developed and
implemented in RAMSES. This new solver, based on multigrid acceleration
to solve the Poisson equation and obtain the gravitational potential from the
mass distribution, is generally faster, more robust and more versatile than the
original conjugate gradient solver. In particular, it enables efficient self-gravity
computations for very large grids, such as massively parallel “zoom” and
isolated galaxy simulations. It may also be employed for more general elliptic
problems on irregular domains with holes.
The solver was developed with several constraints in mind. In particular,
RAMSES’ numerical methods require the solver to operate on domains of
arbitrary topology with Dirichlet boundary conditions. We also sought to
achieve a parsimonious use of memory, as it is often a limiting resource for
astrophysical applications.
We will first cover some RAMSES-specific aspects for solving self-gravity,
before motivating and describing the new method in detail. After discussing
some important implementation aspects, we cover the performance gains
obtained with the new solver and discuss its parallel scaling. Finally, we
conclude with potential improvements to the current implementation, and
briefly discuss the ongoing extension of the solver to a class of nonlinear
elliptic problems encountered in so-called f ( R) theories of modified gravity.

6.1
6.1.1

Solving the Poisson equation in RAMSES
Self-gravity in grid codes

The conventional approach for solving self-gravity on grid codes is to discretize the gravitational potential φ on the existing mesh, and then solve the
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Poisson equation relating φ to the mass distribution ρ:
∆φ = 4πGρ.

(6.1)

The local gravitational acceleration due to the mass distribution is then computed as:
g = −∇φ.
(6.2)
On regular cartesian grids, the problem (6.1) may be translated into discrete form by discretizing the fields φ and ρ as a collection of cell-centered
values φi and ρi . A common discretization of the operator in (6.1) is the 7-point
discrete Laplacian:

1
φj − φi = ρi ,
(6.3)
∑
2
∆x {i,j}

where the sum extends over all neighbor cells j of the cell i, and where we have
dropped the 4πG factor for the sake of readability. In 3D, this sum produces
7 terms (6 neighbors φj , and the central term φi ). Eq. (6.3) defines a linear
problem where the unknowns are the φi .
In the case of RAMSES, the discretization grid is the AMR tree, and the
diversity of astrophysical applications to which RAMSES lends itself implies
very different AMR grid structures and complexities, in terms of grid size,
topology, and mesh grain. Furthermore, the time stepping scheme in RAMSES
imposes several constraints on the various solvers.

6.1.2

Level subcycling and “one-way interface”

Because different AMR levels have different cell sizes, a consequence of AMR
is that the Courant-Friedriechs-Lewy (CFL) condition — necessary for the
convergence of the numerical schemes on a grid — varies with the level. For
example, for an advection-type problem, for a timestep ∆t, a grid cell size ∆x
and a flow velocity u, the CFL condition writes
u∆t
< C,
∆x

(6.4)

where C is a scheme-dependent constant. Thus, to maintain convergence on a
finer AMR level with a smaller ∆x, the timestep ∆t must be decreased by the
same factor.
In most astrophysical applications, it is almost always impractical to solve
the Poisson equation on all AMR levels at once, because self-gravity tends
to produce deep AMR grids, which are populated by very fine cells. If one
were to update the whole grid at once, the global timestep would have to
respect the most stringent CFL condition, which is usually dictated by the
finest AMR level. While it is absolutely necessary to respect the strongest CFL
for the finest levels, the cells in question only represent a very small fraction
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of the total volume, and most of the coarser cells do not require such a high
time resolution. This is particularly true for cosmological simulations, where
most of the computational volume is covered by low-density regions (voids)
that evolve slowly, while a small number of highly resolved cells sample the
densest regions (such as galaxies), where the dynamical time scale is very
short.
Most AMR codes, including RAMSES, address this problem by using level
subcycling, where each AMR level is evolved at its own pace, ensuring that the
actual timestep remains closes to the natural CFL-dictated timestep (so that
the whole AMR grid is not updated more often than needed). An illustration
of the nested level updates when using level subcycling are presented on
Figure 6.1. An important consequence is that consecutive fine and coarse levels
are only synchronized every other fine timestep.
Whenever all the AMR levels are synchronized, it is possible to solve
the Poisson equation on the whole grid at once. A Poisson solver operating
on the whole AMR grid at once is called a “two-way interface” solver, as
the information is propagated both from the coarse grids to the finer grids
and back: the coarse grids “feel” the effects of the finer grids. Many such
solvers have been successfully implemented (see for example Johansen and
Colella, 1998; Popinet, 2003; Miniati and Colella, 2007; Ricker, 2008; Huang
and Greengard, 2000).
Most of the time however, the levels are not synchronized. For example,
the three AMR levels depicted on Figure 6.1 are only synchronized 3 times
for a total of 8 + 4 + 2 = 14 timesteps. For most timesteps, it is not possible to
solve the whole grid at once. To overcome that problem, RAMSES resorts to a
“one-way interface” scheme (Jessop et al., 1994; Kravtsov et al., 1998; Teyssier,
2002; Miniati and Colella, 2007). In this approach, the AMR levels are updated
separately. When a coarser level is at time t, its potential is used to impose
boundary conditions on its finer level which is then evolved forward in time
from t. The fine levels can then be updated separately and more frequently.
The gravitational potential on finer AMR levels is solved by imposing Dirichlet
boundary conditions at the finer level boundary. The boundary potential is
interpolated from the coarser solution, enforcing the continuity of φ at the
boundary.
The one-way interface prescription clearly has drawbacks, as information
at level boundaries only flows from the coarse grids to the fine grids. It
therefore leads to increased truncation errors at the boundaries, both due to
the interpolation and to the time delay between the fine and coarse solutions.
It remains, however, the only way to implement level subcycling, and even
sophisticated subcycling schemes, like the one introduced by Miniati and
Colella (2007), rely to some degree on one-way interface, even though they
partly address the time delay problem.
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Figure 6.1: Level subcycling as performed in RAMSES, showing the hierarchy of timesteps
for a sequence of AMR levels. The thick arrows represent a full update at a
given level. The thin arrows show the flow of information from the coarse to
the fine levels in the one-way interface scheme. Information coming from a
coarser level is only synchronized with the finer level every other fine step. The
levels are updated in the order specified by the numbered labels.

6.1.3

A Poisson boundary-value problem with irregular
boundaries

Following the one-way interface prescription, RAMSES solves the Poisson
equation on every AMR level separately, with imposed boundary conditions.
Since AMR levels are constituted of cells uniform in size, we are in a configuration similar to that of Figure 6.2. The potential φ — which is a cell-centered
quantity in RAMSES — has to be determined inside the blue domain, with
boundary values (pictured by crosses on Figure 6.2) interpolated from the
coarser (parent) level. This constitutes a well-posed linear Poisson problem,
whose particular difficulty resides in the irregular character of the domain
geometry. Since most simulations do not constrain the refinement geometry,
the shape and topology of individual levels may arbitrarily complex.
This kind of problem is of course not new, and has been extensively studied
over the last decades, in particular in the field of computational fluid dynamics.
In the case of rectangular, regular grids with periodic boundary conditions,
the Fast Fourier Transform (FFT) often remains the method of choice to solve
linear elliptic problems (see e.g. Press et al., 1992). The idea behind the
FFT method is to solve the equation exactly using the Green function of the
operator, which is known analytically. This technique can be generalized
to non-periodic boundary conditions, and even patch-based adaptive grids
within rectangular domains (see Huang and Greengard, 2000). These solvers,
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Figure 6.2: Poisson problem for a given AMR level. The solution potential to be determined
is defined at the cell centers (dots). The boundary conditions are defined at the
border cell faces (crosses). The boundary values are linearly interpolated from
the solution at the coarser AMR level (not represented), which was previously
computed because of the one-way interface scheme.

however, are intrinsically two-way interface solvers, and are therefore not
adapted to RAMSES for the reasons discussed above.

6.1.4

The original conjugate gradient solver: strengths and
limitations

As of the beginning of this work, the Poisson solver in use in RAMSES was a
conjugate gradient (CG) solver. The CG method (see for example Press et al.,
1992; Saad, 2003) is an Krylov subspace iterative process, well-suited to sparse
problems for symmetric and positive-definite problems. The Poisson problem,
written in the form of (6.3), indeed falls into that category.
Classical iterative methods such as CG have been gaining momentum in
the last decade with the advent of massively parallel distributed computing.
In terms of parallelism, they only require a one-cell thick boundary layer
from the neighboring domains, while methods such as FFT involve a massive
transpose of the whole data volume. Moreover, one is seldom interested in
the exact solution (to numerical accuracy) that direct methods provide: the
solution is already dominated by truncation errors of a fraction of a percent
for practical applications. Iterative methods allow a fine-grain control over the
solve process, ensuring that time is not wasted solving for unneeded accuracy.
Among these methods, the conjugate gradient offers a number of decisive
advantages for use in RAMSES. Like many iterative methods, it only relies
on local evaluations of the operator, which is adapted to sparse problems
like (6.3), and may be in some cases used in a very memory-efficient manner. Because of this same locality of evaluation, it transposes immediately to
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problems with irregular boundaries such as depicted on Figure 6.2. Conjugate
gradient iterations are also particularly inexpensive, both in terms of number
of operations and required memory.
While extremely efficient for many kinds of grid geometries, the CG method in RAMSES has its limitations. It is well known (see e.g. Press et al.,
1992) that the convergence rate of the conjugate gradient solver worsens as the
linear size of the grid increases. The CG method is also very sensitive to the
quality of the initial solution (“first guess”). It is therefore essential to start off
with a reasonably good estimation of the solution. RAMSES uses a multilevel
approach to address that problem: as the coarse levels are solved first, it
interpolates the fine first guess from the coarse solution. In the case of small,
clustered grids (like in cosmological simulations), this approach is extremely
efficient, and the CG solver would usually converge in less than 20 iterations.
In presence of large, deep nested grids (such as the mesh configurations arising
in zoom simulations), the time delays appearing between unsynchronized
levels because of subcycling (as shown on Figure 6.1), together with the sheer
size of the grids, hamper the CG convergence process. In such cases, is it not
rare to see the CG solver perform as many as a few hundreds iterations before
reaching convergence.

6.2

Multigrid acceleration

We will now see how multigrid acceleration can dramatically improve the
convergence rates of another class of very simple iterative solvers: relaxation
solvers. Let us write the discrete Poisson problem (6.3) in a more compact and
general form:
(6.5)
(Lφ)i = ρi
where L is the differential operator acting on φ (for Poisson, L is the discrete
Laplacian of 6.3).

6.2.1

Relaxation solvers

Relaxation methods are a particular class of simple iterative methods, which
improve the solution by smoothing out error modes in the residual
ri = (Lφ)i − ρi ,

(6.6)

Two such relaxation solvers well-suited for linear problems are the Jacobi and
Gauss-Seidel methods. Both rely on the same core idea: the solution of the
discrete problem is improved by locally solving (6.5), in each cell i, for the
value of φi , keeping all the φj6=i constant. Thus, both schemes proceed as
φi ←− φinew ,
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φinew such that (L [. . . , φi−1 , φinew , φi+1 , . . .])i = ρi .

(6.7)

6.2. Multigrid acceleration

Figure 6.3: Red-black ordering for the Gauss-Seidel relaxation scheme. The red cells are
updated during the first sweep, and the black cells are updated during the
second sweep. With the discrete Laplacian stencil of (6.3) (depicted by the
5-point stencils in 2D), the two sweeps are independent, as updating a red cell
only relies on the values of φ on black cells and vice versa.

The only difference is that, for the Gauss-Seidel method, the φi6= j appearing
in the right hand side of (6.7) use the newly computed values in the already
updated cells, while the Jacobi method does not.
As we are considering linear operators L, the equation to solve for φ̂i is
linear, and the update step is straightforward. Note that the Gauss-Seidel
method depends on a choice of ordering for the cells, which is not the case
for the Jacobi method. A popular choice of ordering is the so-called red-black
ordering, depicted on Figure 6.3, in which the cells are updated in two passes,
in a checkerboard pattern. This ordering generally yields better convergence
rates, and can be parallelized, because in the case of the 7-point Laplacian, the
two sweeps are independent.
Their distinctive feature is that they act as smoothers on the residual (6.6),
and tend to smooth out small-scale features in the error ri very rapidly. However, because the corrections are local, it takes a great number of iterations to
dampen the larger scale features of the residual (see e.g. Press et al., 1992).
Because of this important property, relaxation solvers are seldom useful directly, because their rate of convergence is too poor. However, it is possible to
take full advantage of the smoothing property of the Gauss-Seidel method by
using multigrid acceleration, as introduced by Brandt (1977). We now briefly
describe the basics of the multigrid algorithm, many mathematical details of
which can be found for example in Wesseling (1992).
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6.2.2

Multigrid acceleration

Assume we have an approximate solution φih to (6.5) on a grid with cell spacing
h = ∆x, and that we have iterated a few times with a relaxation solver to
smooth out the small scale errors in the residual rih . If we restrict (downgrade)
both the solution and the problem onto a coarser grid of cell spacing 2h, the
error modes in the residual on the h grid will see their frequency double when
we take them to the coarse 2h grid. They can therefore be eliminated more
efficiently on the 2h grid with relaxations steps.
Let us consider the problem (6.5), on a grid of cell size h, which we can
write:
Lh φh = ρh .
In practice, multigrid methods for linear problems usually formulate the
iterative improvement in terms of correction to the solution. Provided we have
an approximate solution φ̃h to the linear problem (6.2.2) whose exact solution
is φh , we call ψh = φh − φ̃h the correction required to solve the problem
exactly. Because φh verifies (6.2.2) and since by definition r h = Lh φ̃h − ρh , the
correction ψ verifies Lh ψh = −r h . The practical interest of this formulation
is that it avoids restricting the right hand side ρ, and only deals with small
corrections which vanish at the boundaries (in the case of Dirichlet boundary
conditions).
With this observation in mind, the traditional multigrid iteration recipe is
as follows:
1. Perform Npre Gauss-Seidel iterations on the current estimate φh of the
solution.
2. Compute the residual
r h = Lh φh − ρh .
3. Restrict the solution and the residual to a coarser grid 2h using a restriction operator R:
φ2h ←− R(φh ),

r2h ←− R(r h ).

4. Compute the coarse correction ψ2h to improve the coarse solution, by
performing Ncycles multigrid iterations for the problem

L2h ψ2h = −r2h .
5. Interpolate the coarse correction into a fine correction ψh using a prolongation operator P :
ψh ←− P (ψ2h ).
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Figure 6.4: Comparison of a single iteration for two multigrid schedules: “V-cycles”
(Ncycles = 1, top) and “W-cycles” (Ncycles = 2, bottom). The finest multigrid level (i.e. the Poisson problem to solve) is at the bottom. The S nodes
represent smoothing operations (Gauss-Seidel iterations), while the E nodes
are exact (terminal) solve operations at the coarsest multigrid level (typically
performed using a fixed number of Gauss-Seidel iterations). The arrows depict
restriction (upwards) and correction (downwards).

6. Perform Npost Gauss-Seidel iterations on the corrected fine solution.
Since the multigrid iteration calls itself at step 4, the algorithm is recursive.
The algorithm proceeds with successive coarsening of the problems until a
fixed topmost level is reached (typically, when the level is not more than
a few coarse cells). At this topmost level, a fixed number of Gauss-Seidel
iterations is used to improve the solution. The parameter Ncycles controls how
many multigrid calls are “spawned” at each multigrid discretization level,
and specifies the multigrid schedule. Two common multigrid schedules, the
so-called “V-cycles” and “W-cycles”, are presented on Figure 6.4.
The full specification of the algorithm requires to choose the values of Npre ,
Npost and Ncycles , and the prolongation and restriction operators P and R. We
postpone the discussion on our choices to the description of the multigrid
RAMSES implementation.
The multigrid technique we just described has a number of important and
very desirable properties, at least in the case of simple rectangular domains.
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These properties are well-known and are referred to, in the literature, as
“textbook multigrid convergence” (see e.g. Wesseling, 1992, for mathematical
discussions). The convergence rate can be very fast: the error can easily be
divided by a factor of 10 at every iteration, if not more. More importantly, the
rate of residual reduction does not depend on the size of the grid. This is in stark
contrast with the behavior of traditional iterative methods. Finally, because of
the robustness of the convergence rates, the multigrid convergence is quite
insensitive to the quality of the first guess, which we have had the occasion to
witness during our tests of the multigrid implementation in RAMSES.

6.3

Multigrid implementation in RAMSES

Note that we have, as of now, only discussed the general multigrid algorithm.
This can be applied almost as-is to regular Cartesian grids without irregular
boundaries and with simple boundary conditions. The case of self-gravity in
RAMSES is more complex, precisely because of the complex geometries of the
AMR levels.
As previously mentioned, arbitrary geometries are not particularly problematic with simple iterative solvers such as CG or Gauss-Seidel, because they
operate locally: one only needs to provide values for the stencil points, whether
valid (when the stencil lies fully within the level) or “ghost” (whenever one
or more stencil arms cross a boundary). The difficulty with multigrid and
arbitrary geometries resides in the multilevel approach: one needs to define
the boundaries of the domain at all levels of the multigrid discretization.
One solution to this problem is to make the multigrid scheme oblivious
of the geometrical properties of the grid, and instead operate by aggregating
neighboring cells according to their degree of connectivity in the differential
operator. This approach, known as algebraic multigrid, is very powerful but
much more complex to implement than the geometric multigrid idea. It
lends itself very well to problems where the stencil between cells is very
complex, like arising in finite element methods with unstructured meshes. For
RAMSES, where the Poisson operator is very simple and the cells are regular,
this approach seemed broadly overkill to us and we have not investigated it
further.
Because of the simplicity of Cartesian grid discretizations, a lot of effort
has been put into solving problems with irregular boundaries on regions of
Cartesian grids, the so-called embedded boundary or immersed boundary methods
(see e.g Almgren et al., 1997; Ye et al., 1999). This approach has led to the
development of sophisticated elliptic solvers, some relying on multigrid acceleration (Johansen and Colella, 1998; McCorquodale et al., 2001). Many of these
solvers use the cut-cell approach, were the intersection of the boundaries and
interfaces with Cartesian cells are reconstructed, often as a planar polygon
in each cell. While this approach has been shown to work well, we consider
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m>0
m<0

Figure 6.5: Representation of boundaries using a mask: the center of the leftmost cell lies
outside the domain, and therefore has a negative mask value m < 0. For this
cell, a ghost value will have to be constructed. For all the three other cells,
the actual cell center values are used unchanged. Reconstructed boundary
positions, using our prescription described in the text, are shown in red.

it too complex still for RAMSES, where we cannot afford to store a lot of
expensive boundary reconstruction information. Most large-scale simulations
in RAMSES are limited by available memory, and because the Poisson solver
is a core component of the code, we wish to keep its memory requirements to
a minimum.

6.3.1

Boundary reconstruction using a mask field

Instead, we opted for a solution inspired by levelset methods, where the
boundary or interface is defined as the zero surface of some scalar field in
the volume (see Sussman et al., 1994; Osher and Fedkiw, 2001; Gibou et al.,
2002). More specifically, we define a mask mi on every cells, with −1 ≤ m ≤ 1,
mi = −1 corresponding to a cell lying fully outside the domain (with a
“domain volume fraction” of 0), whereas mi = 1 corresponds to a regular
cell. Cells which are crossed by boundaries therefore have mi ∈] − 1, 1[. An
illustration is presented on Figure 6.5.
Given the mi values for all cells, we use a prescription similar to Gibou
et al. (2002) for boundary reconstruction: if two neighboring cells have masks
values of differing signs, i.e. if there is a boundary between them, we compute
the location of the boundary between them as the abscissa where m = 0
by linear interpolation along the stencil arm. Note that, in the same way as
Gibou et al. (2002), we proceed independently in all directions (i.e. for every
dimension), meaning that the boundaries are assumed to be normal to the
stencil arm which crosses them. Figure 6.5 provides a 2D illustration. In 1D,
using linear interpolation to pinpoint the location of the boundary yields an
error O(∆x2 ) on the boundary abscissa, so we will refer to this scheme as
second-order boundary reconstruction.
Note that for the cells of the initial Poisson problem (at the AMR level we
are trying to solve, shown on Figure 6.2), the mask is trivially +1 for all cells,
because all cells are within the domain at the finest multigrid discretization.
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Figure 6.6: Levels of the multigrid hierarchy for the problem of Figure 6.2.

This will not necessarily be true however for coarser multigrid problems.
With this prescription for the reconstruction of boundaries, all we need is
to define a restriction operation on the mask, similar to the one we introduced
earlier for the solution and the residual. We will come back to this question
later.

6.3.2

Multigrid levels versus AMR levels

Now that we know in principle how to represent the boundaries for the
coarse problems, we need to address the problem of storage for the multigrid
discretizations. As the multigrid coarsening is very similar in principle to
the AMR hierarchy of grids, one could first think of using the AMR levels to
store the multigrid information (which amounts to storing the correction, the
residual and the mask at every level of the multigrid algorithm). However,
this is not desirable in practice. Because we cannot overwrite the potential
and density in the coarse AMR levels, it would require the allocation of three
additional scalar variables for all cells in the AMR grid. This can come out
very expensive for large simulations. Most of this additional storage would
also be unused, because if we were solving Poisson on the AMR level `, the
successive multigrid coarse problems would only occupy levels ` − 1, ` − 2, . . .,
and allocated multigrid storage for level ` would be wasted. Furthermore,
the multigrid coarsening of level ` at levels ` − 1, ` − 2, . . . might very well
be much smaller (in terms of cell counts), than the same AMR levels. This is
typically the case in the early stages of cosmological simulations, where the
finer levels beyond levelmin are small and scattered, while levelmin covers
the whole computational box.
Therefore, we have chosen to implement the multigrid hierarchy in an “or118
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m

ghost φ̂i−1
φb
i−1

i
φ

Figure 6.7: Reconstruction of ghost cell values across boundaries. Cells with negative mask
(white dots at centers) are outside of the domain and do not carry a valid φ value
(and in fact, may not even exist in the multigrid hierarchy). The computation of
the Laplacian at cell i requires the use of a ghost value φ̂i−1 , which is obtained
from φi by linearly extrapolating the boundary value φb . In accordance with
the level set idea, the boundary is positioned at the point where m crosses zero,
which is found by linearly interpolating the mask values.

thogonal” way to the AMR levels, which would be constructed and destroyed
before and after the solve process for a given AMR level. The construction
relies on the AMR structure to gather coarse cells encompassing the fine cells,
and uses RAMSES’ interprocess communication infrastructure, but in a totally
independent way. It also uses the father, nbor and son arrays of the AMR
structure to navigate within multigrid cells and levels. We will therefore
speak of the “AMR hierarchy” when referring to RAMSES’ AMR tree, and of
the “multigrid hierarchy” (MG hierarchy for short) when talking about the
hierarchy of multigrid discretizations. A typical MG hierarchy for the grid of
Figure 6.2 is presented on Figure 6.6.

6.3.3

The L operator in presence of boundaries

We now go back to the discussion of the numerical method. Away from
boundaries, the L operator is simply the discrete Laplacian of (6.3). However,
whenever a stencil arm crosses a boundary, it is necessary to reconstruct a
“ghost” neighbor value. In our multigrid method, this is done by extrapolating
the value of the boundary value of φ or ψ at the ghost (masked) cell center
(recall that ψ is the multigrid correction term, which is the unknown in the
coarse multigrid iterations). Figure 6.7 illustrates this process in 1D. Note that,
here again, the stencil arms are treated independently, so that we effectively
perform up to 2ndim independent 1D reconstructions.
It is important to notice that, under this prescription, the reconstructed ghost
values depend explicitly on the central value φi . This is the manifestation of the
fact that the reconstruction really modifies the operator across boundaries.
This property must be taken into account when performing the Gauss-Seidel
sweeps, as some of the φj6=i appearing in Eq. (6.7) may be ghost values.
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Figure 6.8: Common first-order and second-order (respectively left and right) restriction
and prolongation schemes (respectively top and bottom). R1 simply averages
the values of the subcells to obtain a coarse value. P1 assigns the same coarse
value to the all the fine subcells (straight injection). Our multigrid scheme uses
R1 and P2 .

6.3.4

Prolongation and restriction operators

We now turn to the discussion of the operators P and R. A common rule of
thumb for the choice of operators is the order condition nP + nR > q, where
nP and nR are the orders1 of the prolongation and restriction operators, and
q is the order of the L operator (see Wesseling, 1992; Press et al., 1992). For
our 7-point Laplacian, q = 2. Simple standard operators of order 1 and 2 are
shown on Figure 6.8.
We have settled for simple averaging restriction (R1 ) and linear interpolation (P2 ), as this choice turned out to yield the best convergence rates for
the classes of grids which we have studied. Additionally, picking simple
averaging as the restriction operator for the mask — to dictate the restriction of
boundaries — also turns out the be particularly convenient. R1 maintains the
correct location as well as possible, without spreading boundary information
to neighboring cells like R2 would. This locality of the boundary information
prevents the coarse MG levels from growing too much around the level bound1 In this context, an operator is said to be of order n if it is exact for all polynomial functions
of degree ≤ n.
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restrict

m = −1 < 0, boundary

m = 1/2 > 0, no boundary

Figure 6.9: Illustration of the “small islands” problem. Coarsening (restriction) may cause
loss of boundary conditions. The Dirichlet BCs around an isolated cell with
m = −1 among a sea of m = 1 cells are lost after one coarsening step, as the
resulting coarse mask is positive everywhere.

aries. It is also consistent with the interpretation of mi (or, more precisely, of
(mi + 1)/2) as a “domain volume fraction”, representing the fraction of the
cell which is inside of the boundary.

6.3.5

The “small islands” problem

The multigrid scheme for RAMSES which we have just described works
very well as-is in practice for regular AMR levels without holes. However,
we witnessed that complex boundary geometries can lead to a catastrophic
divergence of our multigrid scheme. The problematic domain shapes are
typical of AMR grids in cosmological simulations (Teyssier, 2002). They
feature many small disconnected domains that cluster in a large central region
with many “holes”. Successive coarsening of the grid resolution leads in
this case to a loss of boundary conditions, especially when “holes” or “small
islands” are present. Indeed, in this case, the finer boundary small scale
features cannot be represented anymore on coarser grids. Figure 6.9 illustrates
such a case, for which the fine grid still has a cell with a negative mask
value, so that the boundary condition still applies, but the coarse grid has
cells with only positive values. Because of this topological change in the
boundary representation, the coarse and fine solutions of the Poisson equation
become significantly different. Spurious eigenmodes associated to this loss of
constraints at the boundary are not damped quickly enough by the smoothing
operator at the fine level: this leads to slower convergence rates and, in some
cases, to catastrophic divergence (see Figure 6.10).
One previously proposed solution to this problem is the subtraction of the
divergent modes introduced by these small islands, for example by recombining the multigrid iterants (Brandt and Mikulinsky, 1995). This however turns
out to be too computationally and memory intensive for us to use in the Poisson solver of the RAMSES code: it requires storing a large number of previous
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solutions. This recombination method also tends to perform worse when the
number of islands increases, which would likely render it useless in the case
of the complex grid structures encountered in cosmological simulations.
Another proposed solution is to stop coarsening the residual in the multigrid hierarchy whenever such a problem occurs during multigrid coarsening
(Johansen and Colella, 1998). This degrades the performance of the multigrid
method, since large scale modes are no longer damped efficiently. In the case
of very complex boundaries with small islands, like in Figure 6.10, the level at
which the hierarchy has to be truncated is so close to the finest level that the
whole multigrid approach breaks down.
In order to overcome these limitations, McCorquodale et al. (2001) proposed to keep track of the boundary representation at the fine level, and
modify the Laplacian on coarse grids, whenever the operator stencil crossed
this fine boundary. Stencil nodes which cannot be reached from the stencil
center by a straight segment without crossing the boundary are excluded, and
an asymmetric stencil is used, chosen in function of the local configuration of
the interface.
We propose here a simpler approach, based on the observation that these
small islands correspond to local minima in the mask function mi (or equivalently in the distance function if needed). The averaging scheme will tend to
smooth these extrema, resulting in the disappearance of the negative values
(see Figure 6.9) and in the apparition of spurious boundary conditions. In
analogy to traditional high-order numerical schemes for hyperbolic systems of
conservation laws (van Leer, 1984; Colella and Woodward, 1984), we solve the
problem by switching globally to a first-order boundary reconstruction scheme.
We impose the boundary Dirichlet constraint at the coarse level on the grid
point nearest to the interface: in practice, for each cell for which the mask
value mi < 1, we impose ψi = 0. The simple averaging restriction for the
mask ensures that cell i has mi < 1 if and only if it has a non-zero intersection
with the boundary.
We have tested our first-order boundary reconstruction scheme on 2 extreme types of boundary conditions : a simple disk with no hole or island,
and a complex clustered grid, typical of AMR cosmological simulations. We
have compared its convergence properties to the second-order reconstruction
scheme in Figure 6.10. In the disk case, the simple topology of the boundary
allows us to take full advantage of the second-order reconstruction of domain
boundaries, resulting in fast convergence rates (in blue), totally independent
of the problem size. This shows that our overall scheme features a true “textbook” multigrid convergence. Using the first-order boundary reconstruction,
we degrade the convergence rate significantly, and it now depends slightly on
the problem size. This is expected since the position of the boundary at two
consecutive multigrid levels can differ by half a cell width, and this first-order
error in the boundary positioning limits the accuracy of the coarse correction.
In the complex boundary case, with many holes and islands, our second122
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Figure 6.10: L2 norm of the residual as a function of iteration number in our multigrid
Poisson solver in 2D, for second-order (blue) and first-order (red) boundary
capturing schemes.

order boundary reconstruction fails, as we can see from the divergent behavior
of the residual norm in Figure 6.10. We interpret this catastrophic behavior as
follows: topological changes in the boundary representation at coarse levels
result in spurious long-range mode that are not damped by the smoothing
operators at finer levels. If we use first-order boundary reconstruction, we
observe that the convergence is restored: although first-order reconstruction
of the boundary introduces small-scale errors close to the boundary, these
errors are efficiently damped by the smoothing operator at finer levels. Note
however that the convergence rate is slower than in the disc case, and that the
convergence rate now depends on the grid size. A similar effect was observed
by Day et al. (1998); Popinet (2003).
Note that, so far, we would have to decide beforehand to which order we
wish to reconstruct the boundary. We have tried to implement an adaptive
algorithm, for which the reconstruction scheme is adapted locally to the topological changes of the boundary, but no satisfactory results were achieved.
This then raises the question: how do we choose between first or second order
reconstruction, when solving the Poisson equation on an arbitrarily complex
grid? It may be possible to decide from a topological analysis of the grid
(such as its genus and the number of connected components), but this proves
difficult to achieve in practice.
We have opted for a pragmatic approach, and decide at run time which
scheme to employ for each AMR level independently. When we start solving
the Poisson equation on a given level, we first try using the second-order
reconstruction. We monitor the convergence rate during the iterations, and
should it become slower than a fixed threshold, i.e. if krn+1 k2 / krn k2 > η
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Type of AMR grid

PE

Resolution

Ncells

CG (s)

MG (s)

A. Cartesian

32

2563 + 0 levels

19M

52

4.1

B. Zoom-in

64

1283 + 3 levels

47M

160

15

C. Cosmology

1024

10243 + 5 levels

4.8G

2750

1070

Table 6.1: Poisson solver timings on the three reference simulations described in the text,
for the conjugate gradient (CG) and multigrid (MG) solvers.

with typically η = 0.5, we switch to the first-order scheme for that level only
and for the next 10 solves. With our current implementation, if the AMR
grid is really complex (with small islands), the solver only wastes a couple
of iterations before deciding on which of first or second-order gives the best
convergence rate. This works very well in practice, even in cosmological
simulations featuring clusters and filaments, as only a few intermediate AMR
levels exhibit very complex topologies.

6.4

Solver performance and parallel computing

We now discuss in detail the performance of our multigrid solver, including
the improvements over the original conjugate gradient solver.

6.4.1

Cosmological simulations

The new Poisson solver has by now been used in RAMSES in a variety of
simulations. We present timings for our new multigrid (MG) solver on Table 6.1, together with corresponding timings for the conjugate gradient (CG)
method, used here as a reference example of traditional iterative solvers. The
timings represent the total wall clock time required to solve for the Poisson
equation on the whole AMR grid, for a residual L2 norm reduction factor of
10−3 . For the reference timings, we have set the initial guess of the solution to
zero everywhere on the grid, for both solvers.
The tests were run on the CEA/CCRT Platine computer, consisting of
BULL NovaScale 3045 units totaling 932 nodes, networked by an InfiniBand
interconnect. Each node hosts 4 Intel R Itanium R 2 dual-core 1.6 GHz processors sharing 24 Gb of RAM.
Simulation A (a cosmological simulation at very early redshift) has a base
grid of 2563 , with no additional level of refinement, on 32 cores. Simulation B
is a “zoom” simulation, with a base resolution of 1283 and successive forced
refinements up to a 10243 -equivalent zoom-in area. The cosmological computation follows the formation of a dense dark matter halo within the focus area.
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Simulation C corresponds to a particular stage (z = 1) of the dark matter only
(DMO) MareNostrum run described in §4.2.4. It is a clustered, 50h−1 Mpc box
cosmological simulation, with 10243 particles. At this level of nonlinearity,
the finer AMR levels are extremely clustered, while the intermediate levels
exhibit a complex topology as they follow the intermediate-density structures
(walls, filaments and clumps).
All timings of Table 6.1 show a strong performance advantage of the
multigrid method over the conjugate gradient. Additionally, during the time
evolution of cosmological simulations, we witnessed that the multigrid solver
convergence times are much more predictable and consistent across different
runs than the conjugate gradient. We attribute this effect to the fact that
the multigrid performance only depends on the topology of the grid, which
changes progressively during the simulations, whereas the conjugate gradient
is very sensitive to the quality of the first guess.
In the context of one-way interface solvers on AMR grids, we can significantly improve the performance of the conjugate gradient solver by computing
a first guess solution based on the coarser level solution. We choose to linearly
interpolate the initial guess of φ at level ` from the solution at the coarser level
` − 1, which has just been computed. This “multilevel” approach guarantees
an initial guess of reasonable quality at a small extra cost — the cost of interpolating the solution from the coarser AMR level to the finer level. Note that
for our CG implementation, iterations only take place at the finest level, and
are therefore not multigrid-accelerated. We now discuss timings for our 3 test
simulations using this improved CG solver. Since new multigrid timings have
shown to be practically unchanged down to 2 digits, when using this new
first guess, we only give new timings for the conjugate gradient solver.
Simulation A features a CG time between 5.8 and 23 seconds. The conjugate gradient timings are particularly erratic on the first few timesteps,
because the first cosmological structures form at very small scale in the middle
of a nearly uniform density field; therefore such small scale features are not
accurately represented on the first guess obtained by interpolating the coarse
solution. The number of iterations necessary to reach a given residual reduction factor is therefore high at the start of the simulation, before decreasing
significantly as larger structures grow. In any case, the multigrid method
performs significantly better than the conjugate gradient on Cartesian grids,
even though the conjugate gradient benefits dramatically from an optimal
first guess, and has less overall overhead.
On simulation B, the CG solver with the new first guess takes 140 seconds.
The almost tenfold performance gain of the multigrid algorithm over the
conjugate gradient can be explained by the fast evolution of the matter density
at the coarse levels in the early stages of the simulation. Since coarse levels
use a bigger time step than finer levels because of adaptive timestepping, the
potential on coarse cells — which is interpolated as a first guess for the finer
potentials — is updated less frequently. The finer first guesses thus tend to be
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out of synchronization with the real solution, resulting in additional conjugate
gradient iterations. The multigrid algorithm is much less sensitive to first
guess quality, resulting in a significant advantage over the conjugate gradient.
This situation shows the real strength of the new solver in the context of
adaptive time stepping.
Finally, in the case of simulation C, the CG solver runs for 850 seconds,
about 20% less than multigrid. Decomposing the solver time by level shows
that the MG solver spends most of its time dealing with very fine and very
clustered grids, at the finest end of the AMR structure. This is easily understood, as this type of grid geometries represent a worst-case scenario for the
multigrid solver in terms of small islands, forcing intermediate AMR levels
into the slightly less efficient 1st order capturing mode. Moreover, at this stage
of the simulation, the timestep is usually extremely small, which is beneficial
to the conjugate gradient as discussed in the case of simulation B. This result
suggests using a hybrid scheme in practice, where one uses the new multigrid
method for most levels of the AMR hierarchy except the finest ones, which can
be handled by the CG solver. This method has been implemented in RAMSES.

6.4.2

Effect of Ncycles

The Ncycles parameter controls how many multigrid iterations are performed
when computing a coarse correction, at any level of the MG hierarchy. More
iterations usually yield a better correction (and less multigrid iterations at the
finest level before reaching tolerance), but significantly increase the cost of
each iteration. One must therefore find an appropriate trade-off.
Performing more than 2 or 3 cycles is usually not desirable, because the
coarse problem is only itself an approximation of the fine correction problem. We have studied Ncycles = 1 (“V-cycles”), Ncycles = 2 (“W-cycles”) and
Ncycles = 3. We have measured the residual reduction rate and the total solver
time to solve to a given accuracy (10−10 in our tests) for a simple disk domain
as shown on Figure 6.10.
Typical results are presented on Figure 6.11. The first conclusion is that Vcycles are very sensitive to the chosen boundary reconstruction scheme. Firstorder boundary reconstruction is clearly detrimental to the convergence rate,
though it does ensure convergence of grids with small islands. Interestingly
enough, schedules with Ncycles ≥ 2 (like W-cycles) appear to be insensitive to
the order of the boundary reconstruction scheme. This suggests that first-order
boundary reconstruction used in conjunction with W-cycles would ensure
a convergence of the solver as fast as the second-order scheme. Since Wcycles have more costly iterations, we see in Figure 6.11 that this additional
cost translates however into a longer overall time. For most astrophysical
applications we have explored with the RAMSES code, we have found that
V-cycles perform generally better than W-cycles. This can however depend
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Figure 6.11: Effect of the multigrid schedule on the solver, for a simple disk-shaped domain
test case where second-order boundary reconstruction does converge.

on the actual implementation of the solver, and the kind of grid geometries
arising in other applications.

6.4.3

Parallel computing

The progress of distributed memory architectures over vector supercomputers
has led to a regain of interest in iterative methods, as direct global solvers such
as FFT are particularly expensive in terms of inter-process communications.
Iterative methods can often be adapted to distributed memory architectures,
with little modification, and therefore remain simple to implement, while
requiring limited communications.
RAMSES uses domain decomposition to split the workload and share memory between the computing cores. A partition of the total computational
domain is constructed using one of RAMSES’ domain decomposition strategies. For each region, an MPI process is spawned on a core and is in charge of
computing and updating all of its cells.
Communication between processes managing neighboring domains is
implemented using buffer regions (see Figure 6.12). Each computing core
manages its own cells, but also possesses a local copy of cells from other
neighboring domains which are needed for local computation. These buffer
cells need to be updated after every iteration of the various iterative solvers
used in the code. The update operation is done by communicating the updated
values of the buffer cells from the processes which own them to the buffer
regions in other processes. Therefore, any domain only communicates with
its direct neighbors, and the number of neighbors usually remains small.
Moreover, the number of buffer cells scales only as a surface term, limiting
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P1

P2

Figure 6.12: Domain decomposition and buffer regions as used in RAMSES, in particular
for the Poisson solver. The thick black line marks the boundary of the spatial
domain decomposition between processes P1 and P2. P1 owns all the red cells,
while P2 owns all the blue cells. In order to perform an update, each process
needs the values of the fields in the immediate exterior vicinity of its domain
(light red and light blue for P2 and P1 respectively). These buffer cells are
updated after each iteration of the various solvers using MPI communications.

the transfer-to-computation volume ratio. This is in contrast to the FFT, which
requires a full transpose of the grid, and global all-to-all communications. In
our multigrid scheme, we need to communicate both the solution and the
residual for each the buffer cell between every Gauss-Seidel sweep, and also
after each restriction or prolongation operation.
We have performed weak and strong scaling timings of our multigrid
Poisson solver in RAMSES. The strong scaling test case is a simple 2563
cosmological simulation without any refinement (Cartesian grid), starting
at 4 processes up to 512 processes. The weak scaling test scales from 2563
with 4 processes to 20483 with 2048 processes. The test results are presented
on Figure 6.13. We see that our parallel efficiency degrades down to 50%
when we reach 323 cells per core. Beyond this limit, we spend more time
communicating data than updating the solution during each Gauss-Seidel
sweep. We could improve our scaling by a factor of 2 by hiding surface cells
communications by inner cells computations. The weak scaling tests shows
that if we keep the computational load above 643 cells per core, the scaling
is almost perfect. This rule of thumb applies also for more complex grid
geometries, although load balancing can degrade significantly in case of very
deep adaptive time step strategies.
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Figure 6.13: Strong (left panel) and weak (right panel) scaling test of our multigrid Poisson
solver for a 2563 Cartesian grid.

6.5
6.5.1

Perspectives
Potential performance and scaling improvements

In its current state, the performance gains associated with our new solver are
very satisfactory, and have enabled the use of RAMSES for efficient zoom and
galaxy simulations. We now briefly discuss some potential improvements to
our implementation.
Most of the performance improvements come from using a O( N log N )
method. Our multigrid implementation itself is moderately optimized. Note
that the complex navigation of the AMR structure — which we must perform
in order to retrieve the neighbor cells — introduces a strong degree of indirection. In addition, the many possible states for a neighbor cell (non-existing,
existing and masked, existing and unmasked, etc...) require a lot of branch
instructions. We have been careful about reducing inner loop branching to a
reasonable level, by using precomputed flags for the cells, allowing to take
most branch instructions out of the most frequently executed inner loops.
Memory accesses have only been slightly optimized, and the code would
certainly benefit from more consistent gather/scatter operations. These would
alleviate the performance penalty caused by cache misses due to random
memory accesses.
Concerning parallel performance, we consider the scaling of our solver
(see Figure 6.13) to be satisfactory for a pure-MPI code. A first factor limiting
the scalability is load imbalance between processes. Note that in RAMSES,
load balancing is performed across all AMR levels at once, not on a per-level
basis, and this issue is therefore not easily addressed in the solver. Another
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cause of speedup saturation is the exchange of buffer region data, which has
to take place every time the solution is updated. As the number of processes
grows, the waiting times for buffer data to be exchanged increase accordingly.
A possible solution to this problem would be to cover asynchronous message exchanges by computation, typically during Gauss-Seidel iterations,
which dominate the solver wall time. Every process could update its own set
of outgoing cells first (the light red and light blue regions for process 1 and 2
respectively, on Figure 6.12), and initiate a nonblocking exchange (e.g. using
MPI_Isend and MPI_Irecv calls) of the newly computed buffer regions. While
waiting for the message exchange to complete, each process would update
the inner cells of their domain — which do not involve cells from the buffer
regions, and take up most of the computing load. As soon as all the inner cells
are updated, an MPI_Waitall barrier would ensure that the buffer regions
have been properly updated, and the remaining cells would then be finally
computed.
These improvements have not yet been implemented, as the performance
of the solver was deemed quite sufficient for our applications. However, it
is certain that the increasing supercomputer power will lead to scalability
challenges in the future, as RAMSES will be used for simulations with richer
and richer physics on an increasing number of cores.

6.5.2

Extension to nonlinear multigrid for f ( R) gravity

As a subsequent development of the multigrid solver described previously, it
was deemed an interesting project to use the acquired experience and existing
code to extend the gravity solver to non-linear elliptic equations. Such nonlinear problems arise in many theories of modified gravity, such as in the
so-call MOdified Newtonian Dynamics (MOND) (Milgrom, 1983; Sanders and
McGaugh, 2002), where the Newtonian interaction is modified at large scales
to account for the rotation curves of galaxies.
In such cases, it is not possible to use Fourier methods, and in practice
multigrid methods are among the most efficient options. In the case of MOND
for example, multigrid solvers have been successfully implemented, for example by Knebe and Gibson (2004); Tiret and Combes (2007).
f ( R) gravity
While the MOND and Tensor-Vector-Scalar (TeVeS) theories attempt to propose an alternative to dark matter as an explanation of the flat galaxy rotation
curves, some other theories have been preoccupied with reproducing the cosmic expansion acceleration without resorting to dark energy. The interest for
these theories is not purely academic: with the precision of upcoming weak
lensing surveys, small deviations from pure General Relativity (GR) predicted
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by some models are expected to soon be within experimental errors, which
could rule out some of the alternative theories.
In pure General Relativity, the action driving the dynamics of the metric is
the Einstein-Hilbert action

Z 
p
1
SE-H =
R + Lm
− g d4 x,
κ ≡ 8πGc−4 ,
(6.8)
2κ

where R is the Ricci scalar (the local scalar curvature), g ≡ det gµν and Lm is
the Lagrangian of whichever matter fields appear in the theory. The so-called
f ( R) class of theories propose a minimal modification to GR in the form of an
additional term in the action, by performing the substitution
R −→ R + f ( R)

in (6.8). The pure GR case therefore simply corresponds to f = 0.
Similarly to ΛCDM cosmology, it is possible to write the metric as a FLRW
component and a post-Newtonian component, and derive the equivalent
of the Friedmann and Poisson equations for the expansion factor a and the
gravitational potential φ. Introducing the notation
f R ( R) ≡

∂f
,
∂R

(6.9)

the Einstein equations yield a dynamical equation for the field f R . In the
quasi-static and weak-field limits, the scalar field f R and the gravitational
potential φ are related by (e.g. Oyaizu, 2008)
1
[δR( f R ) − 8πGδρ] ,
3
16πG
1
∆φ =
δρ − δR( f R ),
3
6

∆ fR =

(6.10a)
(6.10b)

where δ f R = f R − f R , δR = R − R are the local perturbations of the f R field
and Ricci scalar with respect to their background cosmological value.
Various functional forms for the scalar function f ( R) have been proposed,
attempting to be compatible with observations while reproducing the acceleration of expansion. Recently, a particular form of f ( R) was proposed by Hu
and Sawicki (2007) that featured a number of desirable properties. In particular, it was shown that it could reproduce the acceleration of the expansion
while not modifying the gravity measurably at the scale of the solar system,
thus being phenomenologically viable.
Ongoing implementation in RAMSES
For our implementation in RAMSES, we specialized the multigrid solver
described in this chapter to the problem defined by Eq. (6.10a) in order to first
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solve for f R . Once the f R field is obtained, we use the linear multigrid solver
with a suitably defined ρ from Eq. (6.10b) to obtain the gravitational potential.
Note that Eq. (6.10a) is nonlinear, because the relationship between R and f R
is not linear for nontrivial choices of f ( R).
Following the work of Oyaizu (2008), we use the so-called Full Approximation Scheme (FAS) (see e.g. Press et al., 1992) for multigrid acceleration.
Since the equation is now nonlinear, it is not possible to use the correction
approach presented earlier in this chapter, and both the solution and right
hand side must now be restricted to all multigrid levels. The smoothing operation is performed by Newton-Gauss-Seidel relaxation steps, in which the
Gauss-Seidel scheme (6.7) now involves solving a nonlinear equation. Instead
of fully solving (6.7), a single Newton-Raphson step per smoothing sweep
is performed. Note that we have noticed some cases of red-black instability
when using red-black ordering for the relaxation solver, suggesting that the
ordering could impact the convergence properties of the nonlinear solver. We
therefore use Jacobi iterations, where the new relaxed solution at every point
is computed from the old (uncorrected) neighboring values.
Implementation in RAMSES is still ongoing work. Prototype versions of
the solver have shown that our boundary capturing schemes introduced for
linear multigrid seem to behave very well in the f ( R) solver. The remaining
challenges lie in the stabilization of the nonlinear relaxation solver, which
as noted by Oyaizu (2008) can get unstable, and the careful and efficient
implementation in RAMSES of boundary conditions on coarse multigrid
levels in the FAS scheme, which is necessary before the solver can operate on
AMR grids.
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Conclusion
The precise understanding of baryonic effects on the matter distribution is of
great importance for future weak lensing surveys.
Cosmological simulations with dissipative physics have been a primary
means of investigation of the effect of baryons on the mass distribution. Recent
studies have shown that the overall effect of condensing baryons was to
cause a steep increase in the power spectrum at small scales, which could
introduce severe biases in the determination of dark energy parameters, a
prime objective of weak gravitational lensing surveys. It has been suggested
that this effect could be accounted for by a redistribution of the mass within
halos, and a model based on modified halo concentrations has been proposed.
Part of our work has focused on modeling the effect of baryons on the
statistics of the mass distribution in the Universe. Our first investigative tool
was the Horizon-MareNostrum simulation, a cosmological simulation of a
50 (Mpc/h)3 volume of universe performed in 2006 using RAMSES. The
simulation included models for most of the baryonic processes known to
play a relevant role in galaxy formation. For the purpose of this work, we
re-ran a similar simulation for the same universe and with identical random
initial conditions, but with the baryonic mass converted into dark matter. The
originality of our approach has been the careful measurement of higher-order
moments of the density field, which showed that, in addition to the power
spectrum boost noted by several authors, the baryons had a significant impact
on the higher-order statistics as well. Higher order moments are known to
contain strong statistical information on the density field, and are of interest in
weak gravitational lensing because they allow to break degeneracies between
cosmological parameters that are present in two-point statistics. However,
they are known to be particularly sensitive to cosmic variance, and we have
carefully established that the conclusions of our study were not affected by
the relatively small box size of the simulation.
The MareNostrum study confirmed the general picture emerging today:
baryons start to affect the statistics at scales which approach the size of a typical
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halo, and likely have a measurable impact on the power spectrum at scales
k & 10 h/Mpc. To interpret the MareNostrum data, we considered a halo
model with a central galactic component sitting at the core of the dark matter
halo — a “composite” profile model. The advantage of this model is that its
ingredients are physically motivated, in a simplified interpretation where a
central galaxy sits at the heart of every halo. Taking the mass and radius
of the central component to be a fixed fraction of the host halo virial mass
and radius, we show that for physically meaningful values of the parameters,
we are able to reproduce accurately the power spectrum amplification in the
simulation down to the 10 kpc scale, a result which is not reproduced by
simply changing the parameterization of the concentration c( M) of the host
halo within reasonable range. More importantly, without the need for any
additional parameter, the same composite halo model correctly reproduced the
measured amplification in the skewness S3 ( R). This suggests that the central
component model is a good framework for the study of baryonic statistics, as
it is both predictive and physically motivated.
Similarly to current computer simulations however, the MareNostrum
run likely suffers from overcooling, and predicts that too much mass resides
in the cold phase in the form of stars in galactic disks which lack angular
momentum. Fortunately, the interpretation of the core component as a central
galaxy makes it possible to exploit the model using independent observations
of baryons in the Universe. In a second part of our work, we extended the
composite model to account for important ingredients in real-world halos
which can be constrained from observations. We introduced a realistic mass
fraction f d ( M) for the central component, parameterized by the mass M of the
host halo, to account for the observed relation between halo mass and central
galaxy mass. The observed f d ( M) dependence is likely impacted by many
of the complex aspects of baryon physics, such as AGNs and feedback from
supernovæ, and is notoriously badly reproduced by computer simulations.
In the same spirit, we used an observed mass–size relation for the central
galaxy, which accounts for the presence of spiral (late-type) and elliptical
(early-type) galaxies. In massive clusters of galaxies, a significant fraction
of the baryonic mass is expected to be found within the hot gas halo, and
we introduced a third component to the halo profile which accounts for the
smooth profile of the gas featuring a central core. Finally, we also accounted
for the back-reaction of the central object on the dark matter distribution by
adiabatically contracting the dark matter halo with a model based on available
current prescriptions.
Using this composite model, we computed statistics of the density field
in the halo model framework, and derived the effect on the weak lensing
convergence power spectrum. We found that, because of the steep decreasing
slope of the observed f d ( M ) at the high mass end, cold baryons do not impact
the convergence power spectrum before angular scales of about ` ∼ 104 in
our model. The corresponding scale is smaller than estimates from hydrody134

namical simulations, with which previous studies predict 1–5 × 103 . We also
found that the hot gas has a measurable effect on the power spectrum, in the
5% range at the scale of massive groups and clusters. We showed that the `
discrepancy can be accounted for by a more shallow slope in the high-mass
end of f d ( M ), in a way that is compatible with overestimation of the mass
fraction from overcooling in computer simulations.
Applying our results to a weak lensing survey like Euclid, we found
that our model predicts a minimal impact of baryons on the uncertainties
of the dark energy parameters. However, the parameters w0 , wa and ΩΛ
remain affected by bias due to systematic errors introduced by dissipative
physics. Overall, the effects predicted by our model are much less drastic than
suggested by previous studies. While we expect our halo construction to miss
some of the power at small scales, we feel that our results bode well for the
future of weak lensing surveys. In particular, the sensitivity of the model to
important physical quantities such as the mass of the central galaxy suggests
that it might be used for self-calibration, where the baryonic parameters are
determined together with the cosmology and dark energy (Huterer et al., 2006;
Zentner et al., 2008). The fact that the galaxy masses and sizes have been the
subject of many observational studies is also a major argument in favor of our
approach.
An interesting extension to our work would be to consider what information may be extracted from observations of higher moments of the weak
lensing convergence, such as the skewness, which are provided by our model.
While parameter constraints from bispectrum tomography are expected to
be comparable to those obtained from the 2-point statistics, they can reduce
the errors by a factor of about 3 when combined with power spectrum measurements (Bernardeau et al., 1997; Jain and Van Waerbeke, 2000; Takada
et al., 2000; Takada and Jain, 2004). It would be interesting to test whether the
result stays valid for self-calibration of the baryonic parameters, and whether
additional constraints can be obtained from the bispectrum.
During the course of this work, we have also developed a self-gravity
solver for RAMSES, to take over the existing conjugate gradient in the case of
some bulky grid configurations occurring in astrophysical applications such
as zoom and galaxy simulations. Because of RAMSES’ particular timestepping
scheme, we have had to develop a Poisson solver for Dirichlet conditions on
arbitrary domain geometries. We have opted for a relaxation solver with multigrid acceleration. Multigrid methods rely on a hierarchy of discretizations,
where coarsened versions of the problem to solve are constructed. In order to
represent the arbitrary boundaries at all levels, we have used a mask array
which defines the boundary as its zero-level contour, in accordance with the
level set idea. Because of the potentially complex topologies of the grids, not
all features of the boundary can be represented at all levels, which can lead
to catastrophic divergence: the “small islands” problem. We have overcome
this problem by changing the way the boundary is reconstructed whenever a
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problem is detected as the solver convergence is being monitored.
The resulting solver is robust and fast, providing a tenfold improvement
in performance over the original conjugate gradient solver in some cases. The
distributed memory implementation relies on RAMSES’ domain decomposition and buffer regions scheme. We showed the method to provide good
scaling up to thousands of cores, and discussed potential improvements to
our software implementation. Multigrid convergence rate being independent
on the grid size, the new method has enabled efficient self-gravitating simulations of problems involving massive nested AMR levels, such as zoom and
high resolution isolated galaxy simulations.
In addition, multigrid relaxation solvers can be extended to nonlinear
problems, using a nonlinear smoother such as Newton-Gauss-Seidel, and the
FAS algorithm for multigrid acceleration. In astrophysical applications, nonlinear gravity solvers have attracted interest with the numerical explorations
of theories of modified gravity, to account for dark matter (MOND, TeVeS)
or dark energy acceleration ( f ( R), DGP, etc.). Work to extend the RAMSES
gravity solver to the equations of f ( R) gravity is ongoing. High resolution
cosmological simulations with modified gravity could provide interesting
insights on how to constrain those models from observations such as weak
lensing power spectra, and could lead to the exclusion of some models for
being incompatible with current observations in the nonlinear regime.
As of today, there are a number of major obstacles to overcome before we
can rely on computer simulations to calibrate the baryonic power spectrum
accurately. In the past, computer simulations have been of great help for constructing accurate models of the dark matter power spectrum in a pure dark
matter Universe. From analytical prescriptions for the nonlinear clustering of
dark matter, such as formulated by Hamilton et al. (1991), it is possible with
the help of computer simulations to produce accurate models for the power
spectrum, even accounting for the dependence on dark energy as in the model
of Smith et al. (2003).
In our Universe populated with baryons however, the power spectrum
is modified at small scales by the condensation of gas into galaxies and the
formation of stellar mass. The theoretical difficulties of constructing a model
for P(k ) accurate to the percent level are immense. Hydrodynamical simulations in cosmological context have been making progress, in part thanks to the
increase of available computing power. However, many aspects of baryonic
phenomena in the Universe are not yet fully understood. While the underlying microscopic physical processes are well described by theoretical models,
the difficulties lie in the complexity of the effects of large-scale astrophysical
mechanisms, such as supernova feedback and AGNs.
There has been much interest recently in including AGN processes in
simulations, as theoretical studies suggest that AGNs might be an efficient
mechanism to prevent dense gas from accumulating at the heart of the halo
(e.g. Ciotti and Ostriker, 1997; Silk and Rees, 1998). Even though different
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implementations of AGN feedback in cosmological simulations have been
proposed (Sijacki et al., 2007; Booth and Schaye, 2009), so far, simulations
including models for black hole formation, accretion, and AGN feedback tend
to suggest that the additional energy injection partially solves the overcooling
problem in galaxy groups and clusters (Puchwein et al., 2008; McCarthy et al.,
2010; Teyssier et al., 2010; Dubois et al., 2010). In particular, AGN models
appear to be much more powerful than supernova feedback prescriptions for
controlling star formation in bright central galaxies, as well as ejecting cooling
gas from the core (Teyssier et al., 2010).
While these results are very encouraging, it remains to be seen in detail
how the particular AGN feedback implementations impact the simulated
galaxy stellar masses. Sales et al. (2010) show that the details of the supernova
feedback model may strongly affect the resulting galaxy stellar mass fraction.
AGN feedback models similarly rely on a number of parameters and prescriptions (Booth and Schaye, 2009; Teyssier et al., 2010), which makes them
a priori sensitive to parameter tweaking. Concurrently, numerical resolution
is expected to play a critical role in the quality of the prediction, because
missing out small-scale structure of the ISM results in underestimating the
accretion rate of the central black hole, which must be accounted for by an ad
hoc correction (Booth and Schaye, 2009). To address the resolution problem,
one of the most powerful tools so far has been “zoom-in” simulations, where
the resolution (whether in the form of AMR cells or SPH particles) is mostly
confined to a geometrical region of interest, such as a particular cluster. This
kind of technique can provide unparalleled resolution and dynamical range
for a given amount of computing resources, while retaining the large-scale
cosmological context. Unfortunately, this approach does not lend itself well to
the study of large-scale statistics, precisely because of its local character.
Due to the many degrees of freedom in the modeling of the complex
baryonic processes, and the extreme resolution required over large volumes
to derive baryonic spectra from simulations, it is unlikely that large libraries
of high resolution baryonic cosmological simulations will be available and
directly exploitable for weak lensing applications before a few years. In the
meantime, semi-analytic approaches such as the one pursued in our work
appear as flexible tools to fill the gap between large-scale structure and smallscale effects of baryonic physics, and can be constrained from observations
and guided by simulations.
Because of the central importance of baryon physics to all branches of
astrophysics, the accurate modeling of the ISM, feedback processes and AGNs
in simulations are attracting tremendous research efforts. The advent of more
and more powerful supercomputers will certainly allow the undertaking
of ambitious simulations with rich physics to explore the current baryonic
models, provided the codes scale up accordingly on petascale machines and
future high performance computing architectures.
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