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Abstract

A plasma can sustain electric fields orders of magnitude larger than those attainable with the
conventional radio-frequency (RF) technology typically used in particle accelerators, which
are limited to ∼ 100 MV/m due to electrical breakdowns occurring at the metallic boundary
of the accelerating structures. In a particle-beam-driven plasma-wakefield accelerator (PWFA),
a charge-density wake sustaining field gradients in excess of GV/m is driven by the passage
of a relativistic high-intensity particle bunch through a plasma. By harnessing the gradients
of the wake, particles trailing behind the wakefield-driving bunch can be accelerated to GeV
energies over meter distances, thus enabling a drastic reduction of the size of accelerator
componenents and, consequently, potentially reducing the costs of future accelerator facilities.
Despite this promise, however, for PWFA to be a viable technology, the quality of the
accelerated bunches must match that achieved by RF-based state-of-the-art FEL linacs and
particle colliders. Even though theoretical predictions suggest that PWFA schemes are capable
of producing electric-field profiles with properties sufficient to preserve the longitudinal-
phase-space structure of the accelerating beam, direct experimental demonstration has not
yet been achieved.

In the work presented in this thesis the diagnostic capabilities of a novel X-band
transverse deflection structure (TDS)—featuring femtosecond resolution and a variable
polarisation of the streaking field—are exploited to investigate two mechanisms enabling
the preservation of the energy spread of electron beams accelerated in a nonlinear plasma
wake: optimal beam loading to preserve the correlated energy spread and a fully evac-
uated ion column to preserve the uncorrelated energy spread. By directly observing the
longitudinal phase space of 1-GeV bunches accelerated 44 MeV in a nonlinear plasma wake,
experiments performed at the FLASHForward facility (DESY, Hamburg) demonstrate that
the longitudinal accelerating gradients are transversely homogeneous to within 0.8 % (1.5 %)
at an interval of confidence of 68 % (95 %) and show variable amounts of beam loading
depending on the exact shape of the current profile of the driver-trailing-bunch pair. The
results presented in this work experimentally demonstrate the predicted suitability of PWFA
for future applications requiring the preservation of high longitudinal beam quality. Further-
more, a reconstruction of the beam-plasma interaction in a particle-in-cell code has been
accomplished, which illustrates the extreme sensitivity of the PWFA acceleration process
to the phase-space distribution of the incoming beams. These achievements suggest that,
while PWFA is capable of producing the desired field geometries, an improved control over
the production of driver-trailing-bunch pairs will be required to demonstrate stable and
quality-preserving acceleration at higher energy gains.

v





Kurzfassung

Teilchenstrahl-getriebene Plasma-Kielfeld-Beschleuniger (englisch plasma-wakefield acceler-
ator, PWFA) können Beschleunigungsgradienten von GV/m erreichen. Damit übertreffen sie
die derzeit standardmäßig verwendete Hochfrequenztechnologie um mehrere Größenord-
nungen. Die Hochfrequenztechnologie besteht aus metallischen Beschleunigerstrukturen,
deren beschleunigende Felder wegen elektrischen Überschlags auf ∼ 100 MV/m limitiert
ist. Plasmabeschleuniger sind damit ein vielversprechender Ansatz um die Größe und folg-
lich auch die Kosten zukünftiger Beschleunigeranlagen drastisch zu verringern. Durchläuft
ein auf wenige Mikrometer fokussiertes, ultra-relativistisches, geladenes Teilchenbündel
Plasma, wird eine Dichtemodulation der Plasmaelektronen im Nachlauf des Teilchenbündels
angeregt. In den so entstandenen elektrischen Feldern kann ein weiteres Teilchenbündel
eingesetzt werden und in wenigen Metern auf Energien von GeV beschleunigt werden. Um
Plasmabeschleunigung als zukunftsweisende Beschleunigertechnologie zu etablieren, muss
eine Strahlqualität ähnlich der in herkömmlichen Beschleunigern möglich sein. Theoretische
Vorhersagen deuten darauf hin, dass Plasmabeschleuniger in der Lage sind die Strahlqualität
während des Beschleunigungsprozesses zu erhalten. Der aktuelle Forschungsschwerpunkt
ist es dies auch experimentell nachzuweisen.

In dieser Arbeit wird das Potenzial einer transversal ablenkenden X-Band Struktur
(englisch transverse deflection structure, TDS) als unterstützende Diagnostik für einen Plas-
mabeschleuniger ausgelotet. Diese neu entwickelte Diagnostik erlaubt es den longitudinalen
Phasenraum eines Elektronenbündels in bisher unerreichtem Detail zu vermessen und zeich-
net sich insbesondere durch die Femtosekunden-Auflösung als auch die variable Polarisation
des ablkenkenden Feldes aus. Mit dieser neuartigen Diagnostik konnten zwei fundamentale
Mechanismen zur Erhaltung der Qualität des beschleunigten Teilchenbündels in einem Plas-
mabeschleuniger untersucht werden. Zunächst wird der Mechanismus des optimalen Beam
Loadings zur Erhaltung der Energiebreite beobachtet. Außerdem wird die Homogenität
der erzeugten Gradienten im Kielfeld untersucht. In der FLASHForward-Anlage (DESY,
Hamburg) wurde der resultierende longitudinale Phasenraum eines in Plasma um 44 MeV
beschleunigten 1-GeV-Teilchenbündels direkt beobachtet. Dabei wurde eine transversale
Homogeneität des beschleunigenden Feldes von 0, 8 % (1, 5 %) mit einem Konfidenzintervall
von 68 % (95 %) gemessen. Die direkte Abhängigkeit des Beam Loadings von der genauen
Form des Stromprofils der Teilchenbündel konnte außerdem direkt beobachtet werden.
Die in dieser Arbeit vorgestellten Ergebnisse demonstrieren experimentell die theoretisch
prognostizierte Eignung von PWFA für zukünftige Anwendungen, die den Erhalt einer
hohen longitudinalen Phasenraum-Qualität des Strahls erfordern. Die Modellierung der
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Strahl-Plasma-Wechselwirkung in einem Particle-in-Cell-Code macht die Empfindlichkeit
des PWFA-Beschleunigungsprozesses gegenüber der Phasenraumverteilung der einfallenden
Teilchenbündels deutlich. Die hier gewonnenen Erkenntnisse zeigen auf, dass PWFA zwar die
gewünschten Feldgeometrie liefern kann, aber eine verbesserte Kontrolle über die Produk-
tion von Bündel-Paaren erforderlich sein wird, um eine stabile und qualitätserhaltende
Beschleunigung bei höheren Energiegewinnen zu demonstrieren.
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Introduction

High-energy particle accelerators are powerful machines that enable the investigation of the
fundamental structure of matter. Since the discovery of X-rays [Röntgen, 1898], this part of
the electromagnetic-radiation spectrum—with wavelengths ranging from a few nm to a few
pm—has played a central role in fundamental and applied research, as well as in medicine.
The discovery of the DNA structure [Crick and Watson, 1953; Franklin and Gossling, 1953]
or that of the ribosome [Ramakrishnan, 2010], for example, represent well known historical
milestones. After the first observation of the radiation emitted from electrons in a synchrotron
[Elder et al., 1947], referred to as synchrotron radiation (or synchrotron light), large accelerator
facilities have become essential tools for the production of increasingly brighter and shorter
X-ray photon pulses. While initially being used as a by-product at electron storage rings
designed and built for nuclear and sub-nuclear physics, their successful application to
experiments in atomic, molecular, and solid state physics motivated the construction of new
facilities exclusively dedicated and optimised to serve as light sources [Schneider, 2010].
During the first decade of the 2000s, the advent of single-pass X-ray free-electron lasers (FEL)
[Madey, 1971] based on a linear accelerator (linac) and electron-bunch compressors [Dohlus,
Limberg and Emma, 2005], enabled the production of high-intensity, coherent photon pulses
with lengths of only a few to 100 fs [Pellegrini, Marinelli and Reiche, 2016]. These new
machines, referred to as fourth-generation synchrotron-light sources, have opened the door
to the exploration of ultra-fast dynamics of complex molecules and condensed matter in
their natural length and time scales, i.e. ∼ 1 Å and ∼ 1 fs [Altarelli et al., 2007; Schroer et al.,
2019].

In the field of high-energy particle physics, the collision of ultra-relativistic particles
with either fixed targets or other counter-propagating particles provides a deep insight
into the constituents of matter and their interactions. Since the discovery of the electron
[Thomson, 1897] and the proton [Rutherford, 1911] at the turn of the 20th century, the constant
development of accelerator technologies has decisively contributed to a deeper understanding
of the inner workings of nature by enabling the detection of a host of elementary and
composite particles—the lastest being the Higgs boson [Higgs, 1964], produced for first
time in 2012 at the Large Hadron Collider (LHC) [Evans and Bryant, 2008] in proton-proton
collisions at energies of 7–8 TeV [Aad et al., 2012; Chatrchyan et al., 2012]. This milestone
constitutes the most recent confirmation of a prediction based on the Standard Model (SM)
of particle physics [Weinberg, 1967], a quantum-field theory that currently provides the most
accurate description of three of the four fundamental forces of nature—the electromagnetic,
weak, and strong interactions, omitting gravity.
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Introduction

While the SM exhibits an overwhelming agreement with a broad range of experimental
observations [e.g., Odom et al., 2006], its incompleteness is exposed by a number of un-
answered questions—among others: why the scale of the Higgs-boson mass is so much
different from naive quantum-mechanical expectations (the “naturalness” or “hierarchy”
problem) [Arkani-Hamed, Dimopoulos and Dvali, 1998; Randall, 1999]; what is the com-
position of dark matter [Bertone, Hooper and Silk, 2005]; what is the reason of the baryon
(matter-antimatter) asymmetry [Canetti, Drewes and Shaposhnikov, 2012]; or whether the
interactions described by the SM can be unified with general relativity, which is expected to
be observable at energies near the Planck scale (∼ 1.2 · 1016 TeV). In spite of widespread hope,
besides the Higgs-boson, the experiments performed so far at the LHC have not provided
evidence of new particles that could pave the way towards an alternative theory beyond
the SM [Rappoccio, 2019]. As a result, the consensus among the scientific community is
that if new physics exists, it is either above the current collision-energy frontier or below
the current precision frontier—i.e., indistinguishable from SM backgrounds. The disturbing
uncertainty of this scenario aggravates the per se controverted cost-benefit analysis of a
future multi-TeV particle collider, which is strongly constrained by the highest accelerat-
ing electric-field strengths of ∼ 100 MV/m achievable with conventional radio-frequency
(RF) technology before material breakdown occurs [Aicheler et al., 2012]. Therefore, the
quest for higher energies necessitates the exploration of novel approaches in accelerator
technology that enable higher acceleration gradients, thus enabling a reduction of the size
and costs of next generation TeV-particle sources [Schroeder et al., 2010; Adli et al., 2013].
Simultaneously, such technological developments could have a far-reaching impact in society
by providing affordable and compact high-energy particle accelerators for a broad range of
applications—e.g., industry, medicine, and photon science.

Plasma-wakefield acceleration offers a solution to this challenge through two inherent
properties. Firstly, the charge-density wakes excited in a plasma medium are capable of
sustaining electric fields in excess of GV/m within a spatial extent on the order ofO(100 µm),
thus providing a miniaturised high-gradient accelerating structure that outperforms current
RF-based technology by orders of magnitude. Secondly, if the excitation is strong enough
to blow out all the plasma electrons in its wake and form a cavitation, the geometry of
both the longitudinal and the transverse wakefields is expected to be compatible with an
aberration-free acceleration [Rosenzweig, Breizman et al., 1991], which is a fundamental
requirement for mantaining the quality of the accelerated beams in order to match that
achieved with state-of-the-art RF accelerators in terms of energy spread and emittance [Di
Mitri and Cornacchia, 2014; Benedikt, Schulte and Zimmermann, 2015].

Such plasma waves can be excited either by intense laser pulses [Tajima and Dawson,
1979] or by ultra-relativistic particle beams [P. Chen et al., 1985; Ruth et al., 1985], which
is referred to as laser-wakefield acceleration (LWFA) and beam-driven plasma-wakefield
acceleration (PWFA), respectively. PWFA has the advantage that the ultra-relativistic drive
beam—and consequently the wakefield structure that it produces—can propagate through
the plasma over large distances at (or very close to) the speed of light vd ≈ c, thus auto-
matically fulfilling the synchronicity condition required for acceleration. This is generally
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not possible in the case of a laser pulse, the group velocity of which is lower than the
speed of light vg < c [Esarey, Schroeder and Leemans, 2009]. Additionally, ultra-relativistic
particle beams can be produced at kHz-to-MHz repetition rates and relatively high wall-plug
efficiencies of about 60 % [Aicheler et al., 2012], whereas current laser systems based on
chirped-pulse amplification [Strickland and Mourou, 1985] typically work at ∼ 1 Hz and
have efficiencies below 0.1 % [Hooker et al., 2014]. By harnessing the large gradients of
a PWFA, particles trailing behind the driving bunch can be accelerated to GeV energies
over meter distances. Such a PWFA configuration with externally injected trailing bunches
constitutes a kind of energy booster that transfers some of the driver energy to the trailing
bunch, and is therefore of special interest for future high-energy particle-accelerator applica-
tions [Colby and Len, 2017; Cros et al., 2019]. The work of this thesis is devoted to PWFA
studies.

Due to the small dimensions of the blown-out plasma-wake structure and the huge
strength of its associated electric fields, the overall acceleration process is extremely sensitive
to the phase-space distribution of both the driver and the trailing bunch as well as to relative
misalignments between the two. For example, the driver bunch must have longitudinal and
transverse sizes on the order or below those of the wakefield structure and its peak current
must be large enough to fully expell the plasma electrons as it propagates [Rosenzweig,
Breizman et al., 1991]. Furthermore, the transverse size of the trailing bunch must be matched
to the strong radially focusing field of the ion volume left behind the driver [Muggli et al.,
2004; Mehrling, Grebenyuk et al., 2012] and its current profile must be carefully shaped in
order to flatten the otherwise steep accelerating field and maximise the energy transfer from
the wake to the bunch—an effect known as beam loading [Tzoufras et al., 2008]. Additionally,
also due to the strong focusing fields, centroid offsets in the plane perpendicular to the
direction of propagation trigger oscillations that either destabilise the acceleration process
[Whittum et al., 1991] or lead to a dilution of the phase space of the trailing bunch—with
consequent degradation of the beam quality [Lindstrøm, Adli, Pfingstner et al., 2016].

Over the last two decades, experimentation with PWFA has seen rapid progress. This
has been facilitated by the developement of laser-driven RF photocathode guns [Dowell et al.,
2003; Stephan et al., 2010] capable of delivering electron bunches with a very high phase-
space density. After acceleration to ultra-relativistic energies and longitudinal compression,
these bunches represent excellent drivers of plasma wakes. Pioneering experiments were
performed between 1998 and 2015 at the FFTB1 and FACET2 facilities. By using a single
electron bunch, Blumenfeld et al., 2007 demonstrated high accelerating gradients and high
energy gain of a small fraction of particles at the back of the wakefield structure, and Clayton
et al., 2016 provided the first experimental observation of the potential suitability of PWFA
for quality-preserving acceleration through indirect measurements of the longitudinal and
transverse field structure of a blown-out plasma wake. In more advanced double-bunch
experiments, M. Litos, Adli, An et al., 2014 showed a high instantaneous energy-transfer

1Final Focus Test Beam (FFTB) facility [Joshi et al., 2002] at the Stanford Linear Accelerator Center (SLAC).
2Facilities for Accelerator Science and Experimental Test (FACET) [Hogan, T. O. Raubenheimer et al., 2010]

at SLAC.
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efficiency of ∼ 30 % between a driver and a trailing bunch. However, the energy spread of the
latter increased by 100 % and about ∼ 75 % of its charge was lost during the beam-plasma
interaction, clearly indicating that a number of issues remained to be addressed in order
for PWFA to be ready for applications. One of the facilities that picked up the baton of
PWFA research was the Future Oriented Wakefield Acceleration Research and Developement
facility at FLASH3 (FLASHForward) at DESY, where the work presented in this thesis has
been conducted.

FLASHForward [D’Arcy, Aschikhin et al., 2019], which started operation in 2017, benefits
from the FEL-quality electron beams delivered by the FLASH linac [Schreiber and Faatz,
2015]. After appropriate manipulation of their longitudinal phase space, the FLASH beams
are bisected to produce driver-trailing-bunch pairs that are subsequently sent through a
plasma produced in a windowless gas cell with lengths of order cm. One of the most recent
milestones achieved at the facility was the demonstration of energy-spread preservation and
high energy-transfer efficiency by strongly beam loading the wakefield with tailored-current-
profile bunches [Lindstrøm, Garland et al., 2021]. Building upon this success, the scientific
goal of this thesis is to further investigate two aspects that enable the preservation of both
the projected and slice energy spread of the accelerated bunch:

• optimal beam loading for projected energy spread preservation

• transverse homogeneity of the (longitudinal) accelerating field produced in the fully
evacuated ion column left behind the driver for slice energy spread preservation.

To that end, the diagnostic capabilites of a novel transverse deflection RF structure (TDS)
[Altenmueller, Larsen and Loew, 1964] operating in the X-band (∼ 12 GHz) frequency range
and featuring a variable polarisation of the streaking field are exploited [Grudiev, 2016;
Craievich, Bopp et al., 2020; Marchetti, Grudiev et al., 2021].

The new TDS, dubbed the PolariX-TDS, imprints the longitudinal information of the
bunch into a transverse coordinate by means of time-varying transverse fields excited in
a disk-loaded RF waveguide structure—i.e., it imprints a time-dependent kick that either
yaws or pitches the bunch. Through an appropriate transport of the beam to a screen
station located downstream of the device, its current profile together with its sliced beam
parameters in either x or y can be directly measured. Additionally, in combination with a
dipole magnet, the longitudinal phase space of the bunch—i.e., time versus energy—becomes
accessible in a single-shot basis. In the course of this work, the first PolariX-TDS prototype
has been installed and commissioned in a dedicated beamline located downstream of the
FLASHForward experimental chamber, enabling the diagnostic of the phase space of electron
bunches with femtosecond-scale time resolution.

3Free-electron Laser in Hamburg (FLASH) [Schreiber and Faatz, 2015] at DESY.
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Thesis overview

The ultimate scientific goal of this thesis is to gain a better insight into the wakefield
geometries produced in a PWFA by means of a time-resolved phase-space characterisation
of electron bunches accelerated in a blown-out plasma wake. Such a characterisation unveils
important aspects of the acceleration process that need to be addressed for PWFA to produce
an aberration-free acceleration. To present these studies in an organised manner, the thesis is
divided in the following chapters:

Chapter 1 – Reviews the fundamental concepts relevant to the experimental work
presented in this thesis, including: 1) the theory of beam dynamics in
charged-particle transport systems in linear approximation; 2) differ-
ent methods for measuring the transverse emittance of ultra-relativistic
particle beams and a novel method for matching small beta functions
using centroid jitter and two beam position monitors developed at FLASH-
Forward [Lindstrøm, D’Arcy et al., 2020]; 3) a detailed account of the
operation principles and diagnostic capabilities of a TDS; 4) key aspects
of plasmas and PWFA schemes with external injection of electron beams.

Chapter 2 – Introduces the FLASH linac, the FLASHForward experimental facility
and the new PolariX-TDS diagnostics beamline, including several design
aspects of the latter that have beed addressed in the framework of this
study.

Chapter 3 – Gives an account of the RF design of the PolariX-TDS system conceived
by Grudiev, 2016 and the hardware commissioning of some of its crit-
ical RF-components performed by several technical groups at DESY. It
further reports on the beam-based commissioning of the PolariX-TDS
conducted in the course of this work, including two applications for beam
characterisation and optimisation.

Chapter 4 – Outlines the details of the optimisation and characterisation of FLASH
beams for plasma acceleration in the context of the experimental campaign
conducted to address the main scientific goal of this thesis. The chapter
provides a broad perspective of the complete procedure required to set
up the experiment and introduces some of the distinct techniques used
therein.

Chapter 5 – Presents a detailed characterisation of electron bunches accelerated in a
blown-out beam-loaded plasma wake and discusses key aspects of the
beam-plasma interaction related to the preservation of both the slice and
the projected energy spread of the accelerated beams. Finally, it analyses
the acceleration process by means of a reconstruction of the beam-plasma
interaction in the particle-in-cell code HiPACE++.
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Conclusion – Summarises the work executed during the different stages of the present
study and discusses the implications of the obtained results. To conclude,
it outlines possible strategies to improve the outcome of the performed
experiments with a view towards PWFA at higher energy gains.
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1. Fundamental concepts

In this chapter, the fundamental concepts relevant to the experimental work presented in
this thesis are provided. Section 1.1 lays out the theoretical background that enables the
description of the dynamics of relativistic electron beams within a nonperiodic transport
system—also referred to as a single-pass transfer beamline or simply beamline. In Section 1.2,
different methods to measure the transverse emittance of the beams are discussed, which
constitute one of the basic tools to experimentally assess the beam dynamics along the
beamline. Section 1.3 delves into the longitudinal-diagnostic capabilities of RF transverse
deflection structures (TDS) that are at the core of the experimental studies presented in
Chapters 3–5. Finally, the underlying physics of beam-driven plasma-wakefield acceleration
(PWFA) is presented in Section 1.4 together with the requirements for applications and the
experimental progress made during the last decades.

1.1. Beam dynamics in charged-particle transport systems

The motion of a charged particle in an electromagnetic field is described by the Lorentz
equation:

F = q(E + v×B), (1.1.1)

where E and B are the electric and magnetic fields, q and v are the charge and velocity of
the particle, and F is the resulting force exerted by the fields on the particle. This equation
implies that only the electric field can be used to increase the kinetic energy of the particle,
whereas the magnetic field, due to the cross product (v×B) ⊥ v, can only deflect its path.
Moreover, since the effect induced by the magnetic field scales with the particle velocity, the
deflection at relativistic velocities is most efficiently achieved by magnetic fields1. As a result,
in conventional accelerators, electric fields are used to accelerate the particles—mainly by
either containing electromagnetic RF fields in resonant cavities or by guiding them through
loaded RF waveguides [Wangler, 2008]—while static magnetic fields are used to guide and
focus the particles along the accelerator—the latter being the subject of this section. Before
delving into the equations of motion and their solutions, it is convenient to introduce some

1As an example, the electric field required to produce the same effect as a moderate magnetic field strength
of B = 1 T, corresponds to E = cB ∼ 3 · 108 V/m, which is far beyond the limits of conventional technology—
although, as will be seen in Section 1.4, it is within reach in a plasma wake.
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1. Fundamental concepts

concepts that set up the framework of the discussion.

Relativistic energy and momentum. The energy and momentum of a relativistic particle
can be expressed as:

E = γrelm0c2, (1.1.2a)

p = γrelm0v, (1.1.2b)

where m0 ≈ 0.511 MeV is the rest mass of the electron and γrel = 1/
√

1− β2
rel is the relativistic

Lorentz factor, in which βrel = v/c is the electron velocity scaled by the speed of light—the
so-called relativistic beta.

General equation of motion and conserved quantities. In a static magnetic field the
Lorentz force is perpendicular to the particle velocity, and consequently the rate of change of
the energy vanishes automatically:

dE
dt

= v · F = qv · (v×B) = 0, (1.1.3)

which implies that both the energy and the momentum of the particle are constants of
the motion. The general equation of motion can be expressed as [Rossbach and Schmüser,
1994]:

d
dt

(m0γrelv) = F = qv×B, (1.1.4)

For an arbitrary magnetic field this equation cannot be solved explicitly, and several con-
straints and approximations are required in order to obtain an appropriate mathematical
description of the particle dynamics.

Beam rigidity. Equation 1.1.1 indicates that magnetic fields perpendicular to the direction
of propagation of the particles v ⊥ B are the most efficient in achieving its deflection. In
this configuration, for a relativistic electron with charge −e propagating with velocity v
through a dipole field with strength B, the balance between the Lorentz force −evB and the
centrifugal force γrelm0v2/ρ leads to the expression:

Bρ =
p
e

, (1.1.5)

where ρ is the radius of curvature of the trajectory—i.e., the bending radius. The relation
between these parameters as expressed in Equation 1.1.5 is typically referred to as beam
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1.1. Beam dynamics in charged-particle transport systems

rigidity [Wiedemann, 2007] and quantifies the amount of deflection experienced by a particle
in a dipole field—particles with a large momentum are more rigid and therefore less bent
than particles with a small momentum, which are less rigid and therefore more easily bent.

Design orbit and magnetic midplane. In the example described above, the electron
describes a curved path in a plane perpendicular to the dipole field. The major constraint
imposed to the static magnetic fields designed to guide and focus the particles along the
beamline is that their corresponding scalar potential B = −∇φ must be an odd function
in one of the axis of the transverse plane x–y. Conventionally, y is chosen and therefore:
φ(x, y, z) = −φ(x,−y, z). The symmetry plane x–z is designated as the magnetic midplane
[Brown, 1982] or median plane [Courant and Snyder, 1958]. Once this constraint is fulfiled,
the magnetic field B on the midplane is always normal to the plane, and the trajectory of a
reference particle with design momentum p0 lies entirely within the magnetic midplane. This
trajectory is subsequently referred to as the reference trajectory or design orbit.

Curved coordinate system. The design orbit of a beamline can become rather complex
and solving the equations of motion in the coordinate system of the laboratory frame brings
little reward. Therefore a new right-handed set of coordinates is introduced that transforms
the laboratory frame into the reference-particle frame (X, Y, Z)→ (x, y, s). This is illustrated
in Figure 1.1. For a given particle in the new coordinate system, s represents the distance
along the design orbit (i.e., s = vt), x its horizontal displacement perpendicular to ŝ, and y
its vertical displacement. The plane x–s typically corresponds to the magnetic midplane—i.e.,
a dipole magnet bends the particles in the horizontal plane—and y = Y.

Figure 1.1.: Curved coordinate system in the reference-particle frame (reproduced from [Brown, 1982]).

Electron beams, electron bunches and paraxial approximation. A distribution of
particles forms a beam if its mean longitudinal momentum largely exceeds its transverse
momentum 〈ps〉 � 〈px/y〉 and the momentum spread in the transverse plane is much
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1. Fundamental concepts

smaller than the longitudinal momentum σpx/y � 〈ps〉 [Wiedemann, 2007]—so that the
trajectories of all particles form a small angle respect to the design orbit and always lie close
to it. In analogy to geometric optics, beams that fulfil the second condition are referred to as
paraxial beams and the approximation exploiting it is called paraxial approximation. Due to the
alternating nature of the accelerating fields used in conventional accelerators, the beams are
produced as particle bunches: i.e., their longitudinal extent is on the same order of magnitude
as their transverse extent σs ∼ σx/y [Reiser, 2008]. Additionally, for the applications of interest
in this thesis, the beams typically have a small longitudinal-momentum spread σps � 〈ps〉
and fulfil the condition σps /〈ps〉 . 0.1 %.

Dynamical variables. In the curved coordinate system of the reference particle, the
state of a particle at a position s along the design orbit is given by the dynamic variables:
X = (x, x′, y, y′, ξ, δ), where x′, y′, ξ and δ are defined as:

x′ =
dx
ds

=
px

ps
≈ px

p0
(1.1.6a)

y′ =
dy
ds

=
py

ps
≈

py

p0
(1.1.6b)

ξ = s− s0 (1.1.6c)

δ =
ps − p0

p0
, (1.1.6d)

and s0 and p0 are the longitudinal position and momentum of the reference particle, cor-
respondingly. In the transverse plane, the new variables x′ and y′ represent the slope (or
angle) described between the particle trajectory and the design orbit. The pairs of variables
x–x′ and y–y′ are typically referred to as transverse phase space—sometimes also as trace space
[Floettmann, 2003]—and the pair of variables ξ–δ as longitudinal phase space.

Magnet building blocks. The magnets used in accelerators are engineered to produce a
specific effect on the particles. This is achieved by means of basic field configurations that
correspond to the first terms of the multipole expansion of an arbitrary magnetic field. In
particular, for a simple 1D case along the x axis, the multipoles of the vertical component of
a magnetic field By can be obtained by means of a Taylor expansion around x = 0:

e
p
By(x) =

eBy

p

∣∣∣∣∣
x=0

+
e
p

∂By

∂x

∣∣∣∣∣
x=0

x +
e
p

1
2!

∂2By

∂x2

∣∣∣∣∣
x=0

x2 + ... (1.1.7a)

=
1
ρ

+ k1x + k2x2 + ... (1.1.7b)

dipole quadrupole sextupole
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1.1. Beam dynamics in charged-particle transport systems

where the magnetic field By has been normalised by the beam rigidity, and the normalized
quadrupole k1 and sextupole k2 gradients have been introduced. A constant magnetic field
(dipole term) leads to a bending of the particle trajectory (cf. Equation 1.1.5), whereas a
positive gradient (quadrupole term) results in a linear focusing of the particles towards
the axis x = 0. The magnetic-field components of the first three normal multipoles in the
transverse plane x–y in cartesian coordinates are summarised in Table 1.1 [Wiedemann, 2007].
Their corresponding lines of flux density and the force that they would exert on electrons
travelling into the magnet—i.e., into the page—are schematically depicted in Figure 1.2.

Multipole term B̂x B̂y

Dipole 1
Quadrupole y x
Sextupole 2xy x2 − y2

Table 1.1.: Magnetic-field components of the first three normal multipoles in the transverse plane x-–y in cartesian
coordinates [Wiedemann, 2007].

Figure 1.2.: Lines of flux density of the first three multipole terms. The force that they would exert on an electron
travelling into the magnet—i.e., into the page—are indicated with dark-dashed arrows.

1.1.1. Single-particle dynamics in linear approximation

Matrix formalism

To obtain an appropriate mathematical representation of the particle dynamics in an arbitrary
magnetic field with midplane symmetry, the equations of motion (cf. Eq. 1.1.4) need to
be solved in the curved coordinate system of the reference particle. On account of the
paraxial approximation and the condition δ � 1, the equations of motion are expanded
about the reference trajectory in terms of a Taylor series on the dynamic variables and the
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1. Fundamental concepts

multipole fields. When only the first-order terms are retained, the Hill’s equations are obtained
[Wiedemann, 2007]:

x′′ +
(

1
ρ2(s)

− k1(s)
)

x =
δ

ρ(s)
(1.1.8a)

y′′ + k1(s)y = 0, (1.1.8b)

which make clear that the first-order description of the particle dynamics is fully determined
by the magnetic dipole and quadrupole terms. For particles without momentum deviation
δ = 0, these are homogeneous second-order differential equations known from the theory of
the classical harmonic oscillator, and their principal solutions are:

Cu(s) = cos
(√

Kus
)

Su(s) = 1√
Ku

sin
(√

Kus
) }

for Ku > 0 (1.1.9a)

Cu(s) = cosh
(√

Kus
)

Su(s) = 1√
Ku

sinh
(√

Kus
) }

for Ku < 0, (1.1.9b)

where u represents either x or y, Kx =
1

ρ2(s)
− k1(s) and Ky = k1(s).

For particles with momentum deviation δ 6= 0, Equation 1.1.8a becomes an inhomo-
geneous second-order differential equation, whose complete solution is expressed as a
superposition of the principal solutions of the homogeneous case, a particular solution Dx(s)
of the inhomogeneous case and the initial conditions of the particle:

x(s) = Cx(s)x0 + Sx(s)x′0 + Dx(s)δ0

x′(s) = C′x(s)x0 + S′x(s)x′0 + D′x(s)δ0

(1.1.10a)

y(s) = Cy(s)y0 + Sy(s)y′0

y′(s) = C′y(s)y0 + S′y(s)y
′
0.

(1.1.10b)

The function Dx(s) is referred to as first-order dispersion and reflects the fact that particles
with a finite momentum deviation under the influence of a dipole field are transversely
dispersed around the design orbit. The first-order dispersion fulfils the equation:

D′′x (s) +
(

1
ρ2(s)

− k1(s)
)

Dx(s) =
1

ρ(s)
, (1.1.11)

and is solved via a Green’s function integral containing the driving term 1/ρ(s) and the
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1.1. Beam dynamics in charged-particle transport systems

characteristic solutions of the homogeneous equations are [Brown, 1982]:

Dx(s) = Sx(s)
∫ s

0

Cx(τ)

ρ(τ)
dτ − Cx(s)

∫ s

0

Sx(τ)

ρ(τ)
dτ

D′x(s) = S′x(s)
∫ s

0

Cx(τ)

ρ(τ)
dτ − C′x(s)

∫ s

0

Sx(τ)

ρ(τ)
dτ,

(1.1.12)

where the initial conditions Dx(0) = 0 and D′x(0) = 0 have been assumed for simplicity.

The first-order path length is obtained by expanding the differential path length in
the curved coordinate system dr =

(
dx2 + dy2 + (1 + x/ρ)2ds2)1/2 and retaining only the

first-order term [Brown, 1982]:

ξ =
∫ s

0

x(τ)
ρ(τ)

dτ + higher-order terms

≈ x0

∫ s

0

Cx(τ)

ρ(τ)
dτ + x′0

∫ s

0

Sx(τ)

ρ(τ)
dτ + ξ0 + δ0

∫ s

0

Dx(τ)

ρ(τ)
dτ.

(1.1.13)

The solutions obtained in Equations 1.1.10 and 1.1.13, which transfer the initial particle
state X0 at location s0 to its final state X at location s, can be expressed in matrix form as
X = R · X0:



x
x′

y
y′

ξ

δ


=



Cx(s) Sx(s) 0 0 0 Dx(s)
C′x(s) S′x(s) 0 0 0 D′x(s)

0 0 Cy(s) Sy(s) 0 0
0 0 C′y(s) S′y(s) 0 0

R51 R52 0 0 1 R56

0 0 0 0 0 1





x0

x′0
y0

y′0
ξ0

δ0


, (1.1.14)

where the matrix elements R51, R52 and R56 correspond to the three first-order path-length
integrals on the r.h.s. of Equation 1.1.13, by order of appearance. The absence of couplings
between x–x′ and y–y′ is the result of the midplane-symmetry condition imposed on the
magnetic fields, and the presence of couplings between x–x′ and ξ–δ is the result of the
dipole magnets acting on the x–s plane—typically referred to as dispersive plane.

The matrix shown in Eq. 1.1.14 corresponds to that of a combined function magnet,
containing dipole and quadrupole components simultaneously. In practice, as mentioned
before, separate-function magnets with constant fields are used, and ρ(s) and k1(s) are
piecewise-constant functions of the longitudinal coordinate s. To a good approximation,
the hard-edge model can be used to characterise each element—i.e. the particles are assumed
to transition abruptly from a field-free region outside the magnet into the full-strength
region inside it. A more accurate description, however, requires the fringing fields extending
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1. Fundamental concepts

towards the outside of the edges to be considered, which result in additional gradients that
lead to slight focusing effects. The explicit form of the matrices for the first-order-imaging
magnets (i.e. dipoles and quadrupoles) in the hard-edge model is summarised in Appendix
A.

The matrices describing the first-order transport of a particle through a beamline element
are symplectic [Weyl, 1946] and have the following properties [Meyer, Hall and Offin, 2009]:

1. A matrix is symplectic if and only if:

MT JM = J (1.1.15)

2. The inverse of symplectic matrix is given by:

M−1 = −JMT J (1.1.16)

3. Its determinant is positive and equals 1:

det(M) = +1 (1.1.17)

where:

J2×2 =

(
0 1
−1 0

)
, and J ≡ J2n ≡ J2×2 ⊕ ...⊕ J2×2︸ ︷︷ ︸

n×

. (1.1.18)

As a consequence of these properties, the transport of an initial particle state X0 through
the entire beamline can be calculated as a multiplication of matrices of individual beamline
elements Ri (i = 0, 1, ..., n):

X = Rn · Rn−1 · ... · R0 · X0. (1.1.19)

In the work presented in this thesis, calculations involving the magnetic lattice are
restricted to the first-order formalism. However, the higher-order formalism is briefly ref-
erenced for completeness. Second-order terms appear in the Taylor-expanded equations
of motion as a dyadic product of the dynamic variables (i.e., x2

0, x0x′0, x0y0, ..., δ2) and
translate into additional driving terms that perturb the oscillatory nature of the motion. In a
similar manner as exemplified with the first-order dispersion, the solutions of the resulting
inhomogeneous differential equations are obtained by means of Green’s function integrals
that provide the couplings between the dynamical variables [Brown, 1982]. Ultimately, for
each beamline element, a tensor representing the second-order aberrations of the system is
added to the first-order-imaging matrices:

14



1.1. Beam dynamics in charged-particle transport systems

xi =
6

∑
j=1

Rijxj(0) +
6

∑
j=1

6

∑
k=1

Tijkxj(0)xk(0), (1.1.20)

where xi (i = 1, ..., 6) correspond to the dynamic variables, and xi(0) is the initial state of
the particle. Explicit expressions for all the non-vanishing elements of the tensor Tijk can be
found in references [Brown, 1982; Iselin, 1994].

Courant-Snyder parameters

In the following, the equation of motion of a particle with design (or nominal) momentum
p0 in a focusing field is considered:

x′′ + k1(s)x = 0, (1.1.21)

where k1(s) is a piecewise constant function of s. The analysis here is restricted to the
horizontal motion in the x–x′ plane—which is assumed to be completely decoupled from the
vertical and the longitudinal planes—but applies to the y–y′ plane as well. Equation 1.1.21

can be solved by introducing the trial function [Wille, 2000]:

x(s) = A
√

β(s) cos (ψ(s) + ψ0), (1.1.22)

where A and ψ0 are constants. By substituting the trial function (Eq. 1.1.22) into the Hill’s
equation (Eq. 1.1.21), the relation between the beta function β(s) and the phase advance ψ(s) is
obtained:

ψ(s) =
∫ s

0

dτ

β(τ)
. (1.1.23)

If k1(s) is constant (and positive) for all s, the particle will undergo simple harmonic motion
with constant frequency and amplitude. In general, however, changes in focusing strength k1

translate into amplitude and phase modulations and the envelope of the motion is given by
A
√

β(s).

The first derivative of the trajectory x(s) is:

x′(s) =
A√
β(s)

[
β′(s)

2
cos (ψ(s) + ψ0)− sin (ψ(s) + ψ0)

]
. (1.1.24)

With the introduction of the new parameters:
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1. Fundamental concepts

α(s) = −β′(s)
2

and γ(s) =
1 + α2(s)

β(s)
, (1.1.25)

the combination2 of Eqs. 1.1.22 and 1.1.24 results in the so-called Courant-Snyder invariant A
[Courant and Snyder, 1958]:

A2 = γ(s)x2(s) + 2α(s)x(s)x′(s) + β(s)x′2(s), (1.1.26)

which is the equation of an ellipse in the trace space (x, x′) centered at (0, 0), whose shape is
characterised by the Courant-Snyder (or Twiss) parameters α, β and γ. On the one hand, for a
constant A = A1 at a fixed position s = s1 along the beamline, a family of trace space points
X(s1, A1) = (x, x′) characterised by Eqs. 1.1.22 and 1.1.24 with initial phases ψ0 ∈ [0, 2π]

define an ellipse that encloses an area of πA2
1. On the other hand, at a different position

s = s2 the ellipse will change its shape, but its area will remain the same. Therefore, the
Courant-Snyder invariant A is a constant of the motion of the particles as they move along
the beamline. The invariant A2 is sometimes expressed in terms of the so-called single-particle
emittance εx, and in some literature is also referred to as the action Jx [Wolski, 2014]. The

Figure 1.3.: a) Relation between the Courant-Snyder parameters and the trace-space ellipse. b) Circulation of a
particle over the trace-space ellipse along its transport in a periodic FODO cell.

2In practice this requires to eliminate the terms depending on the phase ψ, i.e., expressing the cos and sin in
terms of x, x′, β(s), α(s), γ(s), and using the general relation cos2 + sin2 = 1.
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1.1. Beam dynamics in charged-particle transport systems

relation between the Courant-Snyder parameters and the shape of the trace-space ellipse is
represented in Figure 1.3 a).

For a closed circular machine the magnetic lattice is periodic, which leads to a periodic
solution of the beta function with the periodicity of the lattice3. In this case, the Courant-
Snyder parameters at each location s are fully determined by the lattice. Figure 1.3 b)
illustrates the circulation of a particle over the trace-space ellipse and the change of shape of
the ellipse for a periodic cell composed by a pair of focusing and defocusing quadrupoles
with drifts in between—which is referred to as a FODO cell, where F stands for focusing,
D for defocusing, and O for the drifts. Notice that in a drift the beamsize changes but the
divergence is constant, whereas in a quadrupole the beamsize is approximately constant and
the divergence is changed.

In contrast to a circular machine, in a single-pass transfer beamline the beta function is
not uniquely determined by the transfer matrix, but depends on initial conditions that have
to be specified in an adequate way. Since β and α are related to the beam size and divergence,
the Courant-Snyder parameters are derived from the particle distribution in the phase space
at the entrance of the beamline. This is discussed in more detail in Section 1.1.2.

By introducing the beta matrix B:

B =

(
β −α

−α γ

)
, (1.1.27)

which according to the definition of the Courant-Snyder parameters (cf. Equation 1.1.25)
fulfils the condition det(B) = 1, the equation of the trace-space ellipse (cf. Equation 1.1.26)
can be expressed in matrix form as:

A2 = XT · B−1 · X =
(

x x′
)
·
(

β α

α γ

)
·
(

x
x′

)
. (1.1.28)

Given a transfer matrix Rx(s1, s0) that transports the state of a particle from position s0 to
s1 and using the condition R−1

x Rx = 1 (cf. 1.1.15 and 1.1.16), the beta matrix is transported
along the beamline according to the expression [Wille, 2000]:

B(s1) = Rx(s1, s0) · B(s0) · RT
x (s1, s0), (1.1.29)

which can be alternatively written as:

3As a matter of fact, the formal derivation of the beta function makes use of the Floquet theorem, which
requires the lattice to fulfil periodicity conditions [Courant and Snyder, 1958; Rossbach and Schmüser, 1994].
However, since the focus of this thesis is on single-pass transfer beamlines, a simplified approach that yields the
same results has been followed.
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β1

α1

γ1

 =


R2

11 −2R11R12 R2
12

−R11R21 R11R22 + R12R21 −R22R12

R2
21 −2R22R21 R2

22

 ·


β0

α0

γ0

 (1.1.30)

By using Eqs. 1.1.22 and 1.1.24, the transport matrix between two points along the
beamline s0 and s1 can be expressed in terms of the Courant-Snyder parameters [Wille,
2000]:

Rx(s1, s0) =


√

β1

β0
(cos ∆ψ + α0 sin ∆ψ)

√
β1β0 sin ∆ψ

(α0 − α1) cos ∆ψ− (1 + α0α1) sin ∆ψ√
β1β0

√
β0

β1
(cos ∆ψ− α1 sin ∆ψ)

 , (1.1.31)

where ∆ψ = ψ(s1) − ψ(s0) is the phase advance between the two locations. For a phase
advance of ∆ψ = 90 deg, a transverse offset at the initial location s0 translates into an
angular kick at the final location s1 and vice versa.

1.1.2. Dynamics of particle beams

In the previous section, the mathematical tools used to describe the motion of individual
particles have been presented. In practice, however, the interest is in the dynamics of beams
composed by a large number of particles—e.g., 1 nC ≈ 6 · 109 electrons—and a statistical
description in terms of averaged quantities is required, which is the subject of this section.

Liouville’s theorem

The statistical description of the beam dynamics relies on Liouville’s theorem, which states
that the six dimensional phase-space density along any particle trajectory is a conserved
quantity [Wiedemann, 2007]. The statement is valid for conservative systems whose motion
is described by the Hamilton’s equations—i.e., whose dynamic variables form a set of proper
canonically conjugated variables [Goldstein, Poole and Safko, 2001]—and implies that the
volume in phase space occupied by the beam is constant along the beam line. This imposes
a constraint on how the shape of the particle distribution evolves in phase space during
transport and, therefore, on the dynamic evolution of their averaged quantities.
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1.1. Beam dynamics in charged-particle transport systems

Beam correlations and beam matrix

The statistical description of an ensemble of particles with a given phase-space density
distribution Φ(x1, ..., x6) is substantiated by means of the covariance between the dynamic
variables xi (i = 1, ..., 6):

〈xixj〉 =
∫ ∞
−∞(xi − 〈xi〉)(xj − 〈xj〉)Φ(x1, ..., x6)dV∫ ∞

−∞ Φ(x1, ..., x6)dV
, (1.1.32)

where 〈xi〉 is the first moment of the distribution on the variable xi:

〈xi〉 =
∫ ∞
−∞ xiΦ(x1, ..., x6)dV∫ ∞
−∞ Φ(x1, ..., x6)dV

, (1.1.33)

dV = Πidxi is an infinitessimal element of volume and
∫ ∞
−∞ represents integration over all

the variables xi. For i = j the covariance equals the second central moment (or mean square
value) and is a measure of the spread of the distribution in xi. The projected beamsize and
divergence in the transverse phase space are given by the root mean square (rms) values:

σx,rms =
√
〈x2〉 and σx′,rms =

√
〈x′2〉, (1.1.34)

and equally in the y–y′ plane. The equivalents in the longitudinal phase space ξ–δ are
referred to as rms bunch length and projected rms energy spread:

σξ,rms =
√
〈ξ2〉 and σδ,rms =

√
〈δ2〉. (1.1.35)

The correlation between the transverse coordinates x(s) or x′(s)—and similarly for y
and y′—and the energy δ leads to the statistical definition of beam dispersion η:

ηx(s) =
〈x(s)δ〉
〈δ2〉 and η′x(s) =

〈x′(s)δ〉
〈δ2〉 , (1.1.36)

which is uniquely defined at each position s along the beamline—since so is x(s). It is
worth mentioning here that in single-pass transfer beamlines the lattice dispersion is defined
between two locations s0 and s along the beamline (cf. Eq. 1.1.12), and none of the dispersion
sources located upstream of s0 contribute to the dispersion functions Dx(s, s0) and D′x(s, s0)

evaluated at s [Prat, 2009]. Therefore, in general, the beam dispersion and the lattice dis-
persion do not need to be equivalent unless the lattice dispersion is measured from the
beginning of the beamline, where the electron bunch is created. However, even in that case
the two quantities might differ from each other, since the lattice dispersion only depends on
the beamline geometry and does not take into account eventual collective effects (cf. Section
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1.1.3) that can imprint additional correlations on the particle distribution.

The correlation between the transverse coordinates x(s) or x′(s) and the longitudinal
coordinate ξ(s) leads to the statistical definition of beam tilt µ:

µx =
〈xξ〉
〈ξ2〉 and µ′x =

〈x′ξ〉
〈ξ2〉 , (1.1.37)

where the dependence of all variables on s is assumed, but has not been written for the sake
of clarity. Equivalent definitions can be introduced for the vertical plane µy and µ′y.

Similarly, in the longitudinal phase space, the correlation between ξ and δ leads to the
statistical definition of chirp h:

h =
〈ξδ〉
〈ξ2〉 . (1.1.38)

When h 6= 0, the projected energy spread can be easily dominated by the correlation, which
accounts for the use of correlated energy spread as an alternative term to projected energy
spread.

The matrix containing the covariance between all the dynamical variables is know as
the beam or covariance matrix:

Σ = Cov(X, X) =



〈x2〉 〈xx′〉 〈xy〉 〈xy′〉 〈xξ〉 〈xδ〉
〈x′x〉 〈x′2〉 〈x′y〉 〈x′y′〉 〈x′ξ〉 〈x′δ〉
〈yx〉 〈yx′〉 〈y2〉 〈yy′〉 〈yξ〉 〈yδ〉
〈y′x〉 〈y′x′〉 〈y′y〉 〈y′2〉 〈y′ξ〉 〈y′δ〉
〈ξx〉 〈ξx′〉 〈ξy〉 〈ξy′〉 〈ξ2〉 〈ξδ〉
〈δx〉 〈δx′〉 〈δy〉 〈δy′〉 〈δξ〉 〈δ2〉


. (1.1.39)

It can be shown that the rotation in phase space of the rms values of any distribution
is equivalent to the rotation of a hyper-ellipsoid [Floettmann, 2003]. Thus, the transport of
the beam matrix from s0 to s1 along the beamline is achieved similarly to the beta matrix
introduced in Equation 1.1.29:

Σ(s1) = R(s1, s0) · Σ(s0) · RT(s1, s0), (1.1.40)

which is referred to as beam-transport equation.
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1.1. Beam dynamics in charged-particle transport systems

Sliced beam parameters

In the context of this thesis, it is of special interest to characterise the particle distribution of
thin slices at different locations ξi along the bunch, which leads to the definition of sliced
beam parameters. In this case, the integration in Equations 1.1.32 and 1.1.33 is not performed
over the whole phase-space volume V, but the longitudinal variable ξ is restricted to a
region ξ ∈ [ξi − ∆ξ/2, ξi + ∆ξ/2], where ∆ξ is the slice width (or size). In particular, the first
moments of the transverse variables x, x′, y and y′ within a slice along ξ are referred to as
slice centroids, and as slice mean energy when the variable is δ. Correspondingly, the second
moments are referred to as slice beam sizes for x and y, slice divergences for x′ and y′, and
slice energy spread for δ. On account of the considerations about the effect of the chirp on
the projected energy spread discussed above, the slice energy spread is also referred to as
uncorrelated energy spread.

When the beam correlations are not very intricate, it can be convenient to expand the
sliced beam centroids and the sliced mean energy in a Taylor series around ξ = 0:

〈xi〉(ξ) = 〈xi〉(0) +
d〈xi〉(ξ)

dξ

∣∣∣
ξ=0

ξ +
d2〈xi〉(ξ)

dξ2

∣∣∣
ξ=0

ξ2 + O(ξ3) + ...

(1.1.41)

3
rd order

tilt / chirp curvature
derivative

where 〈xi〉 represents the sliced first moments of any of the transverse variables or the energy
xi ∈ {x, x′, y, y′, δ}, and 〈xi〉(0) is the corresponding first moment of the projected particle
distribution. As indicated in Equation 1.1.41, the linear term corresponds to either the tilt or
the chirp defined previously and the second order term is referred to as curvature.

Beam emittance

The volume in phase space occupied by a particle distribution is characterised by the square
root of the determinant of the covariance matrix and is referred to as the 6D rms emittance:

ε6D
rms =

√
det(Σ), (1.1.42)

which in virtue of the Liouville’s theorem is a conserved quantity. Rather than the com-
plete volume occupied by the particles, the rms emittance provides an appropriate scaling
parameter that represents the high-density core of the distribution.
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In the case of a completely decoupled beamline—i.e., all magnetic fields have midplane
symmetry and no dispersion sources are present—the first-order motion of the particles does
not show any coupling between the three spatial dimensions and the covariance matrix of
the beam is block diagonal:

Σ =



〈x2〉 〈xx′〉 0 0 0 0

〈x′x〉 〈x′2〉 0 0 0 0

0 0 〈y2〉 〈yy′〉 0 0

0 0 〈y′y〉 〈y′2〉 0 0

0 0 0 0 〈ξ2〉 〈ξδ〉
0 0 0 0 〈δξ〉 〈δ2〉


, (1.1.43)

from which it results that the emittance in each plane is simply:

εx,rms =
√
〈x2〉〈x′2〉 − 〈xx′〉2 (1.1.44a)

εy,rms =
√
〈y2〉〈y′2〉 − 〈yy′〉2 (1.1.44b)

εξ,rms =
√
〈ξ2〉〈δ2〉 − 〈ξδ〉2. (1.1.44c)

These are referred to as transverse rms emittance for the x–x′ and the y–y′ planes, and
longitudinal rms emittance for the ξ–δ plane. In this case, the 6D rms emittance is exactly the
product of the three projected emittances ε6D

rms = εx,rms · εy,rms · εξ,rms.

If sources of dispersion are present in, for instance, the x–x′ plane and the beam has a
finite energy spread 〈δ2〉 6= 0, the trace space correlates with the longitudinal phase space:

Σ =



〈x2〉 〈xx′〉 0 0 〈xξ〉 〈xδ〉
〈x′x〉 〈x′2〉 0 0 〈x′ξ〉 〈x′δ〉

0 0 〈y2〉 〈yy′〉 0 0

0 0 〈y′y〉 〈y′2〉 0 0

〈ξx〉 〈ξx′〉 0 0 〈ξ2〉 〈ξδ〉
〈δx〉 〈δx′〉 0 0 〈δξ〉 〈δ2〉


. (1.1.45)

In this situation, the projection of the 6D rms emittance into the trace space becomes larger
than the transverse rms emittance obtained in the absence of dispersion—even though the
total phase-space volume is the same. This effect has to be taken into account during the
experimental determination of the emittance by making sure that the dispersion along the
beamline section used in the measurement is cancelled (cf. Section 1.2).
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1.1. Beam dynamics in charged-particle transport systems

Eventually, couplings between the x–x′ and the y–y′ planes exist—e.g. due to the
presence of skew quadrupoles or to misalignments between different beamline elements. In
that case, the transverse 4D covariance matrix can be generally expressed as:

Σxy =


〈x2〉 〈xx′〉 〈xy〉 〈xy′〉
〈x′x〉 〈x′2〉 〈x′y〉 〈x′y′〉
〈yx〉 〈yx′〉 〈y2〉 〈yy′〉
〈y′x〉 〈y′x′〉 〈y′y〉 〈y′2〉

 . (1.1.46)

By means of a symplectic transformation it is possible to diagonalise this matrix, which
yields the intrinsic emittances ε1 and ε2 [Woodley and Emma, 2000]:

Σxy = R · Σxy · R
T
=


ε1 0 0 0

0 ε1 0 0

0 0 ε2 0

0 0 0 ε2

 , (1.1.47)

which can be shown to fulfil the condition [Buon, 1993]:

ε4D
rms = ε1 · ε2 ≤ εx,rms · εy,rms. (1.1.48)

The transverse rms emittance in trace space is called geometric emittance due to the
geometric nature of the definition of the trace-space variables. When the beam is accelerated—
i.e. the longitudinal momentum ps is increased while the transverse momenta px and py

are kept constant—the slopes are decreased (cf. Equation 1.1.6), leading to a reduction of
the geometric emittance that is referred to as adiabatic damping. In that case, the slopes x′

and y′ are not proper canonical conjugates of the coordinates x and y, and, as stated by
Liouville’s theorem, the geometric emittance is not a conserved quantity anymore. It is
therefore convenient to compute the transverse rms emittance with the canonical momenta
px and py and, in addition, normalise it by m0c to make it independent of the particle species.
This leads to the definition of normalised emittance:

εx,n =
1

m0c

√
〈x2〉〈p2

x〉 − 〈xpx〉2 =
p0

m0c

√
〈x2〉〈x′2〉 − 〈xx′〉2

= βrelγrelεx,rms ≈ γrelεx,rms ,

(1.1.49)

where in the last step it has been considered that βrel ≈ 1. The use of normalised values
allows to compare the emittace at different stages of acceleration and to compare emittances
of different particle species. Similarly, the longitudinal rms emittance can be normalised so
that its value is invariant under acceleration:
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εξ,n =
1

m0c

√
〈ξ2〉〈p2

s 〉 − 〈ξ ps〉2 ≈
√
〈ξ2〉〈γ2

s 〉 − 〈ξγs〉2. (1.1.50)

Transverse dynamics

The 2D beam matrix in trace space can be related to the Courant-Snyder parameters by
calculating the covariance of an ensemble of particles according to their coordinates x
and slopes x′ (cf. Eqs. 1.1.22 and 1.1.24) [Wolski, 2014]. Assuming that the single-particle
emittance εx and Courant-Snyder parameters βx, αx and γx are not correlated to the initial
phase advance ψ0 and that the initial phases of different particles are homogeneously
distributed between 0 and 2π, the following expressions are obtained:

〈x2〉 = 〈εxβx cos2 ψx〉 = εx,rms βx (1.1.51a)

〈xx′〉 = 〈−εxαx cos2 ψx − εx cos ψx sin ψx〉 = −εx,rms αx (1.1.51b)

〈x′2〉 = 〈 εx

βx

(
α2

x cos2 ψx + sin2 ψx − 2αx cos ψx,0 sin ψx
)
〉

= εx,rms
1 + α2

x
βx

= εx,rms γx,

(1.1.51c)

where the subscript rms has been omitted from the Courant-Snyder parameters for simplicity.
Equations 1.1.51 state that the statistical description of the transverse beam parameters can
be expressed in terms of the transverse rms emittance and the Courant-Snyder parameters
of an equivalent single particle. This can be represented in terms of the beta matrix (cf. Eq.
1.1.27) as:

Σx =

(
〈x2〉 〈xx′〉
〈x′x〉 〈x′2〉

)
= εx,rms · B = εx,rms

(
βx −αx

−αx γx

)
, (1.1.52)

which, in account of the relation det(B) = 1, is consistent with the definition of the transverse
rms emittance introduced in Equation 1.1.44. The validity of Eq. 1.1.52 is subject to the
conditions for which the Courant-Snyder parameters are well defined—viz. monochromatic
beams without couplings between x and y. When this is the case, the beamsize is simply:

σx,β =
√

εx,rmsβx (1.1.53)

and is referred to as the betatron (or natural) beamsize. For beams with a finite energy spread
σδ 6= 0 in a dispersive section, the beamsize is transported from s0 to s according to Eq.
1.1.40:
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1.1. Beam dynamics in charged-particle transport systems

〈x2
s 〉 = R2

11〈x2
0〉+ 2R11R12〈x0x′0〉+ R2

12〈x′20 〉︸ ︷︷ ︸
σ2

x,β

+ R2
16〈δ2

0〉 = σ2
x,β + D2

xσ2
δ , (1.1.54)

from which it becomes clear that for Dx 6= 0 a dispersive term proportional to the energy
spread is added to the betatron beamsize.

Since the normalised quadrupole strength depends on the particle momentum, particles
with different energies are focused differently according to the expression:

k1 =
e g

p0(1 + δ)
, (1.1.55)

where e is the electron charge, g is the gradient of the magnetic field (cf. Eq. 1.1.7), p0 is the
nominal momentum, and δ the energy deviation of the particle considered. Consequently,
the trace-space ellipse associated to each energy evolves at a particular rate as the beam
travels along the beamline, which can lead to an emittance growth. These chromatic effects are
of second-order and can be corrected by means of sextupoles located in a dispersive section
[Brown, 1982].

For drift-quadrupole beamlines in which chromatic effects cannot be compensated, it is
useful to estimate their impact on the transverse rms emittance. To that end, the chromatic
amplitude or W-function is introduced [Montague, 1979]:

W =

√(
∂α

∂δ
− α

β

∂β

∂δ

)2

+

(
1
β

∂β

∂δ

)2

, (1.1.56)

which quantifies the chromatic error of the beam. With this figure of merit, the relative
projected-rms-emittance growth can be shown to be [Lindstrøm and Adli, 2016]:

∆ε

ε0
=

1
2

W2σ2
δ +O(σ4

δ ), (1.1.57)

where ε0 is the initial transverse rms emittance and σδ the relative energy spread of the
beam. In conventional accelerator beamlines, the chromatic amplitude can become large
in final focusing sections in which the beamsize is easily demagnified several orders of
magnitude—at FLASHForward, for instance, the beta function is focused from ∼ 100 m to
∼ 0.1 m at the entrance of the plasma cell (cf. Section 2.2). On the other hand, for highly
divergent beams with large energy spreads as those produced by plasma-based accelerators,
chromatic effects might be a concern when capturing the beam for further transport and
diagnostics.
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Beam matching and mismatch parameter

As mentioned in Section 1.1.1, the beta function in a single-pass transfer beamline is not
uniquely determined by the lattice. Therefore, the relation between the beam matrix and
the Courant-Snyder parameters (cf. Eq. 1.1.52) has to be determined experimentally—which
is the subject of Section 1.2. Since the experimental beam parameters can differ from those
assumed by the design optic, the strength of several quadrupoles might need to be modified
to adjust the measured Courant-Snyder parameters to the design values at a selected location
of the beamline. This process is referred to as beam matching and is critical to guarantee
the proper operation of the accelerator—e.g., when establishing precise beam parameters
at the waist in a final focusing section. Therefore, sections dedicated to measure the beam
parameters and to match the beam to the design optics are typically foreseen at strategic
locations along the beamline.

To quantify the amount of mismatch between the measured and the design Courant-
Snyder parameters, the so-called beta mismatch paramter (or simply mismatch parameter) is
introduced [Sands, 1991; Minty and Zimmermann, 2003]:

Bmag =
1
2
(βγD − 2ααD + γβD) , (1.1.58)

where the parameters with no subscript are those measured, and the ones with the subscript
D are the design values. A perfectly matched beam fulfils Bmag = 1. Otherwise Bmag > 1.

Longitudinal dynamics

The statistical definition of chirp h was introduced with Eq. 1.1.38, which led to the nomen-
clature of correlated and uncorrelated energy spread as alternative terms for the projected
and the slice energy spread, respectively. In principle, as will be shortly seen, the correlated
energy spread can be modified by means of longitudinal-phase-space manipulations without
affecting the longitudinal rms emittance. The uncorrelated energy spread σδ,i, in contrast, is
an intrinsic property of the bunch that does affect the emittance. At FLASH, its minimum
value is given by the technical specifications of the photo-cathode RF gun (cf. Section 2.1) and
is increased, among others, due to space-charge forces and coherent synchrotron radiation
(cf. Section 1.1.3).

An energy chirp is produced by adjusting the time-of-arrival of a bunch relative to the
phase of an accelerating RF field. In this situation, the energy gain at a longitudinal position
ξ relative to the reference particle is given by [Wangler, 2008]:

∆E = eV cos (φRF + kRFξ), (1.1.59)
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where e is the electron charge, V is the RF voltage amplitude, φRF is the phase of the RF
field relative to the reference particle, and kRF = 2π/λRF is the RF wave number. If the
bunch length is much smaller than the RF wavelength σξ � λRF, the correlation can be
approximated by the slope of the field hRF at the location of the bunch, and the single-particle
energy is expressed as:

δ = hRFξ + δi, (1.1.60)

where δi is the energy deviation associated to the uncorrelated (intrinsic) energy spread.
The main purpose of imprinting a chirp is to trigger longitudinal dynamics in dedicated
dispersive sections in order to gain control over the length of the bunch—and therefore over
its current [Dohlus, Limberg and Emma, 2005].

Figure 1.4 shows the conceptual design of a widely used bunch compressor referred
to as C-chicane. The dipole arrangement fulfils three conditions: 1) the trajectory of the
outcoming bunch is colinear with that of the incoming bunch; 2) the dispersion is zero before
and after the chicane Dx = 0, but it is nonzero inbetween; 3) the first-order longitudinal
dispersion accrued along the compressor is positive R56 > 0. As the bunch travels through
the compressor, particles with higher momentum (blue dots) follow a shorter path than
those with lower momentum (red dots). Due to the initial negative chirp h < 0, the tail of the
bunch catches up with the head while the head is pulled back towards the tail, leading to an
overall compression. The evolution of the longitudinal phase space is shown in the three
upper plots (A to C), where it can be seen that the projected energy spread is kept constant
while the bunch length is progressively reduced, which translates into a dramatic increase in
the peak current. The mathematical formulation of this process is briefly described in the
following.

It has been shown in Section 1.1.1 that the differential path length ξ of a particle with a
finite energy deviation δ 6= 0 is modulated in the presence of dispersion (cf. Eqs. 1.1.13 and
1.1.20):

ξs = ξ0 + R56δ + T566δ2 +O(δ3), (1.1.61)

where R56 and T566 are the first and second-order longitudinal dispersion, correspondingly.
The effect that this has on a bunch with a given chirp h can be evaluated by substituting
Eq. 1.1.60 into Eq. 1.1.61 and taking the second central moment of the distribution. When
retaining only terms to first order in δ, the following expressions are obtained:

ξs = (1 + R56h)ξ0 + R56δi −→ σ2
ξ,s = (1 + R56h)2σ2

ξ,0 + R2
56σ2

δ,i . (1.1.62)

The factor 1 + R56h determines the longitudinal dynamics of the system, leading to either a
compression or a stretching of the bunch. If the condition R56h = −1 is fulfilled, maximal
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Figure 1.4.: Conceptual design of a C-chicane magnetic bunch compressor. Top: shape of the longitudinal phase
space before (A) in the middle (B) and at the end (C) of the compressor. Middle: current profiles
corresponding to the locations A, B and C. Bottom: trajectory of particles with different energies
along the C-chicane. Scheme adapted from Wesch, 2012.

compression is achieved and the resulting bunch length is limited by the instrinsic uncorrel-
ated energy spread σξ,s = R56σδ,i. Otherwise, when σξ,s � R56σδ,i, the overall compression is
well approximated by the so-called compression factor:

C =
σξ,0

σξ,s
=

1
1 + R56h

. (1.1.63)

In the first acceleration stages before compression, the bunch can be long enough as to
sample a large range of RF phases and the imprinted chirp cannot be approximated by the
slope of the RF field anymore. These non-linearities have an impact on the current profile
that is detrimental to the success of both the SASE process at FELs [Dohlus, Limberg and
Emma, 2005] and the double-bunch generation in PWFA experiments with externally injected
beams (cf. Section 4.2). In order to linearise the longitudinal phase space, a higher-harmonic
RF system is typically used in combination with the one working at the fundamental RF
frequency (cf. Section 2.1).

Transverse-longitudinal coupling

For particle beams with an energy chirp in a dispersive section, the correlation between the
longitudinal coordinate and the energy translates into a transverse beam tilt in the dispersive
plane, thus leading to a transverse-longitudinal coupling. This can be clearly observed in the
schematic representation of a bunch compressor shown in Figure 1.4, in which the bunch
in the middle of the C-chicane (location B) develops a tilt in the x–s plane. In particular,
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1.1. Beam dynamics in charged-particle transport systems

assuming a perfectly linear chirp δ(ξ) = h · ξ, it can be seen that a beam with a given
first-order dispersion x(δ) = ηx · δ acquires a tilt x(ξ) = µx · ξ given by the expression:

µx = ηx · h. (1.1.64)

As will be discussed in Chapter 2, at FLASHForward this coupling is used to split the
bunch transversely in a dispersive section in order to produce the double-bunch structure
required to perform beam-driven plasma-wakefield experiments with externally injected
beams. Furthermore, the coupling allows to manipulate the first- and second-order terms of
the transverse slice centroids in order to compensate phase-space distortions originated along
the beamline due, among others, to collective effects. The technique, which was proposed
in [Guetg, Beutner et al., 2015], consists of adjusting the focusing strengths of quadrupoles
and/or sextupoles located in a dispersive section to introduce a beam tilt and/or curvature
of the same magnitude but opposite sign with respect to the observed distortions. A practical
example of that is discussed in Section 3.4.

1.1.3. Collective effects

The mathematical treatment presented in the two previous sections has only considered
external fields acting on either a single particle or a distribution of non-interacting particles.
However, there are several situations in which the interaction of the beam with itself has to
be taken into account. The fields associated to these interactions are called self-fields and the
resulting effects are referred to as collective effects. As will be seen in Chapter 3 and 4, these
effects have a large impact on the phase space of the bunch and constrain the operational
range of PWFA experiments performed at FLASHForward. Since a thorough study of these
issues is out of the scope of this thesis, only a brief description of the most relevant effects is
provided in the following.

Transverse space charge. Space-charge forces arise from the Coulomb field of the charge
distribution that is seen by the beam itself. In the transverse plane, a relativistic particle
travelling in the z direction not only experiences an electric field Er but also an additional
azimuthal magnetic field Bφ = (βrel/c)Er that contributes to the Lorentz force as a focusing
term. The resulting effect can be expressed in cylindrical coordinates as [Ferrario, Migliorati
and Palumbo, 2014]:

FSC
r = q(Er + vz ×Bφ) = q(1− β2

rel)Er =
qEr

γ2
rel

. (1.1.65)

Due to the factor 1/γ2
rel , at low energies the repulsive force can lead to a radial blowup

of the beam and it is therefore convenient to compensate for it with radially symmetric
focusing fields as those produced by a solenoid (cf. Section 2.1 and 4.1). At higher energies,
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in contrast, the focusing magnetic field completely compensates the electric repulsion and
transverse-space-charge effects are negligible.

Longitudinal space charge. Longitudinal-space-charge (LSC) forces result from local
density variations and lead to longitudinal-phase-space distortions that can deteriorate the
beam quality. An expression that captures the main features of these effects is obtained by
considering a uniform transverse charge distribution with radius a and an arbitrary non-
uniform longitudinal density λ(ξ), travelling through a pipe of radius b [Ferrario, Migliorati
and Palumbo, 2014]:

FSC
ξ (r, ξ) =

q
4πε0

1
γ2

rel

[
1− r2

a2 + 2 ln
b
a

]
∂λ(ξ)

∂ξ
. (1.1.66)

On the one hand, similarly to the case of transverse space charge, the dependence on the
beam energy behaves as 1/γ2

rel—i.e., low-energy beams are strongly affected by these forces.
On the other hand, the charge-density gradient determines the sign of the force, so that
particles found in regions with a positive (negative) gradient experience an energy gain
(loss). Initial charge density fluctuations can be driven, among others, by laser-intensity
modulations at the photo-cathode and translate into energy changes through LSC forces. The
resulting energy-correlated charge-density modulations are subsequently amplified when the
bunch travels through a magnetic chicane, leading to the so-called microbunching instabilities
[Saldin, Schneidmiller and Yurkov, 2004].

Coherent synchrotron radiation. Synchrotron radiation is emitted when the trajectory
of a particle is bent, which in an accelerator beamline typically occurs in dipole magnets. If
the bunch length is much shorter than the radiation wavelength, the radiated fields of each
single electron are in phase and interfere fully coherently. Therefore, the radiation becomes
fully coherent and the total radiated power Pf increses by a factor N (the number of particles)
compared with the incoherent case Pin [Dohlus, Limberg and Emma, 2005]:

Pf = NPin = N2 e2c
6πε0

γ4
rel
ρ

, (1.1.67)

where ρ is the bending radius of the dipole magnet. On account of the large number of
electrons typically contained in a bunch (N ≈ O(109)), the coherent radiation is several
orders of magnitude larger than the incoherent one. For small bending radii the radiation
emitted from the tail can overtake the bunch and interact with the head, because the
electromagnetic field travels on a shorter straight path [Dohlus and Limberg, 1997]. Since
the radiated power can vary along the bunch—depending, for instance, on the current
profile—particles at different longitudinal positions can experience a different energy gain
(or loss). CSR effects can also result in an increase of both the slice energy spread and the
slice transverse rms emittance, as well as to transverse centroid offsets along the bunch
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that translate into an increase of the projected emittance. The impact that these distortions
have on the electron beams used for PWFA experiments at FLASHForward is discussed in
Chapter 4.

1.2. Methods for measuring the transverse emittance

In this section a general mathematical procedure based on the least-squares method is
presented, that allows to retrieve the 2D transverse rms emittances in x and y from a set of
beam size measurements [Minty and Zimmermann, 2003; Loehl, 2005]. After that, several
experimental realisations of the method are described, each of them adjusting to particular
boundary conditions.

For the rest of the section the following assumptions apply:

1. The particles are relativistic βrel ≈ 1.
2. The nominal momentum p0 is known beforehand.
3. No couplings between x and y exist.
4. The dispersion is zero along the beamline section used in the measurement

Dx = 0 and D′x = 0.
5. Chromatic aberrations are negligible.

These conditions imply that the relation between the covariance matrix and the Courant-
Snyder parameters is well defined and fulfils Equation 1.1.52. The discussion is restricted to
the x–x′ plane to ease the notation, but is also valid for the y–y′ plane.

1.2.1. General approach

Given an initial beam distribution at a fixed location s0—henceforth referred to as reference
plane—and a set of n different transfer matrices R(i) (i = 1, ..., n), the beam size resulting
from all transformations can be calculated by means of the usual beam-matrix-transport
equation Σ = R · Σ0 · RT according to the following expression:
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where o contains the initial beam matrix elements, A the elements of the transfer matrices,
and B the squared beam sizes of the n measurements. Since the beam matrix is defined by
three unknowns, at least three beam size measurements (n = 3) are required to reconstruct
the trace space. Typically, however, a larger number of measurements is preferred in order to
be less sensitive to experimental errors.

The matrices R(i) in Eq. 1.2.1 represent the beam transport along either 1) a fixed section
between the reference plane s0 and the location s of a single screen with different transfer-
optics settings, or 2) multiple sections between s0 and si (where si are the locations of several
screen stations) with fixed quadrupole settings. For optimal accuracy, the difference between
the betatron phase-advance associated to consecutive transfer matrices should be ∆ψ ≈ π/n.
This can be understood if the measurement is thought of as a kind of a tomography in which
a 2D object is reconstructed from 1D projections into one axis obtained by “rotating” the
object in phase space. Therefore: 1) a reflection respect the projection axis is redundant, so
that only a rotation by 180° is required; 2) the information contained in the phase-space
reconstruction is maximised when the projections differ from each other by the largest
amount.

The problem of determining the elements of the beam matrix o in Eq. 1.2.1 can be
generally solved with the linear-least-squares method by minimising the function:

χ2 =
n

∑
l=1

1
σ2

l

[
Bl −

3

∑
i=1

Alioi

]2

=
n

∑
l=1

[
bl −

3

∑
i=1

alioi

]2

, (1.2.2)

where σl is the error associated to the squared beam size 〈x2
(l)〉 and the weighted parameters

have been introduced:

bl =
Bl

σl
and ali =

Ali

σl
. (1.2.3)

The estimation of the beam matrix parameters o and its covariance matrix Σo can be
shown to be [Minty and Zimmermann, 2003; Loehl, 2005]:

o =
(

aTa
)−1

aTb and Σo =
(

aTa
)−1

, (1.2.4)

from which the geometric transverse rms emittance and the Courant-Snyder parameters at
the location s0 are directly obtained:
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εx,rms =
√

o1o3 − o2
2 (1.2.5a)

βx,0 =
o1

εx,rms
(1.2.5b)

αx,0 = − o2

εx,rms
(1.2.5c)

Each of the Equations 1.2.5 is a function of the beam-matrix parameters f = f (o1, o2, o3)

and its associated error is:

σ2
f = (∇o f )T Σo (∇o f ), (1.2.6)

where ∇o f is the vector formed by the partial derivatives ∇o f =

(
∂ f
∂o1

,
∂ f
∂o2

,
∂ f
∂o3

)T

.

1.2.2. Experimental realisation

In this section, four different experimental realisations of the general method described
above are discussed—each of them adjusting to particular boundary conditions—which in
one way or another are relevant to the work presented in this thesis. Additionally, a novel
method developed at FLASHForward referred to as 2-BPM-tomography is introduced, which,
even if it does not provide information about the beam emittance, it allows to characterise
the beam parameters with a dramatic improvement of time economy compared with the
other methods.

Multiple-screen method. In the multiple-screen method the beam size is measured at
several screen stations located downstream of the reference plane and the lattice optic is fixed
to fulfil the measurement constraints. As an example, the DBC2 section located after the
second bunch compressor at FLASH (cf. Section 2.1) is considered in the following, which is
shown in Figure 1.5. In this case, four screens (A to D) are separated by three FODO cells
that, according to the design optic, achieve a periodic evolution of the beta function and a
progressive increase of the phase advance of about 45° (π/4) per cell. This is accomplished
for x and y simultaneously, which allows to retrieve the emittance in both planes from the
same measurement. Between the reference plane and the first screen (A) six quadrupoles
are available to match the beam to the design optic. Due to the low number of available
screens, the accuracy of the reconstructed parameters is severely compromised when the
beam is mismatched, and several measurement-matching iterations are typically required to
progressively reduce the errors until Bmag ≈ 1.
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1. Fundamental concepts

Figure 1.5.: Design lattice optics of multiple-screen emittance measurements at DBC2 (FLASH). Top: phase
advance. Bottom: beta functions. The reference plane is located at the top-left, whereas the screens
are installed at locations A, B, C and D.

Single-quadrupole scan. The simplest realisation of an emittance measurement is
achieved by scanning the strength of a single quadrupole located upstream of a screen
monitor. In this case the transfer matrix of the system is the product of a quadrupole Q and
a drift D matrix:

Rx = Dx ·Qx =

(
1 l
0 1

)
·
(

1 0
k1 1

)
=

(
k1l + 1 l

k1 1

)
, (1.2.7)

where the thin-lens approximation has been used for the quadrupole (cf. Appendix A). After
transport of the beam matrix Σscr

x = Rx · Σ0
x · RT

x , the beam size at the screen is:

Σscr
11 =

(
Σ0

11 + 2Σ0
12l + Σ0

22l2) + 2
(
Σ0

11l + Σ0
12l2) · k1 + Σ0

11l2 · k2
1, (1.2.8)

which is a quadratic function of k1. Therefore, the retrieval of the beam matrix is reduced
to fitting a parabola to the squared beam size for an appropriate range of quadrupole
strengths—which requires the beam size to go through a waist in order to optimise the
resolution. Since the quadrupole field is focusing in one plane and defocusing in the other, it
is generally not possible to scan x and y simultaneously. Nevertheless, this can be achieved if
the lattice geometry and the lattice optic fulfil particular boundary conditions, which enable
the so-called symmetric single-quadrupole scan [Prat, 2014].
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1.2. Methods for measuring the transverse emittance

Multiple-quadrupole scan. In case several constraints have to be fulfilled during the
measurement, a single quadrupole does not provide enough degrees of freedom and the
use of multiple quadrupoles is required. This situation is encountered, for instance, when
the beam size at the screen has to be kept inside a given range of values to adjust to
the operational requirements of the optical system. In these circumstances, at least four
quadrupoles are required in order to measure the emittance in x and y simultaneously—i.e.,
four variables (quadrupoles) for each of the four constraints imposed: σx, σy, ψx and ψy.
Slice-emittance measurements constitute another multiple-constrain problem, in which the
beam size is kept at fixed values in both planes while the phase advance is scanned over
180° in only one of them. An example of the latter is discussed in Section 3.4.

Object-plane scan. In the previous three methods, a fixed reference plane exists at
which the beam parameters are reconstructed. The approach followed with the object-plane
scan, instead, is to set the reference plane at different positions si along a natural beam waist
and image the beam-size evolution by setting the imaging system to first-order point-to-point
imaging with a given magnification power. In this way, the reference plane becomes the
object plane and the imaging screen the imaging plane. First-order point-to-point imaging is
achieved when the transport matrix fulfills the condition [Brown, 1982]:

Rx(sscr, si) =

(
R11 0

R21 R22

)
, (1.2.9)

where R11 corresponds to the magnification of the system. That being the case, the beam
size at the imaging plane—i.e., at the screen—is simply Σscr

11 = R2
11Σsi

11 (cf. Equation 1.1.40).
Since multiple constraints need to be fulfilled simultaneously—viz. point-to-point imaging
condition and magnification power—this technique constitutes a particular type of multiple-
quadrupole scan. When the beam is strongly focused at a fixed location—as is the case
at the interaction point in beam-driven plasma-wakefield-acceleration experiments—the
phase advance rapidly accrues values close to 180 deg, which is required to achieve enough
accuracy in the measurement. For a beta function at the waist of β = 10 mm, for instance,
the phase advance accures ∆ψ = 170 deg in a range of ∆s ≈ 23 cm around the waist. In
general, the relation between the longitudinal extent ∆s covered by the beam along a given
phase advance ∆ψ around the waist can be expressed as ∆s = 2β tan (∆ψ/2), where β is the
beta function at the waist.

Alternatively to the linear-least-squares method, the data can be evaluated by considering
that, according the transport equation Σ = R · Σ0 · RT, the beam size in a drift evolves as:

Σ11(si) = Σ0
11 + 2Σ0

12 · si + Σ0
22 · s2

i , (1.2.10)

where si are the different object-plane locations around the waist. On the other hand,
according to the point-to-point imaging condition, the beam size at the screen is related
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to the beam size at the location of the object plane by the expression Σscr
11 = Σ11(si) · R(i)

11

2
.

Similar to the case of a single-quadrupole scan, the beam matrix can be retrieved by fitting
Eq. 1.2.10 to a parabola, from which the waist location sw and the beam size at the waist σw

are directly obtained:

sw = −
Σ0

12

Σ0
22

and σw =

√√√√Σ0
11 −

(
Σ0

12

)2

Σ0
22

. (1.2.11)

This method is of special interest in final-focusing sections because it provides direct inform-
ation about the waist size and location. Multiple examples of that can be found in Chapters
4 and 5.

2-BPM-tomography. In PWFA experiments, matching the beam parameters at the
entrance of the plasma cell requires a high degree of accuracy and several emittance meas-
urements followed by matching iterations are typically needed until the target values are
achieved. Since changing the current of a magnet is a relatively slow operation, the quadru-
pole scans discussed so far turn the matching routines into a time-consuming process. To
overcome this problem, a novel method has been devised at FLASHForward that allows to
match small β functions using centroid jitter and two beam position monitors (BPM) located
upstream and downstream of the waist [Lindstrøm, D’Arcy et al., 2020]. Since this method
is non-invasive, the online assessment of the beam parameters is enabled, which leads to a
dramatic speed-up of the matching routines.

Similarly to any particle distribution, the beam-centroid jitter occupies a finite area in
trace-space x–x′ that can be used to define jitter-related Courant-Snyder parameters. The
central assumption underpinning this technique is that the Courant-Snyder parameters of
the jitter are similar to those of the beam. This is expected to be the case in long FODO-
like transmission lines, in which different sources of jitter—e.g. magnets and accelerating
cavities—are distributed accross a range of phase advances and none of them dominates
exceedingly over the others. In that case, the jitter-phase-space ellipse gradually expands
while it rotates to acquire a shape similar to the beam-phase-space ellipse. Even if they do
not coincide exactly along the whole beamline, their evolution will be particularly similar
in regions where the beam is strongly focused, which is the relevant observation for the
application described here. It should be noted that this technique is not suitable for measuring
the beam emittance, but this is also not required for matching.

Considering that the two BPMs are only separated by a drift4, the jitter trace space is
simply given by the centroids x and the slopes x′:

4The measurement can also be generalized to nonballistic orbits (i.e., with magnets between the BPMs), as is
relevant to, for instance, plasma accelerators with strong permanent quadrupoles close to the plasma entrance
[Lindstrøm, D’Arcy et al., 2020].
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x′ =
x2 − x1

∆s
, (1.2.12)

where x1 and x2 are the centroid coordinates at the upstream and downstream BPM corres-
pondingly, and ∆s is the distance between the two. By means of the covariance matrix in
trace space Σ

jitter
x = Cov(x, x′) the evolution of the associated Courant-Snyder parameters

can be described exactly as in Eq. 1.2.10, from which the waist location and the β function at
the waist are directly obtained (cf. Eqs. 1.2.11). Experimental applications of this technique
are discussed in Section 4.2.3.

1.3. Longitudinal diagnostics of electron bunches

In the context of this thesis, longitudinal diagnostics is referred to diagnostic devices that
are able to resolve the longitudinal structure of an electron bunch—such as its current
profile—rather than those that only aim to inform on its first moments. During the last
two decades, one of the main drivers of technological development for the longitudinal
diagnostic of electron bunches has been the advent and rapid progress of compact XUV
and X-ray free-electron lasers (FELs), which are currently able to produce electron beams
with lengths of only few femtoseconds and even below [Ganter et al., 2019]. Indeed, it is the
availability of such sources of short, high-quality electron bunches that has opened the door
to electron-beam-driven PWFA experiments (cf. Section 1.4.4). Therefore, to a large extent,
longitudinal-diagnostic devices already available at FEL facilities are per se well suited to
the requirements of PWFA experiments.

Electro-optical sampling (EOS) makes use of the birefringence of an electro-optical
crystal to sample the Coulomb field of relativistic electron bunches and is able to retrieve
the current profile noninvasively with femtosecond time resolution in a single-shot basis
at a repetition rate of ∼ 1 kHz [Steffen et al., 2009]. Alternatively, the Coulomb field of the
bunch can be exploited to trigger the emission of coherent radiation, the spectrum of which
contains information about the current profile of the bunch [Lai, Happek and Sievers, 1994].
Different realisations of this frequency-domain technique are possible depending on the type
of radiation utilised, including: coherent diffraction radiation (CDR) [Lockmann et al., 2020],
coherent transition radiation (CTR) [Wesch et al., 2011; B. Schmidt et al., 2020], Smith-Purcell
radiation [Andrews et al., 2014], synchrotron radiation (CSR) and others [Andonian et al.,
2009; Curcio et al., 2020]. However, even if the different types of diagnostics mentioned so far
are able to achieve time resolutions on the femtosecond scale, they only provide information
about the current profile of the bunch. Transverse-deflection structures (TDS), in contrast,
overcome this limitation and enable the retrieval of the sliced beam parameters.

The TDS imprints the longitudinal information of the bunch into a tranverse coordinate
by means of time-varying transverse fields excited in a dedicated RF structure. Through an
appropiate transport of the beam to a screen station located downstream of the device, its
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current profile together with its sliced transverse dimension in either x or y can be directly
measured. Additionally, this technique can be combined with conventional phase-space
manipulations to retrieve further beam parameters as a function of time: by scanning the
phase advance in a multi-shot measurement, the slice emittance in the plane perpendicular
to the transverse deflection can be retrieved; in combination with a dispersive section the
longitudinal phase space of the bunch becomes accessible in a single-shot basis.

Transverse-deflection structures were invented in the 60s in the context of particle-
physics research [Altenmueller, Larsen and Loew, 1964] and gained popularity at accelerator-
based light sources in the 2000s [Emma, Frisch and Krejcik, 2000]. Since then, they have
been regularly used at FELs to diagnose the longitudinal-phase-space of electron bunches
[Alesini et al., 2006; Röhrs et al., 2009; Craievich, Ischebeck et al., 2013] and technological
developments have allowed to extend their operation to the X-band RF frequency range [Ding
et al., 2011; Krejcik et al., 2013; Dolgashev et al., 2014], leading to a compact hardware design
and an improvement of the time resolution down to the few-femtosecond level [Behrens,
F.-J. Decker et al., 2014]. In the following, the principles of operation and the diagnostics
capabilities common to all transverse-deflection structures are described.

1.3.1. Principles of operation of a TDS

Panofsky-Wenzel theorem

According to the Lorenz equation F = e(E + v × B), in order to imprint a transverse
momentum to the particles, the RF structure must contain either transverse electric fields,
transverse magnetic fields or both of them, that are perpendicular to the direction of the beam
propagation. An analysis of the resonant modes present in a circular cylindrical cavity—
which is referred to as pillbox cavity—helps to understand which are the fundamental
electromagnetic field configurations that can be used to this end.

In a pillbox cavity, there exist two types of azimuthally symmetric solutions for the 3D
electric- and magnetic-field components: transverse magnetic modes5 TMmnp with Bz = 0,
and transverse electric modes TEmnp with Ez = 0 [Wangler, 2008]. From the analytical
expressions of the TM and TE modes it can be seen that: 1) only the dipole modes with
m = 1 have nonzero transverse fields at r = 0, and 2) most of these modes have both
electric- and magnetic-field components in the tranverse plane. The question whether these
fields add constructively or cancel out each other is answered by the Panosfky-Wenzel
theorem [Panofsky and Wenzel, 1956], which provides a general expression for the transverse
momentum gained by a bunch of relativistic particles passing through a cavity parallel to its
axis excited either in a TM or a TE mode:

5The subscript m (m = 0, 1, 2, ...) is the number of full period variations in θ of the field components; the
subscript n (n = 1, 2, 3, ...) is the number of zeros of the axial field component in the radial direction; and the
subscript p (p = 0, 1, 2, ...) is the number of half period varitions in z of the fields [Wangler, 2008].
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∆p⊥ =
je

ωRF

∫ d

0
∇⊥Ezdz, (1.3.1)

where ωRF is the angular frequency of the field, and d is the length of the cavity. This
expression has two important consequences. Firstly, it excludes TE modes from being used
to deflect the particles, since they fulfil the constraint Ez = 0. In the case of a TE mode, what
actually happens is that the deflecting impulse of the magnetic field always cancels out that
of the electric field, whereas in a TM mode the effect of the first multiplies that of the latter.
Therefore only TM modes are appropriate to achieve transverse deflection. In second place,
the requirement ∇⊥Ez 6= 0 implies the existence of a transverse gradient of the longitudinal
field that induces an energy spread for beams with finite beam size—i.e., there is a trade-off
for being able to deflect the particles. The fundamental mode typically used in a TDS shares
key properties with the first transverse mangetic dipole mode TM110 of a pillbox cavity,
which is schematically depicted in Figure 1.6.

Figure 1.6.: Electric and magnetic fields of the TM110 mode in a pillox cavity. Figure reproduced from Röhrs,
2008.

Disk-loaded waveguide structures

In order to accrue a sufficiently large transverse momentum, a series of pillbox cavities
coupled through radial apertures need to be arranged in a periodic structure. There are two
ways in which such a structure can be conceived: 1) as a periodic array of coupled resonant
cavities containing a standing wave (SW), or 2) as a waveguide loaded with a periodic
arrangement of disks that reduce the phase velocity of a travelling wave (TW)—which in a
uniform waveguide is always larger than the speed of light [Wangler, 2008]. A SW is obtained
by simply closing both ends of the structure, whereas for TW operation the power is coupled
at one of the outermost cells and is dumped into an RF load at the other one after travelling
through the structure. One of the main differences between the two types of structures is
the time required for the RF field to reach the steady state, which is referred to as filling
time t f . For a TW the filling time equals the structure length devided by the group velocity
t f = L/vg and is much faster than for a SW, which requires the field to slowly build up as
the waves are reflected at the end-walls. Therefore, for short relativistic electron bunches as
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those of interest in this thesis, TW structures are much more power efficient, since they can
be operated with very short RF pulses and reach much higher peak fields compared to SW
structures [Gerigk, 2012].

Hybrid modes

On account of the Floquet theorem and the boundary conditions imposed on a periodic
structure, the propagating-wave solution can be expanded in a Fourier series in terms of
the so-called space harmonics, each with its wavenumber kn = k0 + 2πn/d, where d is the
length of a single cell [Wangler, 2008]. For a given RF frequency ωRF, the phase velocity of the
fundamental wave β0 = ωRF/ck0—which has the largest Fourier amplitude and is therefore
the mode at which the structure is most often operated—is determined by the cell geometry,
which is designed to fulfil the synchronocity condition and optimise the performance of the
structure (cf. Section 3.1). The fundamental space harmonic in a TDS is a linear combination
of the TM11 and TE11 modes and is referred to as hybrid mode HEM [Hahn, 1963; Paramonov,
2013]

Beam dynamics within a TDS

From the electromagnetic fields in a TDS excited in the fundamental HEM mode, it can be
shown that the Lorentz force in cartesian coordinates experienced by a particle with charge e
amid its passage through the device is [Altenmueller, Larsen and Loew, 1964]:

Fx = 0, (1.3.2a)

Fy = eE0sin(φRF + kRFξ), (1.3.2b)

Fz = eE0cos(φRF + kRFξ)kRFy, (1.3.2c)

where E0 is the amplitude of a travelling wave E = E0ei(kRFξ−ωRFt), ωRF and kRF are the angular
frequency and the wavenumber correspondingly (with ωRF/kRF = c), and φRF is the RF
phase at the bunch center (ξ = 0) relative to the zero crossing of the field. For practical RF
frequencies6 and typical bunch lengths on the order of ∼ 100 fs, the relation holds ξ � λRF,
which justifies to approximate the Lorenz force by a Taylor series expansion around kRFξ ≈ 0.
By doing so, after integration from the start of the TDS to a location s inside the structure
and assuming that the total momentum p0 remains constant, the following expression for
the accrued vertical kick is obtained:

6For the PolariX-TDS, for instance, with a frequency around 12 GHz and a wavelength of λRF ≈ 25 mm,
even long bunches of σξ ≈ 1 ps (0.3 mm) only see a small fraction of the field σξ /λRF ≈ 1 %.
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y′(s) = y′0 +
∫ py(s)

0

dpy

p0
= y′0 +

∫ s

0

1
p0

Fy
ds
c

= y′0 +
Fy

p0c
s

≈ y′0 +
eE0 (kRFξ cos φRF + sin φRF)

p0c
s. (1.3.3)

As devised for applications in longitudinal beam diagnostics [Emma, Frisch and Krejcik,
2000], the TDS is operated at the zero crossings of the field—i.e., φRF being either 0 or π—so
that the deflection is linearly dependent on the longitudinal particle coordinate ξ. After
integration over the whole TDS length L, equation 1.3.3 becomes:

y′s=L = y′0 +
eE0LkRF

p0c
ξ , (1.3.4)

from which the total displacement, y(s) = y0 +
∫ L

0 y′(s)ds, can also be derived:

ys=L = y0 + y′0L +
eE0L2kRF

2p0c
ξ (1.3.5)

Regarding the longitudinal force Fz, a particle travelling off-axis (y 6= 0) will experience
a change in momentum that can be shown to be:

c∆pz =
∫ L

0
Fzds ≈ eE0 (cos φRF − kRFξ sin φRF) kRF

∫ L

0
y(s)ds

= eE0kRF

(
Ly0 +

L2

2
y′0 +

eE0L3kRF

6p0c
ξ

) (1.3.6)

On the other hand, the transverse deflecting force also imparts a change in momentum,
which can be expressed as:

c∆py = Fyys=L ≈ eE0 (sin φRF + kRFξ cos φRF) ys=L

= eE0kRF

(
y0ξ + Ly′0ξ +

eE0L2kRF

2p0c
ξ2
) (1.3.7)

By comparing Equations 1.3.7 and 1.3.6 it can be seen that:

∆py

∆pz
≈ ξ

L
� 1, (1.3.8)

where in the last inequalty it has been considered that typically ξ is on the order of
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O(100 µm), whereas L ≈ 1 m. Therefore, to a very good approximation, the change in
longitudinal momentum dominates the overall change of the particle momentum, so that
c∆p ≈ c∆pz. With this assumption, and introducing the usual definition δ = (p− p0)/p0,
the equations that describe the dynamics of a charged particle through a TDS are obtained:

ys=L = y0 + Ly′0 +
KL
2

ξ (1.3.9a)

y′s=L = y′0 +Kξ (1.3.9b)

δs=L = δ0 +Ky0 +
KL
2

y′0 +
K2L

6
ξ, (1.3.9c)

where the integrated kick:
K =

eV0kRF

p0c
(1.3.10)

and the integrated voltage:
V0 = E0L, (1.3.11)

have been introduced. Equations 1.3.9 allow to construct the transport matrix for the TDS. In
particular, for a streaking field in the vertical direction:

MTDS =



1 L 0 0 0 0
0 1 0 0 0 0
0 0 1 L KL

2 0
0 0 0 1 K 0
0 0 0 0 1 0
0 0 K KL

2
K2L

6 1


. (1.3.12)

An approximation for L→ 0 yields the simplified transfer matrix:

Mthin
TDS =



1 0 0 0 0 0
0 1 0 0 0 0
0 0 1 0 0 0
0 0 0 1 K 0
0 0 0 0 1 0
0 0 K 0 0 1


, (1.3.13)

which is referred to as thin-TDS matrix. The conditions in which the thin-TDS approximation
is valid depend on the transport of the beam downstream of the TDS and will become clear
in the next section, once the longitudinal resolution is defined.
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1.3.2. Diagnostics capabilities of a TDS

Bunch length and longitudinal resolution

The transport of the beam matrix Σ (cf. Section 1.1.2) from the TDS to a screen—or to
a position s downstream of the TDS in general—is described by the expression (cf. Eq.
1.1.40):

Σs = (RTDS→s ·MTDS) · Σ0 · (RTDS→s ·MTDS)
T (1.3.14)

where Σ0 is the beam matrix at the TDS entrance, MTDS is the TDS matrix (cf. Equation
1.3.12), and RTDS→s is the transfer matrix from the TDS exit downstream to the screen,
whose elements will be represented simply as R11, R12, ... , R66. In the following, the thin
TDS approximation is used.

According to Equation 1.3.14, for a particle distribution without couplings in the plane
y–ξ, the beam size measured at the screen can be expressed as:

〈y2
s 〉 = R2

33〈y2
0〉+ 2R33R34〈y0y′0〉+ R2

34〈y′20 〉︸ ︷︷ ︸
〈y2

s,β〉 = σ2
y,β

+ K2R2
34︸ ︷︷ ︸

KR34 = S

〈ξ2
0〉 (1.3.15a)

σ2
y,s = σ2

y,β + S2σ2
ξ , (1.3.15b)

where the brace gathers the terms corresponding to the natural beam size due to the betatron
motion of the particles σy,β, and the new shear parameter S = KR34 has been introduced.
Equations 1.3.15 show that the total beam size at the screen σy,s is the convolution of the
streaked beam size Sσξ with the natural beam size σy,β. Therefore, in order to resolve the
longitudinal structure of the beam at the screen, the streaked beam size has to dominate
over the natural one. Rearranging terms in Equation 1.3.15b, this can be reformulated in the
following way:

σy,s = S

√(
σy,β

S

)2

+ σ2
ξ = S

√
R2

ξ + σ2
ξ (1.3.16)

where the longitudinal resolution has been defined:

Rξ :=
σs,β

|S| . (1.3.17)

Since the shear parameter is proportional to the frequency of the RF field S = R34K ∝ fRF
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1. Fundamental concepts

(cf. Eq. 1.3.10), the time resolution depends on the frequency as Rξ ∝ f−1
RF . Therefore,

compared to the S-band RF frequency range (∼ 3 GHz), the resolution of an X-band TDS is
improved by a factor of 4, leading to a reduction of the required length of the structure.

Lattice optic for optimal longitudinal resolution

If the matrix element R34 contained in the shear parameter S = KR34 is expressed in terms
of the Courant-Snyder parameters (cf. Eq. 1.1.31), the longitudinal resolution can be shown
to be:

Rξ :=
σy,β

|S| =

√
βy(s)εy

|K|
√

βy(s)βy(s0)|sin ∆ψy(s, s0)|
=

1
|K|

√
εy

βy(s0)

1
|sin ∆ψy(s, s0)|

, (1.3.18)

where εy is the geometric emittance of the beam, βy(s0) the beta function at the location
of the TDS, and ∆ψy(s, s0) = ψy(s)− ψy(s0) the phase advance from the TDS to the screen.
Equation 1.3.18 indicates that to maximise the resolution, the phase advance should be close
to ∆ψy(s, s0) ≈ 90 deg and the beta function at the TDS βy(s0) should be as large as possible.
The maximum achievable integrated kick K is given by the technical specifications of the RF
system, and the emittance εy by the quality of the beam delivered. The beta function at the
screen βy(s) does not influence the longitudinal resolution and can be set according to the
technical specifications of the diagnostic: the lower bound is given by the resolution of the
optical system and the upper bound by its field-of-view. In the end, in most of the cases the
condition βy(s)� βy(s0) is fulfilled, which can be used to better understand the nature of
an optimal TDS lattice optic, as discussed in the following.

The transfer matrix elements relevant to the beam size at the screen are R33 and R34,
which for a phase advance of ∆ψy(s, s0) ≈ 90 deg are simplified to the expressions:

R33 =

√
βy(s)
βy(s0)

αy(s0) , and R34 =
√

βy(s)βy(s0), (1.3.19)

where αy(s0) is the alpha function at the location of the TDS. From the discussion about
the beta function at the screen, it derives that generally βy(s)/βy(s0)� 1. Additionally, at
the location of the TDS, an alpha function close to zero αy(s0) ≈ 0 is tipically chosen to
avoid changes in beam size along the device. These two conditions guarantee that to a good
approximation R33 ≈ 0 and hence the resulting matrix is that of a first-order parallel-to-point
imaging system in the vertical plane [Brown, 1982]:

Ry =

(
0 R34

R43 R44

)
, (1.3.20)
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1.3. Longitudinal diagnostics of electron bunches

in which information about the original transverse location of the particles is removed and
only their kicks are imaged with a magnification of R34. This is consistent with the discussion
about the beam dynamics within a TDS, where it has been shown that the bunch length
information is carried by the ξ-dependent kick y′ imprinted by the TDS.

Calibration of the shear parameter

The transport of a particle vector X from the TDS to the screen is described by the expression
Xs = RTDS→s ·MTDS · X0. According to that, when considering a particle beam, the centroid
in the streaking direction measured at the screen is obtained:

〈ys〉 = R33〈y0〉+ R34〈y′0〉︸ ︷︷ ︸
〈ys,β〉

+S〈ξ0〉, (1.3.21)

where the brace gathers the terms corresponding to the natural betatron motion of the
transverse centroids 〈ys,β〉, and 〈ξ0〉 is the longitudinal location of the beam centroid relative
to the zero crossing of the streaking field. For small displacements around the zero crossing
much smaller than the RF wavelength ∆ξ � λRF, the RF phase varies linearly with the
longitudinal coordinate ∆ξ ≈ ∆φRF/kRF, and the beam centroid measured at the screen can
be expressed as:

〈ys〉 = 〈ys,β〉+
S

kRF

· φRF. (1.3.22)

The shear parameter S is calculated by performing measurements of the beam centroid
at different RF phases around the zero crossing and applying a linear regression to the
data according to Eq. 1.3.22. Once the shear parameter has been calibrated, the longitudinal
resolution Rξ is obtained by measuring the natural (unstreaked) beamsize of the bunch at
the screen σs,β and using Equation 1.3.17.

Current profile and two-point-tomography

Considering a particle beam, the transport of its slice centroids from the TDS to the screen is
obtained by means of the usual particle-transport equation Xs = RTDS→s ·MTDS · X0 and
taking the first moments of thin slices in ξ:

〈ys〉ξ = 〈ys,β〉ξ + Sξ, (1.3.23)

where the subscript ξ identifies the slice at a particular longitudinal coordinate of the
beam and 〈ys,β〉ξ corresponds to the betatron-motion term containing the beam correlations.
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Assuming that the longitudinal resolution achieved with the TDS is large enough that the
minimum resolvable slice is practically infinitessimal compared to the total length of the
bunch, the beam can be considered to be a single filament in phase space with an associated
1D charge-density distribution varying along the longitudinal coordinate λ(ξ). In that case,
Eq. 1.3.23 can be expressed as a mapping function µ from the longitudinal beam coordinate
ξ to the screen coordinate y:

µ : ξ 7→ y(ξ) = yβ(ξ) + Sξ, (1.3.24)

where the subscript s has been dropped, since y always refers to the screen—whereas ξ

always refers to the longitudinal coordinate of the beam at the TDS. If the beam does
not contain correlations in the ξ–y and ξ–y′ planes, the betatron motion term equals zero
yβ(ξ) = 0 and the vertical bunch coordinate at the screen can be simply mapped back to the
longitudinal coordinate of the beam ξ(y) = y/S. Thus, the original charge density λ(ξ) is
directly related to the projected charge density measured at the screen λy(y) by means of
the expression:

λy(y) =
∫

λ(ξ) δ(y− Sξ) dξ =
λ(ξ(y))
|S| −→ λ(ξ) = λy(y(ξ))|S|, (1.3.25)

where δ(y− Sξ) is the δ-function evaluated at y = Sξ and the generalised scaling property7

of the δ-function has been used in the integration.

In general, however, since the beam does exhibit correlations in both planes y–ξ and y′–ξ,
the mapping from the TDS to the screen µ(ξ) (cf. Eq. 1.3.24) becomes a complicated function
of ξ modulated by the unknown term yβ(ξ) and the measured current profile cannot be
simply mapped back to the real one. Moreover, this function will affect each zero crossing
differently, because the sign of the streak S is inverted when the RF phase is shifted 180 deg,
whereas the betatron-motion term does not change.

By combining the measurements performed at the two zero crossings, the distortions
associated to the bunch correlations yβ(ξ) can be compensated and the real longitudinal
current profile can be reconstructed. Inspired by similar problems encountered in the
longitudinal-phase-space reconstruction based on the RF zero-phasing technique [Bane, 1990;
Huang et al., 2010], this method was proposed by Paul Emma in [Emma, Frisch and Krejcik,
2000] and was first privately noted down in detail by Henrik Loos in [Loos, n.d.]. The
method, commonly referred to as two-phase averaging or two-point-tomography, is illustrated in
Figure 1.7 and is described in the following.

7The generalised scaling property of the δ-function in integral form states that:∫ ∞

−∞
f (x) δ(g(x)) dx =

f (x0)

|g′(x0)|
, (1.3.26)

where x0 are the zeros of g(x)—i.e., x0 is the inverse function of g(x).
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1.3. Longitudinal diagnostics of electron bunches

Figure 1.7.: Schematic representation of the two-point-tomography technique. A) original (longitudinal) charge
density distribution. B) intrinsic bunch correlations yβ(ξ) (grey line) and mapping functions µ±(ξ)
for positive (blue line) and negative (orange line) shear parameters. C) resulting charge density
distributions projected at the screen λ±(y). D) cumulative charge fractions as a function of the screen
coordinate q±(y).

The original charge density λ(ξ) is shown in Fig. 1.7A and the bunch-correlation term
yβ(ξ) is represented by the grey line in Fig. 1.7B. Depending on the sign of the streak—i.e.,
on the zero crossing—two different mapping functions µ are obtained (blue and orange lines
in Figure 1.7B):

µ±(ξ) = yβ(ξ) + S±ξ, (1.3.27)

which produce two different charge-density functions at the screen (Figure 1.7 C):

λ±(y) =
∫

λ(ξ) δ(y− µ±(ξ)) dξ, (1.3.28)

where δ(y − µ±(ξ)) is the δ-function evaluated at y = µ±(ξ). For given charge-density
functions at the screen λ±, their cumulative charge fractions are defined as:

q+(y) =
∫ y

−∞
λ+(y′)dy′ (1.3.29a)

q−(y) =
∫ ∞

y
λ−(y′)dy′, (1.3.29b)
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where the different integration limits reflect the fact that the two zero crossings result in
inverted mappings from ξ to y—i.e., the particles need to be summed up starting from the
same end of the bunch. This is shown in Figure 1.7D, where the functions q±(y) evaluated
at y± correspond to the shaded areas below the functions λ±(y) in Fig. 1.7 C.

There are two fundamental conditions for the applicability of the reconstruction method:
1) the streak S is large enough that the function µ is injective and, therefore, invertible:

µ−1 : y 7→ ξ(y); (1.3.30)

2) the original charge density profile is always positive along the extent of the particle
distribution—i.e. no double-bunch structure is allowed:

λ(ξ) > 0 , for ξmin < ξ < ξmax. (1.3.31)

When these two conditions are fulfilled, the cumulative charge fractions are strictly
monotonic and can be inverted y±(q) = q±(y)−1. The reconstruction is based on the fact that
the value of the difference ∆y(q) = y+(q)− y−(q) for a given q is identical to the value of the
difference of the streaked correlation functions µ± at a particular ξ (cf. vertical dash-dotted
red lines in Figures 1.7B and 1.7D):

∆µ(ξ) = µ+(ξ)− µ−(ξ) = (S+ − S−)ξ. (1.3.32)

This allows to uniquely correlate q with ξ by setting ∆y(q) = ∆µ(ξ) and solving for ξ:

ξ(q) =
y+(q)− y−(q)

S+ − S−
. (1.3.33)

By inverting the function ξ(q), the fractional charge is obtained q(ξ) = ξ(q)−1 as a function
of ξ (shaded grey area in Fig. 1.7A). Finally, the original charge density is the derivative of
that function:

λ(ξ) =
dq(ξ)

dξ
. (1.3.34)

In a similar way, the (unstreaked) beam correlation yβ(q) as a function of q can be
retrieved by eliminating the S±ξ terms in Eq. 1.3.27 and setting µ± = y±(q):

yβ(q) =
S+y−(q)− S−y+(q)

S+ − S−
, (1.3.35)

which, on account of the relation q = q(ξ) previously obtained, can be expressed as a
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1.3. Longitudinal diagnostics of electron bunches

function of ξ. Since now the mapping functions µ±(ξ) become explicit functions of ξ, it is
possible to map any slice beam parameter f±(y) measured at the screen at either of the two
zero crossings to the original longitudinal coordinate of the bunch by setting y = µ±(ξ):

f (ξ) = f±(µ±(ξ)). (1.3.36)

Longitudinal phase space

In a diagnostics beamline, a TDS is typically combined with a dipole magnet spectrometer
operating in the plane perpendicular to the streak. In this way, the longitudinal bunch
coordinate ξ and its energy δ are mapped into the vertical ys and horizontal xs screen
coordinates respectively, and the longitudinal phase space density of the bunch can be
retrieved from the measured images. In the following, the (independent) operation of a
dipole spectrometer is briefly summarised.

For an uncoupled beamline, the transfer matrix of a dispersive section operating in the
x–s plane has the following form:

RDx =



R11 R12 0 0 0 R16

R21 R22 0 0 0 R26

0 0 R33 R34 0 0
0 0 R43 R44 0 0

R51 R52 0 0 1 R56

0 0 0 0 0 1


, (1.3.37)

where the elements R16 and R26 correspond to the dispersion functions Dx and Dx′ (cf. Eq.
1.1.14). According to the transport of the beam matrix through such a dispersive section
downstream to a position s where the screen is located, Σs = RDx · Σ0 · RT

Dx
, the measured

beam size can be expressed as:

〈x2
s 〉 = R2

11〈x2
0〉+ 2R11R12〈x0x′0〉+ R2

12〈x′20 〉︸ ︷︷ ︸
〈xs,β〉 = σ2

x,β

+ R2
16〈δ2

0〉 (1.3.38a)

σ2
x = σ2

x,β + D2
xσ2

E, (1.3.38b)

where the curly bracket gathers the terms corresponding to the natural beam size due to the
betatron motion of the particles. Equations 1.3.38 show that the total beam size at the screen
σx is the convolution between the natural beamsize σx,β of the bunch and the dispersive term
due to the energy spread DxσE. Reasoning along the same lines as with the derivation of
the longitudinal resolution (cf. Eq. 1.3.17 and preceeding discussion), in order to be able to
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measure the energy spectrum of the bunch, the dispersed beam size has to dominate over
the natural beam size, which leads to the definition of energy resolution:

Rδ :=
σx,β

|Dx|
. (1.3.39)

In contrast to the longitudinal resolution, the energy resolution Rδ cannot be directly
measured, because the dispersive elements in the beamline cannot be simply removed and
the natural betatron beamsize σx,β at the screen is not directly accessible. Therefore it has
to be derived from knowledge about both the beam parameters and the lattice optic. The
beam parameters must be measured upstream of the dispersive section and a good degree of
matching to the lattice optic is required to be able to estimate their value at the screen. The
dispersion at the screen is typically measured by scanning the dipole-spectrometer current.

Experimentally, the screen resolution Rscr has to be taken into account and the beam
size σM effectively measured at the dispersive screen can be expressed as:

σ2
M = D2

xσ2
E + σ2

x,β + R2
scr

= D2
x
(
σ2

E + R2
δ

)
+ R2

scr.
(1.3.40)

When the TDS is switched on to access the longitudinal phase space of the bunch, the
transverse gradient of the longitudinal field∇⊥Ez 6= 0 associated to the transverse-deflection
dipole mode—cf. Panofsky-Wenzel theorem, Eq. 1.3.1—induces several effects that must
be taken into account. These effects and some of their most important consequences are
discussed in the following.

Induced energy spread

The energy spread induced by a TDS can be calculated just by propagating the beam matrix
through the TDS according to Eq. 1.3.14—using in this case the complete TDS matrix, since
the thin approximation is not enough to account for all effects. Assuming an uncoupled
beamline, this results in the following expression:

〈δ2〉 = K2〈y2
0〉+K2L〈y0y′0〉+

(
KL
2

)2

〈y′20 〉

+

(
K2L

6

)2

〈ξ2
0〉+

K2L
3
〈δ0ξ0〉+ 〈δ2

0〉.

(1.3.41)
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1.3. Longitudinal diagnostics of electron bunches

Taking the limit to an infinitesimal thin slice in ξ, so that 〈ξ2
0〉 → 0 and 〈δ0ξ0〉 → 0, one

becomes the following expression for the induced slice energy spread σIES:

〈δ2〉ξ − 〈δ2
0〉ξ = K2

(
〈y2

0〉ξ + L〈y0y′0〉ξ +
L2

4
〈y′20 〉ξ

)

= K2εy(ξ)

(
βy(s0, ξ)− Lαy(s0, ξ) +

L2

4
γy(s0, ξ)

)
= σ2

IES(ξ)

(1.3.42)

which is independent of the zero crossing at which the TDS is operated because of the
term K2. Therefore, when measuring the slice energy spread of the bunch at the screen, the
TDS-induced energy spread must be added into Eq. 1.3.40:

σ2
M = D2

x
(
σ2

E + R2
δ + σ2

IES
)
+ R2

scr. (1.3.43)

Fundamental resolution limit

In order to achieve a good longitudinal resolution, the beta function βy(s0) at the location
of the TDS typically has large values and dominates over the other two Courant-Snyder
parameters αy(s0) and γy(s0). Hence, in general, to a good approximation the induced energy
spread is given by:

σIES ≈ K
√

εyβy(s0) = Kσy(s0). (1.3.44)

Multiplying this equation by the longitudinal resolution, the following expression results:

Rξ · σIES ≈
εy

|sin ∆ψy(s, s0)|
, (1.3.45)

which asserts that there is a fundamental limit to the resolvable area of the longitudinal phase
space, given by the geometric emittance and the phase advance from the TDS to the screen
[Behrens and Gerth, 2009]. If the phase advance fulfils the condition ∆ψy(s, s0) ≈ 90 deg, the
expression can be simplified to Rξ · σIES ≈ εy.

In the following, a numerical estimation of the energy spread induced by the PolariX-
TDS at FLASHForward is described. The TDS operates at a frequency of fRF = 11.988 GHz
and it has a wavenumber of kRF ≈ 251 m−1. If the RF system delivers an effective voltage
of V0 = 10 MV, an electron beam with an energy of E = 1 GeV experiences an integrated
kick of K ≈ 2.51 m−1. Assuming a normalized emittance of εn,y = 1 mm mrad (being the
geometric emittance εy = 5.11 · 10−10 m rad) and a beta function at the TDS of βy = 100 m,
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the induced energy spread has a value of σIES = 0.57 · 10−3, which sets a lower bound to the
measurable energy spreads. The dispersion at the location of the longitudinal-phase-space
screen is typically about Dx = 0.7 m. For beta functions in the dispersive plane of βx . 10 m,
energy resolutions of Rδ . 0.1 · 10−3 are achieved, which are enough to resolve the induced
energy spread. According to Equation 1.3.45, the longitudinal resolution achievable for such
a beam would be Rξ ≈ 0.9 µm (3 fs).

Induced energy chirp

In the absence of bunch correlations in the y–ξ plane, the effect of the TDS on the beam
matrix term correlating the longitudinal coordinate to the energy is obtained from the usual
beam-transport equation Σs = MTDS · Σ0 ·MT

TDS and can be expressed as:

〈ξsδs〉 =
K2L

6
〈ξ2

0〉+ 〈ξ0δ0〉, (1.3.46)

which, on account of the chirp definition introduced in Eq. 1.1.38 and assuming that the
bunch length is not affected along its passage through the TDS so that 〈ξ2

0〉 = 〈ξ2
s 〉, can be

rewritten as:

〈ξsδs〉
〈ξ2

s 〉
=
K2L

6
+
〈ξ0δ0〉
〈ξ2

0〉
−→ hs = hTDS + h0 , (1.3.47)

where the induced energy chirp hTDS = K2L/6 has been defined, which is independent of the
zero crossing at which the TDS is operated due to the factor K2.

The statistical definition of the chirp used in Eq. 1.3.47, however, does not capture
the complexity that the longitudinal phase space might exhibit—due, for instance, to non-
linearities in the imprinted chirp or to collective effects—and it is more convenient to analyse
the sliced mean energy of the bunch after the TDS. Taking the first moments of thin slices
along ξ and considering correlations in the y–ξ and y′–ξ planes, the following expression is
obtained from the usual particle-transport equation Xs = MTDS · X0:

〈δs〉ξ = 〈δ0〉ξ +K〈y0〉ξ +
KL
2
〈y′0〉ξ +

K2L
6

ξ. (1.3.48)

Equation 1.3.48 shows that, if bunch correlations in the y–ξ and y′–ξ planes exist, the
slice centroids in the y–y′ plane are amplified by the streaking field and change the slice mean
energy of the bunch along its passage through the TDS. Additionally, the effect inverts its
sign with the change of zero crossing, whereas the induced energy chirp hTDS—i.e., last term
on the r.h.s. of Eq. 1.3.48—does not. This TDS-induced changes of the sliced-mean-energy
profile are similar to those affecting the current profile discussed previously. A method to
retrieve the real sliced mean energy of the bunch based on the application, among others, of
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1.4. Beam-driven plasma-wakefield acceleration (PWFA)

Eq. 1.3.36 is described in Chapter 3.

Slice emittance

The methods to measure the projected emittance discussed in Section 1.2 can be applied
simultaneously to the TDS operation in order to retrieve the slice emittance of the bunch. In
this case, the transfer matrices have to fulfil the constriants for the emittance measurement
between the reference plane and the screen in one direction, while fulfilling the ones for
the TDS measurement between the TDS and the screen in the other. Since the new PolariX-
TDS allows to adjust the polarisation of the streaking field, the slice emittance in both x
and y can be measured. Examples of this using either the multiple-quadrupole-scan or the
object-plane-scan approaches are disscused in Sections 3.4 and 4.4.2, respectively.

1.4. Beam-driven plasma-wakefield acceleration (PWFA)

This section provides the basic concepts of plasma-based acceleration required to understand
the work presented in this thesis. Section 1.4.1 gives an account of the general definition
of plasmas, some of their distinctive features, their mathematical description and their
production. The properties of the wakefields that are excited when a relativistic electron
bunch is focused into a plasma are analysed in Section 1.4.2 with regard to their suitability
for acceleration purposes. Important aspects about the external injection of electron beams
into a blown out plasma wake are discussed in Section 1.4.3. Finally the requirements
that particle-beam-driven plasma-wakefield accelerators (PWFA) have to fulfil to rival the
state-of-the-art RF-based technology are described together with the experimental progress
made during the last decades.

1.4.1. Definition, properties and description of plasmas

A plasma can be defined as a quasineutral gas of charged (and neutral) particles which
exhibits collective behaviour [F. F. Chen, 1984]. This means that an ionised gas per se is not a
plasma, for it is not guaranteed that the two properties highlighted in the definition always
apply. In the following paragraphs the meaning of collective behaviour and quasineutrality
is elucidated and some of the key parameters characterising the plasma properties are briefly
discussed.

Debye length. The high mobility of the unbound charges of a plasma naturally
tend to shield the effect of an electric potential immersed in it, thus isolating the rest
of the plasma from its influence. Once the plasma electrons have rearranged around the
perturbation and have shielded its effect, the electrostatic potential is not described by the
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usual Coulomb potential in vacuum, but it decays asymptotically according to the expression:
Φ ∼ q/r exp(−r/λD), where λD is the characteristic decay length and is referred to as Debye
length. The Debye length is defined as:

1
λ2

D
=

1
λ2

D, e
+ ∑

i

1
λ2

D, i
, (1.4.1)

where:

λD, e =

√
ε0kBTe

e2ne
, λD, i =

√
ε0kBTi

q2
i ni

(1.4.2)

are the Debye lengths of the plasma electrons and ions correspondingly, with ε0 being the
vacuum permitivity, kB the Boltzmann’s constant, e the electron charge, qi the net charge
of the ions of species i, and Te, i and ne, i the temperature and particle density of electrons
and ions correspondingly. The condition of quasineutrality requires the spatial extent of
the plasma to be much larger than the Debye length L � λD, so that the neutrality of
the overall system is preserved regardless of local perturbations resulting from the Debye
shielding. For large plasma temperatures, the strong thermal motion can allow the particles
to escape the potential well, thus counteracting the shielding effect. When such thermal
effects are negligible, the system is referred to as a cold plasma, which is the case of interest for
applications to plasma-based acceleration. In the framework of this thesis, the plasma ions
can be considered to be stationary compared to the much lighter plasma electrons, which
rearrange their positions comparatively instantaneously to create net negative or positive
space charges. It is therefore assumed that λD ≈ λD, e.

Plasma parameter. A quantity related to the Debye length is the plasma parameter, which
accounts for the number of particles contained within the Debye sphere:

Λ =
4π

3
neλ

3
D, (1.4.3)

where ne is electron-plasma density and λD its Debye length. If the Debye sphere is sparsely
populated (Λ � 1) the motion of the particles is dominated by individual scattering
events. In these conditions, collective behaviour is prevented and, strictly speaking, such
a system cannot be considered a plasma. For the shielding to be effective—and, therefore,
quasineutrality to be guaranteed—the Debye sphere must be dense (Λ� 1) so that collective
Coulomb interactions dominate over binary particle collisions. Such a collisionless plasma is
referred to as an ideal plasma.

Plasma frequency. On a length scale shorter than λD, Debye shielding does not occur and
a slab of plasma electrons displaced from its equilibrium position will experience a restoring
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force produced by the (immobile) positive ion background and the excess of negative charges
at the displacement position, thus initiating an oscillatory motion. Considering this motion
in 1D, the frequency of the oscillations can be shown to be [F. F. Chen, 1984]:

ωp =

√
nee2

ε0me
, (1.4.4)

which is referred to as the plasma frequency and defines the time scale on which collect-
ive effects take place. This is exactly the time scale required for the plasma to recover
quasineutrality—i.e., to achieve an effective Debye shielding. A third condition for an ionised
gas to be considered a plasma is that the plasma frequency must be much larger than the
collision rate between electrons and ions (or neutral atoms). If τ is the mean time between
collisions, this can be expressed as:

ωpτ � 1. (1.4.5)

Skin depth. The dispersion relation for transverse electromagnetic waves propagating
in a plasma is given by the expression [F. F. Chen, 1984]:

ω2 = ω2
p + c2k2, (1.4.6)

where ω and k are the angular frequency and the wavenumber of the incident wave,
respectively, and ωp is the plasma frequency defined previously. Considering a wave with a
fixed frequency ω, if the plasma density is progressively increased, the wavenumber will
be reduced according to Eq. 1.4.6 until it becomes zero. This cuttof condition occurs when
ω = ωp, at a critical density given by the expression nc = ω2me/4πe2. For larger densities,
k becomes imaginary and the electromagnetic wave, which cannot propagate through the
plasma, is attenuated. Plasmas with densities above and below the critical density are
called over-dense and under-dense plasmas, respectively. Since k−1 characterises the length
over which the shielding of low frequency radiation takes place, it is typically referred to
as skin depth—in analogy to the skin effect observed at the inner surface of RF-accelerator
cavities/structures exposed to electromagnetic fields [Wangler, 2008]. For oscillations at the
plasma frequency, the plasma skin depth is obtained:

k−1
p =

λp

2π
=

c
ωp

, (1.4.7)

where the plasma wavelength λp has been introduced. Typically, in plasma-based accelerators,
the plasma skin depth k−1

p is used to characterise the length scale of the acceleration process.
For an electron-plasma density of ne = 1016 cm−3, for instance, k−1

p ≈ 50 µm.
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Wave-breaking limit. The ultimate goal of a plasma-based accelerator is to excite a large
plasma wake producing fields that can be used to accelerate particles. A useful estimate of the
electric fields achievable in such a wake is obtained by considering a 1D plane wave—as in the
case considered previously for the derivation of the plasma frequency—producing complete
charge separation. Mathematically, this is derived by solving Gauss’s law ∇ · E = ρ/ε0,
where the charge density is given by the electron-plasma density ρ = ne e, and reduces to the
expression:

E0 =
mecωp

e
=

√
mec2ne

ε0
, (1.4.8)

which is referred to as the (cold nonrelativistic) wave-breaking limit [Dawson, 1959], since plasma
waves with larger amplitudes than those achieved at this point will tend to destroy the
oscillations. For a plasma density of ne = 1016 cm−3 a wave-breaking limit of E0 ≈ 10 GV/m
is obtained, which illustrates the large field gradients that can be potentially used for particle
acceleration.

Mathematical description of plasmas. There are different approaches to mathematically
describe the behaviour of a plasma, which are briefly summarised below.

• Microscopic picture. The most elementary approach is to consider the motion of each
of the particles contained in the plasma, including their collisions and long-range
Coulomb interactions. This is achieved by means of the Klimontovich equation coupled
with Maxwell’s equations [Mehrling, 2014]. While this approach provides an exact
classical description of the system, it is computationally very costly and of little practical
use—although it serves as a starting point for the kinetic picture.

• Kinetic picture. Since a plasma is dominated by collective effects, it is more useful to
consider the evolution of the statistical averages of the particle distribution, which is
the approach followed by the kinetic description of plasmas. In this case, the evolution
of the distribution is governed by the Vlasov equation, which, together with Maxwell’s
equations, forms a closed set of equations that can be solved numerically [Mehrling,
2014].

• Macroscopic (fluid) picture. A third, more simplified approach is to treat the plasma
as a fluid by considering the evolution of its macroscopic variables—i.e., its density and
velocity—which are then coupled to Maxwell’s equations. This approach is particularly
valid for a cold plasma, when the thermal motion of electrons can be neglected.
Additionally, in the time scale of the acceleration processes of interest for plasma-
based acceleration, the ions can be considered to form a static background for most
experimental cases. The last two approximations constitute the basic assumptions of the
cold electron-fluid model, which provides an accurate description of longitudinal plasma
waves in the linear and mildly nonlinear regimes (cf. Section 1.4.2). The equations
describing the system are the continuity equation for the electron-plasma density and
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the fluid momentum equation [Mehrling, 2014], which when coupled to Maxwell’s
equations form a closed system of equations that, in particular cases, can be solved
analytically.

Plasma sources. Plasmas are formed via ionisation of a gas by means of two basic
mechanisms: a) collisional ionisation, by which fast energetic particles collide with the atoms;
b) photoionisation by electromagnetic radiation. Photoionisation can be achieved in different
ways, among others, with the strong fields of an intense laser pulse—which can operate
in different regimes, leading to single-photon, multi-photon, tunneling or above-threshold
ionisation [Krausz and Ivanov, 2009]—or with the Coulomb fields of a relativistic particle
beam [O’Connell et al., 2006]. On the other hand, collisional ionisation can be achieved,
for instance, by triggering an electrical discharge in a gas capillary contained between
two electrodes sustaining a high electric potential. After the discharge is initiated, the free
electrons are quickly accelerated and drive an avalanche-ionization process that heats (and
eventually fully ionises) the plasma [Spence and Hooker, 2000]. The latter is the mechanism
used in the work presented in this thesis (cf. Section 2.2).

1.4.2. Excitation of nonlinear plasma wakes

In this section the excitation of charge-density wakes, achieved when a relativistic electron
bunch is focused into a plasma, is analysed. The goal is to gain a basic insight into the
different beam-plasma-interaction regimes and the properties of the resulting wakefields in
order to identify which of them is the best suited for particle acceleration—which, as will be
seen, corresponds to the highly nonlinear (or blowout) regime. Henceforth, the local electron
density will be represented simply by n ≡ ne and the ambient unperturbed density by n0.

Cold electron-fluid model in the quasi-static approximation (QSA). Under certain
approximations, the cold electron-fluid model (cf. Section 1.4.1) provides a simple means of
understanding the basic physical phenomena resulting from the beam-plasma interaction.
Firstly, the particle beams considered have a transverse extent much larger than the plasma
skin depth kpσr � 1, and, consequently, only the longitudinal direction needs to be taken
into account—i.e., the model is restricted to 1D plasma waves, although the three momentum
components of the fluid are retained. Similar to the reference-particle frame used in Section
1.1, the formulation of the physics of plasma waves is carried through in the co-moving
frame, in which the longitudinal coordinates become ξ = z − ct and τ = t. The second
approximation consists of considering that the characteristic evolution of the particle beam—
which is represented by the inverse of the betatron frequency τb ∼ ω−1

β ≈
√

2γrelω
−1
p [Esarey,

Catravas and Leemans, 2001], where γrel is the relativistic gamma of the beam and ωp is the
plasma frequency—is much slower than the time scale of the plasma. Therefore, the particle
beam can be considered as frozen during the characteristic response time of the plasma,
and the time variation of the electron-fluid quantities of interest and the electromagnetic
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fields is dominated by the dependency in ξ—i.e., ∂t ≈ −c−1∂ξ. This is referred to as the
quasi-static approximation [Sprangle, Esarey and Ting, 1990]. The equations governing the
cold electron-fluid model are the continuity equation and the fluid-momentum equation,
which combined can be shown to result in a second-order ordinary differential equation
describing the structure of the wakefield potential ψ(ξ) in an initially unperturbed plasma
under the influence of a relativistic particle beam [Mehrling, 2014]:

k−2
p

∂2ψ(ξ)

∂ξ2 =
1

2(1 + ψ(ξ))2 −
nb(ξ)

n0
− 1

2
, (1.4.9)

where nb(ξ) is the density distribution of the beam. The fluid quantities are related to the
wakefield potential by the following equations:

electron-fluid (plasma) density:
n
n0

=
1 + (1 + ψ)2

2(1 + ψ)2 (1.4.10a)

normalised electron-fluid momentum: uz =
1− (1 + ψ)2

2(1 + ψ)2 (1.4.10b)

relativistic electron-fluid Lorentz factor: γrel =
1 + (1 + ψ)2

2(1 + ψ)
, (1.4.10c)

where the normalised momentum is u = p/mc. A general relationship between the wake-
field potential ψ and the longitudinal and transverse electromagnetic fields in cylindrical
coordinates is given by the expressions [Mehrling, 2014]:

Ez

E0
= −k−1

p
∂ψ

∂ξ
(1.4.11a)

Er − cBθ

E0
= −k−1

p
∂ψ

∂r
, (1.4.11b)

where E0 is the wave-breaking field (cf. Section 1.4.1). The last two equations are valid
even beyond the cold electron-fluid model. Equations 1.4.9 and 1.4.10 accurately describe
longitudinal plasma waves driven by a broad particle beam (k−1

p σr � 1) in the cold electron-
fluid model in the QSA in two different regimes:

a) the linear regime, when
nb

n0
� 1 and ψ� 1

b) the nonlinear regime, when
nb

n0
≈ 1 and ψ ≈ 1,

both of which being extendable to 3D if the transverse electron-beam distribution and its
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influence on the plasma dynamics need to be taken into account. The model, however, fails
for very dense beams that are able to transversely expell (blow out) all the plasma electrons,
thus creating a cavitated volume behind the drive beam. This gives rise to a third regime
that requires a 3D kinetic description (cf. Section 1.4.1):

c) the highly nonlinear or blowout regime, when
nb

n0
� 1 and ψ� 1.

Linear regime. When ψ � 1 the following approximation can be applied to Eq. 1.4.9
(1 + ψ)−2 ≈ 1− 2ψ, thus resulting in the expression:

(
∂2

∂ξ2 + k2
p

)
ψ(ξ) = −k2

p
nb(ξ)

n0
, (1.4.12)

which is the equation of a forced harmonic oscillator. It can be shown that for a driver with a
Gaussian profile:

nb(ξ) = Nb exp

(
− (ξ − ξc)2

2σ2
ξ

)
exp

(
− r2

2σ2
r

)
, (1.4.13)

the amplitude of the excited wakefield is maximum for kpσξ = 1 [Mehrling, 2014], in which
case the longitudinal and transverse fields reduce to:

Ez

E0
= Nb

√
2π

exp(1)
cos (kp(ξ − ξc))exp

(
− r2

2σ2
r

)
, (1.4.14a)

Ez − cBθ

E0
= −Nb

√
2π

exp(1)
sin (kp(ξ − ξc))

kpr
k2

pσ2
r

exp
(
− r2

2σ2
r

)
. (1.4.14b)

These are sinusoidal wakefields propagating with the plasma wavenumber for which the
accelerating and focusing parts have a 90 deg phase shift, implying that only half of the
accelerating phases are also focusing—and, therefore, well suited for accelerating particles.
Notice that the longitudinal accelerating field retains the radial dependence of the drive
bunch, which would induce an increase of the uncorrelated energy spread when accelerating
beams with a finite transverse size. Similarly, the transverse focusing field is not linear with
the radial coordinate and, additionally, its longitudinal variation is sinusoidal, which would
induce strong aberrations in the transverse properties of the beam. Due to the large impact
of these field geometries on the quality of the accelerated beams, the linear regime is not
well suited for particle acceleration.
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Nonlinear regime. The wakefield potential becomes ψ ≈ 1 for intense driver beams
nb/n0 ≈ 1, thus invalidating the linear approximation discussed above. In this case, the full
expression of Eq. 1.4.9 must be used. Additionally, for drivers with a finite transverse extent,
the transverse force exerted on the plasma electrons becomes important, which typically
requires the use of a 3D fluid model to capture the plasma dynamics accurately. Figure 1.8
shows the transition from the linear to the nonlinear regimes for three increasing driver-beam
intensities nb/n0 = 0.01, nb/n0 = 0.2 and nb/n0 = 0.6—computed from numerical solutions
of Eq. 1.4.9. As can be observed, for moderately intense beams (B) the fields still retain
their sinusoidal features. However, the electron-fluid density is slightly peaked, with the
peak being shifted towards longer distances behind the driver bunch, and the wakefield
potential acquires a parabolic shape that results in an asymmetric accelerating field. For
even higher intensities (C), these features are intensified and the final accelerating field
develops a saw-tooth shape. Due to this field asymmetry, the overlap between the focusing
and the accelerating fields increases, which implies that the phase range suitable for particle
acceleration asymptotically approaches the full span of accelerating phases. The progressive
elongation of the wakefield wavelength in the nonlinear regime is related to the fact that the
electrons start to become relativistic and gain (relativistic) mass, thus reducing their plasma

Figure 1.8.: Excitation of plasmas waves in the 1D cold electron-fluid model and the quasi-static approximation
(QSA). Normalized wakefield potential, density variations and longitudinal fields generated by a
Gaussian electron beam with kpσξ = 1, and nb/n0 = 0.01 (a), nb/n0 = 0.2 (b), and nb/n0 = 0.6
(c). Results obtained from numerical solutions of Eq. 1.4.9. The transition from linear to nonlinear
wakefields, which feature an elongated wavelength and nonsinusoidal shape, can be clearly seen.
Adapted from Ferran Pousa, 2019; numerical-integration framework provided by Ángel Ferran
Pousa.
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frequency. In this case the cold relativistic wave-breaking field can be shown to be [Esarey,
Schroeder and Leemans, 2009]:

E0, rel =
√

2(γrel − 1) E0 , (1.4.15)

where E0 is the cold nonrelativistic wave-breaking field (cf. Eq. 1.4.8) and γrel is the relativistic
electron-fluid Lorentz factor (cf. Eq. 1.4.10c).

Highly nonlinear or blowout regime

For short (kpσξ < 1) and intense (nb/n0 � 1) driver beams with a transverse beam size on
the order and below the skin depth (kpσr . 1), the plasma electrons are radially expelled
(or blown out) from the region near to the propagation axis and are subsequently attracted
by the static-ion volume left behind the driver, overshooting the beam-propagation axis
after the bunch has propagated over a half of the plasma wavelength λp/2. In this way a
cavitation that co-propagates behind the driver is formed, which is delimited by a thin and
dense sheath of plasma electrons that cicumvent the blown-out volume and is surrounded
by a weakly interacting neutral plasma. As mentioned before, in the blowout regime the
fluid model is not valid and a 3D (or 2D if the system is cylindrically symmetric) kinetic
model based on the Vlasov-Maxwell equations is required, which in general needs to be
solved numerically by means of particle-in-cell (PIC) codes [Dawson, 1983]. Nonetheless,
the characteristic cavity-like geometry formed by the sheath of plasma electrons enables
a phenomenological approach to be applied. By considering a bi-Gaussian electron driver,
the electric current associated with a sheath of width ∆s with a radial position depending
on the longitudinal coordinate rb = rb(ξ) and uniform density ns = r2

b/((rb + ∆s)2 − r2
v) for

rb ≤ r ≤ rb + ∆s, and assuming quasi-static conditions, a model developed by Lu et al., 2006

provides the following wakefield potential:

ψ(r, ξ) =
r2

b(ξ)

4
(1 + β)− r2

4
, for r < rb , (1.4.16)

where β = (1+α)2 ln (1+α)2

(1+α)2−1) − 1 and α = ∆s/rb. For short and sufficiently intense drive beams
such that the maximum blowout radius is Rbkp & 4 and β� 1—which is referred to as the
ultra-relativistic blowout regime—the trajectory of the innermost electrons of the sheath can be
expressed as:

rb
d2rb

dξ2 + 2
(

drb

dξ

)2

+ 1 =
4λ(ξ)

r2
b

, (1.4.17)

where λ(ξ) is the current profile of the drive beam. According to Eqs. 1.4.11, the resulting

61



1. Fundamental concepts

wakefields are:

Ez

E0
=

kprb

2
drb

dξ
(1.4.18a)

Er − cBθ

E0
=

kpr
2

. (1.4.18b)

In the ultra-relativistic blowout regime, the trajectory of the sheath electrons rb(ξ) can
be approximately described by the equation of a circle, and the slope of the longitudinal
(accelerating) field fulfils [Lu et al., 2006]:

1
E0

∂Ez

∂ξ
≈

kp

2
. (1.4.19)

Two important properties can be readily observed from Eqs. 1.4.18:

1) the longitudinal field Ez at a location ξ is transversely homogeneous and is only
determined by the radius rb and the slope drb/dξ of the sheath of plasma electrons;

2) the transverse focusing field Er − cBθ increases linearly with the radial position r inside
the cavitated volume and is independent of the longitudinal coordinate.

These two properties make the wakefields in the blowout regime especially well suited
for particle acceleration, since they simultaneouly provide a transversely homogeneous
longitudinal acceleration and an aberration-free transverse focusing that is constant along the
whole range of accelerating phases. In contrast to the linear and mildly nonlinear regimes,
these field geometries enable the preservation of the quality of the accelerated electron
bunches, which, as will be discussed in Section 1.4.4, is one of the principal requirements
for the successful application of PWFA to particle acceleration. Therefore, the experiments
performed at FLASHForward operate in the blowout regime and the focus in the next
sections will be on this regime.

To illustrate the formation of a plasma blowout in a range of parameters similar to those
of the experiments discussed in this thesis, simulations with the code Wake-T [Ferran Pousa,
Assmann and Alberto Martinez de la Ossa, 2019] are performed. A bi-Gaussian electron drive
bunch with a normalised emittance of εn,r = 4 µm, an rms length of σξ ≈ 25 µm (kpσξ = 0.5)
and a peak current of Ib = 1.5 kA—corresponding to a charge of Q ≈ 350 pC—is focused
into an unperturbed plasma with an electron density of n0 = 1016 cm−3 and a longitudinal
extent of L = 5 cm. Two different transverse focal sizes are simulated:

a) βr = 10 mm (kpσr ≈ 0.1), which results in a peak particle-beam density of
nb ≈ 2.5 · 1017 cm−3 and nb/n0 ≈ 25.0;

b) βr = 0.5 m (kpσr ≈ 0.6), with nb ≈ 5.0 · 1015 cm−3 and nb/n0 ≈ 0.5, representing
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a situation in which an optimal focusing into the plasma is prevented due to, e.g.,
focusing errors.

The simulations are performed in the QSA, assuming cylindrical symmetry and using 4
plasma macro-particles per radial cell. The results after propagation of the beam over the
full plasma length are shown in Figure 1.9, on the left for the strongly focused beam (case
a) and on the right for the weakly focused beam (case b). The top plots (A and D) show
the plasma density (grey colorscale) and the driver particle-beam distribution (coloured
colorscale), together with the current profile and an ellipse on top of the beam indicating
an area A = πσξσr occupied by the initial particle distribution. The longitudinal and radial
wakefields are shown in the middle (B and E) and bottom (C and F) plots, with a lineout of
the field at kpr = 0 and kpξ ≈ −3.5, respectively. As can be observed, even in the case of a
strongly focused driver (A), the bubble radius is slightly below kpRb . 1, indicating that the
blowout does not develop in the ultra-relativistic regime. This also implies that the slope of
the longitudinal field Ez (B) for accelerating phases is lower than ∂Ez/∂ξ · E−1

0 < kp/2. For
the weakly focused driver (D), the bubble radius is decreased, since a smaller fraction of

Figure 1.9.: Wakefields in the blowout regime. Tracking simulations showing the blowout achieved with a
strongly focused (left) and a weakly focused (right) beam into a plasma with density n0 = 1016 cm−3

after a propagation length of L = 5 cm. See text for details. Simulations performed with Wake-T
[Ferran Pousa, Assmann and Alberto Martinez de la Ossa, 2019].
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the driver-beam particles participate in the formation of the blowout. As a consequence, the
longitudinal field (E) decreases accordingly and its derivative starts to exhibit a nonlinear
behaviour—i.e. the slope is not constant. The elongation of the longitudinal bubble size
is related to the descrease in Ez amplitude, since the sheath electrons at the rear part
of the cavity experience a smaller pull and are less accelerated towards the direction of
propagation—i.e., are less relativistic than in the other case. A relevant observation is that in
both cases the transverse focusing field depends linearly with the radius r and has the same
gradient Kr/E0 = kp/2—i.e., it suffices that the volume behind the driver is fully cavitated
for the background ions to produce a focusing field. As a final remark, it should be pointed
out that once the driver is focused to enable a large fraction of driver-beam particles to
contribute to the formation of the blowout, a further reduction of its transverse beamsize
does not change the shape of the cavity and the resulting wakefields—i.e., only an increase in
current can increase the strength of the wakefields. This is actually implicit in the differential
equation of the blowout radius (cf. Eq. 1.4.17) in the ultra-relativistic regime, in which only
the current profile appears. Furthermore, as the wakefields develope, the transverse focusing
fields lead to a sort of pinching of the driver.

1.4.3. External injection in the blowout regime

There are two basic mechanisms used to inject electrons into the accelerating phase of a
wakefield structure: 1) internal injection, by which electrons from the plasma background
are trapped in the cavity; 2) external injection, which relies on using a pre-accelerated
(relativistic) electron bunch from an external source. The work presented in this thesis
deals with the latter. In the acceleration process, some of the energy of the drive bunch is
transferred to the externally injected (trailing) bunch by means of the excited wakefields,
so that the plasma medium can be regarded as a kind of energy transformer. As such, a
key aspect of the acceleration process is the efficiency with which this energy transfer is
accomplished. However, since the beam parameters of the accelerated bunch must fulfil the
requirements for the envisaged applications (cf. Section 1.4.4), other aspects of the beam-
plasma interaction must be taken into account. In the next paragraphs some of these aspects
are briefly discussed.

Beam loading

While the blowout regime provides large accelerating gradients, their pronounced depend-
ence on the longitudinal coordinate ∂Ez/∂ξ can imprint extreme energy chirps that dramat-
ically increase the projected energy spread of the accelerated bunch. The following example
illustrates the point. As discussed in Section 1.4.2, in the ultra-relativistic blowout regime
the slope of the accelerating gradient is ∂Ez/∂ξ = E0kp/2 (cf. Eq. 1.4.19), which for a plasma
density of n0 = 1016 cm−3 has a value of ∂Ez/∂ξ ≈ 90 MV/m/µm. If a bunch with energy
E = 1 GeV and a length σξ = 10 µm is accelerated at a mean gradient of 〈Ez〉 = 2.0 GV/m
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over a plasma length of Lp = 0.5 m—so that the bunch doubles its energy—the energy
difference between the head and the tail will be ∆E ≈ 450 MeV, which at 2 GeV corresponds
to a relative energy of ∆δ ≈ 20 %. It is therefore obvious that a substantial degree of control
over the (longitudinal) flatness of the accelerating field is required to produce bunches with
a low energy spread. The basic mechanism to achieve this flattening is beam loading, by which
the Coulomb fields produced by the trailing bunch itself interact with the plasma-wake
structure to modify the accelerating wakefield.

In the blowout regime, the conditions that the trailing bunch must fulfil in order to
optimally flatten Ez are described by an analytical model developed by Tzoufras et al., 2008,
which is in turn based on the phenomenological model of the blowout regime from Lu
et al., 2006 (cf. Section 1.4.2). When a trailing-bunch is located at the rear of the bubble, the
plasma-sheath electrons feel the repelling force from the additional charge in addition to the
force from the ion channel. This modifies the trajectory of the sheath electrons, which, as
described by Eq. 1.4.18a, changes the resulting accelerating field. By inferring the shape of
the sheath that results in a constant field, Tzoufras et al., 2008 established that the current
profile of the trailing bunch λ(ξ) should be trapezoidal:

λ(ξ) =

√
E4

s +

(
Rb

2

)4

− Es(ξ − ξs), (1.4.20)

where ξs is the location of the bunch head, Es the unperturbed field at ξs, and Rb is the
maximum blowout radius. This is highlighted in Figure 1.10, which shows simulations
performed with the tracking code Wake-T, without (left) and with (right) the load of a
trailing bunch.

According to the current profile given by Eq. 1.4.20, the total amount of charge that can
be coupled into the back of the bubble is given by the expression [Tzoufras et al., 2008]:

QsEs =
πR4

b
16

(1.4.21)

which illustrates the trade-off between the number of particles that can be accelerated and
the accelerating gradient. Since Eq. 1.4.21 expresses the energy absorbed per unit length, it
derives that for optimal-beam-loading conditions the efficiency of the energy transfer from
the wake to the trailing bunch does not depend on the accelerating field Es.
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Figure 1.10.: Optimal beam loading in the blowout regime. Tracking simulations showing a blowout of an
unloaded (left) and a loaded (right) plasma cavity, together with their corresponding accelerating Ez
(middle) and focusing Er − cBθ fields (bottom). The background plasma density is n0 = 1016 cm−3.
A drive bunch with an energy of E = 1 GeV, a normalised emittance of εn,r = 4 µm and a charge
of Qd ≈ 330 pC is focused into the plasma with a beta of βr = 10 mm (kpσr ≈ 0.1), producing
a relative particle density of nb/n0 ≈ 25. As described in [Tzoufras et al., 2008], the trapezoidal
current profile of the trailing bunch flattens the accelerating field, lowering the amplitude of the
unloaded field to the value Es behind the location where the trailing bunch arrives ξs. The charge of
the trailing bunch is Qs ≈ 185 pC. The simulations are performed with the tracking code Wake-T
[Ferran Pousa, Assmann and Alberto Martinez de la Ossa, 2019] with 4 particles per cell, using the
QSA and assuming cylindrical symmetry.

Energy-transfer efficiency and transformer ratio

The energy-transfer efficiency from the wake to the accelerated particles is defined as the ratio
between the energy gained by the trailing bunch Wgain and the energy deposited into the
wake Wdep—i.e., the energy lost by the driver:

ηwake→w =
Wgain

Wdep
. (1.4.22)

Assuming a propagation length through the plasma of Lp and an idealised case with optimal
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beam loading and a constant decelerating field in the region of the driver, the energy gain of
the trailing bunch is Wgain = −QwEw

z Lp and the energy loss of the driver Wdep = QdEd
z Lp. In

this case, the energy-transfer efficiency can be expressed as:

ηwake→w = −QwEw
z

QdEd
z
=

Qw

Qd
· TR, (1.4.23)

where the transformer ratio TR = −Ew
z /Ed

z has been introduced [Ruth et al., 1985]. Since QiEi
z

expresses the rate of energy gain or loss per unit length, Eq. 1.4.23 is sometimes referred
to as the instantaneous energy-transfer efficiency. Equation 1.4.23 shows that increasing the
transformer ratio is one element required to maximise the energy-transfer efficiency [Loisch
et al., 2018; Roussel et al., 2020].

As seen in the previous section (cf. Eq. 1.4.21), for an optimally beam loaded wake the
energy extracted by the (trapezoidal) trailing bunch is determined by the blowout radius
QwEw

z ∝ R4
b (cf. Eq. 1.4.21). Since acceleration is possible as long as all driver particles have an

energy > 0, the maximum amount of energy that can be deposited into the wake is reached
if all driver particles experience the same decelerating field. Similar to the beam loading
mechanism described previously, this is achieved when the driver bunch has a trapezoidal
current profile that flattens the decelerating field [Lotov, 2005; Tzoufras et al., 2008; Roussel
et al., 2020].

The overall efficiency ηtot of the PWFA must take into account the fraction of driver
energy deposited into the wakefield ηd→wake:

ηd→wake =
QdEd

z Lp

Wd
−→ ηtot = ηd→wake · ηwake→w, (1.4.24)

where Wd is the total energy of the driver before plasma interaction. Therefore, to maximise
the overall efficiency, the energy of the driver must be fully depleted ηd→wake ≈ 1. Full energy
depletion is ultimately limited at the point where the driver starts to become nonrelativistic
and 1) the peak current is not enough to sustain the wake or 2) the synchronicity between
the wake and the trailing bunch is lost. Considering that for an ultra-relativistic driver the
energy at which these issues start to be a concern is negligible compared to its initial energy,
the depletion length can be approximated by the expression:

Ldep ≈
Wd

QdEd
z

. (1.4.25)
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Beta matching and emittance growth

In Section 1.4.2 it has been stated that the transverse focusing wakefields produced in
the blowout regime exhibit a linear dependence on the radial coordinate r. According to
Eq. 1.4.18, in such a cylindrically symmetric focusing channel, the focusing strength k1

experienced by a relativistic electron with momentum p0 ≈ γrelmec can be expressed as (cf.
Eq. 1.1.7):

k1 =
e
p0
· n0e

2cε0
=

k2
p

2γrel
, (1.4.26)

and the beam envelope is described by the evolution of the beta function (cf. Section 1.1.1):

β(s) = β0 cos2
(√

k1s
)
+

1
β0k1

sin2
(√

k1s
)

, (1.4.27)

where β0 is the beta function at the entrance of the plasma channel and s the propagation
length. Equation 1.4.27 suggests that the beam envelope will oscillate between β0 and
1/k1β0—i.e., the beam ellipse will ’rotate’ in transverse phase space. For beams with a finite
energy spread, these oscillations lead to a progressive smearing out of the phase space
in a process referred to as betatron decoherence, which results in a growth of the projected
emittance. In order to mitigate these effects, the tendency of the beam to diverge due to its
emittance must be balanced by the attractive force of the ion focusing, which is referred to
as the matching condition and is fulfilled when:

βm =
1√
k1

=

√
2γrel

kp
(1.4.28a)

αm = 0. (1.4.28b)

For an injected bunch with an energy of 1 GeV and a plasma density of n0 = 1016 cm−3, the
matched beta has a value of βm = 3.3 mm, which clearly indicates the challenging nature
of the lattice optic required to focus the beams into the plasma8. A progressive, adiabatic
matching of the beta function is possible by precisely shaping the plasma-density profile
at the entrance of the plasma cell [Marsh et al., 2005; Floettmann, 2014]. However, this is
difficult to achieve experimentally and is still a subject of active research [Xu et al., 2016;
Frederico, Hogan and T. Raubenheimer, 2017; M. D. Litos et al., 2019].

If the beam is not matched, the emittance saturates after full decoherence at a value
given by the expression [Mehrling, Grebenyuk et al., 2012]:

8As a comparison, the nominal beta function at the interaction point at the LHC is β∗ = 55 cm [Benedikt,
Collier et al., 2004].
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εn,sat =
εn,init

2

(
1 + α0

β0
βm +

β0

βm

)
= εn,init Bmag, (1.4.29)

where εn,init is the initial beam emittance and Bmag is the mismatch parameter introduced in
Eq. 1.1.58—considering that the matched parameters are the ’design’ ones (βm = βD). The
decoherence (or saturation) length is related to the matched beta and the energy spread of the
bunch by the expression [Lindstrøm, 2019a]:

Ldc =
βm

σδ
, (1.4.30)

which for a plasma density of n0 = 1016 cm−3 and an FEL-quality bunch with an energy
spread of σδ . 0.1 % has a value of Ldc & 3.3 m. In the work presented in this thesis
the plasma has a longitudinal extent of L = 0.05 m and is operated at densities around
n0 . 1016 cm−3. Therefore, the emittance growth induced by beta mismatch should be
negligible.

Transverse misalignments

If the trailing bunch enters the plasma with an offset in the transverse plane—i.e., 〈x〉 6= 0
and/or 〈x′〉 6= 0 and equally for the vertical plane—it will undergo transverse oscillations
around the axis of the wakefield structure as it propagates. For beams with a finite energy
spread, this leads to betatron decoherence and, therefore, to an emittance growth [Lindstrøm,
Adli, Pfingstner et al., 2016]. The decoherence length, however, is on the same order than
that given in Eq. 1.4.30, and is not a concern for the experiments presented in this thesis.
Nonetheless, if the amplitude of the oscillations is large enough, the trailing bunch can sample
the outer regions of the wakefield structure in which the accelerating field is not transversely
constant and the focusing field is not linear anymore, thus leading to a degradation of
the beam quality in terms of both energy spread and emittance and to an eventual loss
of charge into the plasma background. Additionally, as a result of the interaction between
the (oscillating) trailing bunch and the plasma-sheath electrons, the shape of the wakefield
structure can be distorted, which can have an impact on the quality of the accelerating and
focusing fields and on the overall stability of the acceleration process. These issues will be
investigated in Chapter 5.

Regarding the driver bunch, the presence of sliced transverse centroid offsets can seed
an exponential amplification of transverse oscillations during propagation in the plasma,
ultimately leading to a beam breakup. This effect, which is known as the hosing (or electron-
hose) instability [Whittum et al., 1991], severely constraints the length over which the wakefield
structure can be sustained, thus preventing the driver-energy depletion and critically limiting
the applicability of PWFA. Strategies to mitigate the instability have been proposed, including
the use of a drive beam with an energy chirp—either introduced prior to the interaction or
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developed during propagation—or tapered plasma profiles [Mehrling, Fonseca et al., 2017],
and focusing the driver beam into the plasma to a transverse size comparable to the blowout
radius [A. Martinez de la Ossa, Mehrling and Osterhoff, 2018].

1.4.4. Requirements for applications and experimental progress

As mentioned in the previous section, PWFA schemes with external injection of particle
beams can be considered as a kind of energy booster (or energy transformer). Therefore,
its natural application is preeminently on high-energy particle colliders, a research area in
which the demand for new compact and cost-effiecient accelerator technologies is more
pressing than ever (cf. Introduction). Since the amount of energy that can be transferred to
the trailing bunch is limited by the energy contained within the driver, the ultimate goal
of building a TeV-energy particle accelerator must rely on the concatenation of multiple
PWFA stages. Currently, however, there are still significant scientific unknowns preventing
PWFA from being scaled to ultra-high energies. As such the near term goal is to demonstrate
the operation of a single PWFA high-efficiency, quality preserving stage with large energy
gain [Albert et al., 2021]. The issues that need to be addressed to that end go beyond the
physics of the acceleration process itself and include, among others, the development of
appropriate plasma sources with, e.g., tunable density profiles [Xu et al., 2016] or new
diagnostic techniques [Downer et al., 2018]. In the following the focus is on the physics of
the acceleration process.

At the current stage of research, the challenge is to ensure that a single PWFA stage
fulfils multiple requirements simultaneously [Lindstrøm, Beinortaite et al., 2021]:

• a high beam-loaded acceleration gradient significantly larger than those produced in
RF cavities

• beam-quality preservation, including energy spread—to which the work presented in
this thesis is devoted—and emittance;

• a high instantaneous energy-transfer efficiency of ∼ 50 %;

• trailing-bunch charge-coupling efficiency of 100 %;

• depletion of ∼ 50 % of the driver-beam energy;

• overall stability of the acceleration process.

As discussed in the previous section, in order to achieve the first four goals a high
degree of control over the parameters of the incoming bunches is mandatory—viz. precise
shaping of their current profile, appropriate focusing into the plasma and mitigation of
transverse misalignments between the driver and the trailing bunch. The depletion of a large
fraction of the driver-beam energy requires the acceleration process to be sustained over a
sufficient propagation length while optimising the energy transfer from the driver to the
wake—which, again, requires an appropriate shaping (kpσξ < 1) and focusing (kpσr < 1)
of the driver bunch. In this regard, the presence of sliced transverse centroid offsets in the
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driver can seed the hosing instability and, even if the propagation length is not enough to
cause the beam breakup, the overall stability of the acceleration process might be severely
compromised. Therefore, a precise control over the sliced transverse beam parameters is
also required. In the blowout regime, a variation of the distance between the driver and the
trailing bunch ∆ξd−w leads to an energy-gain variation on the order of ∆δw ≈ kp∆ξd−w/2 (cf.
Eq. 1.4.19). Therefore, in order to keep the energy jitter of a PWFA stage below ∆δw < 1 %
at a plasma density of n0 = 1016 cm−3, the timing between the two bunches must be better
than ∆ξd−w . 1.0 µm (3.5 fs). This illustrates the level of accuracy that any strategy adopted
for the production of the double-bunch structure must fulfil.

Due to the small transverse size of the accelerated beams exiting the wakefield structure,
their capture and transport is prone to be affected by chromatic effects that can lead to an
emittance growth (cf. Section 1.1.2, Eq. 1.1.57). Since this issue is just the reverse case of
focusing the beam into the plasma, such effects can be mitigated by using tapered plasma-
density profiles, thus enabling an adiabatic release of the accelerated bunch. An alternative
approach is to use a plasma lens, i.e., a charged-particle optics device that provides strong
focusing in both planes simultaneously [Lindstrøm, Adli, Boyle et al., 2018].

Experimental progress. While the experimentation with PWFA schemes was started
by Rosenzweig, Cline et al., 1988 in the late 80s at the Advanced Accelerator Test Facility
(Argonne National Laboratory), it has been during the past two decades that this field of
research has undergone its most rapid progress. This has been facilitated by the developement
of laser-driven RF photocathode guns [Dowell et al., 2003; Stephan et al., 2010] that are able
to deliver electron bunches with a very high phase-space density. After acceleration to ultra-
relativistic energies and longitudinal compression, these bunches constitute excellent drivers
of plasma wakes. Pioneering experiments were performed between 1998 and 2015 at the Final
Focus Test Beam (FFTB) facility [Joshi et al., 2002] and at the Facilities for Accelerator Science
and Experimental Test (FACET) [Hogan, T. O. Raubenheimer et al., 2010], both at the Stanford
Linear Accelerator Center (SLAC). By using a single electron bunch, Blumenfeld et al., 2007

demonstrated high accelerating gradients and high energy gain of a small fraction of particles
at the back of the wakefield structure, and Clayton et al., 2016 provided a first experimental
validation of the potential suitability of PWFA for quality-preserving acceleration through
indirect measurements of the longitudinal and transverse field structure of a blown-out
plasma wake. In more advanced double-bunch experiments, M. Litos, Adli, An et al., 2014

showed a high instantaneous energy-transfer efficiency of ∼ 30 % between a driver and
a trailing bunch. However, the energy spread of the latter increased by 100 % and about
∼ 75 % of its charge was lost during the beam-plasma interaction, clearly indicating that a
number of issues remained to be addressed in order for PWFA to be ready for applications.
One of the facilities that picked up the baton of PWFA research was the Future Oriented
Wakefield Acceleration Research and Developement facility at FLASH9 (FLASHForward) at
DESY. Since its first operation in 2017, four important milestones have been achieved: the

9Free-electron Laser in Hamburg (FLASH) [Schreiber and Faatz, 2015] at DESY.
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experimental demonstration of a tunable plasma-based energy dechirper [D’Arcy, Wesch
et al., 2019]; a novel measurement technique that enables sampling (longitudinal) accelerating
wakefields of order GV/m with femtosecond time resolution [Schröder, Lindstrøm et al.,
2020]; energy-spread preservation and high energy-transfer efficiency in a plasma-wakefield
accelerator [Lindstrøm, Garland et al., 2021]; study of the ion motion in a plasma-wakefield
accelerator and determination of its recovery time [D’Arcy, Chappell et al., 2022]. Table 1.2
lists some of the most important experimental milestones of PWFA with electron beams
worldwide.
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Year Facility Experimental results

1988 ANL-AATF1 First experimental observation of plasma wakefield accel-
eration in the linear regime by Rosenzweig, Cline et al.,
1988.

1990 KEK2 Acceleration in the linear regime in a plasma wakefield
excited by bunch trains by Nakajima et al., 1990.

2000 ANL-AATF First observation of plasma wakefield acceleration in the
blowout regime by Barov et al., 2000.

2004 SLAC-FFTB3 Meter-scale plasma-wakefield accelerator driven by a
matched electron beam by Muggli et al., 2004.

2005 SLAC-FFTB 2.7 GeV energy gain of electrons accelerated in a 10-cm-long
plasma by Hogan, Barnes et al., 2005.

2007 SLAC-FFTB Energy doubling of 42 GeV electrons in a metre-scale plasma
wakefield accelerator by Blumenfeld et al., 2007.

2008 BNL-ATF4 First driver-trailing-bunch pair experiments. High-gradient
plasma-wakefield acceleration with two subpicosecond elec-
tron bunches by Kallos et al., 2008.

2014 SLAC-FACET5 High-efficiency acceleration of an electron beam in a plasma
wakefield accelerator by M. Litos, Adli, An et al., 2014.

2016 SLAC-FACET 9 GeV energy gain in a beam-driven plasma wakefield accel-
erator by M. Litos, Adli, Allen et al., 2016. Self-mapping the
longitudinal field structure of a nonlinear plasma accelerator
cavity by Clayton et al., 2016.

2018 DESY-PITZ6 Observation of the self-modulation instability via time-
resolved measurements by Gross et al., 2018. Observation
of high transformer ratio plasma wakefield acceleration by
Loisch et al., 2018.

2019 DESY-FLASHForward7 Tunable plasma-based energy dechirper by D’Arcy, Wesch
et al., 2019.

2021 DESY-FLASHForward Energy-spread preservation and high energy-transfer ef-
ficiency in a plasma-wakefield accelerator by Lindstrøm,
Garland et al., 2021.

2022 DESY-FLASHForward Recovery time of a plasma-wakefield accelerator by D’Arcy,
Chappell et al., 2022.

Table 1.2.: An abridged historical overview of experimental progress in PWFA with electron beams.
1Argonne National Laboratory, Advanced Accelerator Test Facility, Chicago, IL, USA; 2Kō-
Enerugī butsurigaku Kenkyūsho (High-energy Physics Research Institute), Tsukuba, Ibaraki, Japan;
3Stanford Linear Accelerator Center, Final Focus Test Beam, Stanford, CA, USA; 4Brookhaven National
Laboratory, Accelerator Test Facility, Brookhaven, NY, USA; 5Stanford Linear Accelerator Center,
Facility for Advanced Accelerator Experimental Tests, Stanford, CA, USA; 6Deutsches Elektronen
Synchrotron, Photoinjektor-Teststand in Zeuthen, Zeuthen, Brandenburg, Germany; 7Future Oriented
Wakefield Acceleration Research and Developement facility at FLASH, DESY, Hamburg, Germany.
Table adapted from [Lindstrøm, 2019a].
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The FLASHForward experimental facility [D’Arcy, Aschikhin et al., 2019] is a test-bed for
beam-driven plasma-wakefield (PWFA) research and developement, with a view towards
both photon-science (e.g. FELs) and high-energy-physics applications (e.g. linear colliders).
The facility benefits from the FEL-quality electron bunches provided by the FLASH linac to
drive a wakefield in a plasma produced inside a windowless gas cell with lengths of order
cm. The experimentation is broken down into three flagship experiments:

X-1 an internal-injection experiment, which uses the plasma itself as a cathode in order to
generate ultrashort, low-emittance beams by trapping and accelerating electrons from
the ambient plasma background [Knetsch et al., 2021];

X-2 an external-injection experiment, accelerating existing bunches from FLASH with
high efficiency while preserving their beam quality [Libov et al., 2018; Lindstrøm,
Beinortaite et al., 2021; Lindstrøm, Garland et al., 2021];

X-3 a high-repetition-rate experiment, dedicated to high-average-power PWFA studies
enabled by the MHz-repetition-rate bunch-train structure delivered by the FLASH linac
[D’Arcy, Aschikhin et al., 2019; D’Arcy, Chappell et al., 2022].

Additionally, the scientific programme of FLASHForward incorporates a diverse range of
ancillary experiments, including, among others, the characterisation and development of
plasma cells [Garland et al., 2021] and the development of active plasma lenses [Meisel, 2018;
Lindstrøm, Adli, Boyle et al., 2018; Röckemann et al., 2018].

The installation of the FLASHForward beamline started in summer 2016 and the first
beam-based commissioning campaign took place in August 2017. In January 2018 the
construction of the beamline was completed with the installation of the experimental chamber
for plasma experimentation and a short post-plasma diagnostics section with a broadband
dipole spectrometer for energy-spectrum measurements. The first signatures of a beam-driven
plasma wakefield were observed in June 2018 and external injection was achieved shortly
thereafter, in August 2018. The beamline was upgraded in summer 2019 to incorporate
the diagnostics capabilities of the PolariX-TDS system. In summer 2020 a new dipole
spectrometer with high spatial resolution was added to the diagnostics section located
immediately after the plasma chamber.

The goal of this chapter is to describe the core constituents of the experimental facility
and provide an overview of both its basic operation and its capabilities with emphasis on
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the X-2 experiment. In Section 2.1 the focus is on the FLASH superconducting RF linac,
which provides electron bunches to its three beamlines—FLASH1 and FLASH2, both photon-
science user facilities, and FLASHForward. The first operational FLASHForward beamline
installed before the 2019 upgrade is described next (cf. Section 2.2), including its beamline
design and its diagnostic capabilities. The specifics of the PolariX-TDS beamline design and
its commissioning are addressed separately in Section 2.3. Finally the key aspects of the
distinctive vacuum design that enables the operation of windowless gas cells is described.

2.1. FLASH

Originally conceived as a test stand for a future linear collider—the TeV Superconducting
Linear Accelerator (TESLA)—with an integrated x-ray free-electron laser [Richard et al., 2001],
the Free-electron Laser in Hamburg (FLASH) is a photon-science user facility located at
DESY producing SASE-FEL radiation with wavelengths ranging from the vacuum ultraviolet
(VUV) to the soft x-ray (XUV) regime. In many respects it has served as a prototype for the
European XFEL [Altarelli et al., 2007] and to some extent as a test bed for the International
Linear Collider Project (ILC) [Brau, Okada and Walker, 2007]. FLASH demonstrated SASE
operation at a wavelength of 32 nm in 2005 [Ayvazyan et al., 2006], at 13 nm in 2006

[Rossbach, 2006; Ackermann et al., 2007] and at 6.5 nm (design value) in 2007 [Schreiber,
Faatz and Honkavaara, 2008]. An extensive historical review of the scientific progress driven
by FLASH over the last two decades—in both accelerator research and development (ARD)
and photon science—can be found in Rossbach, Schneider and Wurth, 2019.

One of the distinctive features of the superconducting RF (SCRF) technology used at
FLASH is that, due to the low resistive losses generated at the walls of the acceleration
cavities, long RF-pulses are sustainable, thus enabling the production of long bursts of
electron and photon pulses. Therefore, the FLASH facility combines the extreme peak
brightness of an FEL with a very high average brightness [Rossbach, 2016]. Since the
experiments in photon-science rarely exhaust the large number of pulses available in a
burst, a second (parallel) beamline equipped with variable gap undulators [Schöps et al.,
2014], FLASH2, was constructed between late 2011 and early 2014 [Vogt, Faatz et al., 2015;
Rönsch-Schulenburg, Faatz et al., 2017], practically doubling the beamtime accessible to the
users. Parallel operation is achieved by extracting a fraction of the bunches from the burst by
means of a kicker-septum system and directing it to the second beamline (cf. Section 2.1.2).
The FLASHForward beamline is attached to the FLASH linac after the FLASH2 extraction
arc. This is schematically represented in Figure 2.1 together with the main components of
the FLASH linac, which are described in the following section.
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Figure 2.1.: Schematic layout of the FLASH facility with its linac and its three beamlines: FLASH1 and FLASH2—
both photon-science user facilities equipped with undulators—and FLASHForward. The linac, with
a total length of ∼ 130 m, consists of a normal-conducting photo-injector and seven superconducting
RF (SCRF) modules separated by two bunch compressors (BC2 and BC3) at the indicated beam
energies. A third harmonic module (ACC39) linearises the longitudinal phase space for effective
compression, which can be monitored with a TDS and an energy spectrometer located upstream of
the FLASH1 undulators, and two BCMs located downstream of BC2 and BC3. After acceleration up
to an energy of E < 1250 MeV the electrons are directed to either FLASH1 or FLASH2 by means of a
kicker-septum system. Extraction from the FLASH2 beamline to FLASHForward is achieved with a
static dipole magnet.

2.1.1. FLASH linac

Photo injector. At FLASH the electrons are extracted from a Cs2Te photocathode
[Schreiber, Lederer et al., 2017] by using one of three different UV1 lasers: two of similar pulse
length producing pulse durations of 4.5 ps and 6.5 ps and injecting charges up to 2 nC, and
a third one producing pulses with durations between 0.8 ps and 1.6 ps and injecting charges
between 20 pC and 120 pC for short-pulse-mode operation [Rönsch-Schulenburg, Hass et al.,
2013; Plath et al., 2013]. The electrons are emitted directly into a normal-conducting RF gun
working at 1.3 GHz (L-band) that provides acceleration to an energy of 5.6 MeV. The rapid
acceleration together with the focusing field produced by a built-in solenoid, contribute to
the reduction of space-charge-induced emittance growth [Schreiber and Faatz, 2015].

SCRF modules and bunch compression. After the gun, further acceleration to a
maximum (minimum) energy of 1.25 GeV (0.35 GeV) is provided by up to seven SCRF
modules operating also at 1.3 GHz, which are bath-cooled by superfluid helium to 2 K and
are designed to reach an accelerating gradient of 25 MV/m. A third-harmonic structure
(ACC39) operating in decelerating mode [Edwards, Behrens and Harms, 2010; Vogel et al.,
2010] is located after the first SCRF module (ACC1) in order to linearize the longitudinal
phase space of the bunch for efficient longitudinal compression. This is composed of two
magnetic chicanes working at nominal beam energies of 150 GeV (BC2, C-chicane) and
450 MeV (BC3, S-chicane), with an R56 of 180 mm and 43 mm, respectively [Limberg et al.,

1Ultra Violet
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1996; Stulle, 2004; Schreiber and Faatz, 2015]. This setup delivers electron bunches with
energies within a range of 0.35–1.25 GeV, bunch lengths of 50–5000 ps with peak currents
of up to 2.5 kA, transverse normalised emittance between 0.7 and ∼ 2 µm, an uncorrelated
energy spread below 0.1% and a tunable longitudinal phase space [Schreiber and Faatz,
2015]—all key features exploited at FLASHForward to enable the production of a double-
bunch structure suitable for external-injection plasma-wakefield experimentation.

Time structure. The photo injector is able to deliver pulse trains at repetition rates
of either 1, 5 or 10 Hz, each with a maximum length of 800 µs—limited by the RF-power
system. These pulse trains are typically referred to as macropulses. The pulse spacing within a
macropulse can be adjusted between 0.33 and 25 µs according to a discrete range of operating
laser frequencies [Schreiber and Faatz, 2015]. The described pulse structure is schematically
represented in Figure 2.2a.

Figure 2.2.: Bunch train patterns delivered by the FLASH linac. a) RF pulses (purple) with a maximum flat-top
length of 800 µs are produced at repetition rates of 0.1, 0.2 or 1.0Hz. Each macropulse can be filled
with electron bunches (blue vertical lines) with spacings of 0.33–25 µs. b) Possible bunch pattern for
parallel operation. The macropulse is devided into two bunch-train parts with different destinations
and adjustable RF-amplitude and RF-phase for optimised bunch compression. Customised electron-
bunch charge and spacing is achieved by operating each bunch-train part with a different UV laser.
The kicker provides a minimum separation of 30 µs.

Parallel operation. In order to achieve the parallel operation of FLASH2, three kickers
providing a fast separation of 30 µs are used in combination with a Lambertson septum
deflecting in the horizontal plane (cf. Figure 2.1) to extract a fraction of the electron bunches
contained in a macropulse after acceleration, thus dividing a bunch train into two consecutive
(bunch-train) parts or sub-trains. The bunch parameters of each bunch-train part can be
independently adjusted to fulfil the experimental requirements of each beamline. Control over
the charge is achieved by operating the photo-cathode with independent UV lasers, which
also enables the customisation of the number of bunches and the intra-bunch separation.
Additionally, the RF-amplitude and phase of each RF-station can be modified separately to
generate different longitudinal compressions. The resulting time structure of a bunch train
with two parts corresponding to parallel operation is exemplified in Figure 2.2b. With respect
to the FEL-pulse, the variable gap undulators of FLASH2 allow the tuning of the wavelength
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within a factor of ∼ 4 while using a fixed bunch energy dictated by the FLASH1-beamline
requirements [Schreiber and Faatz, 2015].

Electron-beam diagnostics. Various diagnostics are integrated along the FLASH linac,
including toroidal current transformers to measure the bunch charge, beam-loss monitors
(BLM) to measure the radiation levels induced by charge losses, beam-position monitors
(BPM) to measure the transverse centroid of the bunch, and beam arrival-time monitors
(BAM) [Viti et al., 2017] to measure the timing of the bunches with respect to a reference
signal provided by the synchronisation system. A FODO section located after the first bunch
compressor BC2 with 4 screen stations is used to measure the transverse emittances and
match the beam envelope to the lattice optics (cf. Section 1.2) [Loehl, 2005]. Longitudinal beam
diagnostics relevant to the experiments presented in this thesis are the bunch-compression
monitors (BCM) and a TDS (cf. Section 1.3).

• BCM: the BCM uses the total intensity of coherent diffraction radiation (CDR) emitted
by an electron bunch to estimate its length [Wesch, 2012]. Two BCMs are installed
downstream of BC2 and BC3 (green circles in Fig. 2.1) and are routinely used to provide
a feedback signal for the automated stabilisation of the bunch compression.

• LOLA-TDS: the TDS, which is installed upstream of the FLASH1 undulators (cf.
Fig. 2.1), is a LOLA-type disc-loaded RF waveguide structure [Altenmueller, Larsen
and Loew, 1964] operating at a frequency of 2.856 GHz and streaking the bunch
in the vertical direction. Under optimal operating conditions, it is able to achieve
time resolutions of ∼ 8 fs [Behrens, Gerasimova et al., 2012]. In combination with a
dispersive section equipped with an energy spectrometer, the LOLA-TDS enables the
measurement of the longitudinal phase space of the bunch. This feature is routinely
used at FLASHForward in the first stages of the experimental setup to fine tune the
linac parameters (cf. Section 4.1).

Synchronisation and beam stabilisation. The synchronisation framework at FLASH is
based on a pulsed-laser optical system using stabilised fiber links for the timing distribution
and optical cross-correlators for the synchronization of external Ti:sapphire lasers [Schulz,
2011]. A master laser oscillator (MLO) is phase-locked to an oven-controlled (quartz) crystal
oscillator (OCXO) operating at 9.0277775 MHz—corresponding to the reference used in the
old RF-based synchronisation scheme [Lorbeer, 2006]. Three BAMs installed before and
after BC2 and after BC3 are used to measure the timing of the electron bunch with respect
to the MLO, which, in combination with an active feedback system, is able to achieve a
beam arrival-time jitter of ∼ 30 fs [Schulz et al., 2015]. A dedicated low-level RF (LLRF)
system stabilizes and flattens the amplitude and phase of the accelerating fields produced
in the SCRF modules, resulting in a rms RF-amplitude stability of better than 0.005 %, and
a RF-phase stability better than 0.01 deg (at 1.3 GHz) [C. Schmidt et al., 2014]. The BCMs
located after BC2 and BC3 are used to stabilise the bunch compression by means of a slow
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RF-feedback that controls the RF-stations of the acceleration modules. In a similar way, the
beam orbit measured by the BPMs is stabilised by means of an automated control system
that actuates appropriate steerer magnets according to the lattice optics, thus compensating
eventual slow machine drifts.

2.1.2. FLASH2 extraction arc

With a length of approximately 30 m, the FLASH2 extraction arc [Scholz, 2013] achieves a
total deflection angle of 12 deg and a vertical offset of ∼ 36 mm with respect to the linac.
The kicker-septum system introduces both vertical and horizontal dispersion. The horizontal
dispersion is closed after the last two horizontal bends, whereas the vertical dispersion is
closed by means of a vertical mini-dogleg comprising two adjacent dipoles located shortly
after the last two horizontal bends. The longitudinal dispersion R56 at the end of the arc
is zero, implying that the bunch compression generated in the linac is preserved after the
extraction. This is achieved by means of a horizontal bend with a negative angle—typically
referred to as a “reverse bend”—located roughly in the middle of the arc. In order to mitigate
CSR effects, the horizontal beta function has a small waist at the septum, at the last horizontal
bends, and a few meters before the end of the arc, corresponding to the location of the first
FLASHForward extraction dipole (cf. Section 2.2). However, due to the large bending radius
of both the septum and the last horizontal bends, these effects are in general non-negligle
and, depending on the beam current, might still have a large impact on the beam quality (cf.
Chapter 4).

2.2. FLASHForward

2.2.1. Design

The FLASHForward beamline is installed in the FLASH2 experimental area (tunnel) and con-
sists of five sections: a short extraction (FLFEXTR) with a horizontal bending angle of 8.0 deg;
a longer dispersive section enabling further bunch compression (FLFCOMP), providing
4 m transverse separation with respect to the FLASH2 beamline and featuring a collimator
device for the production of a double-bunch structure; a straight section for beam matching
and final focusing into the plasma (FLFMAFF); a central plasma-interaction chamber; a
post-plasma diagnostic section (FLFDIAG) equipped with two dipole spectrometers. The
conceptual design is schematically depicted in Figure 2.3—in which the distances between
the elements are roughly to scale. In the following, key aspects about each of these sections
are provided.
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2.2. FLASHForward

Figure 2.3.: Layout of the FLASHForward beamline with its five sections: a short extraction (FLFEXTR) with a
horizontal bending angle of 8.0 deg; a longer dispersive section enabling a further bunch compression
(FLFCOMP), providing 4 m transverse separation with respect to the FLASH2 beamline and featuring
a collimator device for the production of a double-bunch structure; a straight section for beam
matching and final focusing to the plasma (FLFMAFF); a central plasma-interaction chamber; a
post-plasma diagnostic section (FLFDIAG) equipped with two dipole spectrometers.

Extraction - FLFEXTR. The extraction is composed of two adjacent horizontal dipole
magnets followed by two quadrupoles and a sextupole. One of the major constraints imposed
on the design of this section is the presence of a 2-m-thick radiation-safety wall that allows
access to the FLASH2 tunnel independent of the FLASH1 tunnel. On the one hand, the
dipoles must provide a large bending angle that achieves enough transverse separation
before the wall to accomodate the additional magnets required for proper beam transport.
On the other hand, the CSR effects generated by the large beam currents through bend
sections must be kept at tolerable levels to avoid an excessive degradation of the beam
quality. A total bending angle of 8 deg was considered to be a good compromise between
these two constraints [Behrens, 2015].

Compression - FLFCOMP. The compression section was designed to fulfil multiple
requirements simultaneously [Behrens, 2015]:

1. achieve a transverse offset of 4 m with respect to the FLASH2 beamline, which,
according to the bending angle of the extraction section, requires the beam to propagate
a total length of ∼ 26 m;

2. accomplish an achromatic beam translation—i.e., closed first- and second-order trans-
verse and angular dispersions, and mitigation of chromatic effects—and no net de-
flection at the end of the section, which is achieved by the last two bends in combin-
ation with an appropriate lattice optic composed of first- and second-order imaging
elements—i.e., quadrupole and sextupole magnets;

3. mitigate CSR effects by adjusting the lattice optic to form a small waist at the last two
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bends;
4. provide a tunable R56 to increase control over the longitudinal compression independ-

ent of FLASH linac settings by means of a reverse bend;
5. enable a precise energy collimation by positioning the collimator device at a location

of large dispersion and a small beta function—i.e., a location with a good energy
resolution Rδ = σx,β/|Dx|.

As mentioned in Chapter 1, the proper operation of the collimator relies on the linear-
isation of the (negative) energy chirp of the bunch to induce a transverse beam tilt in the
presence of dispersion. This is schematically represented in Figure 2.3. The collimator device
consists of a three-component mask: two horizontally adjustable blocks to remove the low-
(head) and high-energy (tail) parts of the bunch, and a vertically and horizontally adjustable
wedge-shaped collimator to split it into a driver and trailing bunch pair [Schröder, Ludwig
et al., 2020]. Apart from the production of a double-bunch structure, such a device enables
further diagnostics capabilities, most prominently a high-resolution wakefield-sampling tech-
nique [Schröder, Lindstrøm et al., 2020] and, in combination with the two-BPM-tomography
technique (cf. Section 1.2), a sliced-beam-parameters analysis. An example of the latter is
discussed in Section 4.2.3. The titanium-sapphire (Ti:Sa) laser used for X-1 experiments is
coupled into the beamline at the end of the compression section, which enables colinear
propagation of the electron and laser beams (cf. Figure 2.3). The design optic of FLFCOMP is
optimised together with that of FLFEXTR (cf. Figure 2.6).

Matching and final focusing - FLFMAFF. The straight section before the plasma-
interaction chamber is divided into two subsections. The first part includes five quadrupoles
and a screen station, enabling the measurement of the transverse rms emittances and match
the beam to an appropriate lattice optic compatible with a small focus at the interaction point.
The second part contains four quadrupoles that complete the final-focusing optics. In order
to match a 1-GeV beam to the transverse focusing fields of a wakefield cavity excited in a
plasma with an electron density of n0 = 1.1 · 1015 cm−3, for instance, the beta function at the
focal point should be βx/y = 10 mm. A possible lattice optic producing such a small focus
is shown in Figure 2.6, where the beta functions at the final-focusing quadrupoles quickly
rise to values above β ≈ 300 m after the hard focus at the plasma cell. The quadrupole
strengths, on the other hand, reach values of up to k1 ≈ 10 m−2, which, in combination with
the large beta functions and for beams with a finite energy spread, introduces chromatic
effects. Figure 2.4 shows the phase-space ellipses of beam slices with energy deviations of
∆δ = ±0.25 %, normalised to the (design) Courant-Snyder parameters of the nominal-energy
beam βD = 10 mm and αD = 0. In the horizontal plane, slices with higher (lower) energies
exhibit a mismatch of Bmag = 1.13 (Bmag = 1.12), which translates into a shift of the waist
location of ∆s = +5 mm (∆s = −5 mm)—i.e., the tail and head of the bunch are focused
downstream and upstream of the design focal point, respectively. This behaviour is more
pronounced in the vertical plane, since the beta function is larger at the last two quadrupoles,
which are the ones with larger focusing strengths. As a result, the waist location is shifted
∆s = +13 mm and ∆s = −13 mm for higher (tail) and lower (head) energies, respectively.
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Such chromatic effects might compromise the quality of the plasma-acceleration process and
must be considered when optimising the final-focusing lattice optics. An example of this
optimisation process is discussed in detail in Chapter 4.

Figure 2.4.: Chromatic effects at a focal point with design Courant-Snyder parameters βD = 10 mm and αD = 0,
corresponding to a beam matched to an electron-plasma density of n0 = 1.1 · 1015 cm−3. The
degree of mismatch is represented by the phase-space ellipses of beam slices with energy deviations
of ∆δ = ±0.25 % normalised to the (design) Courant-Snyder parameters at a nominal-energy of
E = 1 GeV.

Plasma chamber and gas cell. The beam-plasma-interaction chamber is the centerpiece
of the beamline (cf. Figure 2.5a). Its bespoke design consists of two stacked cylindrical
vacuum chambers with diameters of 500 mm. The upper one is directly connected to the
electron beamline, which necessitates a series a differential pumping stages along the beam
pipes attached to it to progressively adapt the vacuum levels to the UHV of the accelerator (cf.
Section 2.4). It contains the gas cell and various diagnostics for spatial alignment of the laser
and electron beams mounted on a baseplate, and incorporates multiple side ports to provide
additional access for transverse laser pulses used in internal-injection (X-1) experimentation
as well as clear lines of sight for optical diagnostic systems. The bottom chamber is kept
at medium-vacuum (MV) conditions at roughly ∼ 10−3 mbar and contains a hexapod
positioning system mechanically connected to the baseplate of the upper chamber by means
of a feedthrough-bellow system, providing precisely controlled rotational and translational
movement of the plasma cell and diagnostics.

The gas cell, schematically depicted in Figure 2.5b, consists of a stack of two sapphire
slabs held together by a PEEK2 holder in which two gas inlets connected by a thin channel
with a diameter of O(1 mm) are milled. Both ends of the channel are directly coupled to
the background vacuum of the plasma chamber. When equal gas pressure is continually

2Polyether ether ketone.
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Figure 2.5.: Plasma chamber and gas cell. a) Side-view of the plasma chamber with its two stacked cylindrical
vacuum volumes. The upper volume (interaction chamber) is directly connected to the electron
beamline and contains a baseplate with the gas cell and various diagnostics for spatial alignment
of the laser and electron beams. The lower volume (MV chamber) contains the hexapod connected
to the baseplate by means of a feedthrough-bellow system. (Source: Schröder, 2021; CAD model
adapted by Sarah Schöder.) b) The gas cell consists of a stack of two milled sapphire slabs held
together by a PEEK holder. Two electrodes at each side of the central channel initiate a discharge
triggered by means of a high-voltage thyratron front-end, thus promoting the formation of a plasma
capillary.

applied to the inlets, a constant neutral gas density profile exists in the central channel
[Garland et al., 2021]. Two electrodes attached at each side of the channel are used to initiate
a discharge triggered by means of a high-voltage thyratron front-end, thus promoting the
formation of a plasma capillary inside the channel, through which the electron beam is
subsequently sent. Such a windowless gas-cell design has the advantage of avoiding the
degradation of the beam quality that would be otherwise induced by particle scattering
through a material interface. In addition to providing a hard-surface environment for the
confinement of the plasma, the sapphire material allows the transmission of light emitted
during the recombination of the plasma, thus facilitating the application of spectroscopic
techniques for plasma diagnostics [Garland et al., 2021]. Different cell geometries with
channel lengths of 33, 50 and 195 mm are available, which provide some flexibility to adjust
the duration of the beam-plasma interaction. The cells can be operated with various gas
species up to plasma-electron densities of O(1017 cm−3). The temporal evolution of the
density at the center of the channel follows an approximate exponential decay, such that
the plasma density value at the time of interaction may be selected by delaying the trigger
signal of the discharge with respect to the arrival time of the bunch. The longitudinal density
profile, on the other hand depends on the operating conditions of the cell, its geometry, and
the relative time of interaction after the discharge, and its shape can range from a flat-top
with upstream and downstream density ramps to Gaussian-like profiles [Garland et al.,
2021].
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Diagnostics - FLFDIAG. The diagnostic section immediately downstream of the plasma
chamber accomodates five high-strength quadrupoles operating as a triplet to capture
the high-divergence beams coming out of the plasma capillary, followed by a broadband
energy spectrometer (ESPEC) to image both the driver and trailing bunch simulataneously
and a second narrowband energy spectrometer with higher spatial resolution for low-
emittance measurements (LEMS). Details about the diagnostic capabilities of each of the
two spectrometers are described in Section 2.2.2. Figure 2.6 shows a possible lattice optic to
capture the high-divergence beam coming out of the interaction point. As can be observed, the
nature of the beam evolution is the reverse of that seen in the final-focusing section, with beta
functions above 300 m and large focusing strengths. In this case, however, the quadrupole
triplet not only has to capture the beam, but it also needs to fulfil the requirements imposed by
the measurement to be perfomed by either of the two energy spectrometers. The configuration

Figure 2.6.: Dispersion (upper plot) and beta functions (bottom plot) corresponding to the design lattice optic of
the FLFEXTR and FLFCOMP sections and a possible optic at the FLFMAFF and FLFDIAG sections
for PWFA experiments and diagnostics. The horizontal dispersion created at the extraction dipole
is closed at the end of the compression section (FLFCOMP). The scraper is installed at s ≈ 191 m
in a location with large dispersion and a moderate beta function for the efficient production of
a double-bunch structure. The lattice in the FLFMAFF section is used to focus the beam to beta
functions on the order of βx/y ≈ O(10 mm) at the interaction point (plasma chamber). The beta
functions around the focal point can easily reach values above βx/y ≈ 300 m. The FLFDIAG section
is used to capture the beam and achieve a proper transport to the spectrometers.

85



2. Experimental facility

shown in Figure 2.6 would be appropriate for the measurement of the energy spectrum at
the LEMS, while achieving a good resolution of the transverse beam size.

2.2.2. Electron-beam diagnostics

The beamline is equipped with regular electron-beam diagnostics, including toroidal current
transformers, beam-loss monitors (BLM), beam-position monitors (BPM), screen stations,
and two dedicated magnet dipole energy spectrometers. Relevant aspects of some of these
diagnostics are described in the following paragraphs.

BPMs. Different types of BPMs are integrated along the beamline: stripline, button and
cavity BPMs, all of them enabling the diagnostic of electron bunches with charges down to
around . 100 pC. Stripline [Baboi et al., 2006] and button BPMs [Treyer et al., 2013] provide
spatial resolutions of 10 µm and ∼ 5 µm, respectively. Cavity BPMs [Lipka, 2009; Lipka et al.,
2014], in contrast, can achieve resolutions in the sub-µm range and are therefore the type
used around the plasma chamber, where a high-precision monitoring of the bunch pointing
jitter is required. Additionally, this setup enables the application of the 2-BPM-tomography
technique (cf. Section 1.2), for which a sub-µm resolution is a prerequisite for the reliable
estimation of the pointing jitter at the location of the waist [Lindstrøm, D’Arcy et al., 2020].

Screen stations. The screen stations installed at FLASHForward were originally de-
veloped for the Europeran-XFEL [Wiebers et al., 2013] and use inorganic scintillator materials
in order to avoid coherent effects in the emission of optical transition radiation (OTR)
triggered by high-brightness beams in conventional OTR monitors. The scincillator materi-
als used are Cerium-doped Lutetium Yttrium Orthosilicate (LYSO:Ce) and Cerium-doped
Gadolinium Aluminium Gallium Garnet (GAGG:Ce). A technical drawing of the core com-
ponents of the screen station is shown in Figure 2.7. A movable screen holder accomodating
up to two different screens and a test chart for calibration purposes is positioned to intercept
the beam perpendicularly to the direction of propagation. The emitted light is observed at
45 deg and is imaged out of vacuum into a CCD camera by means of an optical system
exploiting the Scheimpflug principle to minimize depth-of-focus effects. The camera used is
a Basler avA2300-25gm with a pixel size of 5 µm× 5 µm and a total of 2330× 1750 pixel. The
field of view (FOV) can be manually adjusted to obtain a magnification power of either 1:1 or
1:2. The nominal spatial resolution of the system is Rscr = 10 µm and can be reduced further
down to O(1 µm) by applying deconvolution algorithms and appropriate single-particle
resolution functions [Kube et al., 2015]. Two screen stations with a magnification power of
1:1 are located at the FLFCOMP and at the FLFMAFF sections for transverse beam profile
diagnostics.
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Figure 2.7.: Technical drawing of the screen stations used at FLASHForward. A movable screen holder is
positioned to intercept the beam perpendicularly to the direction of propagation. The emitted light
is observed at 45 deg and is imaged out of vaccum into a CCD camera by means of an optical
system exploiting the Scheimpflug principle to minimize depth-of-focus effects. The movable imaging
system can be adjusted along the optical axis to produce magnification powers of 1:1 or 1:2. Image
reproduced from Wiebers et al., 2013.

Broadband energy spectrometer - ESPEC. As a result of the beam-plasma interaction, a
substantial fraction of the driver-bunch energy is transferred to the trailing bunch, eventually
depleting the energy of the driver (cf. Section 1.4). In order to measure the large energy
spreads associated to this process, a broad-band 1 m-long dipole spectrometer dispersing
in the vertical plane is installed roughly 3 m downstream of the interaction point. A large
1 mm-thick stainless-steel vacuum chamber is embedded between the pole shoes with two
scintillating screens (Kodak LANEX Fine) attached to the outer side of its downstream
and bottom walls. The screens are imaged by means of a periscopic system and 6 separate
CCD cameras (model Basler acA2040-35gm, with a pixel size 3.45 µm× 3.45 µm and a total
of 2048× 1536 pixel). The spatial resolution of the system is limited by scattering in the
chamber wall to about 50 µm [Lindstrøm, 2019b]. With maximum dispersions on the order
of Dy ≈ 1 m, the best energy resolutions achievable are about Rδ ≈ 0.005 %. However, the
beam transport through the high-strength quadrupole triplet is subject to chromatic effects,
which prevents the resolution of the entire spectrum of beams with large energy spreads.
For such beams, a precise measurement of the full spectrum requires the imaging energy
of the quadrupoles to be progressively scanned and to subsequently splice the measured
spectra with, e.g., a Cauchy-Lorentz distribution. For beams with a small waist around the
interaction point, the transverse emittance can be measured in the nondispersive plane by
means of an object-plane scan (cf. Section 1.2). However, the limited demagnification power
of the lattice and the poor spatial resolution of the screen constrain the range of measurable
emittances to values above & 10 µm [Lindstrøm, 2019b]. This limitation is overcome with the
LEMS spectrometer, which contains a different screen setup and is installed approximately
7 m downstream of the interaction point.

87



2. Experimental facility

Low-emittance measurement station - LEMS. The LEMS design is based on the same
type of dipole magnet used in the ESPEC and also disperses the beam in the vertical plane.
Since its purpose is to measure the beam parameters of either noninteracted bunches or
plasma-accelerated trailing bunches, the station only needs to cover a small energy range
on the order of ∆δ ≈ 10 %, which greatly simplifies the design of the vacuum system to
accomodate the optical-imaging system. An XFEL-type screen station with an in-vacuum
GAGG scintillator is installed on a short beam pipe at an angle of approximately −10 deg
with respect to the undeflected-beam trajectory and ∼ 1 m downstream of the dipole.
Due to the longer distance from the interaction point, the magnetic lattice can achieve
demagnification powers of up to R11 ≈ −12, which, in combination with a measured screen
resolution of Rscr = 7 µm, results in an emittance resolution of 0.1 µm [Lindstrøm, Beinortaite
et al., 2021]. In the vertical plane, a nominal dispersion of approximately |Dy| ≈ 250 mm
provides an energy resolution of Rδ ≈ 0.003 %.

2.3. PolariX-TDS beamline

The motivation to extend the diagnostic capabilities of FLASHForward with an X-band
TDS is manifold. On the one hand, collective effects arising along the FLASH2 extraction
and the FLASHForward extraction and compression sections can result in: 1) distortions
of the linearity of the energy chirp of the bunch; 2) transverse-slice centroid offsets. The
presence of a TDS at the end of the FLASHForward beamline enables the precise assessment
of these effects in order to take the appropriate actions to mitigate them (cf. Section 4.2). In
this sense, the ability of the PolariX-TDS system to adjust the polarisation of the streaking
field represents a great advantage, since the large transverse gradients present in a plasma
wakefield require the mitigation of residual transverse slice centroids in both planes (cf.
Section 3.4). On the other hand, the visualisation of the longitudinal phase space of the beam
downstream of the collimator device is required to precisely characterise and optimise its
performance—which is critical for the success of external-injection (X-2) experimentation
(cf. Section 4.2). Finally, a TDS operating in the X-band range located after the interaction
chamber enables the diagnostic of plasma-accelerated electron bunches with femtosecond-
scale time resolution, thus providing direct information about both the transverse and the
longitudinal structure of the plasma wakefields (cf. Chapter 5).

In this section, key aspects of the PolariX-TDS beamline design are discussed, which are
relevant to the diagnostics capabilities of the device. Details about the RF-hardware of the
PolariX-TDS and its dedicated commissioning are presented in Chapter 3. A short summary
of the commissioning of the beamline components concludes the section.
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2.3.1. Design

The major constraint imposed on the beamline design is dictated by the location of the
RF-power station of the PolariX-TDS system, which must be close enough to the structure
to minimise the power losses produced along the waveguide network (cf. Section 3.1). As
part of the PolariX-TDS collaboration, both FLASHForward and FLASH2 were interested
in the acquisition of a TDS, which, in order to reduce financial costs, were foreseen to
share the RF-power system. On account of that and due to the limited space availability
in the pre-existing FLASH2 beamline, the TDS had to be located approximately ∼ 25 m
downstream of the plasma chamber.

The magnetic lattice around the TDS is organised as schematically depicted in Figure
2.8. Four quadrupoles separated by ∼ 5 m-long gaps are located upstream of the structure
in order to allow for the future installation of three undulators with a view towards the
generation of FEL-radiation. These four quadrupoles together with the high-strength triplet of
the FLFDIAG section provide enough flexibility to adjust the lattice optic to the requirements
of the different types of measurements performed with the TDS—viz. slice transverse beam
parameters and slice emittance in x and y, and longitudinal-phase-space measurements.
The slice transverse beam parameters are measured at a screen station located at the end
of a short straight section downstream of the structure comprising two quadrupoles. After
that, a dispersive section is dedicated to the diagnostic of the longitudinal phase space,
which includes a dipole introducing a horizontal deflection of −5 deg, a quadrupole to add
flexibility to the simultaneous optimisation of the longitudinal and energy resolutions, and
a second screen station. A provisional beam dump is located at the end of the beamline.
The longitudinal and energy resolutions achievable by means of this lattice arrangement are
provided in the following paragraphs.

Figure 2.8.: Layout of the PolariX-TDS diagnostics beamline consisting of three sections: FLFUND, FLFXTDS and
FLFDUMP. The TDS is located ∼ 25 m downstream of the plasma chamber, near the two structures
installed at FLASH2 and the shared RF-power station. Four quadrupoles upstream of the structure
allow the future installation of three undulators with a view towards the generation of FEL-radiation.
The straight section downstream of the TDS is dedicated to the measurement of the transverse sliced
beam parameters. A dispersive section with an additional quadrupole is used for the diagnostic of
the longitudinal phase space.
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Longitudinal resolution

As discussed in Section 1.3.2, the longitudinal resolution is optimal when the beam is sent
collimated through the TDS and has a large beta function compatible with a well behaved
optic along the beamline—i.e., not too large as to cause transmission problems or to produce
chromatic effects. Considering the iris radius of the structure a = 4 mm (cf. Table 3.1) and a
1 GeV-beam with a normalised emittance of εy,n = 1 µm, a beta function of βy,TDS = 100 m
is found to be a good compromise, resulting in 99.7 % of the particles (i.e., 6σy,rms) being
contained in ∼ 17 % of the TDS aperture. Such a beta function is easily achieved with
the quadrupoles upstream of the TDS. On the other hand, the phase advance between the
TDS and the screen is required to be ∆ψy,TDS→scr = 90 deg, which is accomplished with
the quadrupoles downstream of the structure. Since there are (at least) two quadrupoles
between the TDS and the screen, an additional degree of freedom is available to adjust the
beta function in the streaking plane at either of the two screens in order to: 1) appropriately
resolve the unstreaked beam size; 2) fit the streaked beam size in the FOV of the screen while
simultaneouly allowing an RF-phase scan to calibrate the shear parameter (cf. Section 2.3.2).
A possible lattice optic for each of the screen stations and a symmetric unfocused beam at the
plasma chamber with βx = βy = 10 m and αx = αy = 0.0 is shown in Figure 2.9. Lattice optics
suitable for the diagnotic of beams with a small waist at the interaction point are discussed
in Chapters 4 and 5. Notice that to adjust the horizontal beta function at the 11FLFXTDS
screen, the quadrupoles upstream of the TDS must be used, since those downstream of the
TDS are used to optimise the longitudinal resolution. In the optic shown in Figure 2.9, a beta

Figure 2.9.: Design lattice optic of the PolariX-TDS diagnostics beamline for a symmetric unfocused beam at the
plasma chamber with βx = βy = 10 m and αx = αy = 0.0. The beta function in the streaking plane
at the location of the TDS is typically βy,TDS ≈ 100 m. The quadrupoles downstream of the structure
are adjusted to achieve a phase advance between the TDS and the screen of ∆ψy,TDS→scr = 90 deg at
either of the two screen stations to optimise the longitudinal resolution.
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of βx,scr ≈ 25 m is achieved, which provides good resolution of the beam size as required for
the measurement of the sliced beam parameters. At the 8FLFDUMP screen, as mentioned
before, the presence of an additional quadrupole grants more flexibility to simultaneously
adjust the optics in the horizontal plane to achieve a good energy resolution.

The remaining terms contributing to the longitudinal resolution not related to the lattice
optic are the integrated TDS voltage VTDS, the beam energy E and the operating RF frequency
fRF = 11.9888 GHz. The integrated TDS voltage depends on the available RF-power and the
power-to-voltage constant of the structure, which has a nominal value of D = 5.2 MV/

√
MW

(cf. Table 3.1). As will be discussed in Section 3.1, the klystron is able to deliver up to
P = 6 MW, and this value will be increased to P = 24 MW with the future installation of
an RF-pulse compressor. The resolutions achievable accross the full RF-power range and
different beam parameters are shown in Figure 2.10. The best resolution for a 1 GeV-beam
with a normalised emittance of εy,n = 1 µm provided by the system used in this thesis
(klystron only) is below Rξ . 3 fs. In practice, however, due to the losses produced in the
RF-power transport from the klystron to the structure, this value is increased slightly above
Rξ & 3 fs.

Figure 2.10.: Time resolution achievable at FLASHForward accross the full RF-power range and different beam
parameters. The RF-power system used in the work presented in this thesis consists of only a
klystron and is able to deliver a maximum of P = 6 MW, with which best-case longitudinal
resolutions of Rξ ≈ 3 fs are achieved. The future installation of an RF-pulse compresseor will reduce
the resolution further to slightly above Rξ ≈ 1.0 fs.

Energy resolution

The dispersions produced at the 8FLFDUMP screen are in the range |Dx| = 0.7–1.0 m,
depending on the exact focusing strength of the quadrupole located between the dipole
and the screen, which typically has negative values not lower than k1 ≈ −1.0 m−2. The
achievable energy resolutions in the most unfavourable case of having Dx = 0.7 m are
shown in the left plot of Figure 2.11 for a range of beta functions at the screen and different
beam parameters. As can be observed, for moderate betas of βx, scr ≈ 10 m the resolution
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Figure 2.11.: Left plot: energy resolution achievable at the 8FLFDUMP screen with a dispersion of Dx = 0.7 m
and different beam parameters. Moderate betas of βx, scr ≈ 10 m produce resolutions around or
well below Rδ . 0.01 %, which enable to resolve the sub-per-mille uncorrelated energy spreads
produced by the FLASH linac. Right plot: TDS-induced energy spread associated to the longitudinal
resolutions shown in Figure 2.10. The induced energy spread is typically above the energy resolution
threshold and can thus be well resolved.

is around or well below Rδ . 0.01 % for all beam parameters, which is enough to resolve
the sub-per-mille uncorrelated energy spreads produced by the FLASH linac (cf. Section
2.1). When performing longitudinal-phase-space measurements, however, the slice energy
spread is broadened due to TDS-induced effects (cf. Section 1.3), which is typically the actual
factor limiting the measurement. To illustrate this, the TDS-induced energy spread associated
with the longitudinal resolutions discussed in the previous section is shown on the right
plot of Figure 2.11, where it can be seen that for time resolutions below Rξ . 10 fs the TDS
effects exceed the energy resolutions achieved with the spectrometer—and thus can be well
resolved. Notice that for the best time resolutions achievable the induced energy spread can
be larger than the natural uncorrelated energy spread of the bunch.

Electron-beam diagnostics

The beamline is equipped with regular beam diagnostics, including a toroid located ≈ 0.5 m
upstream of the screen 8FLFDUMP, plus several BLMs and BPMs. The BPMs around the
PolariX-TDS are of the cavity type to allow a precise monitoring of the beam trajectory
through the structure and avoid eventual transmission problems. XFEL-type screen stations
(cf. Section 2.2) are installed donwstream of the PolariX-TDS, both including LYSO:Ce
and GAGG:Ce scintillators. In order to guarantee their adequacy for bunch-length and
energy-spectrum measurements over the whole range of experimental conditions expected at
FLASHForward, a magnification ratio of 1:1 and 1:2 is chosen for the first (11FLFXTDS) and
second (8FLFDUMP) station, corresponding to a field-of-view (FOV) of 9 mm× 12 mm and
18 mm× 24 mm, respectively. The motivation for these choices is described in the following
section.
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2.3.2. Jitter and tolerance studies

The accuracy of the bunch-length measurements performed with the TDS relies on the
stability of the shear parameter S and the ability to precisely determine its magnitude. In
the same way, the measurement of the energy spectrum relies on the calibration of the
dipole spectrometer. These calibration routines can be compromised by spurious variations
of the bunch centroid at the screen. Therefore an analysis of the different sources of jitter
and their impact on the operation of the PolariX-TDS diagnostics beamline is required. At
FLASHForward, the sources of jitter3 can be divided into three categories:

1. RF stability of the PolariX-TDS system, which include the phase σ̄φ and the amplitude
σ̄A jitter;

2. linac stability, including the arrival-time σ̄t, the pointing σ̄r and the energy jitter σ̄δ;

3. stability of the plasma-acceleration process, which is reflected mainly on the energy
jitter of the accelerated witness bunch σ̄δ,PWFA.

In practice, not all these sources can be completely disentangled from each other and their
combined effect has to be considered. In this section, the aforementioned sources of jitter
are defined and the relation between them is examined. After that, their impact on both the
calibration of the shear parameter and the calibration of the dipole spectrometer is evaluated
and appropriate parameters for the optics system of the two screen stations of the diagnostics
beamline are determined accordingly.

RF-phase and linac arrival-time jitter. The phase jitter σ̄φ refers to spurious variations
of the RF phase of the TDS system relative to the arrival time of the bunch. For a given shear
parameter S, this translates into a pointing jitter at the screen:

σ̄〈y〉,φ =
|S|
kRF

σ̄φ. (2.3.1)

Similarly, the linac arrival-time jitter σ̄t results in centroid variations at the screen:

σ̄〈y〉, t = |S| c σ̄t, (2.3.2)

where c is the speed of light. Since the RF-phase and the linac arrival-time are inextricabaly
linked by definition, their combined effect has to be considered, which leads to the expres-
sion:

σ̄〈y〉,φ+t =
|S|
kRF

√
σ̄2

φ + (kRF c σ̄t)2 =
|S|
kRF

σ̄φ,eff , (2.3.3)

3The jitter parameters are indicated with a bar σ̄ to differentiate from the conventional notation used for the
second moments of the beam parameters.
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where the effective RF-phase jitter has been defined. At FLASH, the arrival-time jitter is
estimated to be around σ̄t ≈ 30 fs [Schreiber and Faatz, 2015], which corresponds to
≈ 0.13 deg at 11.988 GHz. The effective RF-phase jitter of the PolairX-TDS system is estimated
to be σ̄φ,eff = 0.25 deg, slightly above the arrival-time jitter of FLASH.

RF-amplitude jitter. The amplitude jitter σ̄A reflects eventual variations of the RF-
signal amplitude that directly translate into variations of the absolute value of the shear
parameter:

σ̄S = |S| σ̄A , (2.3.4)

which for the PolariX-TDS system is estimated to be σ̄A ≈ 1 % [Reukauff, 2022]. When the
TDS is operated at phases around the zero crossing φRF 6= 0 the amplitude jitter translates
into a pointing jitter:

σ̄〈y〉, A =
φRF

kRF

σ̄S =
φRF

kRF

|S| σ̄A. (2.3.5)

Assuming an amplitude jitter of σ̄A ≈ 1 %, however, a comparison between this equation
and the effective RF-phase jitter (cf. Eq. 2.3.3) reveals that for small RF phases φRF � 1 the
impact on the pointing is largely dominated by the phase jitter and the contribution from
the RF-amplitude jitter becomes negligible.

Energy jitter. In a dispersive section operating in the x–s plane, mean-energy variations
of the bunch translate into a horizontal centroid jitter:

σ̄〈x〉,δ = |Dx| σ̄δ (2.3.6)

The estimated linac-energy jitter at FLASH is σ̄δ ≈ 0.1 %, which, for a typical dispersion
at the 8FLFDUMP screen of |Dx| = 0.7 m, represents a pointing jitter of σ̄〈x〉,δ = 0.7 mm.
On the other hand, for comparatively large energy variations of σ̄δ,PWFA ≈ 5 % expected
from an unoptimised beam-plasma interaction in PWFA experiments, a pointing jitter of
σ̄〈x〉,δ = 35 mm would be observed at the screen.

Linac-pointing jitter. The pointing jitter at FLASH is estimated to be σ̄r ≈ 50 µm
[Schreiber and Faatz, 2015]. However, as discussed in Section 1.2.2, its phase space pro-
gressively resembles that of the beam envelope as the bunch travels along the beamline
and its actual value is expected to deviate from its nominal value depending on the lattice
optic [Lindstrøm, D’Arcy et al., 2020]. At locations where the bunch is strongly focused to
β ≈ 10 mm, for instance, the jitter can be as low as σ̄r ≈ 1 µm (cf. Figure 4.7), whereas for
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2.3. PolariX-TDS beamline

moderately large beta functions of β ≈ 100 m it can increase up to around σ̄r ≈ 150 µm. For
small shear-parameter values around S ≈ 10, a pointing jitter of σ̄r ≈ 50 µm is equivalent to
0.07 deg, and for S ≈ 40 it goes down to below < 0.02 deg. In the dispersive plane, assuming
a dispersion of |Dx| = 0.7 m, a pointing jitter of σ̄r ≈ 50 µm would be equivalent to an
energy jitter of less than < 0.01 % and generally its effect can be neglected.

Tolerance-calculation method

The amount of jitter that can be tolerated in a calibration routine depends on the FOV of the
screen station, the beam parameters and either the operating conditions of the PolariX-TDS
or the dispersion introduced by the dipole spectrometer. The approach followed here is to
calculate the effective FOV available to perform a scan after substracting the projected (or
dispersed) beamsize σ and the effect of the jitter σ̄:

FOVeff = FOV− 6σ− 2σ̄. (2.3.7)

The effective field of view can be expressed in terms of the available RF phase ∆φRF and the
available energy range ∆δ for the streaking plane and the dispersive plane, respectively:

∆φRF = FOV
kRF

S
− 6 kRF σξ − 2 σ̄φ,eff (2.3.8a)

∆δ = FOV
1

Dx
− 6 σδ − 2 σ̄δ, (2.3.8b)

where in the first equation σξ is the bunch length and in the second equation σδ and σ̄δ

are the energy spread and the energy jitter of the bunch, respectively. Once the available
scan range is obtained, N measurements are simulated by varying the scan parameter in
10 equally spaced steps and generating Ns normally distributed bunch centroids according
to the magnitude of the jitter. The centroids that fall outside of the FOV are discarded. The
figures of merit used to characterise the jitter tolerance are: 1) the deviation between the
calibrated parameter and the real value used to simulate the measurement; 2) the relative
error of the calibrated parameter, i.e., the error of the (simulated) measurement divided by
the absolute value of the calibrated parameter—e.g., σS/|S|.

Shear-parameter calibration

As discussed above, when performing bunch-length measurements, the effective RF-phase
variations σ̄φ,eff are the principal source of jitter affecting the pointing stability at the screen.
Therefore, only this source—with an estimated value of σ̄φ,eff = 0.25 deg—will be taken
into account in the following. Regarding the bunch parameters, three different lengths are
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considered: σξ = 3 µm (10 fs), σξ = 30 µm (100 fs), and σξ = 90 µm (300 fs). The jitter
tolerance is analysed for different shear parameters between S = 10 and S = 75, which,
for the typical TDS-measurement optics settings (cf. Section 2.3.1) and a 1-GeV-beam with
a normalised emittance of εy,n = 1 µm, result in longitudinal resolutions of Rξ ≈ 3 µm
(10 fs) and Rξ ≈ 0.45 µm (1.5 fs), respectively. For each shear parameter, N = 104 calibration
measurements with Ns = 10 samples per scan step are simulated.

The results for a screen-optic system with a FOV ratio of 1:1—corresponding to a vertical
extent of 12 mm—are shown in Figure 2.12. The left axis indicates the available scan range
in degree and the right the relative error of the calibrated shear parameter. In all cases,
the calculated shear parameter coincides with that used to simulate the measurement to
within 5 % and it is therefore not shown in the plot. As expected, the available scan range is
inversely proportional to the shear parameter ∆φRF ∝ S−1 and decreases progressively for
longer bunches, whereas the calibration error increases as the scan range is reduced—i.e., as
the jitter starts to dominate over the bunch length. For the longest bunch (σξ = 90 µm), only
shear parameters below S < 20 are operational. However, even in that case, longitudinal
resolutions of Rξ . 3 µm (10 fs) are achievable, which are still excellent for such long bunches.
For the shortest bunch σξ = 3 µm, an effective RF-phase jitter of σ̄φ = 0.25 deg results in a
tolerable calibration error of ≈ 8 % at the highest shear parameter achievable in the future
with the RF compressor. A FOV ratio of 1:1 also provides enough optical-resolution power
to measure the unstreaked beam size, which for a beta function at the screen of βy = 2 m
and a 1-GeV-bunch with εy,n = 1 µm, would result in σy ≈ 30 µm, equivalent to 6 pixels. A
screen-optic system with a FOV ratio of 1:2, in contrast, would tolerate higher levels of jitter
at the cost of reducing the optical resolution.

Figure 2.12.: Tolerance of transverse beam centroid jitter associated to an effective RF-phase jitter of σ̄φ, eff =

0.25 deg for a screen station with a FOV ratio of 1:1. The available scan range (left axis) is reduced
as the shear parameter increases, which translates into a dramatic increase of the measurement
errors (right axis) as the scan range approaches zero. The constraints observed for longer bunches
can be avoided by operating the system with a reduced shear parameter while still producing a
sufficient time resolution (see text).
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Energy calibration

The most critical scenario to be considered at the screen 8FLFDUMP is that of an accelerated
trailing bunch with a high mean-energy jitter σ̄δ. The dispersion at that screen can vary
slightly depending on the strength of the quadrupole Q4FLFDUMP located between the
dipole and the screen, but its value in normal operating conditions is Dx ≈ 0.7 m. Three
different energy spreads are considered in the following: σδ = 0.05 % and σδ = 0.1 %, corres-
ponding roughly to optimally and suboptimally beam-loaded trailing bunches, repectively,
and σδ = 0.25 %, corresponding to a full (unscraped) bunch with a negative chirp or to
a strongly overloaded/underloaded trailing bunch. The tolerance is analysed for a range
of energy-jitter values between σ̄δ = 0.1 %—i.e., the nominal energy jitter of the FLASH
linac—and σ̄δ = 1 %. For each energy jitter, N = 104 calibration measurements with 10 scan
steps and Ns = 20 samples per scan step are simulated.

The results for a screen-optic system with a FOV ratio of 1:2—corresponding to a
horizontal extent of 18 mm—are shown in Figure 2.13. As expected, the available scan range
(top plot) decreases linearly with increasing energy-jitter values ∆δ ∝ −σ̄δ and increasing
energy spreads ∆δ ∝ −σδ. The reference grey-dashed line in the plot indicates where the

Figure 2.13.: Tolerance of transverse beam centroid jitter associated to the range of mean energy jitters expected
at FLASHForward for a screen station with a FOV ratio of 1:2. The available scan range (top plot) is
reduced for higher jitter amplitudes. The calibration error (right axis in the bottom plot) increases
dramatically as the available scan range equals the energy spread of the bunch. The measured
dispersion (left axis in the bottom plot) strongly underestimates the actual lattice dispersion above
a mean energy jitter of about σ̄δ ≈ 0.4 %, which corresponds to the maximum tolerable amount of
jitter.
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available range equals the energy jitter ∆δ = σ̄δ. The bottom plot shows the dispersion
value obtained in the calibration (left axis) and the relative error of the measurement (right
axis). The nominal energy jitter of FLASH—which is expected to apply in the absence
of beam-plasma interaction—is tolerable in all energy-spread scenarios. However, as the
energy jitter increases and approaches the value of the available scan range, the relative
error increases exponentially to values above > 25 %, which occurs at progressively higher
energy jitters for lower bunch energy spreads. On the other hand, the measured dispersion is
gradually underestimated and reaches values below Dx < 0.6 m (≈ 15 % relative error) for
energy-jitter values above σ̄δ ≈ 0.5 %. Taking into account these two observations, the level of
jitter tolerable with a FOV ratio of 1:2 would be found within a range of 0.3 % < σ̄δ < 0.5 %,
depending on the energy spread of the bunch. A FOV ratio of 1:1, in contrast, would severely
compromise the operation of the spectrometer.

2.3.3. Beamline commissioning

In order to achieve an accurate level of control over the beam transport, a precise knowledge
of the beamline and the operation of its basic components is required. A good level of
agreement between the theoretical and the experimental models of the magnetic lattice,
for instance, is of special importance when performing emittance measurements, in which
the transport matrices determine the outcome of the measurement. In the context of this
thesis, the characterisation of the beam emittance plays a central role, and therefore, special
care was taken to validate the proper operation of the beamline in a dedicated beam-based
commissioning campaign. The goal of this section is not to provide a detailed analysis of the
measurements performed but to shortly describe the steps followed and to report on the
major outcomes of the campaign. Prior to the beam-based commissioning, the polarity of all
the magnets was checked in situ with a Hall sensor.

BPM calibration. The most basic assessment of the beam transport consists of charac-
terising the beam orbit along the beamline, enabled by the BPMs. Therefore, the first step
of the commissioning campaign was to calibrate all the BPMs of the PolariX-TDS beamline.
This was performed by introducing a known kick with a steerer magnet located upstream of
the BPM generating a sufficient phase advance as to clearly observe the resulting transverse
offsets at the monitor. The quadrupole magnets between each chosen pair of steerer magnet
and BPM must be degaussed and switched off, thus ensuring that there is only a drift space
between them. Since the accuracy of the BPM readings is reduced for large transverse beam
sizes, an appropriate lattice optic producing beta functions below βx = βy ≈ 20 m along
the whole beamline was used. For the same reason, a beam with a small energy spread was
produced at the linac in order to obtain a small transverse beam size at the dispersive section
(FLFDUMP). Apart from obtaining an accurate calibration of the BPMs, the measurement
enabled the validation of both the location and the type of each of the steerer magnets
installed, which is a mandatory requirement to perform the orbit-response measurements
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discussed next.

Orbit-response measurements (ORM). Similar to the procedure followed for the BPM
calibration, an ORM is performed by introducing a range of known angular kicks with a
steerer magnet and measuring their transport along the beamline. In this case, however, all
the quadrupoles are switched on. The resulting dependence of the transverse beam centroid
offset measured at the BPMs is used to determine the transport-matrix elements R12 (for
the horizontal kick) and R34 (for the vertical kick), which are subsequently compared to
those of the theoretical model. As a result of the measurement, a small error was detected
in the calibration of the power supply of the first quadrupole upstream of the PolariX-
TDS, which was corrected by the MKK4 technical group at DESY. Apart from that, a good
agreement between the theoretical model and the experiment was observed, thus validating
the knowledge about the positions of the magnets, their magnetic fields, and their current
calibrations.

TDS-screen-based ORM. For the straight lattice section downstream of the PolariX-TDS
a method similar to the ORM was employed, which used the TDS as a steering element
and the screen 11FLFXTDS as a monitor of the transverse centroid offset. This setup has the
advantage of conferring a higher level of precision to the measurement due to the larger range
of offsets measurable at the screen (9 mm× 12 mm) compared to that typically available
within the linear range of a BPM (≈ 1 mm). The measurement enabled the identification of
a large error in the focusing strength of one of the quadrupoles, which was related to an
underestimation of the current delivered by the power supply by more than 30 %.

2.4. Differential-pumping system

As mentioned in Section 2.2, the continuous-flow design of the gas cell used at FLASH-
Forward requires a vacuum-system configuration that allows direct connection of the high
pressure region around the plasma chamber to the ultra-high-vacuum (UHV) conditions
mandatory for the safe operation of the FLASH facility—i.e., p . 10−8 mbar at the trans-
mission beamline and p . 10−9 mbar at the linac or special diagnostics equipment as, for
instance, the PolariX-TDS. A careful design of the vacuum system around the TDS was
therefore of the utmost importance to the safe operation of the system.

A standard approach to efficiently decouple two vacuum regions with a large pressure
difference is to connect them by means of one or several differential-pumping stages, which
consist of an appropriate arrangement of vacuum pumps connected by small apertures that
greatly reduce the amount of gas flowing towards the direction of lower pressures. While
small apertures increase the efficiency of the system, their dimensions are constrained by the

4Maschine Kraft Kühlung Klima.
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operational requirements of the beamline—e.g., the lattice optic and the transverse size of
the electron beam. Regarding the pumping speed needed at each stage, the gas load to be
evacuated is determined by the pressure obtained at the previous stage and the conductance
of the pipe connecting the two stages. Once UHV conditions are achieved, the system is
limited by the conductance of the pipes and an increase of pumping speed does not translate
into an improvement of the vacuum levels along the beamline [Kersevan, 2007].

At FLASHForward, the gas cell is operated with a gas load of up to Qin = 20 mbar · l/s
[Dale and Schaper, 2017]. The principal requirement of the vacuum system is that UHV
conditions must be achieved at two locations: 1) just upstream of the FLFMAFF section; 2)
at the PolariX-TDS. A large amount of the gas load is already evacuated with two pumps
attached to the plasma chamber and the remaining part is progressively removed by three
differential-pumping stages installed at each side of the chamber—i.e., six stages in total. The
minimum diameter of the apertures allowed is mainly constrained by the 25 TW Ti:Sapphire
laser used for internal-injection (X-1) experiments, which propagates colinear to the electron
beam and requires progressively larger apertures with diameters of up to ≈ 40 mm to
avoid clipping the transverse profile far away from the waist. Immediately upstream and
downstream of the plasma chamber, small apertures with diameters of 10 mm are allowed,
since both the electron and the laser beams are close to their focus and have transverse sizes
on the order of O(10 µm).

The dimensioning of the system for the plasma chamber and the three upstream
differential-pumping stages was conducted by an external company [Hilbert, 2017]. Following
a similar approach, the dimensioning of the three downstream differential-pumping stages
and the sections immediately upstream and downstream of the PolariX-TDS was performed
at FLASHForward. The vacuum design of the PolariX-TDS system itself—which involves a
high level of complexity—was carried out by the MVS5 technical group at DESY. Taking into
account the constraints described above, analytical formulae were used to characterise the
system and determine the best configuration of beam-pipe diameters and pumping speeds.
Subsequently, the whole system was modeled with the simulation program Molflow+
[Kersevan and Ady, 2019], which meant the presence of beaming effects that reduce the
efficiency of the system could be discarded [Kersevan, 2007]. All calculations and simulations
were performed considering operation with H2, which is the gas species most difficult
to evacute. A thermal outgassing rate of q ≈ 10−10 mbar · l/s/cm2 was assumed for all
pipes. Figure 2.14 shows the pressure profile obtained along the whole beamline and the
location and type of the different vacuum pumps used. The pressure at the plasma chamber
is kept at p = 0.1 mbar by means of two turbo-molecular pumps (TMP) with an effective
pumping speed of S ≈ 200 l/s. Each differential-pumping stage is equipped with a TMP with
S ≈ 500 l/s and achieves a pressure reduction between two and three orders of magnitude.
Two ion-getter pumps (IGP) with S ≈ 70 l/s are attached at each side of the PolariX-TDS
with a high-conductance (large diameter) pipe to facilitate the evacuation of residual gas
coming from the structure. The conductance-limited section downstream of the TDS is kept

5Maschinen Vakuum Systeme
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at UHV conditions by two additional IGPs.

Figure 2.14.: Vacuum-pressure profile achieved at FLASHForward with its dedicated differential-pumping
system. The gas cell is operated with a gas load of up to Qin = 20 mbar · l/s, which must be
completely absorbed shortly upstream of the FLFMAFF section (Safety valve) and at the location
of the PolariX-TDS. The pressure at the plasma chamber is kept at p = 0.1 mbar by means of two
turbo-molecular pumps (TMP) with an effective pumping speed of S ≈ 200 l/s. Each differential-
pumping stage is equipped with a TMP with S ≈ 500 l/s and achieves a pressure reduction between
two and three orders of magnitude. The section around and downstream of the PolariX-TDS is kept
at UHV conditions by four IGPs with S ≈ 70 l/s.
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In this chapter, the RF design of the PolariX-TDS system, the hardware commissioning
of some of its critical RF-components, and its beam-based commissioning are described,
including several applications for beam characterisation and optimisation. Before that, the
circumstances that enabled the development and production of the new device—which led
to the creation of the PolariX-TDS collaboration in 2017—are briefly described.

PolariX-TDS Collaboration. In 2016, in the framework of a study for a future compact
linear collider (CLIC) based on high-gradient accelerating RF structures [Aicheler et al., 2012],
Alexej Grudiev published a report with the design of compact high-power RF components
with frequencies in the X-band range [Grudiev, 2016]. Some of these components, which will
be described in the following sections, are at the core of the novel TDS design. In parallel,
the Paul-Scherrer-Institut (PSI, Switzerland) developed the so-called high-precision tuning-free
assembly procedure [Ellenberger et al., 2013; Zennaro et al., 2014], which was required to
produce the C-band accelerating structures for the SwissFEL [Prat et al., 2020] in order
to avoid any RF-tuning after fabrication. These procedures are the second critical element
needed to guarantee the proper operation of the new device. Finally, there was a demand for
new longitudinal beam diagnostics coming from several research facilities: FLASHForward,
FLASH2 [Christie, Roensch-Schulenburg and Vogt, 2019] and the ARES-SINBAD facility
[Dorda et al., 2016] at DESY, and the ATHOS beamline [Ganter et al., 2019] at SwissFEL
at the PSI. All these facilities require either femtosecond or sub-femtosecond resolution
and can largely benefit from the extended capabilities enabled by a TDS with variable
polarisation. Altogether this is the background that motivated the creation of an international
collaboration between CERN, PSI and DESY in 2017 [Marchetti, Assmann et al., 2017], with
the aim of developing, implementing, and commission the new device—which later on was
given the name PolariX-TDS. The first prototype produced was installed at FLASHForward
in 2019 and its successful commissioning, discussed in this section, represents an important
milestone of the PolariX-TDS collaboration.

3.1. RF design

The conceptual design of the PolariX-TDS system is schematically depicted in Figure 3.1.
Initially proposed by Alexej Grudiev in Ref. [Grudiev, 2016], it was further developed by
him in Ref. [Grudiev, 2017]. The operation foreseen by Grudiev works as follows: an RF
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Figure 3.1.: Conceptual RF design of the PolariX-TDS system (figure reproduced from [Craievich, Bopp et al.,
2020]).

pulse of about ∼ 1 µs is first compressed1 to achieve high-power signal over a shorter time
length and is afterwards split into two signals by a 3 dB splitter. One of the two split arms
contains a variable phase shifter that can modify the relative phase between the two signals,
which are then combined by an E-rotator to produce a backward-travelling wave with a
linearly polarised dipole mode (cf. Section 1.3.1). At the output of the structure, the two
signals are disentagled by a second E-rotator and are directed into two separate RF loads. In
the following, key aspects of the geometry and operation of the aforementioned components
are summarised. After that, the complete RF hardware system is described, including the RF
high-power source and the low-level RF (LLRF) system.

3.1.1. RF components

3 dB E-hybrid. All RF components described in [Grudiev, 2016] use the 3 dB E-hybrid
as a point of departure. The device is shown in Figure 3.2 a). Its function is to split a single
input-power signal into two output-power signals, each having half the amplitude of the
input—i.e., each attenuated by 3 dB. In this case, in contrast to other 3 dB hybrid geometries,
both output signals flow parallel to each other in the forward direction and are 90 deg out
of phase. To achieve this, four ports are required, one of them terminated with an RF load.
The device is called an E-hybrid because the RF-power splitting takes place in the plane
tangential to the electric field.

E-rotator. The E-rotator is obtained by short-circuiting the two output ports of a 3 dB
E-hybrid and attaching a circular waveguide at its center as shown in Figure 3.2 b). In this
configuration, the resulting device has two ports: one input corresponding to one of the

1The compression is actually optional and might not be required if the incoming RF pulse already has
enough power.
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Figure 3.2.: Compact high-power RF components at the X-band used in the PolariX-TDS system (figures repro-
duced from [Grudiev, 2016]).

E-hybrid ports and one output corresponding to the circular waveguide—the remaining
E-hybrid port being terminated with an RF load. At the circular output, two degenerate
TE11 modes with the same amplitude but with 90 deg phase difference can propagate, thus
producing a circularly polarised TE11 mode. Depending on which input is used to feed the
power, the launched mode at the output rotates either counterclockwise E L or clockwise ER.
In cartesian coordinates this can be expressed as:

E L = EL cos (ωRFt + φL,0)x̂ + EL sin (ωRFt + φL,0)ŷ (3.1.1a)

ER = ER cos (ωRFt + φR,0)x̂ − ER sin (ωRFt + φR,0)ŷ. (3.1.1b)

If instead, two signals with the same power PL = PR are fed simultaneously into the two
E-hybrid ports, two rotating modes (with EL = ER = E0) are launched at the output and
their overlap results in a linearly polarised TE11 dipole mode:

E⊥ = E L + ER = 2E0 cos (ωRFt)x̂ , (3.1.2)

where the initial conditions φL,0 = φR,0 = 0 have been assumed for simplicity. As shown in
Figure 3.2 c), depending on the relative phase between the two inputs, the direction of the
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dipole mode can be selected: if they are in phase (φL,0 = φR,0) the polarisation is horizontal,
and if they are 180 deg out of phase (φL,0 = φR,0 + 180) it is vertical. The phase modulation
is achieved with a variable phase shifter, which is described in the following.

Variable phase shifter. By feeding power into one of the inputs of the E-rotator and
short-circuiting the circular waveguide, the launched circularly polarised wave is reflected
back into the device. Since the rotation direction is inverted after reflection, the signal
propagates to the second input port, which in this configuration acts as an output. Adjusting
the effective length of the circular waveguide—i.e., the position of the short circuit, which in
practice is substantiated by means of a movable piston—the phase of the outgoing signal
can be selected.

TDS. The TDS itself is a constant-impedance circular disk-loaded waveguide structure
operating in a TM110-like mode (cf. Section 1.3.1) in the backward-travelling-wave regime—
i.e., the power (group velocity) flows in the direction opposite to the beam propagation
(phase velocity)—and is fabricated from brazed stacks of machined copper cylinders. The
main difference with respect to a typical TDS design, is that the cells need to be azymuthally
symmetric in order to guarantee the degeneracy of the two TM110-like modes, which must
coexist to produce a circularly polarised wave. The design operating frequency of the
structure—which is directly related to the radius b of the cell—is f0 = 11.9952 GHz. To adapt
to the requirements of each facility, however, the frequency needs be fine tuned by adjusting
the operating temperature T according to the equation:

f = f0 − αCu f0 (T − T0), (3.1.3)

where αCu = 1.8 · 10−5 K−1 is the copper expansion coefficient and T0 = 30 ◦C is the design
operating temperature. The remaining parameters of the cell geometry and the number of
cells are determined to optimise the performance of the structure [Craievich, Bopp et al.,
2020], which can be caracterised by a figure of merit called the transverse shunt impedance R⊥,
representing the conversion efficiency from power to particle deflection:

R⊥ =
V2

0
Pin

, (3.1.4)

where V0 = E0L (cf. Eq. 1.3.11) is the integrated deflecting voltage delivered to the beam
and Pin is the power fed into the structure. An equivalent parameter widely used in the RF
literature is the power-to-voltage constant D:

D =
V0√
Pin

. (3.1.5)
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Other aspects of the TDS performance which had to be taken into account in the design are,
among others, the maximum field gradients sustainable at the inner surface of the structure
before electrical breakdown occurs, the aperture available for electron- and photon-beam
transmission, and the HOM2 longitudinal and transverse wake potentials excited by the
electron beam, which might affect the beam quality. In order to couple the RF power into the
structure without reflections, an additional matching cell with a slightly different geometry is
introduced between the E-rotator and the TDS. Two different structure designs with different
total lengths are devised to allow for more flexibility in case of eventual spatial constraints.
Table 3.1 summarises key parameters of the two structures operating with and without
RF-pulse compression. The short version was fabricated as a first prototype, which is the
one installed at FLASHForward used in all measurements presented in this thesis.

Cell Parameter Symbol Units Value

Frequency† f0 GHz 11.9952 (11.9888)
Temperature† T0

◦C 30 (62)
Iris radius a mm 4
Cell-to-cell phase advance δφ0 deg 120
Shunt impedance R′⊥ MΩ 50

TDS parameter Short Long

Number of cells 96 120
Filling time t f ns 104.5 129.5
Attenuation τ0 dB −5.21 −6.48
Active length L mm 800 1000
Total length‡ Ltot mm 960 1160

TDS alone

Shunt impedance R⊥ MΩ 27.3 37.5
Power-to-voltage D MV/MW0.5 5.2 6.1

TDS + XBOC

Shunt impedance R⊥ MΩ 142 178
Power-to-voltage D MV/MW0.5 11.9 13.3

Table 3.1.: Summary of key design RF parameters of the structure of the PolariX-TDS system. Data reproduced
from [Craievich, Bopp et al., 2020]. †The quantities in parenthesis correspond to the operating
frequency and temperature at FLASHForward. ‡The total length includes the E-rotator and the
coupling cell at each side of the structure.

2Higher order modes.
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3. PolariX-TDS commissioning

3.1.2. Complete RF-hardware system

The complete RF-hardware system installed at FLASHForward in summer 2019 is schem-
atically depicted in Figure 3.3. In contrast to the conceptual design shown in Figure 3.1,
this one includes the high-power RF source and the LLRF system, whereas the RF-pulse
compressor is excluded, since it was not installed until early 2021. All components at the
high RF-power side are kept under ultra-high vacuum (UHV) conditions at pressures well
below p < 10−8 mbar and are temperature stabilised by means of a water-cooling system.

Figure 3.3.: Schematic representation of the complete PolariX-TDS RF-hardware system.

Power source. The klystron (6 MW Toshiba E37113A) operates as an amplifier that
converts some of the DC energy input carried by a high-voltage (∼ 160 kV), high-current
(∼ 100 A) pulse delivered by a modulator (Ampegon Type-µ M-Class) into RF energy with a
frequency of 12 GHz given by a pre-amplified drive signal delivered by the LLRF system.
Thus, the drive signal is amplified to a high power of up to 6 MW and is subsequently
directed from the klystron output to the TDS through a waveguide network. For reasons of
machine safety, an RF window decouples the UHV of the klystron network from that of the
structure and the components attached directly to it, thus preventing an accidental venting
of the machine vacuum through the high power RF system.

LLRF system. Several directional waveguide couplers are used to pick up a small
fraction (≈ −60 dB) of the power at different locations accross the system. At low power—
before and after the pre-amplifier—only the forwarded signal is measured, whereas at high
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3.2. RF-hardware commissioning at DESY

power the reflected signal is also provided in order to: 1) monitor the actual power directed
towards the structure; 2) detect an eventual malfunction of the system that could translate
into an increase of the reflected signal and damage the klystron. Since the PolariX-TDS is the
first X-band RF structure installed at DESY, a dedicated LLRF system has been developed by
members of the MSK3 group to extend the already existing systems operating at 1.3 GHz
(FLASH, EuXFEL) and 3 GHz (SINBAD, REGAE) to the 12 GHz required by the new device
[Reukauff, 2022]. The 12 GHz signals coming from the directional couplers are converted
into the 3 GHz domain at which the MicroTCA.4 S-band LLRF module operates, enabling
the integration of the hardware system into the DOOCS framework of FLASH (cf. Section
2.1).

3.2. RF-hardware commissioning at DESY

The references [Romano del Pozo et al., 2019; Craievich, Bopp et al., 2020] report on the man-
ufacture, the low- and high-power tests, and the high-power pre-conditioning of individual
components of the PolariX-TDS system performed at CERN and at the PSI. In this section,
specific aspects of the hardware commissioning performed at DESY, which are relevant to
the beam-based commissioning, are briefly summarised.

RF-component performance tests

Before installation in the experimental area, the performance of all individual waveguide
components is inspected by the MIN4 group. To that end, two important parameters are
used:

• reflection-attenuation coefficient τatt, which is defined as the ratio between the fraction
of power Prefl reflected by an impedance discontinuity back to the source and the full
power forwarded into it Pforw expressed in dB:

τatt = 10 · log10

(
Prefl

Pforw

)
(3.2.1)

• insertion loss αI , which is defined as the loss of RF power in a transmission line:

αI = 10 · log10

(
Pin

Pout

)
, (3.2.2)

where the Pin is the input power and Pout is the output power.

3Maschine Strahlkontrolle
4Maschine: Injektoren und Injektion
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3. PolariX-TDS commissioning

In all cases, reflection-attenuation coefficients below −26 dB are obtained—i.e., less than
0.25 % of the forwarded power is reflected back to the source. Regarding the 3-dB E-hybrid,
measurements performed with ideal loads connected to its outputs confirm that the input
signal is effectively split into two equal parts. Special care is taken to verify the proper
operation of the phase shifter and to establish safe limits for the insertion range of the piston
to avoid eventual problems with its mechanical actuation. The results of the measurement
(cf. Figure 3.9) demonstrate insertion losses below 0.1 dB and reflection-attenuation coef-
ficients below −26 dB within the established actuator limits; in good agreement with the
measurements performed at CERN [Romano del Pozo et al., 2019].

Figure 3.4.: Measurement of the insertion loss and reflection-attenuation coefficient of the phase shifter. Measure-
ment performed by the MIN group.

High-RF-power conditioning

Once the complete hardware system is installed in the experimental area and the inner
volume of the waveguide network is evacuated to fulfil UHV conditions, the high-RF-power
conditioning of the system is performed to enable the TDS operation at the required field
gradients. The conditioning procedure consists of progressively increasing the power fed
into the system to promote the desorption of material and/or the field emission of electrons
from the inner metallic surfaces in a controlled way, thus avoiding major discharge events
that could irreversibly damage the RF components. This is effectively equivalent to removing
inpurities adsorbed in the surface and polishing residual micro-protrusions/micro-tips.

RF-power calibration

The RF-power calibration of the low-level RF (LLRF) signals is performed by the MSK group
according to the following procedure. A signal with a known power level coming from an
external RF-signal generator is injected at the directional couplers distributed along the
waveguide network. The signal sampled by the LLRF system is then used to determine
a calibration factor that introduces an appropriate amplitude scaling to compensate for
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3.3. Beam-based commissioning

the differences between the reference and the measured signals. This calibration includes
all losses along the measurement chain—i.e., cable losses, conversion gain of the receiver,
additional attenuators, etc. Afterwards the coupling factor of the directional waveguide
coupler was included in the calibration.

Since the described procedure is performed at low power, the LLRF calibration is
subsequently verified by operating the klystron at high power and comparing the measured
(calibrated) signal with the nominal values provided in the technical specifications. The
results of the measurement are shown in Figure 3.5, in which the klystron output is plotted
versus the pre-amplified input signal. As can be observed, the maximum (nominal) achievable
output power of the klystron is 6 MW, whereas the measured signal indicates values of
almost 6.5 MW. The klystron power is overestimated by almost 8 %, while the drive power
from the preamplifier is underestimated by ∼ 10 %. This mismatch is not fully understood,
but could be related either to deviations from the nominal coupling factors of the directional
couplers after installation in the experimental area or to nonlinearities in the dedicated
X-to-S-band receiver. The calibration of the remaining directional couplers cannot be verified,
since the actual power transported to locations downstream of the klystron is not precisely
known. However, on account of the results discussed above, a default calibration error of
0.5 dB is assigned to all LLRF power readings.

Figure 3.5.: Comparison between the calibrated LLRF signals and the klystron specifications. Measurement
performed by the MSK group.

3.3. Beam-based commissioning

The main goal of the beam-based commissioning is to validate key RF parameters of the
PolariX-TDS system, including: 1) the balance between the power fed into the two arms
of the E-rotator; 2) the power-to-voltage constant of the structure; 3) the stability of the
RF system. In the following, the characterisation of each of these parameters is described
separately.

For the commissioning campaign, a bunch with a charge of Q ≈ 100 pC, an energy of
〈E〉 = 750 MeV, and a moderately short rms length of σξ,rms ≈ 135 fs (40 µm) is used. The
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3. PolariX-TDS commissioning

beamline-setup routines consist of: 1) successively minimising the dispersion at the end of
the FLASH2 extraction and at the end of the FLASHForward extraction and compression
sections; 2) measuring the projected emittance at the FLFMAFF section; 3) matching the
beam to symmetric optics at the start of the FLFDIAG section, with βx = βy = 10 m and
αx = αy = 0, compatible with slice-emittance measurements in either of the two transverse
planes x–x′ and y–y′, which is required for the diagnostics applications discussed in Section
3.4. The lattice optic downstream of that point is adjusted to the requirements of each
measurement separately.

3.3.1. Power imbalance

During the early operation tests with the PolariX-TDS system, an unexpected kick perpendic-
ular to the streaking direction was observed. In this section, this behaviour—which is related
to the principles of operation of the E-rotator—is analysed. After that, the experimental
determination of its magnitude is presented.

As discussed in Section 3.1, the nominal operation of the E-rotator requires feeding
two equal-power signals into each of the two input ports of the device PL = PR. If the last
condition is not fulfilled, the amplitudes of the launched circular waves are not balanced
EL 6= ER and their overlap results in an elliptically polarised mode EE:

EE = (EL − ER) cos (ωRFt)x̂ + (EL + ER) sin (ωRFt)ŷ

= E⊥ cos (ωRFt)x̂ + E‖ sin (ωRFt)ŷ,
(3.3.1)

where it has been assumed that the left and right waves are 180 deg out of phase. The
elliptical mode of Eq. 3.3.1 is the combination of two linearly polarised modes with different
amplitudes E‖ 6= E⊥ and 90 deg off phase respect to each other. In these conditions, if the
TDS is operated at the zero crossing of the streaking mode E‖, the deflecting mode E⊥ is
on-crest and introduces a net kick to the bunch perpendicular to the streaking direction.

In order to measure the amplitude of each of the two components of Eq. 3.3.1—and
therefore the power imbalance between the two E-rotator inputs—a 360 deg RF-phase scan
is performed. Since the TDS is required to operate over the full range of RF phases, the
equations describing the particle dynamics differ from those presented in Section 1.3.1,
which were derived under the assumption that the bunch is always located around the
zero crossing kRFξ ≈ 0. The expressions for the bunch centroids in y and y′ at the TDS exit
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compatible with any operating RF phase are:

y = y0 + y′0L +
eE‖L sin φRF

p0c
L
2

(3.3.2a)

y′ = y′0 +
eE‖L sin φRF

p0c
, (3.3.2b)

where L is the length of the structure, φRF is the RF phase relative to the zero crossing, and
p0c is the bunch energy. After transport to the screen, the following expression results:

ys = R33y0 + (LR33 + R34) y′0︸ ︷︷ ︸
ys β

+

(
R33

L
2
+ R34

) eE‖L sin φRF

p0c
(3.3.3a)

= ys,β +

(
R33

L
2
+ R34

)
e

p0c
V‖ sin φRF, (3.3.3b)

where the brace in the first equation gathers the terms corresponding to the natural betatron
motion ys,β and the effective voltage V‖ = E‖L has been introduced in the second equation.
Equivalent equations are obtained for the x–x′ plane by using the corresponding transport-
matrix terms (R11 and R12), and substituting E‖ sin φRF with E⊥ cos φRF. Rearranging terms,
the effective voltage corresponding to the streaking V‖ and the deflecting V⊥ modes for a
given RF phase φRF can be expressed in terms of the bunch centroids xs and ys measured at
the screen:

Vx = V⊥ cos φRF =
p0c
e
· 1

R11
L
2 + R12

(
xs − xs,β

)
(3.3.4a)

Vy = V‖ sin φRF =
p0c
e
· 1

R33
L
2 + R34

(
ys − ys,β

)
. (3.3.4b)

To perform the measurement, the TDS is operated with a vertically polarised streak—i.e.,
180 deg phase difference between the left and right E-rotator inputs—whereas the beam
parameters at the TDS are adjusted as if the streak were in the horizontal plane, with
βx,TDS ≈ 50 m and βy,TDS ≈ 10 m. The lattice optic between the TDS and the 11FLFXTDS
screen is optimised accordingly to amplify the “unwanted” kick with R12 ≈ 11 and R34 ≈
2.5 m. The klystron power is subsequently adjusted to be able to monitor the bunch centroid
at the screen over the full range of RF phases, with an obtained value of Pk ≈ 200 kW.
The results are shown in Figure 3.6. On the left, the elliptical path described by the bunch
centroids at the screen is plotted. Since the polarisation of the streaking term V‖ slightly
deviates from the vertical axis—with an angle of θ = 1.53 rad (87.7 deg)—the voltages Vx
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Figure 3.6.: 360 deg RF-phase scan performed to calculate the power imbalance between the left and right input
ports of the E-rotator.

and Vy (cf. Eq. 3.3.4) are calculated from the projection of the bunch centroids onto each
of the normal axes of the ellipse. On the right, the values obtained are plotted versus the
RF phase φRF, together with sinusoidal functions fitted to the data. Notice that in the plot
the amplitude of the deflecting term V⊥ is multiplied by a factor 10 to better appreciate the
90 deg offset between the two signals.

From Eq. 3.3.1, the effective voltage amplitude coming from the left and right E-rotator
inputs can be calculated from the streaking and deflecting terms obtained from the scan:

VL =
V‖ + V⊥

2
= 0.92 MV (3.3.5a)

VR =
V‖ −V⊥

2
= 0.83 MV, (3.3.5b)

which indicate that the left input gets 55 % of the total power fed into the system, whereas
the right input only gets 45 %—or stated differently, the right input gets 19 % less power
than the left input.

A possible reason for this imbalance could be related to differences between the signal
attenuation along each of the two arms of the split waveguide network connecting the 3-dB
E-hybrid and the E-rotator. Assuming that the 3-dB E-hybrid operates as expected and
distributes the incoming power into two equal parts, this would imply that the right arm
introduces an additional attenuation of 20 · log10 (VR/VL) = −0.91 dB with respect to the
left arm (i.e., 19 % power loss). However, this is unlikely to be the case, since all waveguide
segments are qualified within the standard tolerances (cf. Section 3.2). It is also unconceivable
that the phase shifter is responsible for this difference, since the measurements performed at
both CERN [Romano del Pozo et al., 2019] and DESY (cf. Section 3.2) show insertion-loss
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values of . 0.1 dB and reflection-attenuation values of . −26 dB.

A more plausible explanation for the observed effects is related to the operation of the
3-dB E-hybrid. If the impedances at the two 3-dB-splitter outputs are not properly matched,
the power can be unevenly distributed. Indeed, according to RF simulations of a conventional
coax power splitter performed by the MIN group, a moderate mismatch factor of ∼ 1.25
can account for a −0.9 dB difference between the two splitter outputs, corresponding to a
realistic reflection-attenuation coefficient of −19.4 dB—i.e., 1.15 % of reflected power in one
of the outputs. This is indeed confirmed experimentally by the power readings obtained from
the directional coupler located before the splitter, which result in a reflection attenuation of
10 · log10(Prefl/Pforw) = −19.5 dB, where Prefl and Pforw are the reflected and forward power,
respectively. This consideration is relevant to the power-to-voltage calculation discussed in
the next section, since it means that, apart from the expected waveguide attenuation, the
entire power fed into the 3-dB splitter reaches the structure.

3.3.2. Power-to-voltage constant D

In order to calculate the power-to-voltage constant of the TDS (cf. Section 3.1), the shear
parameter S is measured at both zero crossings and at different RF-power values between
20 % and 100 % of the available klystron power. For all measurements, the quadrupoles
between the TDS and the screen 11FLFXTDS are switched off to minimise eventual errors in
the transport matrix. The beta function in the streaking plane is set to βy,TDS ≈ 25 m at the
TDS and to βy,scr ≈ 5 m at the screen.

Assuming a waveguide attenuation of −0.1 dB/m and according to the waveguide-
network geometry and the power imbalance previously measured, the power effectively fed
into the structure represents 94 % of the power measured at the directional coupler located
right upstream of the structure (cf. Appendix B). On the other hand, the integrated voltage
V0 is related to the measured shear parameter S by the expression:

V0 =
p0c
e

1
kRF

S
R33

L
2 + R34

(3.3.6)

where p0c = 750 MeV is the beam energy, e the electron charge, kRF ≈ 251 m−1 the wavenum-
ber of the structure, R33 = 1.0 and R34 = 8.3 m the transport-matrix terms from the TDS to
the screen, and L = 0.8 m is the effective length of the structure. Notice that the thick-TDS
matrix (cf. Eq. 1.3.12) has been used in Equation 3.3.6, since the transport-matrix element R33

is non-negligible compared to R34.

The result of the measurement is shown in Figure 3.7, with an obtained power-to-voltage
constant of D = 4.6± 0.1 MV/

√
MW. This represents a considerable difference of almost

12 % respect to the nominal value of D = 5.2 MV/
√

MW, which could be due to several
reasons. Most likely is that the LLRF signal sampled at the directional coupler used in the
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Figure 3.7.: Measurement of the power-to-voltage constant D.

measurement has a large associated error of (at least) −0.5 dB. Another explanation could be
that the estimation of the waveguide losses discussed in Appendix B might not be sufficiently
accurate. This is due to the fact that the calculation of how cascading imperfect parts affect
the whole system is extremely involved, even though the RF-components used in the setup
were individually qualified. Additionally, the definition of the power-to-voltage constant
relates the power fed into the structure to the achieved particle deflection in the streaking
plane. However, due to the power imbalance, a fraction of the input power is converted into a
transverse (unwanted) kick, effectively decreasing the shunt impedance of the structure. On
account of these considerations, it can be concluded that a physical model of the complete
RF system around the TDS involves a high level of complexity, and that the uncertainties
associated with the actual performance of the system as a whole prevent the calculation of
the real power-to-voltage constant of the structure with the desired level of accuracy.

3.3.3. RF-system stability

In Section 2.3.2, different sources of jitter have been analysed and the relation between them
has been emphasised. This section focuses on the experimental determination of the two
jitter sources directly related to the PolariX-TDS system: the effective RF-phase jitter σ̄φ,eff

and the RF-amplitude jitter σ̄A.

Effective RF-phase jitter σ̄φ,eff

In order to estimate the effective RF-phase jitter of the PolariX-TDS system, the data from the
power-to-voltage measurements discussed in the previous section is used. For each measured
shear parameter S, the average of the centroid jitter sampled at each of the RF-phase scan
steps is calculated together with the spread of the sample means—i.e., σX̄ = σ/

√
N, where N

is the number of RF-phase steps. The computed values are subsequently fitted by Equation
2.3.3:
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σ̄〈y〉,φ+t =
|S|
kRF

√
σ̄2

φ + (kRF c σ̄t)2 =
|S|
kRF

σ̄φ,eff ,

where the effective RF-phase jitter σ̄φ,eff represents the combined effect of the TDS RF-phase
jitter σ̄φ and the linac arrival-time jitter σ̄t. The result of the measurement is shown in Figure
3.8. The linac-pointing jitter has a value of σ̄r ≈ 20 µm, well below the TDS-induced jitter
observed at the screen, and can therefore be ignored. The obtained effective RF-phase jitter
is σ̄φ,eff = 0.096± 0.003 deg (22.2± 0.7 fs), which represents an excellent RF stability that
outperforms the expected FLASH-linac arrival-time jitter (σ̄t ≈ 50 fs) by more than a factor
2.

Figure 3.8.: Effective RF-phase jitter measurement.

RF-amplitude jitter σ̄A

In Section 2.3.2, the effect of the RF-amplitude jitter σ̄A on the bunch centroid is demonstrated
to be negligible compared to the effective RF-phase jitter σ̄φ,eff when operating the TDS
around the zero crossing. Its effect, on the other hand, translates into beam-size fluctuations
at the screen:

σ̄〈y2〉, A = |S| σξ σ̄A, (3.3.7)

where σξ is the rms length of the bunch. If the bunches delivered by the linac had a perfectly
stable (constant) length, the RF-amplitude jitter could be estimated by observing the beam-
size variations at different values of the shear parameter. However, the bunch-compression
schemes typically used at linacs (cf. Section 1.1.2) are affected by sources of jitter related,
among others, to the RF stability of the accelerating modules. Therefore, eventual bunch-
length variations σ̄ξ must be taken into account in the computation of the beam-size variations
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at the screen:

σ̄〈y2〉, A+ξ = |S|
√(

σξ σ̄A
)2

+ σ̄2
ξ = |S| σξ

√
σ̄2

A + σ̄2
ξ, rel (3.3.8a)

= |S| σξ σ̄A,eff , (3.3.8b)

where the relative bunch-length jitter σ̄ξ, rel = σ̄ξ/σξ and the effective RF-amplitude jitter
σ̄A,eff have been introduced. Equations 3.3.8 reveal that the RF-amplitude jitter cannot be
disentangled from the linac-induced bunch-length jitter. Nonetheless, if the linac-induced
bunch-length variations can be estimated, their effect can be substracted from the effective
RF-amplitude jitter, thus enabling the retrieval of the PolariX-TDS RF-amplitude jitter.

The effective RF-amplitude jitter σ̄A,eff is calculated from the power-to-voltage measure-
ments discussed previously and the linac-induced bunch-length variations are measured
with the bunch-compressor monitor BCM-4DBC3.2 located downstream of the second bunch
compressor in the FLASH linac. The bunch length estimated from each of the two dia-
gnostics is shown in Figure 3.9 and is plotted versus the shear parameter S only to identify
the measurements—i.e., no correlation is expected between the shear parameter and the
estimated bunch length. The absolute values obtained from the two diagnostics agree within
the error bars (upper plots). However, the resolution achieved with the BCM is consider-
ably worse than that achieved with the PolariX-TDS, and produce relative errors around
σ̄ξ, rel = 17 % (bottom-right plot). Therefore, the calculated effective RF-amplitude jitter
σ̄A,eff = 3.6± 0.4 % (bottom-left plot) represents the best estimate of an upper bound of the
RF-amplitude jitter σ̄A. Nonetheless, it is not unreasonable to expect that a considerable
fraction of this value is associated with linac instabilities and, consequently, that the actual

Figure 3.9.: RF-amplitude jitter σ̄A calculation. Left: bunch length measurements performed with the PolariX-TDS.
Right: bunch length measurements performed with the BCM-4DBC3.2.
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RF-amplitude jitter of the PolariX-TDS system is very close to the predicted value of 1 %.

An alternative approach to estimate the RF-amplitude jitter σ̄A would be to evaluate its
effect on the pointing jitter at the screen for large RF phases. Far away from the zero crossing,
the bunch centroid measured at the screen evolves with the RF phase as (cf. Equations
3.3.2):

〈ys〉 = 〈ys,β〉+
S

kRF

sin φRF. (3.3.9)

Considering both the RF-amplitude and the effective RF-phase jitter, the pointing jitter
measured at the screen is obtained by propagating errors:

σ̄〈y〉, A+φ =
S

kRF

√
(sin φRF σ̄A)

2 +
(
cos φRF σ̄φ,eff

)2. (3.3.10)

By operating the TDS on-crest (i.e., φRF = 90 deg) the effect of the RF-phase jitter vanishes
and the RF-amplitude jitter remains as the unique term contributing to the centroid pointing
jitter:

σ̄〈y〉, A(φRF = 90) =
S

kRF

σ̄A , (3.3.11)

thus providing a way to measure the RF-amplitude stability of the system. Due to time
constraints during the commissioning campaign, however, this approach could not be realised
experimentally.

3.4. Beam-diagnostic applications

In this section two diagnostics applications that exploit the capability of the PolariX-TDS
system to vary the polarisation of the streaking field are described: a time-resolved phase-
space reconstruction and a dispersion-based beam-tilt correction. The first one is of general
interest in a broad spectrum of beam-dynamics investigations. In the context of PWFA,
in particular, the phase-space reconstruction can be used as an input for particle-in-cell
(PIC) simulations, thus enabling the reproduction of the plasma-acceleration process and
providing a better insight into the physics of the beam-plasma interaction (cf. Section 5.4).
The second application enables the minimisation of the sliced transverse-centroid offsets of
the beam and constitutes a valuable technique for the optimisation of electron bunches for
PWFA experiments (cf. Section 4.3).
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3.4.1. Time-resolved phase-space reconstruction

The reconstruction method presented here is based on the independent measurement of the
longitudinal phase space and the slice emittances in x and y, and enables the retrieval of the
time-resolved decoupled transverse phase-space of a particle distribution together with its
longitudinal phase space. This means, that for each longitudinal slice the first moments of
all dynamic variables and the following terms of the beam matrix are obtained:

〈X〉ξ =



〈x〉ξ
〈x′〉ξ
〈y〉ξ
〈y′〉ξ
〈ξ〉
〈δ〉ξ


, Σξ =



〈x2〉ξ 〈xx′〉ξ 0 0 0 0

〈x′x〉ξ 〈x′2〉ξ 0 0 0 0

0 0 〈y2〉ξ 〈yy′〉ξ 0 0

0 0 〈y′y〉ξ 〈y′2〉ξ 0 0

0 0 0 0 〈ξ2〉 0

0 0 0 0 0 〈δ2〉ξ


, (3.4.1)

where the subindex ξ identifies the slice and the longtudinal resolution is Rξ =
√
〈ξ2〉.

For this application, a bunch with a charge of Q ≈ 250 pC, an energy of 〈E〉 = 750 MeV,
and an rms length of σξ,rms ≈ 280 fs (85 µm) with a negative energy chirp is used. The
beamline is set up in the same way as described in Section 3.3, matching the beam to
symmetric optics at the start of the FLFDIAG section, with βx = βy = 10 m and αx = αy = 0,
which eases the performance of slice-emittance measurements in both transverse planes x–x′

and y–y′—i.e., a single set of quadrupole-scan parameters can be used for both planes by
just reversing the sign of the quadrupole strengths ki

1 → −ki
1. The lattice optic downstream

of that point is adjusted to the requirements of each measurement separately. The different
slow-RF feedback systems of the linac (cf. Section 2.1) are activated before the measurements,
including the compression, the charge, and the orbit feedback.

Longitudinal-phase-space measurements

For the longitudinal-phase-space measurements, the beam parameters at the TDS in the
streaking plane are set to βy,TDS = 100 m and αy,TDS = 0. The lattice between the TDS and
the screen is set to parallel-to-point imaging (cf. Section 1.3), with R33 ≈ 0 and R34 = 14.6 m.
Operating the TDS at its maximum power, with V0 ≈ 10 MV, and according to the normalised
emittance εy,n = 1.46 µm measured at the FLFMAFF section, the longitudinal resolution
should be approximately Rξ ≈ 3.1 fs. In the dispersive plane, the design beta at the screen is
βx,scr ≈ 9 m, which, according to the normalised emittance εx,n = 2.14 µm measured at the
FLFMAFF section and a dispersion at the screen of |Dx| ≈ 0.777 m, results in an estimated
energy resolution of Rδ = 1.5 · 10−4.
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The first step of the measurement consists of performing a time calibration at each of
the two zero crossings by means of an RF-phase scan and an energy calibration by means
of a dipole-current scan. The results are summarised in Table 3.2. As can be observed, the
shear parameters measured at the two zero crossings differ from each other by ≈ 10 %,
which does not seem to be related to changes in RF power, since the RF-coupler readings
indicate that the power is constant to within 1 % during all measurements. To clarify the
causes of this behaviour, additional measurements would be required—which the strict time
constraints of the commissioning campaign unfortunately did not allow. The differences in
the shear parameter are also reflected in the longitudinal resolutions obtained and, on the
other hand, are larger than the value estimated above, indicating a non-negligible impact of
beam correlations at the screen and/or a mismatch between the beam and the lattice optic.
The unstreaked beam size at the dispersive screen is shown in Figure 3.10. The top plot shows
an analysis of the time resolution versus energy, with the left and right axes corresponding to
the 1st and 2nd zero crossings, which are scaled according to the measured shear parameter
S. The resolution has a peak around δ ≈ −0.1 % and decreases towards higher (right) and
lower (left) energies. Since the bunch has an approximately linear (negative) chirp, this is
expected to result in an effective variation of the resolution along the bunch. The mean
resolution is indicated with a dotted-grey line, which corresponds to the projected beam size
in the vertical axis (middle-left plot).

Figure 3.10.: Time resolution versus energy computed from the (dispersed) unstreaked beam size measured at
the 8FLFDUMP screeen.
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Parameter Symbol Units Zero crossing

1st 2nd

Time calibration tcal fs/pixel −1.50 1.69
Shear parameter S −50.48± 0.02 44.96± 0.02
Time resolution Rξ fs 8.06 9.05
Energy calibration δcal 10−3/pixel −0.042
Dispersion Dx m −0.777
Energy resolution† Rδ 10−4 1.5

Table 3.2.: Summary of time and energy calibrations of the longitudinal-phase-space measurement performed
at the 8FLFDUMP screen. †The energy resolution is estimated from the design optics used in the
measurement.

The measured longitudinal phase space is shown in Figure 3.11. The two upper-right
plots contain sample images measured at the 1st and 2nd zero crossing. The averaged
projected energy ρδ(δ) is plotted in the two left plots, and the averaged sliced energy spread
σδ(ξ) and the current profile I(ξ) in the two bottom-right plots. The differences between the
two zero crossings are most prominent in the energy axis, whereas they are almost negligible
in the longitudinal axis. The slice energy spread has a peak around the core of the bunch,
which results from CSR effects (cf. Section 1.1.3) that arise in the bending magnets in the
linac and in the FLASH2 extraction and FLASHForward extraction-compression sections.
Owing to the good time resolution achieved, the effect of microbunching instabilities (cf.
Section 1.1.3) is clearly seen in each of the sampled images. The large impact of TDS-induced
effects on the energy axis observed in the measurements is shortly analysed below.

According to the particle-transport equation X = MTDS · X0, the sliced mean energy at
the TDS exit can be expressed as:

δ±(ξ) = δ0(ξ) +K± y0(ξ) +
K±L

2
y′0(ξ) +

K2
±L
6

ξ . (3.4.2)

Thus, due to the large integrated kicks K generated with the PolariX-TDS system, the
resulting energy profile δ±(ξ) strongly depends on the zero crossing at which the TDS
is operated—whenever the beam correlations y0(ξ) and y′0(ξ) are not negligible. In the
longitudinal axis, in contrast, the large shear parameter S implies that the betatron-motion
term at the screen σy,β is negligible compared to the streaked beam size Sσξ and, to a large
extent, the measured current profile is independent of the zero crossing:

σy,β � Sσξ

σ2
y = σ2

y,β + S2σ2
ξ −−−−−−−−→ σy ≈ Sσξ .

(3.4.3)
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Figure 3.11.: Longitudinal-phase-space measurement performed at the 8FLFDUMP screen. See text for details.

In the following, a method to retrieve the true slice mean energy δ0(ξ) of the bunch
from the measurements performed at the two zero crossings is described.

Longitudinal-phase-space reconstruction method

To measure the energy experimentally, the observable used is the x coordinate of the particle
distribution at the screen. According to the particle-transport equation X = RTDS→scr ·
MTDS · X0, the sliced centroids in x at the screen can be expressed as:

x(ξ) = R11 x0(ξ) + (LR11 + R12) x′0(ξ)︸ ︷︷ ︸
xβ(ξ)

+ R16

(
δ0(ξ) +K y0(ξ) +

KL
2

y′0(ξ) +
K2L

6
ξ︸ ︷︷ ︸

δ(ξ) (cf. Equation 1.3.48)

)

= xβ(ξ) + Dx(s, s0) δ(ξ)

(3.4.4)
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where the first brace gathers the terms corresponing to the natural betatron motion of the
centroids, and the second the true mean energy of the slice plus the changes induced by the
TDS. Equation 3.4.4 reveals that the slice centroids at the screen x(ξ) become modulated by
the betatron-motion term xβ(ξ) and, consequently, that the horizontal coordinate cannot be
directly mapped back to energy δ(ξ) 6= x(ξ)/Dx(s, s0). However, if the bunch correlations
are negligible xβ(ξ) ≈ 0 or the dispersive term largely dominates over the betatron-motion
term, the slice mean energy measured at each of the zero crossings can be approximated by
the expression:

δ±(ξ) ≈
x±(ξ)

Dx(s, s0)
, (3.4.5)

and the measured slice mean energy can be related to the beam parameters at the TDS
location by means of Equation 3.4.2. Notice that Eq. 3.4.2 is expressed as a function of ξ,
which implies that the vertical screen coordinate y of the measurement has been mapped
back to the internal bunch coordinate by means of the two-point-tomography method (cf.
Equation 1.3.36). Using Eq. 3.4.2, the expression K+δ−(ξ) − K−δ+(ξ) can be computed,
which provides the true slice mean energy of the bunch:

δ0(ξ) =
δ+(ξ) + δ−(ξ)

2
− |K|

2L
6

ξ, (3.4.6)

where it has been assumed that typically |K+| ≈ |K−| = |K|. This expression will be used
to reconstruct the longitudinal phase space later on.

By reasoning along the same lines, the bunch correlations in the full y–y′ plane can
be additionally retrieved. The term y′0(ξ) can be directly obtained from the two-point-
tomography, since according to the parallel-to-point imaging optics typically used in time-
resolved measurements, only the kicks at the location of the TDS are imaged at the screen—
i.e., R33 ≈ 0 and R34 � 1. Therefore, to a very good approximation, the betatron term at
the screen retrieved with the two-point-tomography yβ(ξ) contains information about beam
correlations in the y′–ξ plane at the TDS:

R33

R34
� 1

yβ(ξ) = R34

(
R33

R34
y0(ξ) + y′0(ξ)

)
−−−−−−−−→ y′0(ξ) ≈

yβ(ξ)

R34
. (3.4.7)

On the other hand, the term y0(ξ) can be retrieved from the measurements at the two
zero crossings by substracting the slice mean energy for the negative streak δ−(ξ) from
that for the positive streak δ+(ξ). When doing so, after rearranging terms, the following
expression results:
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y0(ξ) =
δ+(ξ)− δ−(ξ)

K+ −K−
− L

2
y′0(ξ)−

L
6
(K2

+ −K2
−)

K+ −K−
· ξ (3.4.8)

≈ δ+(ξ)− δ−(ξ)

2|K| − L
2

y′0(ξ), (3.4.9)

where again it has been assumed that typically |K+| ≈ |K−| = |K|.

Slice emittance in x and y

The reference plane used in the slice-emittance measurements corresponds to the start
of the FLFDIAG section—in which, according to the beamline setup, the Courant-Snyder
parameters are symmetric, with βx = βy = 10 m and αx = αy = 0.0. Furthermore, the design
optic for the measurement of the horizontal phase space x–x′ is optimised to: 1) keep the
Courant-Snyder parameters in the streaking (vertical) plane at the location of the TDS at
βy,TDS = 100 m and αy,TDS = 0; 2) set the lattice between the TDS and the screen 11FLFXTDS
to parallel-to-point imaging, with R33 ≈ 0 and R34 = 7.6 m. These two conditions produce
a beta at the screen of βy,scr ≈ 0.5 m. Assuming an integrated TDS voltage of V0 ≈ 10 MV,
a shear parameter of S = 27 is obtained, which, according to the normalised emittance
εy,n = 1.46 µm measured at the FLFMAFF section, results in a longitudinal resolution of
Rξ = 0.9 µm (3.0 fs). In the horizontal axis, on the other hand, the phase advance between
the reference plane and the screen is progressively scanned between 0 deg and 180 deg,
whereas the beta function at the screen is fixed to βx,scr = 25 m. The key parameters of the
scan are shown in Figure 3.12, including the beta functions at the screen βx and βy, the phase
advance in x between the reference plane and the screen ∆µx,ref→scr, the phase advance in y
between the TDS and the screen ∆µy,TDS→scr, and the quadrupole strengths of the magnets
used—excluding those between the TDS and the screen, which are always kept at the same
values. The evolution of the beta function in x and y for all scan steps is shown in Figure
3.13. Since the beam optic at the reference plane is symmetric, when measuring the slice
emittance in the vertical plane y–y′ the quadrupole strengths only need to be reversed and
the polarisation of the streak rotated by 90 deg.

The shear parameter S is calibrated at both zero crossings only once before each slice-
emittance scan. The results are summarised in Table 3.3. Since the FOV of the screen-optic
system is smaller in the horizontal axis, the RF power is reduced when streaking the
bunch horizontally, which is reflected by the lower shear-parameter values obtained for the
vertical slice-emittance. Similar to what has been observed in the longitudinal-phase-space
screen, the shear parameters at the two zero crossings differ by ∼ 10 % and 5 % for the
horizontal and vertical slice-emittance measurements, respectively, whereas the RF power in
all measurements performed at the 1st zero crossing is only 5 % lower than at the 2nd zero
crossing—which should result in integrated voltage differences of only ∼ 2.5 %.
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3. PolariX-TDS commissioning

Figure 3.12.: Key design parameters of the slice-emittance measurement. Top plot: beta functions at the screen in
x and y. Middle plot: phase advance in x between the reference plane and the measurement screen
∆µx,ref→scr scanning 180 deg; phase advance in y between the TDS and the screen ∆µy,TDS→scr, kept
constant at 90 deg. Bottom plot: quadrupole strengths of the magnets used in the scan.

Figure 3.13.: Lattice optic for the slice-emittance measurement in the horizontal plane. For the measurement in
the vertical plane the transverse axes are swapped.
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Parameter Symbol Units Horizontal emittance

1st Z.C. 2nd Z.C.

Time calibration tcal fs/pixel −0.77 0.69
Shear parameter S −24.02± 0.01 26.75± 0.01
Time resolution Rξ fs 9.3 8.3

Vertical emittance

1st Z.C. 2nd Z.C.

Time calibration tcal fs/pixel −0.89 0.86
Shear parameter S −20.41± 0.01 21.49± 0.01
Time resolution Rξ fs 10.7 10.4

Table 3.3.: Summary of the shear-parameter calibration performed for the slice-emittance measurements in the
horizontal and vertical planes.

Figure 3.14 shows sample images taken from the horizontal slice-emittance measurement.
As can be observed, the sliced beam size decreases towards the middle of the scan, hinting
at a potential mismatch between the beam and the lattice optic. Additionally, the bunch
length at the 1st zero crossing seems to be larger around the 6th and 7th scan indices. If these
differences were caused by bunch correlations, the bunch length at the 2nd zero crossing
should be correspondingly shorter. However, this is not observed, which indicates that the
real bunch length is indeed varying along the scan. This could be due to several reasons, the
most likely of which are: slow drifts of the compression settings, variable charge generated by
the photocathode even though the slow-RF feedback systems are activated, or transmission
problems.

In order to exclude the presence of slow drifts in the SCRF modules that affect the
compression of the bunch at the linac, the bunch length measured at the BCM-4DBC3.2
located downstream of the 2nd bunch compressor (cf. Section 2.1) is analysed. Figure 3.15

shows the length measured at the BCM (grey line) over the complete time span of the slice-
emittance measurement, together with the rms length reconstructed from the PolariX-TDS
measurements by means of the two-point-tomography (red circles connected with solid
lines). The time range of each scan step is indicated with blue and orange vertical bands
for the 1st and 2nd zero crossing, respectively. Up to the 4th scan index, the BCM values
overestimate those of the TDS by roughly ∼ 10 %—most probably due to differences in time
resolution between the two diagnostics—but the trend exhibited is similar in both of them.
Between steps 5 and 8, however, the TDS values describe a bump that is not observed in the
BCM, thus suggesting that the bunch-length variations originate downstream of the linac.
The vertical-slice-emittance measurements exhibit a similar behaviour, with bunch-length
variations that go up to 10 % around the 6th scan index and charge losses of ∼ 20 % towards
the initial and final steps of the scan.
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Figure 3.14.: Sample images for each of the scan indices of the horizontal slice-emittance measurement for the
1st (left) and 2nd (right) zero crossing.

Figure 3.15.: Comparison between the bunch length measured with the PolariX-TDS (red lines) and with the
BCM-4DBC3.2 located downstream of the second bunch compressor at the FLASH linac.
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To investigate transmission problems in the FLASHForward beamline, the rms bunch
length reconstructed by means of the two-point tomography is compared to the charge
obtained from the CCD-camera counts. This is shown in Figure 3.16. The relative length
variation (left axis) exhibits fluctuations of up to ∼ 10 % and has its peak around the 6th
scan index. On the other hand, the relative charge (right axis) reveals that the measurement
is substantially affected by transmission problems that translate into a progressive charge
loss slightly below and above 10 % towards the initial and final steps of the scan, respectively.
The fact that the charge loss does not correlate with the bunch-length variations does not
preclude that a defective transmission indeed leads to the observed variations. The small
aperture of the PolariX-TDS (with a diameter of 8 mm) and the large beam size at its location
(βy,TDS ≈ 100 m) in combination with complex bunch correlations between the transverse and
longutudinal planes (y–ξ and y′–ξ) and eventual transverse misalignments, could lead to a
loss of charge from different regions of the bunch depending on the quadrupole-scan settings.
Due to time constraints during the experimental campaign, however, the performance of a
new iteration of slice-emittance measurements with an optimised beam transmission could
not be performed. Nevertheless, this experience suggests that, whenever a high longitudinal
resolution Rξ is not required, the beta function of the beam at the location of the TDS should
be reduced to moderate values of, e.g., βy,TDS ≈ 50 m.

Figure 3.16.: Reconstructed rms bunch length (left axis) and charge measured at the screen computed from the
CCD counts (right axis) along the slice-emittance measurements.

The calculation of the slice emittance is performed according to the procedure described
in Section 1.2, i.e., by analysing the beam size in slices of width equal to the longitudinal
resolution. The results are shown in Figure 3.17, including the normalised slice emittance
εx/y,n and the beta βx/y and alpha αx/y functions at the reconstruction plane and the resulting
mismatch parameter Bmag,x/y. The design Courant-Snyder parameters βx = βy = 10 m
and αx = αy = 0.0, corresponding to a perfect match of Bmag = 1.0, are indicated with
grey-dashed lines. The current profile is computed as the average of the reconstructed
current profiles computed for each scan step. On average, the horizontal emittance εx,n =

0.85± 0.03 µm is roughly 3 times larger than the vertical emittance εy,n = 0.34± 0.01 µm,
which can be associated to CSR effects (cf. Section 1.1.3) that arise in the horizontal dipoles
along the beamline, since both the bunch compression and the extraction from the linac take
place in the horizontal plane. The slice emittance increase observed in both planes at the head
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Figure 3.17.: Slice emittance and slice Courant-Snyder parameters in the horizontal (left) and vertical (right)
planes.

and tail of the bunch is most probably the result of an overfocusing produced by the solenoid
field of the RF gun due to the decrease of charge density—and, consequently, transverse-
space-charge forces—at the front and rear parts of the bunch [Röhrs, 2008]. However, this
interpretation might be compromised by measurement errors, since the signal-to-noise ratio
of the images taken at the screen decreases at the regions of low charge density. The slight
increase of the horizontal emittance around ξ ≈ 50 µm could be caused either by CSR
effects or by TSC forces changing along the bunch according to the charge density. The beta
functions in both planes are consistently higher than the design value, clearly indicating that
the bunch is not well matched to the lattice optic. Similarly, the alphas in the horizontal plane
reveal that the bunch head converges whereas the tail diverges—i.e., the head is focused
downstream of the reference plane, whereas the tail is focused upstream. In the vertical
plane, on the other hand, the alpha has values very close to the design parameter αy ≈ 0.
These effects are reflected in the mismatch parameter which is larger than one in both planes
Bmag,x/y > 1.0.
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Figure 3.18 shows the sliced centroids in the transverse planes x–x′ and y–y′ computed
by averaging the measurements performed at the 1st and 2nd zero crossings. The shaded
ellipses represent the area occupied by the projected rms emittance—i.e., A = π · εrms. Both
the horizontal and the vertical phase space exhibit relatively small divergences on the order
of 10 µrad, whereas the centroids are on the same order of magnitude as the bunch length
∼ 100 µm. In the horizontal plane, the transverse displacements at the front of the bunch are
especially pronounced.

Figure 3.18.: Transverse-slice centroid offsets in the horizontal (left) and the vertical (right) planes. The plots
show the average between the two zero crossings.

Validation of the phase-space reconstruction using particle-tracking simulations

In order to validate the phase-space reconstruction method presented in the previous sections,
particle-tracking simulations were carried out with the code Ocelot [Agapov et al., 2014].
After taking into account the TDS-induced effects—i.e., induced energy spread and induced
energy chirp—the bunch parameters retrieved from the longitudinal-phase-space and the
slice-emittance measurements are used to reproduce the 6D particle-density distribution
at the reference plane—i.e., at the start of the FLFDIAG section. The simulated bunch is
subsequently used to recreate the longitudinal-phase-space measurements at the 8FLFDUMP
screen at both zero crossings, and the results are compared to the real measurements. The
comparison is shown in Figure 3.19, with the real experiment on the left and the simulation
on the right. The good agreement between the two validates the reconstruction method
presented in this section. Additionally, it supports the argument—already anticipated in
Section 1.3—that the large differences between the two zero crossings in the energy axis are
a TDS-induced effect that results in an amplification of the internal beam correlations in the
streaking plane y–ξ and y′–ξ.
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Figure 3.19.: Comparison between experimental and simulation longitudinal-phase-space measurements per-
formed at the screen 8FLFDUMP.

3.4.2. Dispersion-based beam-tilt correction

In beam-driven plasma-wakefield (PWFA) experiments performed in the blowout regime (cf.
Section 1.4), the presence of transverse-slice centroid offsets leads to instabilities that can
severely compromise the acceleration process. In the case of a driver bunch, these offsets
seed the hosing instability (cf. Section 1.4.3), by which the tranverse-centroid displacements
are amplified exponentially during propagation in the plasma, ultimately leading to a beam
breakup. Furthermore, in external-injection schemes, transverse misalignments betwen the
driver and the trailing bunch cause the latter to undergo transverse oscillations. Depending
on the amplitude of these oscillations, the interaction of the beam with the walls of the
plasma cavity can lead to charge losses and to a deformation of the wakefield structure,
eventually reducing the quality of the accelerated bunch (cf. Sections 1.4.3 and Chapter 5).
Moreover, for large propagation lengths in plasma these oscillations progressively smear out
the transverse phase space of the bunch, thus leading to an emittance growth (cf. Section
1.4.3).
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There are multiple sources of slice centroid offsets, including, amongst others, CSR
effects, coupler kicks in the RF-acceleration modules, transverse wake-fields and spurious
dispersion (cf. Section 1.1). In the following, the strategy followed at FLASHForward to
correct these transverse offsets is outlined, taking advantage of: 1) the coupling between
the transverse and the longitudinal beam dynamics that arise in dispersive sections when
the bunch has a linear energy chirp; and 2) the diagnostics capabilities of the PolariX-TDS.
As mentioned in Section 1.1.2, the method was proposed by Guetg, Beutner et al., 2015

and examples of its application can be found in [Guetg, F. J. Decker et al., 2016; Vogt and
Zemella, 2021]. Since at FLASHForward a purely empirical approach of the method is
followed, a mathematical model—which can be found in the aforementioned references—is
not discussed here.

Figure 3.20 shows the design lattice optics along the FLASH2 extraction (FL2EXTR) and
the FLASHForward extraction (FLFEXTR) and compression (FLFCOMP) sections. Since the
extraction from the linac is performed with vertical kickers and a horizontal Lambertson
septum (cf. Section 2.1), both horizontal and vertical dispersions are produced at the FLASH2

side. Appropriate magnets to correct vertical offsets are the quadrupole Q14FL2EXTR and,
to a lesser degree, the dipole D16FL2EXTR. This is because the vertical dispersion Dy in this
region has the highest values, whereas the horizontal dispersion has already been closed.

Figure 3.20.: Design lattice optic of the FLASH2 extraction (FL2EXTR) and the FLASHForward extraction
(FLFEXTR) and compression (FLFCOMP) sections.
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The fact that the vertical beta function βy at the location of the quadrupole is relatively
large, however, limits the flexibility to change its focusing strength, which might otherwise
excessively distort the beam envelope. On the other hand, the horizontal beta function βx

goes through a minimum, which implies that the effect of the changes on the horizontal
plane is, to a large extent, negligible.

To compensate the horizontal slice centroid offsets, additional considerations must be
taken into account. As mentioned in Sections 1.1.2 and 2.2, at FLASHForward, the transverse-
longitudinal coupling that an energy-chirped beam develops in a dispersive section is used
to split the bunch delivered by the linac into a double-bunch structure by means of a wedge
collimator located at s ≈ 191 m (grey-dotted lines in Figure 3.20). One of the first steps in
the procedure followed to set up the FLASHForward beamline requires the fine tuning of
the bunch compression at the linac and the transport of the bunch in order to optimise the
production of the double-bunch structure. Therefore, any change introduced upstream of
the collimator after the optimisation, will be detrimental to the purposes of the experiment.
On account of that, appropriate magnets to correct horizontal offsets are the quadrupole
Q23FLFCOMP and the sextupole S23FLFCOMP, located right after the collimator and before
the end of the FLFCOMP section. In this narrow region, the horizontal dispersion is close
to its largest values and both the horizontal and the vertical beta functions are moderate.
When the considerations about the longitudinal-phase-space optimisation are not required,
additional magnets can be used. The sextupole S5FLFCOMP, for instance, is a good candidate
to manipulate the curvature of the bunch. This is indeed the magnet used in a measurement
performed to test the dispersion-based beam-tilt correction routines discussed in this section,
which is described in the following.

The measurement focuses on the manipulation of the tilt and curvature of the bunch in
the horizontal plane. The bunch is monitored at the screen 11FLFXTDS located at the straight
section after the PolariX-TDS, which is adjusted to streak in the vertical plane. The focusing
strength of the quadrupole Q23FLFCOMP is used to control the tilt, whereas that of the
sextupole S5FLFCOMP to control the curvature, and their values are varied simulateously
to perform a 2D scan. Figure 3.21 shows sample images for selected scan indices. As can
be observed, for each sextupole setting, the variation of the quadrupole current translates
into a change of the tilt from negative (bottom) to positive (top) values. Conversely, for each
quadrupole setting, the variation of the sextupole current changes the curvature of the bunch
from convex (left) to concave (right). This is most clearly appreciated for vertical tilts—i.e.
for quadrupole currents around I ≈ 56.07 A.

It must be noticed that a measurement as the one described above does not provide
direct information about the dynamics of the particles. This means, that the “straightening”
of the bunch monitored at the screen only guarantees that the tilt and curvature has been
corrected at the location of the measurement—i.e. at the screen. In order to make sure that
the transverse-slice slopes 〈x′〉ξ and 〈y′〉ξ have been corrected as well, the measurements
must be performed at different phase advances. This is effectively equivalent to performing
a manual slice-emittance scan.
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Figure 3.21.: Tilt-curvature 2D scan performed with Q23FLFCOMP and S5FLFCOMP.
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FLASH beams for plasma acceleration

In the following, the optimisation and characterisation of FLASH electron beams for plasma
acceleration will be addressed in the context of the X-2 core experiment at FLASHForward
[Libov et al., 2018; Lindstrøm, Beinortaite et al., 2021]. As explained in Chapter 2 the main
goal of this experiment is to demonstrate quality preservation of an externally injected
beam after its acceleration in a beam-driven plasma wakefield. One of the most recent
achievements of X-2 has been to demonstrate energy-spread preservation and high energy-
transfer efficiency by strongly beam loading the wakefield with tailored-current-profile
bunched beams [Lindstrøm, Garland et al., 2021]. On the grounds of this success and with
the powerful diagnostic capabilities of the PolariX-TDS, an ensuing experimental campaign
was planned to further investigate two aspects that lead to quality preservation: optimal
beam loading for chirp compensation and uniformity of the accelerating gradients inside the
volume of the wakefield cavity.

The current chapter deals with the first half of this campaign, which comprises the
preparation of the experiment and the establishment of a proper working point. The char-
acterisation of the accelerated beams and a discussion of the ultimate goals pursued with
the campaign are described in Chapter 5. As the title suggests, the aim here is twofold: 1) to
provide a broad perspective of the complete procedure followed to set up the experiment
and to introduce some of the distinct techniques used therein; 2) to characterise the attained
working point to such a level of accuracy as to lay a solid ground for the discussion of the
next chapter.

With few exceptions, all the data presented herein was taken during a dedicated ARD1

beam time that took place between the 28th of October and the 1st of November 2020.
Framed in the chronological sequence of events and with the two aforementioned aims in
mind, the present chapter is structured as follows: Section 4.1 gives an overview of the linac
and the beamline setup routines and elaborates on the resulting beam parameters; Section
4.2 describes three preliminary steps critical to the success of the X-2 experiment: a) the fine
tuning of the longitudinal phase space of the electron bunch; b) its coarse straightening in
both transverse planes (x–ξ and y–ξ); c) the strong-focus optics setup required to match the
beam to a given plasma density. The subsequent optimisation of the interaction between the
beam and the plasma is addressed in Section 4.3, concluding a coherent sequence of three

1Accelerator Research and Development
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shift blocks extending over 24 hours. In the last part of this section, the specificities of the
plasma interaction required for the actual PolariX-TDS campaign are addressed. After that,
in Section 4.4, the working point of the PolariX-TDS campaign is characterised.

4.1. Linac and beamline setup

The general goal of the linac and the beamline setup is to deliver electron beams compatible
with the basic experimental requirement of X-2: the generation of a driver-witness double-
bunch structure with precisely shaped current profiles. As discussed in Section 2.2, the
double-bunch structure is generated in the first dispersive section of the FLASHForward
beamline and relies upon 1) the linearity of the longitudinal phase space of the beam and 2)
particular constraints imposed on its Courant-Snyder parameters at the location of the three
collimators. Additionally, the first (driver) bunch has to be capable of driving a nonlinear
perturbation in the plasma, while the second (trailing) bunch capable of strongly beam
loading the wakefield driven by the first. Taking these constraints into account and according
to the operational parameter space available at FLASHForward (cf. Section 2.2), the beams
delivered should have an energy of ∼ 1 GeV, a linear chirp with a correlated rms energy
spread ∼ 0.25 %, a high peak current & 1 kA with a linearly ramped and roughly triangular
current profile, and must be matched to the design lattice optics. Typically, the full charge
required to fulfil these conditions is ∼ 1 nC.

Linac setup

After some preliminary routines to adjust the components of the photo cathode and the
phases of the different RF modules, the focus of the linac setup is on matching the beam
coming out of the photo injector to the lattice optics. For that, the compression settings must
be such as to minimise the energy spread of the beam or, alternatively, correspond to the
case in which the beam is on-crest—i.e., located at the maximum or crest of the RF signal,
that incidentally coincides with an RF phase of φRF = 0 deg, otherwise the measurement of
the Courant-Snyder parameters would be spoiled by chromatic effects.

Firstly, the current of the main solenoid in the RF-Gun is adjusted to compensate
for the space-charge forces that dramatically degrade the beam at these low energies (cf.
Sections 1.1.3 and 2.1). After that, once the orbit has been tuned to avoid or compensate
for kicks—arising from the beam propagating off-center through the quadrupoles or the
SCRF modules, but also from RF couplers even when the beam is centered [Prat, 2009]—and
the 1st and 2nd order lattice dispersion have been closed, an emittance measurement of the
multiple-screen type (cf. Section 1.2.2) is performed downstream of the 1st bunch compressor,
in a section called DBC2. It is worth mentioning here that this section is the only one in
the linac that accommodates the accrual of the required phase advance to perform such a
measurement. Therefore, no expense should be spared in the number of iterations needed
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until the mismatch amplitude is close enough to Bmag = 1.0 (cf. Section 1.2).

At this point, the beam is sent to the LOLA-TDS (cf. Section 2.1) for its longitudinal
phase space to be measured. An appropriate optic to resolve both energy and time has to be
loaded and the transport of the beam has to be optimised down to the screen station located
at the dispersive section of the LOLA-TDS beamline.

Figure 4.1 shows a longitudinal-phase-space measurement of the beam best suited to
the requirements of the October 2020 ARD beam time campaign. The time resolution of the
measurement is Rξ = 18 µm (60 fs). The differences between the current profiles measured
at the 1st and the 2nd zero crossings result from correlations in the streaking plane y–ξ at the
location of the TDS (cf. Section 1.3.2). The reconstructed current profile has an appropriate
shape, with a slowly and linearly ramped current at the back to enable the production
of trapezoidal profiles after collimation and a peak current of ∼ 1.25 kA. The correlation
between energy deviation δ and longitudinal position ξ should be perfectly linear along the
whole bunch, but the figure clearly shows two different slopes at the back and at the front.

Figure 4.1.: Single-shot longitudinal-phase-space measurement with the LOLA-TDS performed at the SDUMP
screen after the linac setup.
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Parameter Symbol Units Value Measurement
device/location

Charge Q pC 896± 1 Toroid 5DBC3

Mean energy 〈E〉 MeV 1050
Normalised emittance in x εn,x mm mrad 0.84± 0.01 DBC2

Normalised emittance in y εn,y mm mrad 0.76± 0.02 DBC2

Uncorrelated energy spread RMS σu,E % 0.07 LOLA-TDS
Correlated energy spread RMS σE % 0.32 LOLA-TDS

Bunch length RMS σξ µm 83.3 LOLA-TDS

Table 4.1.: Key beam parameters measured during the linac setup, including the normalised emittance measured
at DBC2 before compression and the energy spread and bunch length measured at the LOLA-TDS
after compression.

This is the result of CSR effects (cf. Section 1.1.3) induced in the two bunch compressors, by
which the beam progressively loses energy from the tail towards the center and gains energy
from the center towards the head. These effects are also responsible for the slight increase
in slice energy spread at the center and the head of the bunch. As discussed in Section
1.1.2, these changes in the longitudinal phase space are associated to centroid offsets in the
dispersive plane x–s of the compressors and can develop as the beam propagates. This issue
will be addressed later on, in Section 4.2.2. The beam also shows some high-frequency density
modulations both in energy and space, which are the result of microbunching instabilities
(cf. Section 1.1.3). The key parameters of the LOLA-TDS measurement, together with the
projected emittance measured in DBC2 are summarised in Table 4.1.

Beamline setup

The next goal is to transport the beam to the straight section of the FLASHForward beamline
with highest fidelity and throughput. The two basic routines to achieve this are precise
orbit tuning and dispersion closure. Regarding the FLASH2 extraction, a description of
the elements introducing dispersion and those foreseen to close it can be found in Section
2.1. Ideally, before switching to the FLASHForward extraction section, a new emittance
measurement would be performed to make sure that the beam is still matched to the lattice
optics. However, due to the large energy spread, such a measurement yields little reward.

High quality transport of the beam through the FLASHForward extraction and compres-
sion sections requires a certain degree of complexity. On the one hand, eventual misalignment
between different hardware components mean that the center of the BPMs do not equate
to an ideal orbit. On the other hand, the substantial energy spread in combination with the
lattice dipersion results in large beams that compromise the accuracy of the BPM readings.
Additionally, the steering of the beam through the differential pumping stage located at the
end of the FLFCOMP section—with a thin pipe of 10 mm diameter—can quickly lead to
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losses. Nevertheless, it is of course possible to overcome all these problems and proceed with
the dispersion minimisation at the beginning of the FLFMAFF section, for which the same
magnets as those used to straighten the beam can be used (cf. Section 3.3).

Once the beam is at the start of FLFMAFF, an emittance measurement of the multiple-
quadrupole type (cf. Section 1.2) is performed at the 8FLFMAFF screen. As explained in
Section 2.2, this requires the use of the head and tail energy collimators to reduce the charge
of the beam and avoid the saturation of the scintillator screen, and to reduce the large
energy spread that would otherwise spoil the measurement. By doing so, what is effectively
measured is a relatively thin slice around the core of the bunch that is considered to well
represent its overall beam parameters. The result of the measurement is then used to match
the beam to the appropriate lattice optics that transport the beam through the PolariX-TDS
and enable longitudinal-phase-space measurements at the 8FLFDUMP screen. This concludes
the linac and beamline setup routines and constitutes the point of departure for tuning the
beam parameters at the FLASHForward beamline with a higher lever of accuracy.

4.2. Beam preparation

The preparation of the beam for plasma interaction is performed in three consecutive steps
with increasing degrees of refinement: longitudinal-phase-space optimisation, beam-tilt
correction, and final-focus setup. Each of these steps will be addressed separately in the
following subsections.

4.2.1. Longitudinal-phase-space optimisation

It has already been shown that collective effects, which degrade the beam quality, are
triggered at several locations in the linac, and it is expected that, during the passage through
the FLASH2 and FLASHForward extraction and compression sections, similar effects will
develop. Therefore, it is important to monitor the beam at the end of the FLASHForward
beamline, so that the compression settings can be re-adjusted by taking these additional
effects into account. Besides that, the only way to directly assess the performance of the three
collimators is to observe the beam downstream of their location.

With these considerations in mind, the first goal of the beam preparation is to optimise
the longitudinal phase space of the beam by carrying out three interrelated routines in an
iterative way: fine adjustment of the compression settings; re-assessment of the beam fitness
for the double-bunch generation; and evaluation of the proper operation of each of the three
collimators. This procedure is performed by setting new parameters manually and getting
online feedback of their outcome. The key aspects of the final working point achieved are
discussed below.
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Figure 4.2 shows a longitudinal-phase-space measurement of the full bunch performed
with the PolariX-TDS at the 8FLFDUMP screen. The time resolution is Rξ = 2.3 µm (7.7 fs), an
improvement of a factor ∼ 7.5 compared to the LOLA-TDS measurement—clearly apparent
with the increased definition of the bunch substructure resulting from microbunching
instabilities. According to the lattice optic used and assuming, for instance, a normalised
emittance of εn,x ∼ 1 mm mrad, the energy resolution would be Rδ = 1.2 · 10−4 and the
induced energy spread σIES = 4.7 · 10−4, which means that the lowest measurable slice
energy spread is limited by TDS-induced effects. The difference between the current profiles
in the 1st and the 2nd zero crossings is almost neglegible—not because correlations in the
y–ξ plane do not exist, but because the impact of these correlations on the measured current
profile is reduced compared to the LOLA-TDS case. This is actually a direct consequence of
the increased time resolution, since the streaked beam size at the screen largely dominates
over the natural beam size and hence over its correlations. On the other hand, the larger
kick K achieved with the PolariX-TDS implies that the same correlations at the location of
the TDS have a larger impact on the measured energy (cf. Equation 1.3.48), which explains
the noticeable differences between the two zero crossings concerning the overall projected

Figure 4.2.: PolariX-TDS longitudinal-phase-space measurement of unscraped bunches during the beam prepara-
tion. See text for details.
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energy and the sliced mean energy of the bunch. Regarding the bunch correlations in the x–ξ

plane, as soon as the centroid offsets are on the order of 〈x〉 ∼ 100 µm and 〈x′〉 ∼ 0.5 mrad,
their impact on the measured sliced mean energy is expected to result in relative errors on
the 1 % level (cf. Equation 3.4.4) and can therefore be ignored.

The influence of collective effects along the FLASH2 and FLASHForward extraction
and compression sections is also clearly visible. As a result of CSR, the slice energy spread
around the center of the bunch shows an increase from ∼ 0.1 % to ∼ 0.2 %, and, at the
front part of the bunch, it increases steadily up to ∼ 0.15 %. At the same time, also as a
consequence of CSR, the energy of the center of the bunch decreases, while the front part
has slightly increased. Despite these effects, the beam retains the features targeted during
the setup—viz. linearly ramped current profile, peak current & 1 kA and roughly linear
chirp—and it is well suited to generate a double-bunch structure.

Figure 4.3 shows selected steps of scraper scans performed with each of the three
collimators, corresponding to approximately the final positions used in the PolariX-TDS

Figure 4.3.: Scraper scans performed at the 8FLFDUMP screen. See text for details.
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campaign. The wedge scraper is able of completely removing the charge of a thin longitudinal
slice at a location roughly ∼ 50 µm behind the center of the bunch, clearly dividing it into
two separate parts. The steepness of the cut is more pronounced at higher energies (with
a fast rise of ∼ 20 µm) than at lower energies (with its effect extending over a length of
∼ 100 µm towards the head). This is due to both the higher energy spread around the center
of the bunch and to the flatter chirp over the front half of the bunch. The operation of the
tail scraper shows the same features as the higher energy part of the wedge scraper, with
a short decay of ∼ 20 µm. Moreover, the production of an almost perfectly trapezoidal
current profile is possible by just shifting the tail scraper further back to higher energies.
The operation of the head scraper is again affected by the large slice energy spread and the
flatter chirp at the front of the bunch, but enables the modulation of the up-ramp shape of
the driver, which has an impact on the transformer ratio and, consequently, on the overall
efficiency of the acceleration process (cf. Section 1.4).

Table 4.2 summarises the compression settings obtained after the longitudinal-phase-
space optimisation routines (black numbers) and indicates the changes applied respect to
the ones obtained previously during the linac setup (coloured numbers). The most relevant
change consists of a decrease of −0.40 m−1 in the chirp induced by ACC23, which is
applied to achieve a larger compression after the second bunch compressor (BC3). The
longitudinal-phase-space curvature resulting from shifting the beam further off-crest in
ACC23 is subsequently linearised by increasing the curvature introduced by ACC1 and
ACC39 by an amount of +20 m−2. To assess the overall stability of these settings a large
number of bunch-length measurements were performed with the BCM-4DBC3.2 located after
the second bunch compressor BC3 (cf. Section 2.1). A histogram with the results is shown
in Figure 4.4, which reveals large variations of up to about ±15 % around a mean value of
94.4 µm (310 fs). Most probably the observed compression jitter is related to fluctuations in
the power delivered by the ACC39 klystron, since this module is operated at 19.53 MV very
close to its maximimum value of 20 MV. However, this issue could not be investigated in
detail and these fluctuations persisted during the whole campaign.

Parameter Units ACC1 ACC39 ACC23 ACC45 ACC67

Amplitude MV 162.86 +0.45 19.53 +0.50 325.88 +2.33 306.96 290.00
Phase deg 11.08 −0.10 8.14 −0.23 21.11 +1.09 0.00 0.00

Sum voltage MeV 146.09 304.00
Chirp m−1 −4.29 +0.03 −7.10 −0.40

Curvature m−2 +71.90 +20.0

Third derivative m−3 −6000

Table 4.2.: Summary of the RF-phase and amplitude of the SCRF modules before and after fine tuning the com-
pression settings. Black numbers: parameters obtained after the beam preparation at FLASHForward.
Coloured numbers: changes applied with respect to the parameters obtained during the linac setup
with the LOLA-TDS.
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Figure 4.4.: Compression jitter measured at the BCM-4DBC3.2. See text for details.

4.2.2. Beam-tilt correction and R56 effects

The sources of beam tilts have been investigated in Section 1.1.2 and the importance of their
control has been stressed in Section 1.4. Furthermore, strategies conceived at FLASHForward
to overcome this issue have been discussed in detail in Section 3.4, and, with few exceptions
regarding the lattice components used to that end, the procedure followed during the October
2020 ARD beam time developed along the same lines. In this section the focus is instead
placed on some concomitant effects that the straightening has on the longitudinal beam
dynamics: changes in R56 and their impact on the bunch length.

Table 4.3 at the end of Section 4.2.3 summarises the magnet currents of specific quadru-
poles at different stages of the beam preparation. The quadrupoles are grouped vertically in
two categories: those used to correct the tilts and those involved in the strong focusing optics.
The first column corresponds to the values used during the longitudinal-phase-space meas-
urements discussed in the previous subsection, and the second column to those achieved
after the beam-tilt correction routines performed at the TDS screen 11FLFXTDS. As can be
observed, the current of the quadrupole Q14FL2EXTR has been increased by 3.4 %, and that
of Q23FLFEXTR decreased by −1.3 %. These quadrupoles have a large impact on the lattice
dispersion and can easily modify the R56 accrued along the extraction and compression
sections, which in turn affects the longitudinal dynamics of the beam. To investigate these
effects experimentally, bunch length measurements performed at 8FLFDUMP before the
straightening and at 11FLFXTDS after the straightening are correlated to the bunch length
measured with the BCM-4DBC3.2 and are afterwards compared to each other. The results of
this analysis are discussed in the following paragraph.

The two upper-left plots of Figure 4.5 show the RMS bunch length computed for a large
number of images sampled at 8FLFDUMP and 11FLFXTDS. The differences between zero
crossings are larger at 11FLFXTDS, since the lower streak achieved at this screen station
translates into a larger impact of correlations on the current profile. In order to calculate
the correlation between the real bunch length at the screens and the BCM readings, the
data is analysed in discrete intervals along the range of BCM values common to all datasets.
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Figure 4.5.: Compression jitter and R56 effects at 8FLFDUMP and 11FLFXTDS. Beam-tilt-correction routines
result in an additional compression associated to R56 variations in the FLASHForward extraction
(FLFEXTR) and compression (FLFCOMP) sections.

For each interval, the current profiles at each zero crossing are averaged and the 2-point-
tomography method is applied. The reconstructed current profiles are shown in the two
bottom plots, in which the impact of bunch length variations on the peak current and on
the longitudinal extent of the bunch can be observed. In the top-right plot, the RMS bunch
length of the reconstructed profiles is correlated to the mean BCM values of each interval,
resulting in a compression curve for each screen. The difference between these curves clearly
indicates that an additional overall compression has been indeed introduced after the beam-
tilt correction routines. Therefore, the analysis suggests that if precise knowledge of the
longitudinal structure is required, the beam characterisation should be performed after
the execution of all magnet lattice manipulations necessary to set up the experiment. The
advantages and shortcomings of this approach are discussed in Section 4.4, which delves
into the characterisation of the double-bunch structure.

4.2.3. Final-focus setup

For the beam to blow out the plasma electrons, its 3D particle density must be larger than that
of the plasma. Simultaneously, in order to avoid emittance growth, at least the back of the
bunch—which is the part that will be accelerated—has to be matched to the radially focusing
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forces of the pure ion cavity left behind the driver. These are the two main constraints
imposed on the final-focus setup, from which the target values for the beam matching are
derived.

For plasma densities on the order of n0 . 1016 cm−3 and a beam with an energy of
Eb ∼ 1 GeV, the matched beta function has a value of βm ∼ 5 mm (cf. Section 1.4.2). In an
example case with normalised emittances of εx/y ∼ 5 mm mrad in both planes, a length
of σξ ∼ 80 µm (as measured at the PolariX-TDS), and a charge of Q ∼ 900 pC, the peak
density2 will be nb,max ∼ 3.5 · 1017 cm−3. Of course some charge will be lost after collimation
and not all slices will be equally demagnified by the focusing quadrupoles, but in a good
approximation it can be assumed that such target βm fulfils the condition nb/n0 > 1.

However, as the beam is focused symmetrically to such small beta functions, the required
beam size in the plane for which the last quadrupole is defocusing grows very fast with
increasing distance from the waist, at which point chromatic effects can become a concern.
The strategy adopted to overcome this problem is to relax the plasma-matching condition in
the plane that would require the largest beta function—this can be freely chosen, since the
final focusing section provides enough degrees of freedom. This approach is supported by
two considerations: on the one hand, it is expected that the emittance in x will be several
times larger than that in y, since beam degradation due to collective effects is most severe in
x—i.e., the bending plane of the bunch compressors and extraction sections. Therefore, even
if the beta functions are not equal at the focus, the actual beamsize can be made to be roughly
symmetric by increasing the beta function in the axis for which the emittance is smaller.
This ensures that the whole beam fits into the wakefield structure. On the other hand, the
main diagnostic devices located immediately downstream of the plasma cell are two dipole
spectrometers designed to operate in the x-δ plane. Hence, for the general purpose of the
X-2 experiment, as soon as the beam is matched to the plasma in x and the mismatch in y is
moderate, no relevant information is lost.

There is yet another aspect to consider during the final-focus setup: in a radially focusing
channel, an appropriate change in focusing strength on a length scale larger than βm leads
to an adiabatic matching of the beam (c.f. Section 1.1.2). This is eventually the case if the
plasma density profile makes a gentle transition from the open ends of the plasma cell to the
background pressure of the chamber [Garland et al., 2021]. However, precisely accounting for
these effects in advance is highly complex. As such, the most efficient approach to adjust to
the actual experimental conditions is to fine tune the final focus empirically while optimising
the interaction of the beam with the plasma (cf. Section 4.3).

2 For a 3D Gaussian without coupling between the three variables in space, the following formula for the

peak particle density is used: nb,max =
Q
e

1
(2π)3/2σxσyσξ

. The alternative formula nb,max =
Ib,max

ec
1

2πσxσy
is also

customarily used, for which a peak current of Ib,max ∼ 1250 A as measured with the PolariX-TDS results in the
very similar value of nb,max ∼ 1.7 · 1017 cm−3.
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Figure 4.6 shows the FLFMAFF section with the lattice optic used as a point of departure
for the final-focus optimisation routines. The Courant-Snyder parameters at the start of the
section were obtained from a quadrupole scan performed at the screen 8FLFMAFF, and were
fed into a lattice optimisation routine with target values of βx ∼ 10 mm and βy ∼ 25 mm
at the location of the cell. The obtained solution matched the target value in x exactly and
generated a sufficient value in y to be used as a starting point for further optimisations. In
the figure, several quadrupoles are highlighted. These are the ones best suited to control
the size and location of the waist. In a good approximation, Q6 modulates the transverse
symmetry of the beam, while Q12 and Q13 determine the final size and location of the
waist in x and y correspondingly. Since independent control over x and y is not possible,
additional quadrupoles can be used to compensate correlation effects.

Figure 4.6.: Strong-focus optics at FLFMAFF. Solid lines: lattice optic obtained from optimisation routines fed
with the Courant-Snyder parameters measured at the section start. Dashed lines: waist location
measured with the two BPMs around the plasma chamber by means of a 2-BPM-tomography. The
highlighted quadrupoles are those best suited to adjust the waist size and location.

By sampling the position of the beam centroid with two BPMs located upstream and
downstream of the plasma cell, a jitter-based reconstruction of the transverse phase space
of the beam can be obtained (cf. Section 1.2.2). The beta functions in x and y reconstructed
by means of this technique are represented by dashed lines in Figure 4.6, which reveal a
considerable disagreement with the theoretical optic derived from the quadrupole scan.
Between the two measurements, the one most sensitive to errors is the quadrupole scan (cf.
Section 1.2.2) and it is indeed expected that sources of errors are present—viz. mismatch
between the beam and the lattice upstream of the measurement section, and dispersion due
to a substantial correlated and uncorrelated energy spread. However, the quadrupole scan is
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clearly enough to set up a strong focus at the approximate location of the plasma cell start,
which is the condition required for the 2-BPM-tomography to be applicable. From this point
on, the new technique—which, apart from being more robust, has the advantage of being
non-invasive—is used to fine tune the beam parameters at the waist. At later stages of the
optimisation process, the waist location and beam size are double checked with object plane
scans performed at the ESPEC and LEMS stations.

After the large changes in focusing strength applied with the new strong-focus optics
(cf. third column of Table 4.3), the beam straightness has to be reevaluated and eventually
corrected. This is required because the much higher quadrupole field gradients magnify
the kicks—and therefore the beam tilts—resulting from slight orbit offsets. Straightforward
orbit-steering routines are sufficient to mitigate the largest effects, but the level of accuracy
required by the experiment demands a more precise diagnostic and correction of the beam
tilts at the exact location of the waist. The technique used to perform this in-situ straightening
is an extension of the 2-BPM-tomography. Since the beam has an approximately linear chirp,
it is possible to produce longitudinal beam slices by using the head and tail collimators
located at the COMP section. The 2-BPM-tomography can then be applied to each individual
slice, enabling the reconstruction of transverse/longitudinal correlations.

Figure 4.7 shows the final working point achieved after a few iterations of beam-tilt
correction manipulations using this technique. The corresponding changes in magnet currents
are summarised in the right-most column of Table 4.3. In the two upper-left plots of Figure
4.7, the reconstructed phase space of the centroids at the waist can be seen. The red ellipses
enclose an area of 3π · εn (i.e., roughly 92 % of the particles), with estimated normalised
emittances of εn,x ∼ 5 mm mrad and εn,y ∼ 1 mm mrad. The plots clearly show that the
beam tilts have been successfully corrected in x and to a large extent also in y. The two upper
plots in the center show the absolute trajectory of each slice, in which an overall angle of
θx . 1 mrad in x can be appreciated. Very likely, this is the result of slight misalignments
between the two BPMs, but, even if the tilt were real, a small overall angle in the trajectory
of the beam would not be detrimental to the sucess of the experiment, since the plasma
wake is created by the beam itself. More important is the colinearity between different slices,
since an angular misalignment between the driver—which determines the symmetry axis of
the wakefield structure—and the trailing bunch will lead the latter to undergo transverse
oscillations that can compromise the stability of the acceleration. For plasma capillaries
longer than the one used in this campaign, angular misalignments in the driver itself can
even trigger hosing instabilities, eventually leading to a beam breakup (cf. Section 1.4.2).
The measured beta functions around the waist are shown in the two upper-right plots, in
which the mean value of all slices at the waist is represented by a horizontal black dashed
line at values βs0,x = 10 mm and βs0,y = 25 mm. Even if the plasma matching condition has
been relaxed in y to avoid severe chromatic effects, some signs of mismatch between slices
is still present, which translates into the apparent spread of longitudinal waist locations
around s ∼ −0.2 m. As expected, higher (lower) energies are focused further downstream
(upstream). In the bottom-right plot the measured charge of each energy slice is shown,
which, for a perfectly linear chirp, would correspond to the exact current profile of the beam.
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Figure 4.7.: 2-BPM-slice-tomography of the beam at the interaction point. See text for details.

However, as discussed in Section 4.2.1, the longitudinal phase space of the beam is distorted
by collective effects and, as can be seen in Figure 4.2, the chirp is larger at the back than at
the front part of the bunch. This explains the larger number of slices needed to scan the tail
than that needed for the head. The jitter emittance in x and y is shown in the bottom-left plot.
It has been discussed in Section 1.2.2 that this figure of merit is not equivalent to the real
emittance of the beam, but that the relation between the two parameters is only approximate.
Moreover, the relative error of the measurement is proportional to 1/

√
N, where N is the

number of samples. Since the number of slices analysed is considerable, the samples per
slice was limited to N = 25, which corresponds to a relative error of at least 20 %—the
error slightly increases after the removal of outliers. However, despite the error in the jitter
emittance, it can be deduced from the measurement that the overall beam emittance in x is
indeed several times larger than that in y.

The in-situ straightening concludes the beam-preparation routines, through which an
appropriate working point has been established, which enables the plasma-interaction
optimisation.
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Magnet Initial Straightening Strong focus Strong focus
settings at 11FLFXTDS in-situ correction

(A) (A) (A) (A)

Q14FL2EXTR −59.38 −61.38 +3.4 % −62.38 +1.6 %

Q23FLFCOMP 84.69 83.59 −1.3 % 81.59 −2.4 %

Q1FLFMAFF −0.75 −188.87 > +103 % < 1.0 %

Q2FLFMAFF −21.19 139.72 +762 % < 1.0 %

Q3FLFMAFF −30.94 −152.41 +395 % < 1.0 %

Q4FLFMAFF −0.01 83.25 < −103 % < 1.0 %

Q6FLFMAFF 42.09 257.17 +515 % < 1.0 %

Q11FLFMAFF −49.98 −65.79 +32 % < 1.0 %

Q12FLFMAFF 18.29 106.65 +502 % 110.14 +3.3 %

Q13FLFMAFF 44.32 −171.29 −495 % −175.10 +2.2 %

Q14FLFMAFF −16.97 257.17 < −103 % 260.73 +1.4 %

Table 4.3.: Magnet currents at different stages of the beam preparation.

4.3. Beam-plasma-interaction optimisation

Direct observation of the interaction between the beam and the plasma provides the most
reliable experimental indicators to assess the quality of the acceleration process. In this
section, general considerations about these indicators and some experimental techniques
derived from them are provided. After that, the optimisation performed in October 2020 to
enable time-resolved measurements of plasma-accelerated electrons with the PolariX-TDS is
described.

4.3.1. General approach

The optimisation of the beam-plasma interaction is an intrinsically complex problem, because
the number of variables involved in the process is quite large and a systematic inspection
of the full parameter space is not practicable3. Moreover, several merit functions describing
different aspects of the acceleration process need to be evaluated simultaneously. Nonetheless,
in a first approximation, the available variables can be added consecutively according to their
impact on the overall acceleration given the initial experimental conditions. This enables a
progressive definition of a bounded region in the operational parameter space in which an
optimal solution is expected to be found. Once all experimental variables are included, the

3 If, for instance, only three variables are to be inspected, a multidimensional scan with 10 steps for each
parameter, 25 samples for each step, and a sampling rate of 5 Hz would require 1 h and 20 min—without taking
into account the time needed to change settings between scan points.
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system reveals its true complexity and an intricate optimisation process is required to find
the working point best suited to the requirements of the experiment. In the previous sections,
the beam parameters have been independently optimised. The next step is to identify an
appropriate range of plasma densities that enables the optimisation of the interaction with
the beam.

Plasma-density scan

The usual procedure to identify the range of densities best suited to the experiment is to
perform a plasma-density scan, by which the whole bunch is sent through the plasma while
the density is progressively increased. The energy spectrum of the interacted beam is then
monitored with the dipole spectrometer located immediately after the plasma chamber
(ESPEC, cf. Section 2.2), providing information about key features of the wakefield structure.
The physics that dominates the process is as follows: the longitudinal size of the bubble
depends on the plasma density as ∼ 1/

√
n0 (cf. Equation 1.4.4); therefore, as the density

increases, the bubble shrinks and the bunch—which has a fixed length—interacts with an
increasingly larger range of decelerating and accelerating phases of the wakefield, until it
eventually reaches the back of the bubble and starts to see the second wakefield structure.
To some extent, and in analogy to the transverse matching discussed in the previous section,
the nature of this scan can be regarded as a longitudinal matching of the plasma wakefield
to the length scale of the beam.

Figure 4.8 shows such a plasma-density scan performed under experimental conditions
very similar to that of the ARD campaign discussed in this chapter. In the top waterfall-like
plot, the energy spectrum of the interacted beam is correlated to the discharge-trigger-time
delay—i.e., the plasma density. Full images of the bunch at six different points along the
scan are shown in the bottom plots. The top-left one corresponds to the non-interacted
bunch—i.e., the bunch arrives before plasma generation (right-most samples in the waterfall
top plot). The mean energy of the non-interacted beam is represented by a grey vertical line
at 〈E〉off = 1055 MeV, which is also included in the other five plots for reference. As a result
of the negative chirp imprinted in the linac, the head has lower energy, while the tail has
higher energy. In image a) the bunch has a size of roughly one half of the structure and
experiences an overall deceleration. In image b) part of the tail is already found beyond the
zero crossing of the Ez field and starts to experience a slight acceleration. Moreover it can be
observed that the lowest energy reached has decreased, indicating a larger field amplitude
expected from a higher density. Image c), highlighted in green, corresponds to a working
point well suited to experimentation with externally injected beams. This is the case for
which the largest amount of charge is accelerated in the most stable way due to the transverse
focusing forces of the wakefield. The tail reaches the phase with the highest accelerating field
and experiences a maximum energy gain of ∆E = 45 MeV. At this point, for an effective
plasma length of 50 mm, the maximum field gradient would be Ez = 0.9 GV/m. In image d)
the bunch fills the whole length of the wakefield structure and the last particles of the tail
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Figure 4.8.: Discharge-trigger-time-delay scan performed to adjust the range of plasma densities suitable for
PWFA experiments with externally injected bunches. See text for details.

do not experience any longitudinal acceleration. However, at the very back of the bubble
the radial fields are already defocusing and slight centroid offsets translate into a transverse
deflection that expels the particles outside of the structure. This constitutes a charge-loss
mechanism that has to be addressed when optimising the beam-plasma interaction. Finally,
in figure e), a considerable fraction of the tail is already found in the decelerating phase of
the second wakefield structure and the particles start to lose energy. In the October 2020

ARD campaign, a working point close to that of image c) was established to proceed with
the subsequent optimisation routines.

Wedge-scraper multidimensional scans

The next step in the beam-plasma-interaction optimisation is to insert the wedge scraper to
produce a double-bunch structure. With that, two new variables are available: the distance
and the charge ratio between the two bunches. These two variables lead to a considerable
increase in the complexity of the optimisation procedure, since they simultaneously affect
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several properties of the wakefield structure that determine the quality of the acceleration
process: the transformer ratio, the amount of beam loading and the energy-transfer efficiency
(cf. Section 1.4.2). On the other hand, as seen in the plasma-density scan discussed above,
the relation between the length of the bunch and the length of the wakefield structure—
which is determined by the plasma density—has a large impact on the acceleration process.
Consequently, the optimisation of the wedge-scraper position constitutes in fact a three-
dimensional problem that includes the plasma density, which has to be reassessed for each
combination of distance and charge ratio between the two bunches.

An approach to solve this problem is the one followed in the experimental campaign that
led to the demonstration of energy-spread preservation and high energy-transfer efficiency
in early 2021 [Lindstrøm, Garland et al., 2021]. In that campaign, a multidimensional scan
including the three variables was performed and appropriate observables were combined
to construct a wakefield-optimisation parameter Ω with which the results were evaluated. This
new figure of merit equals the energy-spread-to-gain ratio σδ, divided by the transformer
ratio TR and the energy-transfer efficiency η (i.e., Ω = σδ

TRη ) and is required due to the
fact that the optima of the individual parameters cannot be found simultaneously. As
successfully demonstrated in that campaign, the minimisation of this quantity results in the
best compromise between the minimisation of the energy-spread-to-gain ratio σδ, and the
maximisation of the energy-transfer efficiency η and the transformer ratio TR.

Such a multidimensional scan, however, is extremely time consuming and faster ap-
proaches are required at intermediate stages of the optimisation. By manually inspecting
the behavior of the system in response to variations of each of the variables, it is possible to
establish a hierarchy of variables. The variable with the least impact on the system is then
fixed to a specific value and a 2D scan is performed with the two remaining variables. Once
an optimal point is found, the variable previously fixed is adjusted separately to refine the
solution. Typically, at FLASHForward, a 2D scan of transverse wedge-scraper position and
plasma density constitutes a good choice for intermediate optimisations. This is justified
by the poor performance of the wedge-scraper at the lower-energy side—which, as seen in
Section 4.2.1, results in a considerably unsharp cut—compared with the good performance
at the higher-energy side.

Beam matching

Section 4.2.3 describes the procedure to set a beam focus of a specific size at the location
of the plasma cell. Typically, the precision with which this is achieved is enough to drive
a nonlinear wakefield, resulting in a convenient point of departure to proceed with the
optimisation of the beam-plasma interaction. In these conditions, the two routines described
above can be applied to improve the interaction regardless of the transverse beamsize of
either the driver or the trailing bunch. Once a sufficiently stable working point is reached,
the impact of the beamsize of each bunch has to be considered separately. As for the driver,
as soon as its charge density is enough to produce a nonlinear perturbation in the plasma,
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the development of the wakefield structure is relatively insensitive to its precise transverse
beamsize. This is because the transverse gradients keep the beam focused around the axis
and the sheath of electrons at the boundary of the cavity become only sensitive to the current
profile. Concerning the trailing bunch the situation is quite different. On the one hand, as the
plasma-sheath electrons return to the axis, the cavity becomes narrower and the fraction of
trailing-bunch electrons effectively captured in the structure can be reduced if its transverse
beamsize is too large or if its centroid is transversely offset. On the other hand, if the beta
function is not well matched to the transverse focusing forces of the ion column left behind
the driver, the quality of the accelerated beam can be degraded—e.g., as a result of emittance
growth (cf. Section 1.4.2).

Adequate observables that allow the assessment of the quality of the matching are the
amount of charge effectively accelerated or the beamsize and divergence of the accelerated
bunch—which can be measured by performing an object plane scan at the ESPEC. In order to
match the trailing bunch to the plasma, different strategies can be followed. One option is to
scan the location of the capillary along the direction of the beam propagation. Another option
is to adjust the final focusing to change the size and location of the beam waist—which
eventually involves performing a 2D scan with two of the last four quadrupoles before the
plasma chamber.

Beam-tilt correction

Due to the spatial constraints imposed at the back of the wakefield structure, the presence
of angular misalignments can lead to a reduction of the amount of charge being coupled
into the plasma as well as to an instability of the acceleration process. Its compensation is
achieved by means of beam-tilt-correction routines as those described in previous sections,
which can be assessed by observation of the amount of charge and the exit angle of the
accelerated bunch at the ESPEC.

Tail-scraper scan and charge coupling

Preserving the beam quality requires the full charge of the trailing bunch to be effectively
coupled and accelerated in the wakefield4. As mentioned before, the charge-coupling can
be compromised if the tail of the bunch interacts with the back of the wakefield structure,
which can be partially overcome by adjusting the transverse beamsize of the bunch and/or
by correcting its angular misalignments. Additionally, at the very back of the structure, the
transverse fields are defocusing and acceleration becomes unstable—cf. image d) in Figure
4.8. The extent of the region around the bunch tail affected by these instabilities is increased
by plasma-density variations that lead to changes in the size of the wakefield structure. The

4In the following, it is assumed that the trailing bunch does not exceed the longitudinal extent of the
wakefield structure.
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strategy to cope with these charge-loss mechanisms is to scan the tail-scraper position to
progressively reduce the length of the trailing bunch until all its particles are found inside
the usable and stable volume of the wakefield. For each scraper position, the total charge
sent into the plasma is compared to the accelerated one. As long as some charge is lost
during the beam-plasma interaction, a reduction of the incoming charge does not affect
the amount of accelerated charge, which stays approximately constant. Once the incoming
charge equals that of the accelerated bunch, a further decrease affects both the incoming and
the accelerated bunches identically. A trail-scraper scan performed during the October 2020

ARD shifts is discussed in Section 4.3.2.

Advanced optimisation approaches

In the optimisation routines described above, the behavior of the beam-plasma interaction is
mainly determined by a relatively small number of parameters whose variation, to a large
extent, can be unambiguously correlated to a change in the properties of the accelerated
bunch. This can be observed at early stages of optimisation, when specific parameters are
clearly suboptimal and large changes are required to overcome a minimal threshold of
acceleration quality and stability. The situation changes dramatically when a bounded region
in the parameter space is found, for which any choice of parameters leads to an acceptable
result. At this point, complex operations are required to achieve small improvements, because
all parameters tend to entangle each other and a slight modification of a single one have
an effect on one or several of the others—and very often their correlation is not obvious.
Similar to the strategy followed in [Lindstrøm, Garland et al., 2021], at this advanced stage
of optimisation multidimensional scans have to be performed and their evaluation requires
the use of appropriate merit functions. A general solution to the problem is not available
and each experimental campaign has to be considered individually. In the following section,
the optimisation approach followed during the PolariX-TDS campaing in October 2020 is
described.

4.3.2. Optimisation for PolariX-TDS measurements

To enable the measurement of plasma-accelerated bunches with the PolariX-TDS, the beam-
plasma interaction has to be optimised to achieve specific beam parameters. Low-divergence
beams are less prone to cause transmission problems and allow for the use of lattice optics
with moderate magnet strengths that reduce chromatic effects. Thus, one of the goals of
the optimisation is to minimise the divergence of the accelerated bunch. Even in this case,
however, the first quadrupoles after the plasma cell require relatively strong gradients in
order to capture the beam. If the accelerated bunch exits the plasma cell with an angle,
these quadrupoles introduce kicks that translate into large transverse offsets after beam
propagation, which, in turn, can lead to a transmission loss. Therefore, the exit angle of
the accelerated bunch has to be minimised as well. Regarding the stability of the plasma
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acceleration, the inherently strong gradients produced in plasmas tend to amplify any source
of jitter associated to the incoming double-bunch structure. Moreover, due to the large
divergence of the beam and the long distance between the plasma cell and the PolariX-TDS,
a slight variation in energy gain translates into a considerable mismatch between the beam
envelope and the lattice optics, which results in suboptimal TDS measurements. On account
of that, a working point with a moderate energy gain is preferred, resulting in weaker plasma
wakefields but an increased stability of the acceleration process.

The plasma cell used during the October 2020 ARD campaign consists of a discharge
capillary with a length of 50 mm and a diameter of 1.5 mm, milled from two blocks of
sapphire. The capillary is filled with Argon at a backing pressure of 10.7 mbar through two
gas inlets separated by 34.2 mm, and is discharged by an electrical pulse with a voltage
of 25 kV, a current of 500 A and a length of 400 ns. With this setup, the upper bound of
achievable densities is on the order of n0 ∼ 1017 cm−3 and, as discussed in the final-focus
setup, the peak particle density of the beam is nb & 1017 cm−3. Therefore, it can be assumed
that the beam drives a nonlinear wakefield over the whole range of plasma densities, since
the condition nb/n0 & 1 always holds.

Prior to optimising the beam-plasma interaction for the PolariX-TDS measurements,
a working point for a different experiment was established that resulted in a bunch with
∼ 80 pC of charge and an energy gain of ∼ 50 MeV. The quality of the incoming beam
was not perfectly preserved after acceleration, but a substantial degree of beam-loading
was achieved, enabling the minimisation of the energy spread. Using these conditions as
a starting point, the first optimisation step consisted of reducing the angle and divergence
of the bunch at the plasma exit. This was achieved by scanning the location of the cell
along the longitudinal coordinate z and measuring the projected emittance of the accelerated
bunch at the ESPEC. The result of the scan is shown in Figure 4.9 (wedge position A). For
each scan step, the size and divergence of the incoming beam at the location of the cell
is effectively varied. This affects the evolution of the transverse beam envelope inside the

Figure 4.9.: Plasma-cell-location scan performed to optimise the divergence and exit angle of the trailing bunch
for PolariX-TDS measurements. See text for details.
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plasma and, consequently, the divergence with which the bunch exits the cell (blue-filled
circles). At the same time, due to the presence of residual angular misalignments between
the driver and trailing bunches, a change in propagation length before plasma interaction
translates into a change in the initial transverse coordinate of the trailing bunch relative to
the wakefield structure. Therefore, for each scan step, the trajectory of the trailing-bunch
centroid inside the plasma is slightly different and the angle with which it exits the cell is
modified (orange-filled triangles). The best beam parameters are obtained when the cell is
located 5 mm downstream of its reference position (cf. Section 2.2).

In a subsequent optimisation step, the plasma density was slightly decreased to reduce
the energy gain and improve the overall stability of the acceleration process. After this
correction, a drop in trailing-bunch charge was noticed. To compensate for that the wedge-
scraper was pulled out 10000 motor steps, reducing the distance between the driver and
trailing bunches and simultaneously increasing their charge. After a slight adjustment of the
orbit and the tilt of the incoming beams, the divergence and exit angle of the accelerated
bunch were measured again (wedge position B in Figure 4.9). The divergence (σx′ ∼ 0.4 mrad)
and angle (θx ∼ 0 mrad) obtained are considered to be a good working point for the PolariX-
TDS measurements. Additionally, a moderate energy spread of ∼ 0.1 % observed at the
ESPEC, indicates that a substantial degree of beam-loading is still present—which is a
requirement for the study goals of the PolariX-TDS campaign.

Finally, to conclude the beam-plasma interaction optimisation, a tail-scraper scan was
performed to optimise the charge coupled into the plasma wakefield as described in Section
4.3.1. The results are shown in Figure 4.10. The bottom plot contains the total charge of the
incoming double-bunch structure directly measured with a toroid (TOR7FLFMAFF) located
upstream of the experimental chamber. The upper and lower bounds corresponding to the
two extreme positions of the tail scraper—i.e., completely retracted or completely blocking
the trailing bunch—are indicated with the two grey horizontal solid lines. The top plot shows
the total CCD counts of the accelerated bunch computed from energy-spectrum images
taken at the ESPEC screen. For the range of charges covered in the scan, the CCD counts
are expected to correlate linearly with the amount of charge measured at the screen, which
was considered to provide enough information to evaluate the degree of charge-coupling.
The black vertical dotted line in both plots indicates the tail-scraper position for which
100 % of the charge was deemed to be effectively accelerated, which according to the toroid
readings corresponds to ∼ 50 pC. In the top plot, at the left side of the dotted line, the large
error bars indicate the unstable nature of the charge-loss mechanisms described in Section
4.3.1. At the location of optimal charge-coupling, the accelerated bunch is still affected by
charge variations exceeding those of the incoming bunch, which signal a residual instability
of the acceleration process. Such instabilities could be an issue in experiments aiming at
beam-quality preservation, but should not represent a major drawback to the PolariX-TDS
campaign and its goals.
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Such a scan is shown in Figure 4.11. The focusing energy is varied between 1030 MeV
and 1070 MeV in 9 steps and 10 samples per step are taken. On the left, the spectrum of all the
samples is plotted. To a good approximation, the best focusing is achieved for both bunches
simultaneously at the second-to-last scan step, which is highlighted with a shaded area in
the plot. The average spectrum of the highlighted samples is shown on the right plot, in
which an excessive overlap between the spectra of driver and trailing bunch hints a problem
in the resolution of the measurement. An offline analysis reveals that the object plane used
in the point-to-point imaging is erroneously located far away from the expected beam waist,
resulting in a disproportionate contribution of the beam divergence that translates into an
energy-spread broadening. Additionally, the nominal focusing energies used in the scan
(1030–1070 MeV) do not correspond to the actual object plane of the measurement—which
has been corrected in labels of the horizontal-axis of the left plot. Despite these problems,
the mean energy can still be calculated, since the calibration of the spectrometer does not
depend on the quadrupole imaging. The mean energy of each bunch is estimated by fitting a
two-Gaussian function to the spectrum, which is displayed in the plot as a dashed (driver)
and a dotted (witness) vertical line.

Figure 4.11.: Imaging-energy scan of the non-interacted double-bunch structure at the ESPEC. Left: full-scan
energy spectra. Right: averaged energy spectrum at the focused region with two-Gaussian fit.

The projected emittance in x is measured at the LEMS, which provides the required
resolution to measure the µm-level beamsizes typically used in PWFA experiments at
FLASHForward (cf. Section 2.2). The measurement is performed by setting the quadrupoles
to point-to-point imaging and scanning the object plane around the beam waist (cf. Section
1.2.2). The imaging energy is set to the mean value of the double-bunch structure. At the
screen, the two bunches are clearly distinguishable, which enables a separate analysis of
each. The results of the measurement are shown in Figure 4.12. On the left, the real beamsize
at each object plane together with the fitted beamsize evolution is plotted for both the driver
(blue) and the tailing bunch (orange). As expected from CSR effects, the driver emittance
is larger than that of the trailing bunch, with values of εx,d = 7.3 ± 0.1 mm mrad and
εx,d = 4.8± 0.1 mm mrad, respectively. The waist location of the witness coincides almost
perfectly with the entrance of the plasma cell—which is represented by a grey area. Since the
driver has a lower energy, its waist is located further upstream. On the right, the centroids
and a fit to their drift-like trajectory are shown. Clearly, the paths of driver and trailing
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Figure 4.12.: Object-plane scan of the non-interacted double-bunch structure at the LEMS performed to measure
the projected emittance of driver and witness bunch. Left: beamsize evolution and calculated
projected emittance. Right: centroid trajectories and calculated angle.

bunch are not colinear. Once plasma-interaction is enabled, this will lead the trailing bunch
to undergo transverse oscillations around the symmetry axis of the wakefield structure
and, consequently, to an eventual emittance growth. However, this effect is expected to be
of second order in the short 50-mm-long cell used for this experiment, and therefore its
correction is not considered imperative.

Since the energy resolution at the ESPEC is affected by imaging errors, the energy
spread is retrieved from the object-plane scan performed at the LEMS. The absolute energy
measured at this station is typically affected by angular misalignments (cf. Section 2.2)
and only its relative value is considered. The left plot in Figure 4.13 shows the energy
spectrum of the bunches, in which a drift in mean energy is clearly observed. This is actually
an orbit drift that results from the combined effect of 1) transverse offsets between the
beam and the imaging quadrupoles and 2) changes in focusing strength. The right plot
shows the RMS energy spread of both bunches computed for all shots, together with their

Figure 4.13.: Energy spread of the noninteracted double-bunch structure measured at the LEMS—data taken
from the object-plane scan discussed previously. Left: full-scan energy spectra. Right: calculated
RMS energy spread of driver and witness bunch.
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Parameter Symbol Units Driver Witness Measurement
device/location

Charge Q pC 238 ± 13 55 ± 6 Tor. 7FLFMAFF
Mean energy 〈E〉 MeV 1046.9 ± 0.9 1052.8 ± 0.5 ESPEC
Energy spread, rms σE, rms MeV 1.07 ± 0.04 0.51 ± 0.03 LEMS
Norm. emittance in x εx mm mrad 7.3 ± 0.1 4.8 ± 0.1 LEMS
Beta function x at waist βx, s0 mm 8.1 ± 0.2 8.7 ± 0.2 LEMS
Beam size x at waist σx, s0 µm 5.36 ± 0.05 4.48 ± 0.06 LEMS
Divergence x σx′ mrad 0.67 ± 0.01 0.52 ± 0.01 LEMS
Angle x 〈x′〉 mrad −0.03 ± 0.01 −0.38 ± 0.01 LEMS

Table 4.4.: Projected beam parameters measured at the ESPEC and the LEMS.

mean value and standard deviation. In this case, the orbit drift resulting from transverse
misalignments translates into beam-dispersion modulations, which explain the observed
changes in energy-spread along the scan. On account of that, it is assumed that an upper
bound of the real energy spread of the bunch corresponds to the lowest value obtained in
this measurement—which in the case of the trailing bunch is that of the last 10 samples
corresponding to the last scan steps, with σE,witness = 0.45± 0.02 MeV. This assumption is
relevant to the estimation of TDS-induced effects discussed later on.

4.4.2. Time-resolved measurements

This section delves into the longitudinal-phase-space and slice-emittance measurements
performed with the PolariX-TDS at the 8FLFDUMP and 11FLFXTDS screen stations. Due to
the long distance between the interaction point and the screen stations, chromatic effects are
more pronouced than in the ESPEC and the LEMS. For this reason, the longitudinal-phase-
space of the bunches is measured first and the resulting sliced energy is taken into account in
the subsequent calculation of the slice emittance. The preparation of all measurements—most
of them consisting of a quadrupole scan—concentrates on the optimisation of the beam
orbit in order to 1) minimise the drifts resulting from variations in quadrupole strength
and 2) minimise charge losses. However, due to the inherent difficulty of transporting such
divergent beams and to time constraints during the experimental campaign, the desired
degree of optimisation could not always be achieved.

Longitudinal phase space

Similar to the projected-energy-spread measurement performed at the ESPEC, the longitudinal-
phase-space measurement at the 8FLFDUMP screen is performed by using point-to-point
imaging and scanning the focusing energy. This is shown in Figure 4.14, where the spectra of
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Figure 4.14.: Imaging-energy scan of the non-interacted double-bunch structure at the 8FLFDUMP screen
measured with the PolariX-TDS at the 1st (left) and 2nd (right) zero crossings.

the double-bunch structure measured at the 1st (left) and 2nd (right) zero crossings can be
seen. Compared to the scan performed at the ESPEC, the effect of an increased chromaticity
can be appreciated in the larger separation between the locations where driver and trailing
bunch are focused. Despite the effort made to optimise the orbit, the measurements are
still affected by drifts, which are different at each zero crossing due to the horizontal kick
induced by the PolariX-TDS (cf. Section 3.3). The focusing energies (horizontal axis labels)
at which the bunches are properly imaged are not consistent with the true mean energies
measured at the ESPEC. This, again, is probably related to a slight misalignment between the
object plane and the beam waist. However, for these measurements, only the relative energy
is of interest and this issue can be ignored. The projected energy spread is significantly larger
at the 1st zero crossing than at the 2nd, which is reflected in the differences in charge density
represented by the color scale. In the following, these differences are analysed further from
full longitudinal-phase-space images.

To reconstruct the longitudinal phase space from the imaging-energy scan, two images
in which either the driver or the trailing bunch is focused need to be combined. The
relative position between the two images is adjusted according to the charge-density profile
projected into x and y, from which the horizontal and vertical distances between the center
of mass of driver and trailing bunch is calculated. In the resulting image, only the ROI
around the focused bunch is used. The reconstruction obtained in this way is shown in
Figure 4.15, in which the good longitudinal resolution achieved in the measurement, with
Rξ = 2.1 µm (7.0 fs), provides a considerable level of detail. The most striking differences
between the two zero crossings are those seen in the energy plane and are closely related to
the longitudinal-phase-space distortions already investigated in Section 3.4. The modulations
in the measured projected energy spread can be associated to internal bunch correlations in
the y–ξ and y′–ξ planes, which are amplified when the particles are deflected in the TDS
and result in an effective change of energy depending on the longitudinal coordinate ξ (cf.
Equation 3.4.4). The differences in slice energy spread, which are also substantial, are not so
well understood and could not be further investigated during the campaign. It is possible

163



4. Optimisation and characterisation of FLASH beams for plasma acceleration

Figure 4.15.: Reconstructed longitudinal phase space measured at the 8FLFDUMP screen.

that they originate from a mismatch between the beam and the lattice optic. As a result of
this, the beam envelope is not well collimated at the location of the TDS and shearing effects
distort the apparent energy spread at the screen (cf. Equation 5.2.3). Regarding the current
profile, the differences between the zero crossings are much less pronounced, as expected
from the large streak achieved in the measurement (cf. Section 3.4). The distance between
the driver and the trailing bunch in the reconstructed current profile is calculated as the
mean value of the distance measured at the two zero crossings, since the 2-point-tomography
cannot be applied to the full double-bunch structure (cf. Section 1.3.2).

The goal of the PolariX-TDS campaign is to gain a better insight into the mechanisms of
plasma-acceleration through the analysis of the longitudinal phase space of the accelerated
bunch, which requires a good understanding of the beam parameters before plasma inter-
action. To that end, a large number (∼ 150) of trailing-bunch images were taken at each of
the zero crossings after removing the driver bunch with the head scraper and adjusting the
lattice optics for optimal focusing of the trailing bunch at the screen. This is shown in Figure
4.16. On the left, key beam parameters are plotted versus the full unscraped-bunch RMS
length measured at BCM-4DBC3.2. The charge is measured with the toroid TOR-7FLFDUMP,
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Figure 4.16.: High-statistics longitudinal-phase-space measurements of trailing bunches at the 8FLFDUMP screen.
Left: key beam parameters versus unscraped bunch length measured at BCM-4DBC3.2. Right: full
longitudinal-phase-space analysis of ∼ 20 samples around the mean value of the BCM-4DBC3.2
bunch length.

located ∼ 40 cm before the screen. The trailing-bunch RMS length σξ,rms and its charge Q
have a clear correlation with the length of the unscraped bunch, which reveals a strong
dependence of the scraping on the linac-induced compression jitter. This is an important
finding, since, as has been discussed in Section 4.3, the precise operation of the scraper has
an impact on key aspects of the plasma-acceleration process—which will be investigated in
Chapter 5. The differences in mean energy 〈E〉 between the two zero crossings are the result
of TDS-induced kicks (cf. Section 3.3) and can be ignored. The right plots show the analysis
of ∼ 20 images around the mean value of the BCM length and illustrate the differences in
projected energy spread and chirp between the two zero crossings. As previously discussed,
these longitudinal-phase-space distortions are induced by the TDS and most of them are
well understood—with the exception of x–y shearing effects at the screen, potentially related
to a lattice-optic mismatch.
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The analysis of charge modulations due to compression jitter can be extended to the
driver. In Figure 4.17 the trailing-bunch charge from the high-statistics dataset discussed
above is added to high-statistics data collected from other measurements performed with
the full double-bunch structure. To estimate the charge corresponding to the driver, the
trailing-bunch charge is substracted from that of the double bunch. The correlation of the
driver charge to the BCM bunch length shows the opposite behaviour than the one for the
trailing bunch, so that longer (shorter) unscraped beams produce driver bunches with a
lower (higher) charge. Moreover the charge fluctuations in the driver are much larger than
in the witness, which is related to the poor performance of both the wedge-scraper at the
lower-energy side—i.e., the tail of the driver—and the head-scraper due to CSR effects (cf.
Section 4.2.1).

Figure 4.17.: Driver and trailing bunch charge versus unscraped bunch length measured at the BCM-4DBC3.2.

Slice emittance

The slice-emittance measurements at the 11FLFXTDS screen are performed by means of
an object-plane scan. The quadrupole triplet that captures the beam is used to adjust the
object plane, whereas the remaining quadrupoles are kept at fixed strengths that provide
an appropriate optic for TDS measurements, acting as a kind of telescope that requires
the beam envolope to be approximately collimated after the triplet. When switching the
streaking direction of the PolariX-TDS from y to x, the sign of the focusing stengths k1 of all
quadrupoles is simply reversed.

Figure 4.18 shows the projected beamsize and the charge of both the driver and the
witness bunch for each of the two object-plane scans performed. As expected from chromatic
effects associated to a strong focusing, the beamsize of each bunch forms a waist at a different
location. The larger emittance expected in x is clearly reflected in the larger waist size and
steeper beamsize evolution compared to that in y. The charge evolution shown in the bottom
plots indicates that the measurements are significantly affected by transmission problems,
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Figure 4.18.: Object-plane scan with double-bunch structure measured at the 11FLFXTDS screen: projected
beamsize and charge of driver and witness for vertical (left) and horizontal (right) streaking.

which are clearly correlated with the beamsize evolution. On account of that, the data
analysis is restricted to a region around the waist, in which enough points are included to
properly define the waist but not more than ∼ 25 % of charge is lost. An additional issue
affecting the object-plane scan in y unnoticed during the campaign is a faulty operation
of the photocathode laser that resulted in the presence of two bunches in the same RF
flat-top—this can be observed in the projected beamsize of the driver (top-right plot), which
forms two lobes at each side of the waist. This issue represents a serious drawback to the
beam characterisation, but since this is the only measurement providing information about
the phase space in the y–ξ plane, the analysis is performed by taking the two bunches into
consideration with a dedicated beamsize-fitting algorithm.

Prior to the slice-emittance calculation, a projected-emittance analysis is performed,
which provides a better insight into the overall waist location and trajectory of driver and
trailing bunch relative to the plasma cell. This is shown in Figure 4.19, which contains the
calculated beamsizes (left) and centroids (right) at the location of each object plane scanned
along the measurement. The differences between the x and y axes are clearly noticeable.
The driver emittance in x (εx,d = 7.5± 0.6 mm mrad) is ∼ 5 times larger than that in y
(εy,d = 1.4 ± 0.1 mm mrad). In the case of the witness, with an emittance in x (εx,w =

3.7± 0.3 mm mrad) approximately ∼ 3 times larger than in y (εy,w = 1.2± 0.1 mm mrad),
the difference is less pronounced but also significant. The better degree of matching in x
than in y is reflected in both the closer location of the waist to the plasma cell (left) and the
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Figure 4.19.: Projected emittance in x and y of the double-bunch structure measured at the 11FLFXTDS screen.

better colinearity between the trajectories of driver and witness (right). A comparison of
the results in the horizontal plane (top plots) with those obtained at the LEMS (Figure 4.12)
exposes slight differences between the two measurements. In the latter, the waist location of
both bunches seems to be closer to the cell, the emittance of the witness bunch is slightly
larger, and the bunch trajectories show the opposite behavior. Theses differences are most
probably related to the issues affecting the measurement at the 11FLFXTDS screen—i.e.,
larger chromatic effects and transmission problems—but could also be related to small
machine drifts occurring between the two measurements. In any case, the level of agreement
between the two of them is considered satisfactory.

Figure 4.20 shows the computed slice-emittance in x and y, for which longitudinal
resolutions of Rξ,x = 1.7 µm (5.5 fs) and Rξ,y = 3.0 µm (10.1 fs) were obtained in each of the
measurements, respectively. The reconstruction plane is chosen to be at the location between
the waist of the driver and that of the trailing bunch. For each slice, the calculation of the
transfer-matrix elements takes into account the relative energy measured at the 8FLFDUMP
screen, which is then combined with the absolute mean energy measured at the ESPEC.
Regarding the measurement in the horizontal plane several observations can be made. At the
front part of the driver, the emittance goes up to values around 12.5 mm mrad, whereas for
the rest of the double-bunch structure it has values around and below 5 mm mrad. This can
be associated to the larger impact of CSR effects at the front of the bunch. The beta function
is considerably well matched along the whole extent of the driver, whereas for the trailing
bunch it progressively increases from the head to the tail. As for the alpha function, a general
trend going from negative values (divergent) at the head to positive values (convergent)
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4.4. Uninteracted double-bunch characterisation

Figure 4.20.: Slice emittance and slice Courant-Snyder parameters in x and y of the double-bunch structure
measured at the 11FLFXTDS screen.

at the tail is observed. This overall behavior of the sliced Courant-Snyder parameters is
related to differences in mean energy along the bunch, according to which lower energies
are focused further upstream than higher energies. The results of the measurement in the
vertical plane are manifestly affected by noise associated to the complex analysis required to
disentangle the two bunches present at the screen. Nonetheless, some general trends can be
observed. The emittance along the whole double-bunch structure is approximately constant,
which is expected from the much lower impact of collective effects along the beamline in
this plane. Regarding the sliced Courant-Snyder parameters, the trailing bunch seems to be
better matched to the target values than the driver, the latter showing an increase in the beta
function towards the head and at the same time becoming more divergent.

The sliced centroids computed from the object-plane scans are shown in Figure 4.21.
The reconstruction plane is the same as for the slice emittance. For each slice ξi, the Courant-
Snyder parameters are used to calculate the phase-space ellipse corresponding to an area
of πεn(ξi), which is plotted on top of each centroid. Slight differences between the 1st (left)
and 2nd (right) zero crossings can be noticed, which most probably arise from the kick
perpendicular to the streaking plane introduced by the PolariX-TDS—whose sign depends on
the zero crossing. Despite this, the measurements performed for each plane remain consistent
enough to draw some general conclusions. The overlap in phase space between the driver
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4. Optimisation and characterisation of FLASH beams for plasma acceleration

Figure 4.21.: Slice centroids in x and y of the double-bunch structure reconstructed upstream of the gas cell. See
text for details.

and the witness bunches is better in the x plane than in the y plane, which is directly related
to the fact that the beam-plasma-interaction optimisation is mainly performed by diagnosing
the beam parameters in the x axis—i.e., any manipulations affecting the y axis remain mostly
unnoticed unless a dedicated sliced 2-BPM-tomography is performed. Nonetheless, since the
emittance in y is smaller than in x, in the end the overall phase-space area covered in the two
planes is roughly the same. One issue that might compromise the coupling of the witness
bunch into the wakefield structure is the relatively large angular misalignment of the tail of
the trailing bunch—especially in the x axis. To investigate to what extent this is the case, an
analysis of the trailing bunch after plasma interaction is required, which is addressed in the
next chapter.

True slice energy spread

With the phase-space information provided by the slice-emittance measurements in x and y
it is possible to estimate the TDS-induced slice energy spread and the energy resolution of
the longitudinal-phase-space measurements—both of which are required to retrieve the true
slice energy spread of the bunch (cf. Section 1.3.2). The first can be calculated by means of
Equation 1.3.42 using the Courant-Snyder parameters in the streaking plane at the entrance
of the PolariX-TDS and the measured shear parameter. The latter is given by the natural
beamsize in the dispersive plane and the lattice dispersion at the location of the screen (cf.
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4.4. Uninteracted double-bunch characterisation

Equation 1.3.39). The screen resolution, which is about ∼ 10 µm and results in a contribution
of ∼ 15 keV to the measured energy spread for typical dispersions of Dx ∼ 0.7 m−1 and
∼ 1 GeV beams, will be ignored in the calculations. In the following the central slice of
the trailing bunch is considered and the data measured at both zero crossings is treated
indistinguishably.

The top plot of Figure 4.22 shows the beta functions in x and y for the lattice optic
used in the high-statistics longitudinal-phase-space measurements. The error bands result
from propagating the calculated beam-parameter errors along the beamline. To estimate
the TDS-induced energy spread, a large number (N = 2 · 105) of randomly-generated initial
Courant-Snyder parameters in the y axis, normally distributed around the measured values,
is tracked down to the TDS entrance. With a calculated kick of K = 2.6 m−1 and a measured
emittance of εy = 1.2± 0.1 mm mrad, an induced energy spread of σIES = 0.60± 0.05 MeV
is obtained—where K = S/R34, the measured shear parameter is S = 65.1± 0.1, and the

Figure 4.22.: Retrieval of the true energy spread of the central slice of the uninteracted trailing bunch. See text
for details.
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calculated matrix element between the TDS and the screen is R34 = 25.1 m. The same
method is applied to calculate the energy resolution at the screen from the initial Courant-
Snyder parameters in the x plane, the measured emittance εx = 4.1± 0.4 mm mrad and the
dispersion at the screen |Dx| = 0.591 m−1, which results in a value of Rδ = 0.28± 0.01 MeV.
The probability distributions calculated in this way are shown in the bottom-left plot
of Figure 4.22, together with the distribution reproducing the measured energy spread
σM = 0.76± 0.06 MeV and the real spread calculated according to the expression:

σE =
√

σ2
M − σ2

IES − R2
δ, (4.4.1)

from which a final value of σE = 0.38± 0.12 MeV is obtained. The same results are shown
in the bottom-right plot together with the data points measured at the 8FLFDUMP screen.
Due to the errors in the estimated TDS-induced energy spread and energy resolution, the
relative error of the true energy spread (σσE ≈ 32 %) is substantially larger than that of the
measured energy spread (σσM ≈ 8 %). Therefore, it can be claimed that the shape of the
probability distribution of the true slice energy spread is mainly dominated by measurement
errors rather than by shot-to-shot variations of the beam parameters themselves. On the other
hand, the estimated real slice energy spread agrees very well with the upper bound of the
projected energy spread measured at the LEMS, for which a value of σE = 0.45± 0.02 MeV
was obtained, and supports the validity of the method presented here.
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accelerated in a nonlinear beam-loaded

plasma-wakefield

In this chapter, the ultimate goal of the PolariX-TDS experimental campaign is addressed,
which is to investigate two important aspects required to preserve the quality of electron
beams externally injected in a beam-driven plasma wakefield: optimal beam loading for
chirp compensation and uniformity of the accelerating gradients in the transverse plane to
preserve the uncorrelated energy spread. These investigations are mainly enabled by the
powerful capabilities of the PolariX-TDS, which provides an unprecedented insight into the
longitudinal-phase-space structure of the accelerated bunches, from which key properties
of the field gradients in the plasma can be retrieved. In the experimental conditions of this
campaign, however, the measurements are subject to several sources of errors that can be
grouped in the following categories: 1) stability of the machine operation; 2) stability of the
plasma-acceleration process; 3) inherent limitations of the TDS-diagnostic and its sensitivity
to the lattice optic. On account of that, a subordinate but critical goal of the current chapter is
to disentangle these sources of errors by means of complementary measurements performed
at the remaining diagnostic stations downstream of the plasma chamber—viz. the two dipole
spectrometers ESPEC and LEMS and the screen 11FLFXTDS located immediately after the
PolariX-TDS—and computer simulations.

Section 5.1 delves into the analysis of all the measurements performed, from which the
relation between the experimental conditions of the campaign and the degree and quality
of the achieved beam loading is disclosed. In Section 5.2 the focus is on three sources of
errors that need to be understood to properly interpret important aspects of the previous
analysis: 1) energy jitter resulting from beam-loading modulations; 2) beam dispersion;
3) longitudinal-phase-space distortions induced by the TDS. In Section 5.3 a numerical
estimation of the accelerating-gradient uniformity is provided and the accuracy of the result
is evaluated in light of the preceding error analysis. Finally, in Section 5.4, particle-in-cell
simulations are carried out in order to reproduce the experimental results and, in turn, verify
the physical interpretation of the acceleration process discussed in the previous sections.
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5.1. Beam-loading modulations and beam characterisation

Similar to the approach followed with the noninteracted double-bunch structure (cf. Section
4.4), the characterisation of the plasma-accelerated bunches requires multiple measurements
at each of the diagnostic stations in the post-plasma beamline. On the one hand, the two
energy spectrometers—ESPEC and LEMS—provide the most robust and reliable means of
absolute energy, projected energy spread and projected emittance in the x–x′ plane, and their
proximity to the plasma capillary reduces the risk of possible transmission problems. On
the other hand, the evaluation of the longitudinal-phase-space measured at the 8FLFDUMP
screen relies on the knowledge of the emittance and the Courant-Snyder parameters in x and
y along the beamline, which are obtained from slice-emittance measurements performed at
the 11FLFXTDS screen.

In the following, all the measurements mentioned above are analysed individually and
the obtained results are compared with each other in order to identify the principal sources
of errors affecting each of them. The longitudinal phase space is analysed first, since it
provides key insights into the acceleration process, thus guiding the analysis of the rest of
the measurements.

5.1.1. Longitudinal phase space

Longitudinal-phase-space measurements are performed by point-to-point imaging the beam
in both x and y from the output of the capillary to the 8FLFDUMP screen with a nominal
energy of E = 1090 MeV. In the y plane, additionally, the lattice section between the
PolariX-TDS and the screen is set to parallel-to-point imaging and a design beta function
of βy ≈ 100 m at the TDS is assumed. By operating the RF system at its maximum power
of 6 MW a time resolution of Rξ ≈ 8.2 fs (2.46 µm) is obtained, which corresponds to a
rounded-up slice size of 7 pixels. In these conditions, N = 800 samples are taken in each of
the two zero crossings—which is reduced to N ≈ 700 after filtering out the shots that are
not fully captured within the FOV of the screen.

Figure 5.1 shows selected sample images of the measurements, revealing dramatic
differences in the acceleration process: for each zero crossing, the amount of beam loading
increases progressively from the top-left (underloaded) to the bottom-right (overloaded)
images. As expected from the Gaussian-like current profile of the incoming trailing bunch (cf.
Section 4.4), the longitudinal phase space cannot be completely flattened as expected with
an optimally shaped trapezoidal profile [Tzoufras et al., 2008]. Therefore, the wakefield is
effectively beam loaded only around the core of the bunch while it is mostly unperturbed at
its outer regions, where it imprints a clear negative chirp that confers an overall S-shape on
the beam. The slice energy spread seems to increase as the wakefield becomes more strongly
beam loaded, which could be related to changes in energy resolution. Additionally, there are
two remarkable differences between the measurements performed at each zero crossing: 1)
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Figure 5.1.: Direct observation of nonlinear chirps of trailing bunches accelerated in a beam-loaded plasma
wakefield measured with the PolariX-TDS at the 8FLFDUMP screen at the 1st and 2nd zero crossing.

in the 1st, a kind of shearing seems to distort the phase space by introducing a remarkable
negative correlation between the longitudinal coordinate ξ and the energy deviation δ; 2) in
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the 2nd zero crossing the head and tail of the bunch are well defined and extend outwards
of the core, whereas in the 1st they seem to be folded on top of it, which could be explained
by strong y–ξ and y′–ξ correlations along the bunch.

In Chapter 4 the exact shape of the double-bunch structure produced with the scraper
was found to depend on the total length of the bunch, which was in turn modulated by
compression jitter induced by the SCRF modules at the linac. To investigate to what extent
this is the underlying mechanism driving the beam-loading modulations described above,
the correlation between the total bunch length measured at the BCM-4DBC3.2 and several
key parameters is evaluated in the same way as performed with the uninteracted bunch (cf.
Figure 4.16). The projected rms energy spread σE,rms and the chirp h are the two parameters
that unambiguously characterise the amount of beam loading. Instead of the conventional
statistical definition of chirp (cf. Eq. 1.1.38), however, a new definition is introduced that
represents the linear slope of the bunch along one rms sigma σξ,rms around the core, weighted
by the current profile. This is achieved by minimising the function:

χ2 =
n

∑
i=1

Q2
i [δi − (δ0 + hξi)]

2 , for |ξi − 〈ξ〉| <
σξ,rms

2
, (5.1.1)

where h is the chirp (i.e., the minimiser of the function), Qi, δi and ξi are the charge, energy
and longitudinal location of each slice, i is the slice index, and n is the total number of slices.
Since the beam loading has a significant effect only around the core of the bunch, the new
chirp definition represents the amount of beam loading with higher fidelity.

As can be seen on the left hand of Figure 5.2, the energy spread and the chirp do indeed
exhibit a clear correlation with the unscraped bunch length: at shorter lengths the chirp
is negative and the projected energy spread is large; at lengths around the mean value
〈σξ,BCM〉 the chirp approaches h = 0 and the energy spread reaches its minimum—both of
them close to the uninteracted trailing bunch values (red lines); at larger lengths the energy
spread increases again and the chirp becomes positive. The differences between the two
zero crossings are due to internal bunch correlations in the streaking plane y–ξ and y′–ξ

that modulate the measured chirp and consequently the projected energy spread. These
correlations are also responsible for the differences in measured rms accelerated-bunch length
σξ,rms. The positive linear correlation between the mean energy 〈E〉 and the BCM bunch length
supports the argument that the compression jitter is the driver of beam-loading modulations,
since for shorter (longer) lengths the trailing bunch would arrive at an earlier (later) phase
of the wakefield and would experience an overall smaller (larger) field gradient Ez. The
difference in mean energy between the two zero crossings can be associated to changes in
the beam orbit through the TDS, resulting from the energy-dependent transport of the bunch
along the magnetic lattice. An overall charge loss of roughly 40 % can be observed in the
bottom plot, which could be due to the combined effect of a suboptimal charge coupling
into the wakefield structure and/or transmission problems through the beamline. Compared
to the noninteracted bunch (red line) the relative charge loss is more pronounced for BCM
lengths above 〈σξ,BCM〉. In general, the correlation between all parameters and the BCM
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Figure 5.2.: High-statistics data from longitudinal-phase-space measurements. Analysis around the working
point 〈σξ,BCM〉: for each zero crossing only ∼ 20 shots that fulfil the condition |x− 〈x〉| < σx for all
parameters simultaneously (i.e., x ∈ [〈E〉, σE,rms, σξ,rms, h, Q]).

bunch length is smeared out due to additional second-order sources of jitter, among which
the most relevant could be expected to be: plasma density variations, BCM-bunch-length
measurement errors, and TDS measurement errors.

A detailed longitudinal-phase-space analysis is performed around the mean BCM bunch
length 〈σξ,BCM〉, which corresponds to the working point targeted during the optimisation
routines discussed in the previous chapter. For each zero crossing, N = 20 shots are
selected that fulfil the condition |x − 〈x〉| < σx for all parameters simultaneously, where
x ∈ {〈E〉, σE,rms, σξ,rms, h, Q}. In the left hand of Figure 5.2 the region covered by the
selected points is indicated with a light-blue (light-orange) rectangle for the 1st (2nd) zero
crossing, and the analysis is shown on the right side of the figure. As already observed in
practically all longitudinal-phase-space measurements presented in this thesis, the energy
axis is the one that exhibits the largest dependence on internal bunch correlations y–ξ and
y′–ξ, which is clearly reflected in the projected energy profile and the calculated chirp at
each of the zero crossings. Additionally, the head of the bunch—which is accelerated by
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the unperturbed plasma-wakefield—seems to be affected by extreme correlations, since the
longitudinal slices in this region overlap on top of each other in the 1st zero crossing, whereas
they largely extend ahead of the bunch in the 2nd zero crossing. This issue compromises the
applicability of the 2-point-tomographic reconstruction, since the mapping function of the
longitudinal coordinate ξ to the screen coordinate y is not injective over the whole length
of the bunch (cf. Section 1.3.2). Furthermore, shearing effects that distort the longitudinal
phase space are most clearly recognised in the 1st zero crossing and, together with the
induced energy chirp, translate into a substantial increase of the slice energy spread. These
longitudinal-phase-space distortions will be investigated in Section 5.2.3.

5.1.2. Projected beam parameters

The mean energy is measured at the ESPEC by setting point-to-point imaging from the
output of the capillary to the screen and taking a large number of samples (N = 2000), the
analysis of which is shown in Figure 5.3. On the top left, the projected energy spectra of all
shots are sorted by mean energy. According to the longitudinal-phase-space measurements
performed at the 8FLFDUMP screen, lower mean energies correspond to underloaded
beams—i.e., the bunch has a negative chirp with the head (tail) having lower (higher)
energies—whereas higher mean energies correspond to overloaded beams—i.e., the bunch
has a positive chirp with the head (tail) having higher (lower) energies. The mean energy
distribution (bottom-left plot) describes a slightly asymmetric Gaussian distribution around
〈E〉 = 1096.4 MeV with a standard deviation of σ〈E〉 = 3.7 MeV (0.34 %). On the right, three
parameters are plotted versus the unscraped bunch length measured at the BCM-4DBC3.2:
the mean energy 〈E〉 (top right), the rms projected energy spread σE,rms (middle right) and
the charge Q (bottom right), which is computed from the CCD counts of the screen camera.
Compared to the measurement at the 8FLFDUMP screen, the mean energy and the BCM
bunch length correlate unambiguously and the absolute energy values are more reliable
due to the negligible effects of angular misalignments of the beam, which also translate
into a reduction of the measurement jitter. The projected energy spread describes the same
parabolic correlation measured at the 8FLFDUMP screen and it seems to have its minimum
slightly below the mean BCM bunch length 〈σξ,BCM〉, which would correspond to the best
beam loading achievable in the current experimental conditions. However, the resolution
of the measurement is limited to around 2 MeV and a final conclusion cannot be drawn in
this regard from the data available. The charge, on the other hand, is higher than that of
the longitudinal-phase-space measurement, which confirms that a fraction of the charge
loss in the latter is due to transmission problems. To characterise the beam parameters of
the working point, N = 50 samples are taken around the mean BCM bunch length 〈σξ,BCM〉
(vertical grey dashed line), which result in a mean energy of 〈Ẽ〉w = 1097± 2 MeV and a
charge of Q̃w = 41± 4 pC. Assuming that no charge is lost between the capillary output and
the ESPEC screen, it can be concluded that on average, at the working point, only around
75 % of the 55 pC sent into the plasma is effectively coupled into the wakefield structure.
This value decreases further for larger bunch lengths, most probably due to the fact that the
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Figure 5.3.: Key projected beam parameters of accelerated bunches measured at the ESPEC, including: energy
spectrum (top left), mean energy histogram (bottom left), and correlation of the bunch length σξ,BCM
with mean energy 〈E〉 (top right), rms projected energy spread σE,rms (middle right), and charge Q
(bottom right).

trailing bunch is closer to the back of the bubble.

In order to estimate the true projected energy spread, the data from an emittance
measurement performed at the LEMS is analysed, which is shown in Figure 5.4 (energy
spread on the left and charge on the right). Even if the energy resolution is largely improved
in this station, the parabolic correlation with the BCM bunch length previously observed
is substantially distorted. Since there are no additional charge losses compared to the
measurement at the ESPEC (cf. Figure 5.3), the energy spread distortions could be associated
to beam dispersion modulated by the changes in quadrupole strength at different scan steps.
Despite these effects, it is possible to calculate an upper bound of the projected energy spread
for N = 20 samples around the working point 〈σξ,BCM〉 (grey dashed vertical line), for which
a value of σ̃E,rms = 0.8± 0.2 MeV is obtained. Compared to the projected energy spread of
the noninteracted witness bunch σE,rms = 0.45± 0.02 MeV, this represents an increase of
≈ 0.35 MeV that could be mainly associated to the contribution of the head and the tail
of the bunch, which are not affected by beam loading and broaden the resulting energy
spectrum.

179



5. Characterisation of electron bunches accelerated in a nonlinear beam-loaded plasma-wakefield

Figure 5.4.: Correlation between bunch length σξ,BCM and rms projected energy spread σE,rms (left) and charge
Q (right) of accelerated bunches measured at the LEMS.

The full energy spectrum of the interacted driver bunch is measured by performing
an imaging energy scan at the ESPEC, which is shown on the left plot of Figure 5.5. The
reconstructed driver spectrum is computed by averaging the range of focusing energies from
990 to 1050 MeV (grey shaded area) for the N = 20 shots closest to the mean BCM bunch
length 〈σBCM,rms〉, whereas the projected energy spread of the accelerated witness is taken
from the LEMS analysis discussed before. Both of them are shown on the right plot together
with the noninteracted energy spectrum obtained in Section 4.4. The indicated mean energies
correspond to the first moment of the energy distribution of both the driver and the trailing
bunch.

Figure 5.5.: Full energy spectrum of plasma-interacted double-bunch structure. Interacted driver taken from ima-
ging energy scan at ESPEC; interacted witness taken from object plane scan at LEMS. Noninteracted
double-bunch structure measured at ESPEC (cf. Section 4.4.1).

The projected emittance in x is measured by means of an object-plane scan performed
at the LEMS (cf. Figure 5.6). Compared to the noninteracted bunch, the emittance is reduced
from εx,w = 4.8± 0.1 mm mrad (cf. Table 4.4) to εx,w = 2.4± 0.2 mm mrad, which can be
directly associated to charge loss from the imperfect coupling of the bunch into the wakefield
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Figure 5.6.: Results of object-plane scan performed at the LEMS to measure the projected emittance in x of
accelerated witness bunches. Left: rms beamsize evolution around the waist. Right: transverse beam
centroid evolution around the waist.

structure—most probably due to angular misalignment between the driver and the trailing
bunch as discussed in the previous chapter (cf. Section 4.4). Otherwise, the beam waist is
located almost exactly at the capillary output and the angle is close to the 〈x′〉w ≈ 0.0 mrad
in very good agreement with the value targeted during the optimisation (cf. Section 4.4).
At the waist, the measured beta function is βx,s0 = 11.5± 0.9 mm, which is very close to
the value measured for the noninteracted trailing bunch at the entrance of the capillary
βx,s0 = 14.0± 0.3 mm and indicates an acceptable degree of matching into the focusing ion
channel behind the driver.

5.1.3. Slice emittance in x and y

The characterisation of the accelerated trailing bunch is completed with slice-emittance
measurements in x and y performed at the 11FLFXTDS screen, for which the same approach
as the one followed to characterise the noninteracted double-bunch structure is applied—i.e.
the quadrupole triplet that captures the beam is used to scan the object plane around the
waist in the direction perpendicular to the TDS streak, while the remaining magnets are set
to fixed focusing strengths suitable to transport the beam down to the screen and achieve
a good time resolution. For the object-plane scan in the horizontal axis, the RF system is
operated at its maximum power and a time resolution of Rξ ≈ 8.6 fs (2.56 µm) is achieved,
corresponding to a slice size of 13 pixels. For the scan in the vertical axis, the power is
reduced to adjust the streaked beam size to the field-of-view of the screen station and a time
resolution of Rξ ≈ 10.2 fs (3.0 µm) is achieved, corresponding to a slice size of 15 pixels.
The magnetic lattice is operated at a nominal momentum of p = 1096 MeV/c and for each
quadrupole setting N = 25 samples are taken.
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Figure 5.7 shows the projected particle distribution for each of the two object-plane
scans performed at each of the two zero crossings, together with the charge calculated from
the CCD-camera pixel counts and the beam size computed by means of a Gaussian fit.
Most remarkably, the measurement reveals a drop in charge transmission that increases
for the quadrupole settings away from the beam waist. These charge losses are expected
to originate at locations along the beamline at which the beta function is too large for the
particles with the highest emittance to be effectively transported, and would translate into
an overall reduction of the measured beam emittance. To minimize this effect, the data
analysis is restricted to the region around the waist for which the beam-size change is large
enough to determine the beam divergence and no more than ∼ 25 % of the charge is lost.

Figure 5.7.: Projected normalised emittance in x and y of accelerated bunches measured at 11FLFXTDS. Top plots:
beam projections and measured charges at the screen. Bottom plot: calculated projected beamsizes
and normalised emittances.
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The result of the analysis is shown in the bottom plot of Figure 5.7, where the excluded scan
steps are represented in grey. According to the beam-size evolution, the projected emittance
in x is εx,n = 3.1± 0.5 µm, which compared to the measurement performed at the LEMS
(εx,n = 2.4± 0.2 µm) exhibits an increase of ∼ 30 %—even though a slight decrease would
be expected as a result of charge losses even if the bunch were transversely matched into the
plasma. In this plane the emittance growth associated with the finite chromatic amplitude
Wx at the screen (cf. Equation 1.1.57) has values of ∆ε/ε0 . 1 % around the waist and
reaches a maximum of ∼ 5 % at the outermost scan steps considered in the analysis, and
therefore it cannot explain the differences observed. Another source of emittance growth
could be the mismatch of the beam to the plasma density at the entrance of the capillary (cf.
Section 1.4.2), which according to the Courant-Snyder parameters and the rms energy spread
calculated in the previous chapter can reach values up to εn,sat/εn,0 ≈ 2.1 for a density of
n0 ≈ 1 · 1016 cm−3. However, in these conditions, the decoherence length is equivalent to
Ldc ≈ 9 m and the effective emittance growth experienced in the 50-mm-long capillary can
be considered negligible. On the other hand, the energy jitter resulting from beam-loading
modulations does lead to changes in the Courant-Snyder parameters along the beamline
that result in an increase of the averaged beam size measured at the screen and could
indeed explain the apparent emittance growth. For the projected emittance in y a value
of εy,n = 4.6± 0.9 µm is obtained, which represents a dramatic increase of a factor ∼ 3.8
compared to the value of the noninteracted trailing bunch (εy,n = 1.2± 0.1 µm, cf. Section
4.4). In this case, the estimated emittance growth resulting from both the finite chromatic
amplitude Wy at the screen and the mismatch of the beam to the plasma density has values
very similar to that of the x axis and can neither account for the measured increase. The two
remaining sources of emittance growth are the energy jitter and dispersion, which will be
investigated in more detail in Section 5.2. Table 5.1 summarises the values of the projected
emittance measured at the LEMS and at the 11FLFXTDS screen for the noninteracted and
the accelerated trailing bunch.

Parameter Units LEMS 11FLFXTDS

plasma off plasma on plasma off plasma on

εx,n (horizontal) µm 4.8 ± 0.1 2.4 ± 0.2 3.7 ± 0.3 3.1 ± 0.5
εy,n (vertical) µm – – 1.2 ± 0.1 4.6 ± 0.9

Table 5.1.: Summary of projected normalised emittances measured at the LEMS and the 11FLFXTDS screen.

One of the goals of the campaign is to estimate the accelerating-gradient homogeneity
from the comparison of the sliced-energy-spread around the core of the accelerated bunches
to that of the noninteracted ones. It is therefore necessary to perform a sliced analysis of the
emittance measurements in x and y, for which several systematic errors have to be taken into
account in addition to those considered in the projected-emittance case. On the one hand, the
amount of energy jitter varies dramatically between the head and the tail of the bunch due to

183



5. Characterisation of electron bunches accelerated in a nonlinear beam-loaded plasma-wakefield

beam loading modulations. This can be clearly appreciated in the projected energy spectrum
measured at the ESPEC (cf. Figure 5.3), from which it becomes obvious that the mean energy
of the head covers a range several times larger than that of the tail. On the other hand, as
has been stressed in the analysis of the longitudinal-phase-space measurements (cf. Figure
5.2), the head and the tail of the bunch seem to be severely affected by strong correlations in
the y–ξ and y′–ξ planes, which seriously compromise the ability to unambiguously assign a
particular longitudinal slice to the vertical coordinate y at the screen. With these issues in
mind and taking into account that the estimation of the accelerating-gradient homogeneity
will be restricted to the core of the bunch—where the wakefield is most effectively beam
loaded—a detailed interpretation of the sliced parameters along the whole bunch length is
considered superfluous. Nonetheless, the results of a simple sliced analysis that ignores any
sort of systematic error are shown in Figure 5.8.

Figure 5.8.: Slice normalised emittance and slice Courant-Snyder parameters in x and y of accelerated trailing
bunches measured at the 11FLFXTDS screen.

5.2. Measurement errors

A reliable estimation of the true slice energy spread is of paramount importance for the
determination of the accelerating-gradient homogeneity. Therefore, on account of the issues
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affecting the longitudinal-phase-space and the emittance measurements discussed in the
previous section, an error analysis is carried out in order to evaluate to what extent the
observed effects can be compensated.

The accelerated-bunch energy jitter induced by beam-loading modulations will be
considered first, which due to the multi-shot nature of the emittance measurements and the
limited number of shots sampled therein has to be considered from a statistical point of view.
In second place, the effect of beam dispersion on the slice-emittance measurements will be
analysed. Finally, the shearing effects distorting the longitudinal-phase-space measurements
will be investigated in the framework of the matrix formalism and with the support of
particle-tracking simulations performed with the code Ocelot [Agapov et al., 2014].

5.2.1. Energy jitter

In Section 5.1.2, the energy jitter induced by beam-loading modulations has been shown to
be σ〈E〉 = 0.34 % around a mean energy of 〈Ẽ〉w = 1097 MeV. Due to the high divergence of
the beams produced in the PolariX-TDS campaign and the large distance between the plasma
source and the screen 11FLFXTDS (∆s ≈ 33 m), such energy variations have a large impact
on the measured beam size. In the slice-emittance measurements only N = 25 shots per
quadrupole setting were sampled, which does not allow to perform an analysis for individual
energy bins. Therefore, the impact of the energy jitter on the measured emittance has to be
considered statistically. The approach followed here is to simulate emittance measurements
for a range of initial β0 and α0 parameters and introduce random errors in the nominal
energy of the magnetic lattice on a single-shot basis with a normal distribution given by the
energy jitter measured at the ESPEC. For each pair of Courant-Snyder parameters β0 and
α0, 500 emittance measurements are simulated by transporting the beam envelope from the
reference plane s0 to the measurement screen and N = 25 samples are taken for each scan
step. The beam size is calculated from the beta function at the screen and an emittance of
ε0 = 2 µm that is kept fixed for all simulations. Additionally, for each shot a beam-size error
of σ = 5 % is introduced to reproduce realistic measurement conditions.

Figure 5.9 shows the results obtained for the central-slice emittance in y, including the
measured beta function βmeas (top left), the measured alpha αmeas (top right), the measured
emittance εmeas (bottom left) expressed as the relative error with respect to the emittance used
in the simulations (εmeas − ε0)/ε0, and the relative error of the measured emittance (bottom
right) expressed as σεmeas /εmeas, where σεmeas is the error derived from the linear-least-squares
fit used to determine the emittance. Several isometric curves are plotted in white on top of
the colormap as a visual aid to the reader. From the maps obtained through simulation and
the Courant-Snyder parameters calculated from the real measurement it is possible to assign
a precise coordinate (β0, α0) to the true beam paramters at the reference plane s0, which
is indicated as a red dot in each of the plots. According to that, the emittance measured
at the screen would be overestimated by 50 %, the measured beta βy,meas = 13± 1 mm
would correspond to a real beta of βy,0 = 10± 2 mm, and the alpha αy,meas = 0.32± 0.07 to
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Figure 5.9.: Energy-jitter-induced statistical errors in slice-emittance measurements estimated by means of Monte
Carlo simulations.

αy,0 = 0.55± 0.35.

The same method is applied to the projected emittances measured at the LEMS and at
the 11FLFXTDS screen, the results of which are summarised in Table 5.2. As a consequence
of the reduced distance from the plasma capillary to the LEMS (∆s ≈ 7 m) the effect of the
energy jitter at this station is substantially smaller than that at the 11FLFXTDS screen, and
the measured emittance and Courant-Snyder parameters are very close to the estimated real
values. At the 11FLFXTDS screen, in contrast, the effect is on the order of 25 % and 30 % for
the beta function and the emittance, respectively, whereas in the case of the alpha αx,s0 the
effect is mainly reflected in the associated error. Altogether, the corrected (real) values in the
x–x′ plane at the two stations show an excellent agreement, which supports the argument
that the energy jitter is the main source of errors in this plane. In the y–y′ plane, however,
the corrected (real) emittance εy,n = 3.8± 0.7 µm is still a factor ∼ 3.2 larger than that of
the noninteracted trailing bunch εy,n = 1.2± 0.1 µm, which clearly indicates that the energy
jitter alone is not enough the explain the disagreement between the two values. In order to
account for these differences, the effect of beam dispersion on the emittance measurement is
investigated in the following.
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Parameter Units LEMS 11FLFXTDS

Measured Real Measured Real

εx,n µm 2.4 ± 0.2 2.3 ± 0.2 3.1 ± 0.5 2.4 ± 0.4
βx,s0 mm 12 ± 1 11 ± 1 15 ± 3 12 ± 2
αx,s0 0.0 ± 0.1 0.0 ± 0.1 0.0 ± 0.2 0.1 ± 4.9

εy,n µm 4.6 ± 0.9 3.8 ± 0.7
βy,s0 mm 17 ± 4 13 ± 2
αy,s0 0.0 ± 0.2 0.0 ± 0.1

Table 5.2.: Comparison between measured and jitter-compensated (real) projected emittances for the measure-
ments performed at the LEMS and at the 11FLFXTDS screen.

5.2.2. Beam dispersion

The slice-emittance measurements performed at the 11FLFXTDS screen enable a direct
evaluation of the beam dispersion. The most straighforward approach is to calculate the
beam tilt measured at the screen for each step of the object-plane scan. The tilt µ is obtained
by fitting a linear function to the sliced centroids: 〈u〉ξ = u0 + µ · ξ, where 〈u〉ξ is the centroid
in either x or y at the internal longitudinal coordinate of the bunch ξ. Additionally, in the
fitting algorithm the centroids are weighted according to their corresponding charge. The
results obtained for the scans in each of the two planes x–x′ and y–y′ at the first zero crossing
are shown in Figure 5.10, which clearly indicate that the bunch tilt in x is kept constant along
the whole scan, whereas it transitions from large positive values to large negative values in
y. This information allows to derive two conclusions. On the one hand, since the quadrupole
triplet used to scan the object plane is located immediately after the plasma chamber, it
can be inferred that the observed beam tilt is originated at the beginning of the diagnostics

Figure 5.10.: Beam tilt in x and y measured at the 11FLFXTDS screen before (left) and after (right) plasma
interaction. The letters A–F in the right plot indicate the object plane locations corresponding to the
images shown in Figure 5.12.
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beamline—i.e., either in the plasma or between the plasma and the quadrupole triplet. On
the other hand, the tilt imprinted on the y–y′ plane is a predominantly geometric effect
independent of the amount of beam loading, the mean energy or the energy chirp, given
that in each scan step—which contains bunches with all possible amounts of beam loading
normally distributed around the working point—the relative error is small compared to the
range of tilts covered along the scan.

To gain a better insight into the mechanism by which the tilt is imprinted on the
bunch, the phase space of the sliced centroids is reconstructed at the output of the plasma
capillary, which is shown in Figure 5.11. The results for the y–y′ plane (bottom plots) clearly
indicate that the trailing bunch exits the plasma capillary with a strong y′–ξ correlation. This
correlation could be caused by spatial and angular misalignments between the driver and the
trailing bunch at the entrance of the plasma capillary, which would lead different slices to
oscillate transversely around the longitudinal axis of the wakefield with different phases and
amplitudes. This hypothesis is supported by the analysis of the noninteracted double-bunch
structure (cf. Figure 4.19 and 4.21), which indicates that the trailing bunch has an overall
angular misalignment in y′ with respect to the driver of about 〈y′〉w − 〈y′〉d ≈ 0.4 mrad. As a
result of the transverse dynamics driven by the strong focusing fields inside the plasma, the
angular spread among different slices of the trailing bunch increases from σy′,w . 0.1 mrad
before plasma interaction (cf. Figure 4.21) to σy′,w ≈ 0.5 mrad after acceleration (cf. Figure
5.11).

Figure 5.11.: Slice transverse centroid offets of accelerated bunches at the exit of the plasma cell reconstructed
from object-plane scans performed at the 11FLFXTDS screen.
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Figure 5.12 shows six images from scan steps corresponding to object-plane locations
around the waist, which are are labeled with the letters A, B, C, D, E, F and are indicated
below the top axis of Figure 5.10. The ability to perform a sliced analysis to a tilted beam
allows to partly compensate dispersive effects when calculating the emittance, since for
significant tilts as those observed in the images the sliced beam size is smaller than the
projected beam size. If the tilt is conceived as a purely transverse displacement of individual
slices depending on their longitudinal coordinate, the sliced beam size should not change at
all. However, the finite time resolution achieved with the TDS translates into an increase of
the sliced beam size measured at the screen. Taking into account that the time resolution
changes along the beam if the beam size is not constant over the whole bunch length—which
is indeed expected to be the case—the retrieval of the real sliced beam size becomes an
extremely complex problem, that falls out of the scope of this thesis. In general, however,
it can be claimed that the measured sliced beam size increases with the tilt and, due to
the correlation between the beam tilt and the phase advance along the scan, the beam size
evolution around the waist is steeper than if no dispersion was present, which leads to an
increase of the measured emittance—i.e., the measured slice emittance represents an upper
bound of its real value εreal ≤ εmeas. Regarding the Courant-Snyder parameters, on the other
hand, the effect of beam dispersion has its largest impact on the reconstructed beta function
at the waist, which is smaller than the real one βreal ≥ βmeas, whereas the alpha remains
practically unaffected αreal ≈ αmeas.

Figure 5.12.: Image samples taken from a slice-emittance measurement in y performed at the 11FLFXTDS screen.
The images correspond to object planes around the exit of the plasma cell.

5.2.3. Longitudinal-phase-space shearing effects

In Section 5.1.1 the observation of shearing effects that distort the longitudinal phase space
has been described. In the following, these effects are investigated by means of the matrix
formalism in the linear approximation (cf. Section 1.1.1) and with the support of particle-
tracking simulations performed with Ocelot.
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The mathematical analysis focuses on the examination of the correlation between the
spatial coordinates x and y at the screen rather than the correlation between the variables that
they represent δ and ξ. The beam matrix Σ0 is transported from the TDS to the longitudinal-
phase-space screen according to the usual formula:

Σs = (RTDS→s ·MTDS) · Σ0 · (RTDS→s ·MTDS)
T , (5.2.1)

where MTDS and RTDS→s are the transport matrices of the TDS and from the TDS to the
screen, respectively (cf. Section 1.3.2). After transport, the term of the beam matrix correlating
x and y can be expressed as:
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(5.2.2)

If thin slices in ξ are taken, so that 〈ξ2
0〉 → 0 and 〈ξ0δ0〉 → 0, and assuming a lattice optic

that fulfils the parallel-to-point imaging condition R33 � R34, Equation 5.2.2 is reduced to:

〈xsys〉ξ = R16KR34

(
〈y0y′0〉ξ +

L
2
〈y′20 〉ξ

)

= Dx(s, s0)S εy(ξ)

(
−αy,TDS(ξ) +

L
2

γy,TDS(ξ)

)
,

(5.2.3)

where ξ identifies the particles corresponding to a slice at a particular longitudinal bunch
coordinate. Eq. 5.2.3 reveals that if the parameters αy,TDS or γy,TDS at the TDS for a given
slice ξ are not negligible, a correlation between x and y is imprinted into the slice and is
subsequently magnified by the dispersion Dx(s, s0), resulting in a kind of shearing of the
longitudinal phase space measured at the screen that depends on the zero crossing. In
general, the typical lattice optic used for TDS diagnostics fulfils the conditions αy,TDS ≈ 0
and γy,TDS ≈ 1/βy,TDS � 1 and this problem should not appear. However, if the beam is not
well matched to the design optics, these shearing effects might become a problem. This is
exactly the case of the measurements performed with the accelerated trailing bunch, since for
highly divergent beams it is difficult to control the beam envelope in order to set αy,TDS = 0
at the location of the TDS—even more taking into account that the experiment is affected by
different sources of jitter.

In the following the analytical formulation presented above is reproduced by means
of particle tracking simulations with Ocelot. In a first step, a realistic particle distribution
containing internal beam correlations is generated, for which the measurements of the plasma-
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accelerated beam presented in Section 5.1 are used. For the purpose of this investigation the
accuracy of the reconstruction plays a minor role and the limitations of the techniques used
therein—viz. two-point-tomography, compensation of TDS-induced effects and compensation
of measurement errors—will not be discussed. Each longitudinal slice of the reconstructed
bunch is tracked separately down to the longitudinal-phase-space screen using two different
lattice optics (cf. Figure 5.13): 1) the one corresponding to the real measurements (solid
lines), for which the beam has an alpha of αy,TDS ≈ 2.5 at the TDS, and 2) an optimised
one in which the beam is matched to fulfil the condition αy,TDS = 0.0 (dashed lines). In the
latter, additionally, the time and energy resolution have been improved, but these changes
do not have any effect on the shearing of the longitudinal-phase-space since the condition
R33 � R34 is fulfilled and the shear parameter S and the dispersion Dx have similar values
in both cases—i.e. the shearing effects depend solely on the Courant-Snyder parameters
αy,TDS and γy,TDS at the TDS.

Figure 5.13.: Dependence of longitudinal-phase-space shearing effects on the lattice optic. The lattice optic in
the actual experimental conditions is indicated by solid lines, whereas the improved lattice optic
matched to the beam parameters is indicated by dashed lines.

The tracked slices at the location of the screen are shown in Figure 5.14 for both the
measurement optic (left) and the improved optic (right), and the first (top) and second
(bottom) zero crossing. The particles are coloured according to the location of their corres-
ponding slice to better appreciate the shearing effects. With the measurement optic, a clear
negative correlation between x and y is observed in all slices. In these conditions, the conven-
tional time-resolved analysis of the bunch at the longitudinal-phase-space screen is severly
compromised, because a vertical slice at a location y on the screen does not correspond to
a well defined longitudinal bunch coordinate ξ, but contains information about multiple
slices extending over a large range of longitudinal bunch locations ∆ξ, which span over an
interval that largely exceeds the time resolution ∆ξ > Rξ . Additionally, the relative location
of the slice centroids—which is determined by the internal bunch correlations y–ξ and y′–ξ,
and the zero crossing at which the TDS is operated—can lead to a strong modulation of the
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Figure 5.14.: Particle tracking simulations reproducing longitudinal-phase-space shearing effects observed at
the 8FLFDUMP screen for the lattice optic used in the actual measurements (left) and an improved
lattice optic that would minimise the effects (right).

calculated slice energy spread. With the improved optic, in contrast, the correlation between
x and y has been removed for most of the slices and only a residual effect is observed at
the head and tail of the bunch due to the fact that the Courant-Snyder parameters vary
along the bunch and the condition αy,TDS = 0 at the TDS cannot be fulfilled for all the slices
simultaneously.

These effects cannot be compensated analytically and must be minimised experimentally
by precisely matching the beam to an appropriate lattice optic. On account of the sources
of jitter affecting the plasma-accelerated beam, however, the routines required to match the
beam are extremely cumbersome and time consuming, and due to the limited availability
of beam time during the PolariX-TDS campaign the result of the optimisation was not as
optimal as it could have been.

5.3. Accelerating-gradient homogeneity

The experiments of the PolariX-TDS campaign are performed in the blowout regime, in
which an ion column is left behind the driver, providing a cylindrically symmetric transverse
focusing force that varies linearly with the radius and is constant in ξ over the length of
the trailing bunch—assuming that the ion motion in an argon plasma is negligible at the
time of arrival of the trailing bunch, which is estimated to be 〈t〉witness − 〈t〉driver ≈ 0.6 ps
[Rosenzweig, Cook et al., 2005]. According to the Panofsky-Wenzel theorem (cf. Section
1.4.2) the presence of a longitudinally constant transverse-focusing force ∂Fr/∂ξ = 0 implies
that the accelerating force is transversely constant ∂Fz/∂r = 0 and, consequently, that
the slice energy spread of the bunch is conserved after acceleration. Additionally, if the
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longitudinal variation of the accelerating gradient is zero ∂Ez/∂ξ = 0—which corresponds to
optimal beam-loading conditions—all forces inside the volume around the trailing bunch are
homogeneous, i.e., constant accelerating force accross the whole volume and cylindrically
symmetric transverse focusing force varying linearly with radius.

The goal of this section is to provide an estimate of the homogeneity of the accelerating
gradient produced in the plasma wakefield while taking into account the limitations of
the measurements previously discussed. The figure of merit used to that end is the field
nonuniformity σζ , which is defined as:

σζ =

√
σ2

E,on − σ2
E,off

∆E
, (5.3.1)

where σE,on is the true rms slice energy spread of the accelerated bunch, σE,off is the true rms
slice energy spread of the noninteracted bunch, and ∆E is the energy gain—all terms given
in units of absolute energy (e.g. MeV). The field nonuniformity σζ expresses the relative error
within which the longitudinal accelerating-gradient can be considered constant over the
transverse extent of the trailing bunch. This statement, however, is only rigorously true in the
assumption that: 1) the accelerating gradient Ez is constant over the longitudinal extent ∆ξ of
the energy slice considered; 2) the energy spread itself is not affected by any other physical
process. On the other hand, a single shot comparison between the slice energy spread before
and after acceleration is not possible, and a statistical analysis of ensembles of independent
measurements is required. Consequently, both the shot-to-shot stability of the acceleration
process and measurement errors must be taken into account when using Equation 5.3.1 as a
figure of merit of the actual accelerating-gradient homogeneity.

The true slice energy spread of the noninteracted bunch and the energy gain have been
calculated in Sections 4.4.2 and 5.1.2, respectively. In the following, the calculation of the
true slice energy spread of the accelerated bunch is addressed. After that, the acceleration-
gradient homogeneity is calculated and the accuracy and an interpretation of the obtained
result is provided.

5.3.1. True slice energy spread

Similar to the case of the noninteracted bunch, the true rms slice energy spread of the
accelerated bunch σE is calculated according to the formula:

σE =
√

σ2
M − σ2

IES − R2
δ, (5.3.2)

where σM is the measured slice energy spread, σIES is the TDS-induced energy spread, and
Rδ is the energy resolution at the longitudinal-phase-space screen. The screen resolution Rscr

has been excluded from the formula, since in the experimental conditions of the PolariX-
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TDS campaign it has a value of Rscr ≈ 15 keV (cf. Section 2.2) and is negligible compared
to the other terms. For each of the terms on the r.h.s. of Equation 5.3.2, an ensemble of
N = 2 · 106 random values is generated describing the probability distribution obtained in
the measurement, from which the resulting distribution of the true slice energy spread σE is
subsequently calculated.

On account of the analysis performed in the previous two sections, the accuracy with
which the different slice-energy-spread terms can be determined has to be carefully assessed.
Three aspects will be considered in the following: 1) the effect of charge loss on the slice
energy spread; 2) errors associated to the slice-emittance measurements, which affect the
accuracy of the estimated energy resolution and the estimated TDS-induced energy spread;
3) longitudinal-phase-space shearing effects, which introduce distortions in the measured
energy spread.

Charge loss. In Section 5.1, it has been seen that the charge loss produced by both the
imperfect coupling of the bunch into the wakefield structure and transmission problems leads
to a reduction of the beam emittance by ∼ 50 %. This charge loss is a purely geometric effect
by which the particles with the largest emittance are lost in either the plasma background or
the beamline pipes. Since there is no correlation between the single-particle emittance and
the particle energy, it is assumed that the slice energy spread is not affected by the charge
loss.

Slice-emittance measurement errors. In order to calculate the energy resolution Rδ,
the beam parameters retrieved from the slice-emittance measurement in the x–x′ plane
are required. Since the measurement is only affected by energy jitter—which can be fully
compensated analytically—the resolution can be confidently determined to be Rδ = 0.60±
0.04 MeV. It is worth mentioning here that, due to the difficulty to match the beam to
the lattice optic, the value obtained is larger than the targeted value of Rδ ≈ 0.20 MeV.
The measurement in the y–y′ plane, in contrast, is not only affected by energy jitter but
also by beam dispersion, which cannot be compensated and affects both the measured
emittance and the measured Courant-Snyder parameters. In regard to the emittance, as
discussed in Section 5.1, no physical process has been identified that could lead to a real
emittance growth. Therefore, in order to estimate the TDS-induced energy spread, it is
justified to use the slice emittance of the noninteracted trailing bunch—and thus avoid
the measurement errors associated to beam dispersion. Regarding the Courant-Snyder
parameters, however, the measurements performed with the accelerated bunch constitute the
only source of information available. Due to beam dispersion, the calculated beta function at
the reconstruction plane—i.e., the capillary output—is known to represent a lower bound
of its real value, which becomes an upper bound after propagation to the location of the
TDS. Thus, since the beta function makes the largest contribution to the TDS-induced energy
spread, the true energy spread obtained with Equation 5.3.2 will represent a lower bound of
its real value. On account of these considerations, the induced energy spread is estimated
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Figure 5.15.: Retrieval of the true energy spread of the central slice of plasma-accelerated trailing bunches. See
text for details.

to be σIES ≤ 0.75± 0.05 MeV. The evolution of the beta function in x and y corresponding
to the longitudinal-phase-space measurements of the accelerated trailing bunch are shown
in the top plot of Figure 5.15, and the probability distributions of the energy resolution Rδ

(blue) and the TDS-induced energy spread σIES (orange) are shown in the bottom-left plot.

Longitudinal-phase-space shearing effects. The longitudinal-phase-space shearing
effects represent the most critical errors affecting the measurement of the slice energy spread,
since they can neither be quantified nor compensated analytically. The approach followed in
this thesis is to ignore these effects, calculate the energy spread of the central slice by means
of a conventional time-resolved analysis using a slice size equivalent to the resolution of
the measurement Rξ , and consider that as soon as the true energy spread resulting from
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the application of Equation 5.3.2 is not physically impossible—i.e., that the argument in the
square root is not negative—the obtained value will be a rough representation of reality.
The analysis of the measured data is restricted to the central slice of the N ≈ 50 bunches
(N ≈ 25 for each zero crossing) nearest to the working point, for which: 1) the chirp of
the accelerated bunch is close to that of the noninteracted bunch h ≈ 0 and the condition
∂Ez/∂ξ ≈ 0 is therefore fulfilled; 2) the calculated energy resolution and TDS-induced energy
spread are most accurate—since they depend on slice-emittance measurements that are
evaluated in terms of statistical averages around the working point. The computed mean
value and standard deviation of the measured samples are σM = 0.90± 0.15 MeV. The
obtained standard deviation represents a relative error of σσE ≈ 17 %, which is roughly two
times larger than that obtained for the noninteracted bunch. This can be associated to: 1)
larger differences between the measurements performed at the 1st and 2nd zero crossings
due to TDS-induced longitudinal-phase-space distortions; 2) larger instability of the beam
parameters due to the acceleration process.

The bottom-left plot of Figure 5.15 shows the probability distribution of all the computed
slice energy spread terms: the measured energy spread σM = 0.90± 0.15 MeV (green), the
TDS-induced energy spread σIES = 0.75 ± 0.05 MeV (orange), the energy resolution at
the screen Rδ = 0.60± 0.04 MeV, and the true slice energy spread σE = 0.41± 0.19 MeV
resulting from the application of Equation 5.3.2. The same results are shown in the bottom-
right plot together with the data samples selected for the computation. Similar to the case
of the noninteracted bunch, the relative error of the true-slice-energy-spread distribution
(σσE ≈ 46 %) is several times larger than that of the measured one (σσM ≈ 17 %), which
results from the contribution of the errors associated to the estimated TDS-induced energy
spread and energy resolution.

5.3.2. Accelerating-gradient-homogeneity calculation

The accelerating-gradient homogeneity is calculated from the slice-energy-spread of the
accelerated σE,on = 0.41± 0.19 MeV and the noninteracted trailing bunch σE,off = 0.38±
0.12 MeV obtained in Sections 5.3.1 and 4.4, respectively, together with the energy gain of
the accelerated bunch around the working point ∆E = 44± 2 MeV (cf. Section 5.1.2). If the
expectation values of the plasma-on and the plasma-off cases are directly compared, a field
nonuniformity of σζ = 0.35 % is obtained, which is a remarkable result that implies that the
relative energy spread only increases by 3.6 %—from σδ,off ≈ 0.036 % to σδ,on ≈ 0.037 %. As
mentioned in the introduction of this section, however, a more rigurous analysis requires
to perform a statistical analysis by calculating the field nonuniformity for ensembles of
samples reproducing the probability distributions obtained experimentally. This is shown
in Figure 5.16, with the true-slice-energy-spread probability distributions on the left and
the field nonuniformity calculated for N = 2 · 106 samples expressed in terms of percentiles
on the right. According to the results, the longitudinal accelerating-gradient is transversely
homogeneous to within 0.8 % (1.5 %) at an interval of confidence of 68 % (95 %). These
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Figure 5.16.: Statistical calculation of the accelerating-gradient homogeneity from time-resolved measurements
performed with the PolariX-TDS.

values provide upper bounds based on measurement uncertainties, but, as can be observed,
there is also a high chance (at least 46 % of the events) that the field nonuniformity is actually
0 %. In the following, the meaning of the obtained values is shortly discussed.

Considering a single incoming bunch with a slice energy spread equivalent to the
mean value of the distribution σE,off = 0.38 MeV and being accelerated by ∆E = 44 MeV, a
field nonuniformity of σζ = 0.8 % would result in an absolute energy-spread increase of
36 %, which translates into an increase of the relative energy spread from σδ,off ≈ 0.036 %
to σδ,on ≈ 0.047 %—i.e., a relative increase of 31 %. Scaling the numbers to the case of
doubling the energy gain, the absolute energy spread would increase by a factor of 22, which
represents an increase of the relative energy spread from σδ,off ≈ 0.036 % to σδ,on ≈ 0.40 %,
leading to an severe degradation of the beam quality. In the experimental conditions of the
PolariX-TDS campaign, if the relative slice energy spread had to be preserved, the field
nonuniformity should have a value of at most σζ ≈ 0.25 %. In order to preserve the relative
slice energy spread while doubling the energy gain, on the other hand, the value should be
decreased down to σζ ≈ 0.06 %.

As pointed out before, however, due to the statistical nature of the field-nonuniformity
calculation, the estimated value is strongly dominated by the shape of the true-slice-energy-
spread probability distribution, which is in turn affected by both the stability of the accelera-
tion process and experimental uncertainties. Therefore, the value obtained can be regarded
as a figure of merit of the ability to retrieve information about the accelerating-gradient
homogeneity rather than a measure of the accelerating-gradient homogeneity itself. The
following considerations illustrate the point: even if the accelerating gradient was really
perfectly homogeneous and the true-slice-energy-spread probability distributions of both
the uninteracted and the accelerated bunches were exactly the same, a relative error in the
probability distribution of σσE ≈ 6 % would only allow to estimate a field nonuniformity of
σζ ≈ 0.25 % at an interval of confidence of 68 %. This could be interpreted as an excellent
result that guarantees the preservation of the relative energy spread, but does indeed not
reflect the even better quality of the acceleration process.
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The fact that experimental uncertainties hinder a precise evaluation of the actual
accelerating-gradient homogeneity from Equation 5.3.1, does not preclude the presence
of mechanisms that indeed distort the (effective) transverse homogeneity of the accelerating
gradient. One possibility would be that the experiment does not take place in the blowout
regime, but according to the measured beam parameters this is not expected to be the case. A
more plausible source of distortions could be related to spatial and/or angular misalignments
between the driver and the trailing bunch. Such misalignments cause the trailing bunch to
undergo transverse oscillations inside the wakefield structure, which can lead the beam to
sample regions of the accelerating gradient in which the field is strongly nonhomogeneous—
as, for instance, near the walls of the structure. Furthermore, the interaction of the oscillating
beam with the walls, results in a geometric deformation of the wakefield structure that could
translate into a radial dependence of the accelerating-gradient amplitude. A third source
of distortions could be that the accelerating gradient is not constant along the longitudinal
extent of the slice analysed ∂Ez/∂ξ 6= 0, whose effect on the slice energy spread would be
amplified in combination with the geometric deformation of the wakefield structure. Even
though a theoretical derivation of the order of magnitude of these effects is out of the scope
of this thesis, the field-nonuniformity calculation allows to assert that their combined effect
results in distortions of the effective accelerating-gradient homogeneity of at most 0.8 % at
an interval of confidence of 68 %. A further consideration of the presence of these effects
during the PolariX-TDS campaign will be discussed in the next section with the support of
particle-in-cell simulations.

One of the main problems with the calculations presented above is that the true slice
energy spread of the accelerated bunch is strongly affected by systematic errors—most
prominently associated to longitudinal-phase-space shearing effects—and that the calculated
probability distribution has an uncertainty which is difficult to estimate. Therefore, an
alternative calculation is described in the following that provides a reliable upper bound to
the field nonuniformity.

A measure of the projected energy spread of the accelerated bunch around the working
point has been obtained at the LEMS (cf. Figure 5.4). This measurement can be considered
to provide an absolute upper bound of the true slice energy spread for two reasons. On
the one hand, the head and the tail of the bunch are included in the computation of the
rms energy spread, which are known to extend towards lower and higher energies with
respect to the mean beam energy, respectively, and therefore broaden the measured energy
spectrum. On the other hand, the presence of beam dispersion in the y–y′ plane (cf. Section
5.2.2)—which corresponds to the dispersive plane of the LEMS—leads to an overestimated
measure of the real projected rms energy spread. Thus, by using the projected energy
spread of the accelerated bunch measured at the LEMS instead of the sliced energy spread
computed from the longitudinal-phase-space measurements, an upper bound for the field
nonuniformity is obtained. The probability distributions used in the new calculation and the
field nonuniformity expressed in terms of percentiles are shown in Figure 5.17, according
to which the longitudinal accelerating-gradient is transversely homogeneous to within at
least 1.8 % with an interval of confidence of 68 %. Even if this value would correspond to
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Figure 5.17.: Statistical calculation of the accelerating-gradient homogeneity from projected measurements
performed at the LEMS (accelerated trailing bunch) and time-resolved measurements performed
with the PolariX-TDS (noninteracted trailing bunch).

an acceleration process with a rather poor performance, the result represents a significant
improvement with respect to that published in 2016 by C.E. Clayton et al., who indirectly
measured the radially focusing field was approximately constant in the accelerating portion
of the wakefield ∂ξ Fr ≈ 0 to within ±3 % and therefore, from the Panofsky-Wenzel theorem,
concluded that the accelerating-gradient was also constant ∂rFz ≈ 0 to a similar degree of
uncertainty [Clayton et al., 2016].

5.4. Particle-in-cell simulations

In this section, particle-in-cell (PIC) simulations are performed with the code HiPACE++
[Diederichs et al., 2021] to verify the physical interpretation of the acceleration process
provided in the previous sections. The simulations require two main inputs: an incoming
double-bunch structure and a plasma with definite properties. The phase space of the
incoming double-bunch structure has already been thoroughly characterised in Section 4.4,
whereas the plasma parameters are only known to be found within an approximate range
of values. In the time scale of the acceleration process and from the point of view of the
electron bunch, the transverse extent of the plasma is virtually unbounded. Therefore, only
the longitudinal density profile needs to be determined, which for the cell geometry used in
the experiment has the approximate shape of a flat-top with a tapered transition towards
the vacuum background outside the capillary [Garland et al., 2021]. In order to determine
the plasma density at the center of the cell, separate measurements are carried out, which
are discussed in Section 5.4.1. The remaining parameters—i.e., the extent of the flat-top and
the effect of the density taper—are estimated by means of a Bayesian Optimisation (BO)
algorithm using an objective function based on the accelerated-bunch parameters measured
around the working point. This procedure is presented in Section 5.4.2 together with a
discussion on the optimisation outcome. Finally, the beam-loading modulations observed in
the experiment are reproduced with an additional set of PIC simulations, which is described
in Section 5.4.3.
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5.4.1. Plasma-density measurements

In order to determine the plasma density at the center of the capillary, separate measurements
are carried out reproducing the experimental conditions of the campaign—viz. capillary
filled with Argon at a backing pressure of 10.7 mbar, discharged by an electrical pulse
with a voltage of 25 kV, a current of 500 A and a length of 400 ns. The plasma evolution is
measured by doping Argon with 3% of Hydrogen and observing the spectral broadening
of the Hα emission line at different times after discharge with a dedicated spectrometer
[Garland et al., 2021]. Figure 5.18 shows the result of the measurement, for which a range of
6.0 µs was scanned in time steps of ∆t = 0.2 µs, recording densities down to the resolution
limit of the spectrometer—which is just below 1014 cm−3. The plasma density has its peak at
t = 0.6 µs right after the end of the main current pulse and starts an approximate exponential
decay after that time. A second peak is recognised at t = 1.2 µs, which is the result of late
current-pulse oscillations passing through the plasma. From this time onwards, the density
undergoes slow fluctuations, that can be associated to two main factors: 1) recombination of
the plasma; 2) diffusion of hot plasma from the capillary. The plasma density corresponding
to the working point of the PWFA experiments is obtained by interpolating the data of the
discharge-time-delay scan at the time of arrival of the bunch tb = 2.4± 0.2 µs, which results
in a density of n0 = (4.2± 1.0) · 1015 cm−3.

Figure 5.18.: Temporal plasma-density evolution calculated from spectral-line-broadening measurements accord-
ing to the method described in [Garland et al., 2021].

According to the reconstructed double-bunch structure, if the trailing bunch has to be
located within the accelerating phase of the wakefield, the plasma should have a density
between 0.5 · 1016 cm−3 . n0 . 1.5 · 1016 cm−3. The value obtained from the spectroscopic
measurement, however, is slightly below the lower bound of the estimated range. Such a value
is unlikely to correspond to the real density at which the experiment takes place, because
in that case the trailing bunch would be located right at the beginning of the accelerating
phase of the wakefield, which has two consequences: 1) the energy gain would be too low;
2) no margin would be available to produce the observed beam-loading modulations. A
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possible reason for this disagreement is the difference between the electrode geometry of
the cell used in the spectroscopic measurement and that of the cell used in the experimental
campaign, which potentially leads to differences in the dynamics of the plasma-ignition
triggered by the current pulse and, in turn, to differences in the temporal evolution of the
density. Another explanation—which has been identified by the FLASHForward team during
the writing of this dissertation—is related to the fact that the spectroscopic measurements are
radially averaged and therefore likely to underestimate the true on-axis density. Since these
issues could not be systematically investigated during the course of this work, the result
of the measurement cannot be considered conclusive, and the value of the plasma density
at the center of the capillary needs to be added as a variable parameter in the Bayesian
Optimisation, which is discussed in the next section.

5.4.2. Working-point determination: Bayesian Optimisation

The shape of the longitudinal plasma-density profile together with the particle distribution
of the double bunch structure determine the acceleration process and its outcome. In order
to reduce the number of parameters that define the system—and therefore the complexity of
the optimisation—several approximations are applied. Since the focus of the analysis will
be put on beam loading and the modulation of the longitudinal phase space, an eventual
change of the transverse beam parameters due to a tapered density transition does not need
to be exactly reproduced. This allows to model the full density profile with a perfect flat-top
with given effective length L and plasma density n0. Additionally, to account for residual
errors in the reconstructed phase space of the double-bunch structure, a transverse beam-size
factor Cx/y and a bunch-length compression factor Cξ are included.

The characterisation of the accelerated trailing bunch around the working point (cf.
Section 5.1) provides key aspects of the beam-plasma interaction, that allow to construct an
objective function used to evaluate the level of agreement between the experiment and the
outcome of the PIC simulations. The chosen parameters are: the amount of charge effectively
coupled into the wakefield structure Qw, the energy gain of the trailing bunch ∆Ew, and the
energy loss of the driver bunch ∆Ed. Regarding the energy spread the approach followed is
different from that of the other parameters: the experimental value used as a target is that of
the true slice energy spread calculated in Section 5.3.1, whereas the simulation value used to
compare with is the rms energy spread within the longitudinal extent of one FWHM around
the core of the bunch. This enables to effectively minimise the chirp around the core of the
bunch in order to find the conditions of optimal beam loading (h ≈ 0).

The assumption that the experimental working point corresponds to the conditions
of optimal beam loading is not strictly justified by the experimental data, which actually
suggests that such conditions would be fulfilled for bunch lengths slightly below the mean
BCM bunch length 〈σξ,BCM〉. However, as discussed in Section 5.1, there are two reasons
that prevent to precisely determine the exact beam parameters around the working point:
1) the measurement of the projected parameters is affected by either resolution problems
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(at the ESPEC) or beam dispersion (at the LEMS); 2) the retrieval of the true energy chirp
of the bunch from the time-resolved measurements performed at the 8FLFDUMP screen is
hindered by the impossibility to apply the two-point-tomography to the accelerated bunches
due to strong internal bunch correlations in the y–ξ and y′–ξ planes. The approach followed
in this thesis is to benchmark the simulation with the PolariX-TDS measurements performed
at the 2nd zero crossing, which do fulfill the condition h ≈ 0 around the working point
and whose time-resolved analysis is not as hampered by TDS-induced distortions as those
performed at the 1st zero crossing. This approach might introduce slight systematic errors,
but it reduces the complexity that the comparison between experiment and simulation would
otherwise require.

The objective function is defined as the sum of the squared residuals normalised by given
tolerances σx (for x ∈ {Qw, ∆Ew, ∆Ed, σE})—which is similar to the minimisation function
used in the linear least-squares method:

f =

(
Qw,sim −Qw,exp

σQ

)2

+

(
∆Ew,sim − ∆Ew,exp

σ∆Ew

)2

+

(
∆Ed,sim − ∆Ed,exp

σ∆Ed

)2

+

(
σE,sim − σE,exp

σσE

)2
,

(5.4.1)

where σQ and σ∆Ew correspond to the calculated experimental errors, and σ∆Ed and σσE are
adjusted manually. In principle, different algorithms could be used to find the optimal
input parameters that minimise Equation 5.4.1. However, due to the high computational cost
of evaluating the function f —which implies to run a complete HiPACE++ simulation—a
Bayesian Optimisation algorithm has been chosen. In the following, the basic features of BO
and the optimisation framework used in this thesis are briefly described.

Optimisation framework

Bayesian Optimisation is a sequential model-based approach to solving the problem of
finding a global maximiser (or minimiser) of an unknown objective function f that is noisy
and/or expensive to evaluate [Mockus, 1982; Shahriari et al., 2016]. The approach makes use
of a surrogate model to approximate f , which is much easier to evaluate and can be used
to guide the optimisation process. The model is a probability distribution over all possible
objective functions compatible with previous observations, which is often realised by means
of a Gaussian Process Regression [Rasmussen and Williams, 2006] and whose mean value is
the best estimate of the real objective function f . The mean µ and the standard deviation σ of
the probabilistic model are then combined to construct an acquisition function which is used
to obtain the best point to evaluate next according to a given trade-off between exploration
(large σ) and expectation (large µ). By means of this directed evaluation of f , the number of
iterations required to find the maximiser (or minimiser) of f is dramatically reduced, which
translates into a more efficient use of computational resources.
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The optimisation framework is set up with libEnsemble [Hudson et al., 2021], a Python

library for coordinating the evaluation of dynamic ensembles of calculations in parallel.
libEnsemble uses a manager process that allocates resources to perform 5 concurrent
HiPACE++ simulations with different input parameters, whose outcome is subsequently
used to evaluate the objective function f and generate new input parameters based on an
underlying BO algorithm implemented with the open source Python library Dragonfly

[Kandasamy et al., 2020], which is especially suited for parallel evaluations in synchronous
or asynchronous settings. In each HiPACE++ simulation, the double-bunch structure is
reproduced by a phase-space distribution of ∼ 4 · 106 constant-weight particles, which
evolves in a plasma sampled with 2 particles per cell in a simulation box with dimensions
12× 12× 9 k−3

p (in x× y× ξ), resolved by a grid of 512× 512× 512 cells. The plasma length
is freely adjusted by varying both the time step size and the number of time steps, while
always keeping a step size of ∼ 3 ω−1

p .

Results

After N = 400 evaluations of the objective function f , the optimisation converged to a
minimiser, the parameters of which are summarised in Table 5.3. The energy gain of the
witness and the energy loss of the driver are well within the given tolerances. Regarding
the witness charge, however, the simulation slightly exceeds the value measured in the
experiment. This could be due to either a difficulty to precisely reproduce the dynamics of
the charge coupling in the simulation or to an additional charge loss between the capillary

Analysed
Description Units Simulation Experiment Tolerance

parameter

Qw Witness charge pC 46 41 4
∆Ew Witness energy gain MeV 43 44 2
∆Ed Driver energy loss† MeV 28 27 2
σE,w Witness energy spread‡ MeV 0.6 0.4 0.1

Input
Range

parameter

n0 Plasma density 1016 cm−3 0.98 0.5 – 2.0
L Flat-top length mm 47.8 25 – 50

Cx/y
Transverse

0.80 0.5 – 1.0
beam-size factor

Cξ
Bunch-length

0.96 0.75 – 1.0
compression factor

Table 5.3.: Summary of analysed and variable (input) parameters for the minimised obtained from the Bayesian
Optimisation.
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output and the ESPEC not properly identified in the experiment. With respect to the energy
spread, the difference observed results from the strategy followed to minimise the chirp—i.e.
require the rms energy spread within a longitudinal extent of one FWHM around the core to
be as low as the slice energy spread at the center of the bunch observed in the experiment—
and a complete agreement was not expected. A closer analysis of the simulation outcome
indicates that the chirp of the accelerated trailing bunch is indeed h ≈ 0, which was the
actual target of the optimisation. Altogether, the analysed parameters indicate a satisfactory
level of agreement between experiment and simulation.

The input parameters obtained are all within the allowed ranges given in the optimisa-
tion. The plasma density obtained is n0 = 0.98 · 1016 cm−3 and the effective flat-top length
is L = 47.8 mm. These values contrast with those obtained in previous X-2 experiments
aimed at energy-spread preservation [Lindstrøm, Garland et al., 2021], in which a density
of n0 = 0.72 · 1016 cm−3 and a flat-top of L = 34.2 mm were found to best reproduce the
experimental results. These differences could be explained by two considerations: 1) in the
PolariX-TDS campaign the capillary is filled with a backing pressure of 10.7 mbar, whereas
in the previous experiment the pressure was ∼ 20 mbar, thus leading to a different temporal
and spatial evolution of the plasma density [Garland et al., 2021]; 2) in the PolariX-TDS
campaign the phase space of the double-bunch structure and the charge ratio between the
driver and the trailing bunch differ from those of the previous campaign, which is the
result of differences in the linac and beam-line setup, the beam preparation routines, and,
consequently, a different outcome of the beam-plasma-interaction optimisation. The trans-
verse beam-size factor obtained in the optimisation (Cx/y = 0.80) could be explained by two
different reasons, that do not necessarily exclude each other: 1) an adiabatic change of the
transverse beam parameters resulting from the presence of density ramps; 2) experimental
errors in the determination of the relative location of the beam and the plasma capillary.
Due to the lack of experimental data, however, these issues cannot be investigated further
and, since the agreement between the simulation outcome and the experiment is already
satisfactory, it is assumed that the simulation model is equivalent to that of the experimental
setup. Regarding the bunch-length compression factor, a value of Cξ = 0.96 is obtained,
which indicates that the measured current profile adjusts very well to the physics model
defined by the remaining simulation parameters.

Figure 5.19 shows a snapshot of the last time step of the simulation corresponding to
the working point obtained in the optimisation. Plots a and b show sections of the plasma
across the x–ξ and the y–ξ planes, respectively, in which the plasma density is represented
in grey and the beam density in color. The current profile of the double-bunch structure is
represented by a dark-grey line on top of the density colormaps with an independent vertical
axis. In the x–ξ plane a clear centroid offset in the trailing bunch is observed, which hints the
presence of large transverse oscillations during acceleration. These centroid offsets justify the
need to locate the trailing bunch at a longitudinal position close to the center of the cavity,
where spatial constraints are the least stringent and a sufficient amount of charge coupling
into the wakefield structure is achieved. The interaction of the bunch with the plasma-sheath
electrons results in a distortion of the wakefield symmetry, which can be clearly observed
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Figure 5.19.: Snapshot of the last time step of a HiPACE++ simulation corresponding to the working point
obtained by means of a Bayesian Optimisation. Top plots: horizontal and vertical slices accross the
wakefield structure indicating the plasma (grey) and the beam (colour) densities. Bottom plots:
horizontal slice accross the wakefield structure indicating the longitudinal accelerating field Ez
and the radially focusing field Ex − cBy, including a layout (solid red lines) along the coordinates
x = 0 µm and ξ ≈ 160 µm (dashed red lines).

in the colorscale of the cavity boundaries at longitudinal coordinates below −200 µm. In
the y–ξ plane, in contrast, the trailing bunch is transversely well centered. Even though this
does not preclude the presence of transverse dynamics, an analysis of the beam evolution
during acceleration confirms that the trailing bunch stays approximately centered for all
time steps, which stays in contradiction with the experimental observation that the bunch
exits the plasma capillary with a pronounced correlation in the y′–ξ plane (cf. Section 5.2).
After a close inspection of the code used to generate the initial particle distribution of the
double-bunch structure, an error was found that translates into a dramatic underestimation
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of the centroid offsets in the y–y′ plane along the bunch, which explains the disagreement
between simulation and experiment. On account of that, the focus of the discussion will be
put on the x–ξ plane in the following.

Plot c of Figure 5.19 shows a section of the accelerating gradient across the x–ξ plane
Ez = Ez(x, y = 0, ξ) (diverging colormap) and a layout at x = 0 (red line). As a result of
the distortion of the cavity shape, the accelerating gradient around and behind the trailing
bunch becomes transversely asymmetric, which can be most clearly recognised in the dark
blue spot at the lower part at the back of the bubble (ξ ≈ −250 µm). The longitudinal layout
reveals that a good level of beam loading is achieved, resulting in an accelerating gradient of
Ez ≈ −1 GeV/m that is approximately constant along a fraction of the trailing bunch around
the core (ξ ≈ −160 µm). Plot d shows a section of the focusing field across the x–ξ plane (i.e.,
Ex − cBy) and a layout along the x axis at ξ ≈ −160 µm, which corresponds roughly to the
center of mass of the trailing bunch. As expected in the blowout regime, the layout makes
clear that the radially focusing force increases linearly with radius up to the walls of the
cavity and decreases rapidly thereafter. In the longitudinal axis, the focusing force increases
progressively from the front to the center of the cavity and decreases from the center to the
back. The field asymmetry caused by the cavity deformation is especially noticeable towards
the back of the structure. The fishbone-like structure observed in the driver results from
the combined effect of the geometry of the radially focusing field (plot d) and that of the
decelerating field (plot c) as the wakefield is formed at the front of the cavity, which lead the
particles of different slices to oscillate at particular frequencies depending on their distance
to the center of the cavity.

The temporal evolution of the interaction between the plasma and the beam in the
horizontal plane x–ξ is shown in Figure 5.20. The wakefield structure builds up rapidly
and reaches its final dimensions around the third time step, at which point the back of the
bubble closes behind the trailing bunch, stabilising at a location slightly below ∼ −250 µm.
As the driver propagates, the focusing field pinches the beam and the fishbone-like structure
builds up progressively. Most remarkably, the figure provides a clear visualisation of the
transverse dynamics of the trailing bunch and some of its consequences. The large-amplitude
oscillations of the centroid lead the bunch to interact with the plasma-sheath electrons and
the fraction of beam electrons that are able to run over the maximum of the focusing field
start to oscillate at a lower frequency, eventually detaching from the trailing bunch and
being lost in the plasma background outside the cavity. This process can be observed, for
instance, at the lower side of the cavity between the time steps t = 58 –101 ps, and at the
upper side between the time steps t = 101–159 ps. Additionally, the correlation between the
trailing-bunch oscillations and the cavity deformation along the whole acceleration process
is clearly noticeable.
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Figure 5.20.: Snapshots of a HiPACE++ simulation of the experimental working point illustrating the time
evolution of the beam-plasma interaction. The images show an horizontal slice accross the wakefield
structure indicating the plasma (grey) and the beam (colour) densities.

Figure 5.21 provides a better insight into the accelerating gradient in the neighborhood
of the trailing bunch. The top-right plot shows the same section of the accelerating gradient
across the x–ξ plane as in Figure 5.19c—i.e., a snapshot of the last time step of the simulation—
together with the current profile of the double bunch structure. The top-left plot shows
transverse layouts of the field Ez = Ez(x, y = 0, ξi) at three different longitudinal locations ξi
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Figure 5.21.: Analysis of the accelerating field Ez homogeneity around the core of the trailing bunch for the last
step of the HiPACE++ simulation. Top center: horizontal slice of the accelerating field Ez accross
the wakefield structure and current profile of the driver-trailing-bunch pair. Top left: layout of the
accelerating field at longitudinal coordinates corresponding to the center of the trailing bunch and
±σξ,rms. Bottom plot: layout of the accelerating field at horizontal coordinates corresponding to the
center of the trailing bunch and ±σx,rms.

along the trailing bunch (olive-green lines), whereas the bottom-right shows longitudinal
layouts of the field Ez = Ez(xi, y = 0, ξ) at three different horizontal locations xi (red lines).
The locations correspond roughly to the center of mass of the bunch, and to the center
of mass plus and minus one sigma (i.e., either 〈ξ〉 ± σξ or 〈x〉 ± σx). The three transverse
layouts shown in the top-left plot, clearly indicate that the deformation of the cavity strongly
affects the uniformity of the accelerating gradient along the x axis, with the slope of the
field ∂Ez/∂x|ξ=ξi increasing rapidly from the head to the tail of the trailing bunch. In terms
of the longitudinal layouts shown in the bottom-right plot, this effect can be interpreted as
a dependence of the amount of beam loading on the transverse coordinate of the beam x.
Altogether it is clear that even an infinitesimal longitudinal slice of the bunch experiences
an instantaneous accelerating gradient that varies (at least) with the transverse location x of
the particles. The instantanous nonuniformity of the accelerating gradient in the transverse
plane, however, does not provide direct information about the outcome of the acceleration
process over the full plasma length, since these spatial variations depend on dynamic
cavity deformations driven by transverse centroid oscillations and, at the same time, the
beam electrons oscillate inside the beam envelope. Nonetheless, the total effect of these
nonuniformities can be characterised by the slice-energy-spread growth after the beam-
plasma interaction, which in turn allows to calculate the (effective) field nonuniformity as
defined by Equation 5.3.1. By using the longitudinal resolution obtained in the longitudinal-
phase-space measurements (Rξ = 2.46 µm), the rms energy spread of the central slice of the
accelerated trailing bunch is σE,on = 0.54 MeV, which results in a (single-shot) effective field
nonuniformity of σζ = 0.9 %, in good agreement with the experimental calculations of the
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(statistical) effective field nonuniformity presented in Section 5.3.

5.4.3. Simulation of beam-loading modulations

The goal of this section is to reproduce the experimental observation of beam-loading
modulations around the working point obtained with the Bayesian Optimisation and gain a
better insight into the physics of the beam-plasma interaction. To that end, the bunch-length
variations characterised in Chapter 4 are used to generate several double-bunch structures,
which are used as input of separate HiPACE++ simulations. The parameters of each double-
bunch structure are derived from the working-point characterisation described in Section 4.4
by scaling (stretching) the longitudinal coordinate ξ of the particle distribution by a given
factor Cξ between 0.85 and 1.15—which according to the formula σξ,BCM = Cξ · 〈σξ,BCM〉,
where 〈σξ,BCM〉 is the mean BCM bunch length, correspond to total bunch lengths of σξ,BCM ≈
80 µm and σξ,BCM ≈ 109 µm, respectively—and adjusting the charge ratio between the driver
according to the measured charge modulations (cf. Figure 4.17). The transverse phase space
is the same for all particle distributions—i.e., that measured in the experiment multiplied by
the transverse beam-size factor obtained from the BO. The plasma parameters are fixed to
those detailed in Table 5.4.2.

Figure 5.22 shows the layout of the accelerating gradient along the longitudinal coordin-
ate Ez = Ez(x = 0, y = 0, ξ) together with the current profile of the beam for the 13 stretch
factors simulated with (top) and without (bottom) trailing bunch.The effect that the driver
modulations have on the shape of the accelerating-gradient can be seen in the top plot, in
which shorter (longer) bunches with higher (lower) charge drive a stronger (weaker) wake-
field. Additionally, for a stronger excitation the slope of the accelerating-gradient ∂Ez/∂ξ

is approximately linear over a wider range of accelerating phases, whereas it decreases
progressively towards the back of the bubble when the excitation is weaker. These two effects
depend mainly on the peak current, and are therefore determined by the length of the bunch
and its charge Imax ∝ Qd σ−1

ξ,d . Due to the correlation between charge Q and bunch length
σξ , the changes in the wakefield strength are particularly pronounced for shorter bunches
(Cξ < 1.0), whereas they are almost negligible for longer bunches (Cξ > 1.0). The beam
loading produced by the trailing bunch is shown in the bottom plot. The bunch-length
variations translate into a modulation of the distance between the driver and the trailing
bunch and therefore into a modulation of the location ξ at which beam loading starts. Since
the shift in the longitudinal location of the trailing bunch is correlated with its charge, the
bunch at ξ3 has a lower charge than that at ξ1 (i.e., Qw(ξ3) < Qw(ξ2) < Qw(ξ1). As a result
of these two factors, the trailing bunch located at the earliest accelerating-gradient phase
(ξ = ξ3) is not capable to produce a sufficient amount of beam loading, whereas that located
at the latest phase (ξ = ξ1) even reverses the slope of the accelerating-gradient ∂Ez/∂ξ < 0,
resulting in an overloading of the wakefield. At locations around ξ2 the beam loading is
close to the optimal and the slope of the accelerating-gradient is approximately zero at the
core of the bunch. Since the mean accelerating-gradient increases as the bunch is located
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5. Characterisation of electron bunches accelerated in a nonlinear beam-loaded plasma-wakefield

Figure 5.22.: Accelerating-field layout accross x, y = 0 (coloured lines, left axis) and beam current (grey lines,
right axis) for different beam-compression settings without (top) and with (bottom) beam-loading
simulated with HiPACE++.

further behind the wakefield, a larger (smaller) amount of beam loading leads to a higher
(lower) energy gain. The overall behavior described above seems to contradict the theory
of beam loading in the nonlinear regime developed in reference [Tzoufras et al., 2008], in
which the peak current required to beam load the wakefield increases with the strength
of the accelerating-gradient—i.e., the current of the trailing bunch at ξ1 should be larger
than that at ξ3. The disagreement, however, could be explained by two important differences
between the experimental conditions of the PolariX-TDS campaign and those assumed in
[Tzoufras et al., 2008]: 1) in the latter the acceleration takes place in the strong blowout
regime or ultrareletivistic limit, for which kpRb ≥ 3, where kp is the plasma skin depth and
Rb is the blowout radius, whereas in the first kpRb ≈ 0.5; 2) in the experiments presented in
this thesis, the shape of the wakefield structure is strongly distorted by the centroid offsets
of the trailing bunch, whereas this is not the case in the cited reference.

Figure 5.23 shows a comparison between the longitudinal phase space measured experi-
mentally and that obtained from simulations for three different conditions: underloading
(left), best beam-loading conditions (center) and overloading (right). The data from the simu-
lation corresponds to the longitudinal-phase-space ξ–δ obtained at the output of the plasma
capillary for the stretch factors Cξ = 0.925, 1.0 and 1.1. The experimental data corresponds
to PolariX-TDS measurements performed at the 2nd zero crossing and the shots selected
are those that best match two key parameters of the simulation simultaneously: the stretch
factor and the chirp h of the accelerated trailing bunch (dotted red line in the plots). The
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5.4. Particle-in-cell simulations

Figure 5.23.: Comparison of the longitudinal phase space of accelerated trailing bunches obtained from measure-
ments at the 8FLDUMP screen at the 2nd zero crossing (top plots) and obtained from HiPACE++
simulations (bottom plots) for three different beam-loading conditions: underloaded (left), best
loaded (center) and overloaded (right). The bottom simulation plot shows the relative accelerating-
field variation around the core of the bunch.

bottom plots show the relative variation of the accelerating gradient around the core of the
bunch for the last time step of the simulation—i.e., ∆Ez/Ez,0 = (Ez− Ez,0)/Ez,0, where Ez,0

is the accelerating gradient at the center of mass of the trailing bunch 〈ξ〉w. The images
of experiment and simulation exhibit a remarkable level of agreement, but there are some
differences. On the one hand, the slice energy spread of the experimental images increases
progressively with the amount of beam loading. This is mainly due to a deterioration of the
energy resolution at the screen for increasing amounts of beam loading through the following
mechanism: an increase of beam loading translates into an increase of mean energy, which
in turn affects the evolution of the beam envelope along the beamline, resulting in a larger
natural beam size at the screen. On the other hand, the slope at the head of the bunch—which
is determined by the unperturbed accelerating gradient—is larger in the simulation than in
the experimental images. This could be explained by the TDS-induced energy chirp expected
from the measurement. However, it is difficult to precisely quantify this effect, since the
application of the two-point-tomography on the accelerated bunches—which is required to
retrieve the real sliced mean-energy profile—is compromised by systematic errors (cf. Section
5.1.1). Finally, both the head and the tail in the simulation contain more charge than in the
experiment, which hints a disagreement in the reproduction of the dynamics of the charge
coupling into the cavity and might be the reason why the overall charge in the simulation is
overestimated compared to the experiment. Since this issue could not be further investigated
in this thesis, the figure of merit used to compare the energy spread between simulation
and experiment is the FWHM, which is insensitive to the outermost regions of the energy

211



5. Characterisation of electron bunches accelerated in a nonlinear beam-loaded plasma-wakefield

distribution.

A further evaluation of the agreement between experiment and simulation is accom-
plished by comparing the simulation outcome with high-statistics data from the measure-
ments. Four parameters are analysed in the following: the mean energy of the accelerated
trailing bunch, its charge, its energy spread (FWHM) and its chirp. The experimental mean
energy and charge are taken from the ESPEC, whereas the experimental energy spread and
chirp are those measured at the 2nd zero crossing at the 8FLFDUMP screen. The comparison
is shown in Figure 5.24. The mean energy obtained from the simulation describes the same
trend as in the experiment—i.e., shorter (longer) BCM bunch lengths lead to lower (higher)

Figure 5.24.: Comparison between experiment and HiPACE++ simulations of key beam parameters of accelerated
bunches and their correlation with rms bunch length σξ,BCM. Top plots: mean energy and charge
measured at the ESPEC. Bottom plots: FWHM energy spread and chirp measured at the 8FLFDUMP
screen at the 2nd zero crossing.
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5.4. Particle-in-cell simulations

energies—and covers a similar range of energies. Nonetheless, the experimental data can be
divided in two regions below and above σξ,BCM ≈ 90 µm that show a different correlation
with the BCM bunch length, whereas in the simulation the correlation is constant along the
whole range of bunch lengths. Regarding the charge, the simulation reflects that an increasing
fraction of particles are lost with increasing amounts of beam loading. Nonetheless, the
charge loss observed experimentally for the lowest and uppermost bunch lengths is not
properly reproduced. This could be a true disagreement between experiment and simulation,
but could also reflect experimental limitations associated to the difficulty to: 1) effectively
capture and transport the beam; 2) diagnose the actual amount of charge exiting the plasma
capillary with a higher level of accuracy. Therefore, it is difficult to derive a conclusion from
the available data. The energy spread exhibits a good agreement below the mean BCM bunch
length 〈σξ,BCM〉 = 94.4 µm, but experiment and simulation start to diverge above that value,
which could be partly associated to the broadening of the experimental energy spectrum
due to the deterioration of the energy resolution at the screen. Regarding the chirp, the level
of agreement is excellent.

Altogether, the simulation of beam loading modulations around the working point
reproduces the trends observed in the experiment within a similar range of values, and
supports the argument that these modulations are triggered by bunch length variations that
modify the shape of the double-bunch structure. However, the agreement is not perfect,
which could be related to several reasons that are discussed next.

1. Since the target values used to determine the working-point correspond to the ex-
perimental data measured at the 2nd zero crossing, the outcome of the Bayesian
Optimisation will deviate from the real working point, potentially leading to differ-
ences in the observed beam loading modulations. This is actually the result of a more
fundamental problem: the difficulty to retrieve the real beam parameters from the
time-resolved measurements performed with the PolariX-TDS, which are affected by
systematic errors that cannot be compensated analytically. A possible solution would
be to include the TDS measurements in the optimisation. However, the simulation of
the beam propagation would require, among others, a highly refined model of the
longitudinal plasma-density profile in order to properly interface the plasma capillary
with the diagnostics beamline and would result in a dramatic increase in the complexity
of the simulation framework.

2. Apart from fundamental limitations associated to the time-resolved diagnostics with
the PolariX-TDS, there are other beam parameters whose uncertainty could not be
properly assessed during the experimental campaign discussed in this thesis—e.g.,
the amount of charge effectively exiting the plasma capillary or the projected energy
spread of the accelerated bunch. These issues can in principle be overcome with
both a careful calibration of the available diagnostics and a more extensive set of
measurements. However, such procedures are typically subject to time constraints
imposed by the beam-time availability, and could not be fully unfolded during the
PolariX-TDS campaign.
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5. Characterisation of electron bunches accelerated in a nonlinear beam-loaded plasma-wakefield

3. In the physics model used in the target function, the eventual presence of plasma-
density ramps has not been explicitly considered and the longitudinal plasma-density
profile has been approximated by a perfect flat-top with an effective length that includes
the contribution of the ramps to the total energy gain. Depending on the geometry of
the ramps, however, this model might not be sufficient to reproduce the experimental
results with the desired level of accuracy.

4. It is possible that the target function used in the optimisation does not converge in a
unique solution. In that case, different solutions could lead to the same outcome at
the working point, but behave differently to bunch-length modulations. This could be
compensated by introducing further beam parameters into the target function as, for
instance, the observed beam tilts at the output of the capillary. Another option would
be to include the beam-loading modulations into the optimisation framework.

5. As mentioned before, the double-bunch structure used in the simulations does not
correctly reproduce the phase space of the centroids in the y–y′ plane. This could
have an impact on the evolution of the wakefield structure and, in turn, on the overall
acceleration process simulated with HiPACE++.

In summary, there are multiple aspects of the optimisation framework that can be
improved in order to achieve a higher level of agreement between simulation and experiment.
On the other hand, the experimental data available has some intrinsic limitations that can
only be overcome by performing new measurements. In spite of that, the results presented
in this section already provide an insight into critical aspects of the acceleration process that
affect both the quality of the beam loading and the homogeneity of the accelerating-gradients
produced.
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Plasma wakes driven by intense, ultra-relativistic electron beams are capable of sustain-
ing electric-field strengths in excess of O(GV/m) within a spatial extent on the order of
O(100 µm). By harnessing these wakefields, a particle bunch trailing behind the driver
can be accelerated to GeV energies over meter distances while, in principle, preserving its
quality—i.e., its energy spread and emittance. For this reason, beam-driven plasma-wakefield
accelerators (PWFA) are promising candidates to become compact and cost-efficient build-
ing blocks of next-generation high-energy particle-accelerator facilities—for instance as the
cornerstones of multi-TeV linear colliders and free-electron lasers (FELs). Although tremend-
ous progress has been made during the past two decades, several challanges remain to be
tackled before PWFA stages are ready for large-scale application. One of these challenges
is to guarantee the preservation of the slice and projected energy spread of the accelerated
bunch, which requires an extremely precise control over both the acceleration process and
the phase-space distribution of the driver and the trailing bunch.

The work presented in this thesis addresses this issue by exploiting the diagnostic
capabilities of a novel X-band transverse deflection structure (TDS) featuring a variable
polarisation of the streaking field: the PolariX-TDS. In a recent experiment closely related to
this project, energy-spread preservation and high instantaneous energy-transfer efficiency
have been demonstrated [Lindstrøm, Garland et al., 2021]. On the grounds of this success,
two aspects that lead to quality preservation are further investigated: optimal beam loading
for chirp compensation and homogeneity of the longitudinal and transverse electric-field
structure within the volume of the blown-out plasma wake. In the following sections, a brief
executive summary of the work presented in this thesis is provided and several implications
of the obtained results are discussed. The chapter is concluded with some thoughts about
possible strategies to improve the outcome of the performed experiments with a view
towards PWFA at higher energy gains.

6.1. Executive summary

Beamline design and commissioning. In order to enable the time-resolved phase-space
characterisation of electron bunches, a new diagnostics beamline accommodating the PolariX-
TDS prototype has been brought into operation. A differential-pumping system that enables
the simultaneous operation of the TDS and the windowless plasma target has been designed
and commissioned, validating ultra-high vacuum (UHV) conditions with p ≈ 10−9 mbar at
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the boundaries of the RF structure for nominal gas loads of Qin = 20 mbar · l/s at the plasma
chamber. An experimental campaign was planned and conducted to calibrate and verify the
proper operation of regular beamline components, including quadrupole magnets, beam
steerers, and beam-position monitors (BPMs). Critical problems with the power supplies of
several magnets have been detected, investigated, and mitigated. The field-of-view of each of
the two screen stations located downstream of the TDS has been determined to enable the
longitudinal diagnostic of electron beams in a wide range of experimental conditions subject
to different sources of jitter.

PolariX-TDS commissioning. A dedicated beam-based commissioining campaign has
been planned and conducted to assess the performance of the PolariX-TDS system. In spite of
slight deviations from the nominal operation—which have been systematically investigated—
the new device has been shown to fulfil the stability requirements that enable the diagnostic
of electron bunches with time resolutions of few femtoseconds. In preparation for the main
experimental campaign of this thesis, the capabilities of the TDS have been validated by
means of two beam-diagnostics applications: 1) a phase space reconstruction consisting
of measurements of the slice-emittance in x and y and the longitudinal-phase-space; 2)
a dispersion-based beam-tilt-correction technique that enables the minimisation of the
sliced transverse centroid offsets of the bunch—critical to the sucess of PWFA experiments.
Regarding the diagnostic of the longitudinal phase space, the energy profile measured at
the screen has been shown to be especially sensitive to internal beam correlations in the
streaking plane, in agreement with theoretical predictions.

Beam loading and slice-energy-spread preservation. In order to address the ultimate
scientific goal of this work, an experimental campaign has been envisaged and carried
out. A detailed account of the procedures required to set up the experiment has been
provided, including the preparation and optimisation of FLASH beams and the optimisation
of the beam-plasma interaction—requiring a high level of complexity. A comprehensive
time-resolved phase-space characterisation of the beams before and after interaction with the
plasma has been accomplished. The measurements have been found to be affected by several
sources of errors that are associated with: 1) the stability of the machine operation; 2) the
stability of the plasma-acceleration process; 3) inherent limitations of the TDS-diagnostic and
its sensitivity to the beam envelope. By means of a detailed analysis, it has been shown that
some of these errors can be partly compensated for, whereas those resulting in longitudinal-
phase-space distortions can neither be precisely quantified nor compensated for analytically.
Furthermore, the observed limitations of the PolariX-TDS diagnostic have been found to
be related to the unoptimised beam-plasma interaction in the vertical plane y–y′, which
prevents appropriate matching of the highly divergent beam parameters to the lattice optic.
In spite of these issues, the measurements have provided an unprecedented insight into the
acceleration of electron bunches in a blown-out plasma wake, which has facilitated the main
study of the experimental campaign: beam loading and energy-spread preservation.
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• Beam loading. A direct observation of the longitudinal phase space of electron bunches
accelerated in a blown-out beam-loaded plasma wake has been accomplished for first
time. The magnitude of beam loading has been shown to correlate with the current
profile of the driver-trailing-bunch pair, which in the experimental conditions of this
study is affected by bunch-length variations induced in the FLASH linac that result in
variations of the double-bunch structure produced by the collimator device. In good
agreement with theoretical predictions, the Gaussian-like current profile of the trailing
bunch has been shown to flatten the accelerating field around the core of the particle
distribution.

• Slice-energy-spread preservation. By comparing the slice energy spread of the trailing
bunch before and after plasma interaction, it has been demonstrated that the accel-
erating gradient of the wakefield structure is transversely homogeneous to within
0.8 % (1.5 %) at an interval of confidence of 68 % (95 %). These values represent upper
bounds based on measurement uncertainties, but arguments have been provided to
presume that the field is perfectly homogeneous in at least 46 % of events. On account
of the Panofsky-Wenzel theorem, it has been argued that, simultaneouly, the radially
focusing fields are longitudinally constant along the core of the bunch, thus demon-
strating that the field geometries of a blown-out beam-loaded plasma wake enable an
aberration-free acceleration. At the same time, it has been ascertained that these results
can only be considered valid if the observed longitudinal-phase-space distortions are
ignored.

Particle-in-cell (PIC) simulations. A tentative reconstruction of the beam-plasma
interaction in the PIC code HiPACE++ has been accomplished. While the accuracy of the
reconstruction is affected by a number of issues—amongst others, an oversimplification of the
physics model—it has been shown that simulation and experiment exhibit a substantial level
of agreement, which has revealed some insight into the dynamics of the acceleration process.
Most importantly, the oscillations triggered by transverse misalignments between the driver
and the trailing bunch have been shown to distort the shape of the plasma-wake structure,
which, in turn, has an impact on the homogeneity of the accelerating field that could lead to a
degradation of the trailing-bunch quality and a destabilisation of the acceleration process.

6.2. Discussion of results

The main result obtained in this study supports the argument that PWFA schemes are
capable of producing aberration-free acceleration by driving a blown-out wake in a plasma
and appropriately beam loading the accelerating field. From a theoretical point of view
and according to PIC simulations, this is indeed expected to be the case. Furthermore, the
experiments provide an unprecedented insight into the time-resolved phase-space structure
of plasma-accelerated bunches. This phase-space characterisation demonstrates the extreme
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sensitivity of the acceleration process to the exact shape of the driver and the trailing bunch,
and suggests that the actual challenge to be addressed for PWFA to fulfil the requirements
for applications might be to improve the control over the phase space of the incoming beams.
Simultaneously, the experience made in the course of this work indicates that the use of the
PolariX-TDS for diagnosing the acceleration process requires an improved control over the
plasma-accelerated bunches to enable their appropriate transport to the RF structure. In the
following paragraphs these two aspects are briefly discussed.

Optimisation of electron bunches for PWFA. The experiments performed at FLASH-
Forward are constrained by a trade-off between peak current and beam quality. While beams
with a high peak current are required to drive a strong blow out, they also trigger collective
effects during their acceleration and longitudinal compression in the FLASH linac and their
transport through the extraction sections upstream of the interaction point. Such collective
effects translate into: 1) distortions of the longitudinal phase space of the bunch—viz. a
longitudinally-dependent increase of the uncorrelated energy spread and nonlinearities in
the sliced mean energy profile; 2) sliced transverse centroid offsets and internal transverse-
longitudinal beam correlations. The first affects the operation of the collimator device, which
requires the beam to have a linear energy chirp and a small sliced transverse beam size
at the location of the collimator. The latter may trigger transverse oscillations during the
beam-plasma interaction that destabilises the acceleration process and/or degrades the
quality of the trailing bunch.

Due to the transverse-longitudinal couplings in dispersive sections arising from a linear
energy chirp, the presence of centroid offsets together with eventual transverse misalignments
of magnet-lattice elements leads to a complicated beam evolution along the beamline. Due
to this, the optimisation of the beam-plasma interaction becomes an extraordinarily involved
process, as different beam parameters that need to be precisely adjusted at the interaction
point are correlated to each other in an intricate way. These difficulties have been overcome for
short plasma-interaction lengths of about 5 cm by introducing novel experimental methods
such as, for instance, the dispersion-based beam-tilt correction or the two-BPM-tomography
for matching small beta functions into plasma. An example of the success of such methods
is the experiment that motivates the studies presented in this thesis [Lindstrøm, Garland
et al., 2021]. However, this might be more challenging when scaling the experiments to larger
propagation lengths, which will be required to achieve higher energy gains. Apart from
the aforementioned issues related to the presence of transverse centroid offsets, the lack
of appropriate diagnostics to assess the beam-plasma interaction in the vertical plane y–y′

might become a problem, since the deformation of the accelerating structure induced by
trailing bunch oscillations could have a non-negligible impact on the overall acceleration
process.
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Transport and longitudinal diagnostic of PWFA-accelerated electron bunches. The
large integrated kick generated by the PolariX-TDS translates into a magnification of TDS-
induced effects predominantly in the energy axis. In the measurements presented in this
thesis two of these effects introduce systematic errors that are either difficult or impossible
to negotiate:

1) nonlinear terms in the induced energy chirp associated with internal beam correlations
in the y–ξ and y′–ξ planes (cf. Eq. 1.3.47)

2) longitudinal-phase-space shearing effects associated with a mismatch of the beam
parameters (αy,TDS 6= 0) at the location of the TDS (cf. Eq. 5.2.3).

In order to mitigate the first, the sliced transverse centroid offsets in the streaking plane must
be minimised, which is a demanding task due to both the complicated phase-space structure
of the incoming beams and the lack of diagnostics required to optimise the beam-plasma
interaction in the vertical plane. In order to mitigate the second, the beam envelope must
be very well matched to the lattice optic, which is especially difficult for highly divergent
beams and also requires an appropriate diagnostic of the beam-plasma interaction in the
vertical plane. For these reasons, the longitudinal diagnostic of PWFA-accelerated beams
with the PolariX-TDS is only possible for a highly optimised beam-plasma interaction in
both the horizontal and the vertical plane, which is currently very challenging.

6.3. Outlook

While the time-resolved phase-space characterisation of electron bunches presented in this
work provide a high-level of detail, the reconstruction of the beam-plasma interaction is
comparatively less accurate. In order to exploit the full potential of PIC codes and gain a better
insight into the acceleration process, several aspects of the simulation framework that have
been identified to limit the level of agreement with the experiments must be addressed in the
future. Along the same lines, on account of the sensitivity of the acceleration process to the
sliced transverse centroid offsets, an in-depth tolerance study by means of PIC simulations
could help determine the level of control over the phase-space of the incoming beams
required to achieve stable and quality-preserving acceleration at higher energy gains—i.e.,
over longer propagation lengths through the plasma.

In the experiments discussed in this dissertation—and at FLASHForward in general—
the approach adopted to optimise the FLASH beams for PWFA experimentation is purely
empirical, i.e., the trade-off between high-peak current and beam quality is determined
experimentally to the extent enabled by the available beamline diagnostics. Start-to-end
simulations including collective effects could assist the optimisation process by systematically
investigating how different machine parameters affect the beam quality. Although it might
be challenging to achieve a good level of agreement between simulation and experiment,
several upgrades at the FLASH facility are currently under way that could enable accurate
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benchmarking procedures. On the one hand, a new and shorter second bunch compressor
(BC3, cf. Section 2.1) will grant more control over internal beam correlations and couplings
and generates space to accomodate a new section for re-matching the beam from the injector
into the linac—which until now was only possible at the section downstream of BC2. On
the other hand, the FLASH2 beamline is equipped with two PolariX-TDS for longitudinal
diagnostics, thus enabling the assessment of the beam quality after the FLASH2 extraction
and before the FLASHForward extraction section.

6.4. Final summary

The PolariX-TDS system was added to the FLASHForward beamline to enable novel measure-
ments within the field of PWFA. Measurements of the longitudinal phase space of electron
bunches accelerated in a blown-out, beam-loaded plasma wake were accomplished for first
time. These measurements provided the necessary means to establish electric-field structures
required for meaningful application of the field to future facilities requiring high levels of
longitudinal beam quality. On account of that and the recent milestones achieved at the
FLASHForward facility a thriving future for PWFA research and development is expected.
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Appendix A.

Transfer matrices of individual beamline

elements

The derivation of the most common first-order-imaging beamline elements can be obtained
from Equations 1.1.8–1.1.14. Below, the resulting matrices are presented.

Drift space. This is the simplest element in a beamline, which represents the propagation
of the beam in free space. For a drift of length l:

RD =



1 l 0 0 0 0
0 1 0 0 0 0
0 0 1 l 0 0
0 0 0 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1


(A.0.1)

Quadrupole magnet. The focusing strength of a pure quadrupole is given by the
expression with strength k1 = e g/p, where g is the gradient of the magnetic field and p the
reference momentum of the particles. For k1 > 0 the matrix is:

RQ =



cos φ 1√
|k1|

sin φ 0 0 0 0

−
√
|k1| sin φ cos φ 0 0 0 0

0 0 cosh φ 1√
|k1|

sinh φ 0 0

0 0
√
|k1| sinh φ cosh φ 0 0

0 0 0 0 1 0
0 0 0 0 0 1


(A.0.2)

and for k1 < 0 the two transverse planes are just interchanged:
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RQ =



cosh φ 1√
|k1|

sinh φ 0 0 0 0√
|k1| sinh φ cosh φ 0 0 0 0

0 0 cos φ 1√
|k1|

sin φ 0 0

0 0 −
√
|k1| sin φ cos φ 0 0

0 0 0 0 1 0
0 0 0 0 0 1


(A.0.3)

where φ = leff
√
|k1|, and leff is the effective length of the quadrupole. For k1 > 0 the

quadrupole focuses in x and defocuses in y and vice versa.

In many practical cases, the focal length f of the quadrupole is much larger than its
effective length leff:

f =
1

k1leff
� leff , (A.0.4)

and Eqs. A.0.2 and A.0.3 can be approximated by taking the limit leff → 0 while keeping
k1leff = const.:

RQ, thin =



1 0 0 0 0 0
− 1

f 1 0 0 0 0
0 0 1 0 0 0
0 0 1

f 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1


, (A.0.5)

which is referred as the thin lens approximation.

Sector dipole magnet. A sector dipole has its end faces perpendicular to the design
orbit. For a dipole dispersing in the horizontal plane x–s with a deflection angle α and
bending radius ρ, the transfer matrix is:

RSD =



cos α ρ sin α 0 0 0 ρ(1− cos α)

− 1
ρ sin α cos α 0 0 0 sin α

0 0 1 ρα 0 0
0 0 0 1 0 0

− sin α ρ(cos α− 1) 0 0 1 −ρ(α− sin α)

0 0 0 0 0 1


. (A.0.6)
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Rectangular dipole magnet. In a rectangular dipole magnet, the entrance and exit faces
are parallel to each other and, therefore, not perpendicular to the design orbit. If the end
faces are symmetrically oriented respect to the reference trajectory, so that they form an angle
of α/2 that is half of the total bending angle α, its matrix can be described by introducing an
additional edge focusing to the sector dipole magnet described above:

RRD = Fα/2 · RSD · Fα/2, (A.0.7)

where Fα/2 is given by the matrix:

F =



1 0 0 0 0 0
tan α/2

ρ 1 0 0 0 0
0 0 1 0 0 0
0 0 − tan α/2

ρ 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1


. (A.0.8)
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Appendix B.

Waveguide-attenuation calculation

In the following, the relation between the power Pmeas measured at the directional coupler
and the power actually fed into the structure PL + PR is estimated. Figure B.1 shows a
schematic representation the waveguide network of the section of interest. Figure B.2 at the
end of this appendix shows a more realistic CAD model.

Figure B.1.: Schematic representation the waveguide network from the 3-dB splitter to the E-rotator.

The waveguide attenuation is estimated to be roughly −0.1 dB/m. The attenuation
between the directional coupler and the 3-dB E-hybrid is τA ≈ −0.1 dB, and that of the left
and right split arms is τL ≈ −0.2 dB and τR ≈ −0.1 dB, respectively. The terms αL and αR

represent the fraction of power directed towards the left and the right split arms, respectively.
The power that reaches the left and right TDS inputs is:

PL = Pmeas · 10
τA
10 · αL · 10

τL
10 (B.0.1a)

PR = Pmeas · 10
τA
10 · αR · 10

τR
10 . (B.0.1b)

On account of the power imbalance measured in Section 3.3, the fractions αL and αR can
be determined. The obtained values are summarised in Table B, together with the estimated
waveguide attenuation of each section. Finally the total power reaching the structure is:

PL + PR = Pmeas · 10
τA
10

(
αL · 10

τL
10 + αR · 10

τR
10

)
= Pmeas · αTDS ≈ Pmeas · 0.94. (B.0.2)
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Parameter Symbol Units Value

Attenuation before power splitting τA dB −0.1
Power fraction left αL % 56
Power fraction right αR % 44
Attenuation left arm τL dB −0.2
Attenuation right arm τR dB −0.1
Power fraction at TDS αTDS % 94

Table B.1.: Estimated RF-power transmission and attenuation at different locations of the RF-waveguide structure
before the PolariX-TDS input ports.

Figure B.2.: CAD model of the PolariX-TDS system around the RF structure.
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Schröder, Sarah (2021). ‘External injection of electron beams into plasma-wakefield accel-
erators’. PhD thesis. Universität Hamburg. doi: 10.3204/PUBDB-2021-05396 (cit. on
p. 84).
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